

  Unofficial living edition

  PostHog Handbook: Marketing

  Marketing section volume

  Generated 2026-06-29 from PostHog's public handbook source.

  39 pages included. This eBook is a dated snapshot for offline reading, tablets, phones, and book apps.

  Get the latest edition: https://dantrapp.github.io/posthog-handbook/

  The live handbook at https://posthog.com/handbook remains the source of truth.





  1. Campaigns and coupons

  Source: https://posthog.com/handbook/marketing/campaigns-and-coupons

  
  We run promotional campaigns with partners (e.g., newsletters, influencers) that offer exclusive benefits to their audiences via coupon codes.

How it works


	Campaign setup: Campaigns are created in Billing Admin with a strategy defining what benefits are granted (e.g., free addons, increased limits, credits)

	Code distribution: Coupon codes are exported as CSV and shared with the partner for distribution to their audience

	Redemption: Users visit /coupons/{campaign-slug} to redeem their code (requires paid PostHog subscription)

	Expiration: Benefits can automatically expire after the campaign period (e.g., 12 months)



Onboarding flow integration

When new users sign up via a campaign link (e.g., posthog.com/signup?next=/coupons/lenny), they're shown the coupon redemption page early in onboarding:


	User signs up with ?next=/coupons/lenny query param

	After signup, they're redirected to /onboarding/coupons/lenny instead of directly to /coupons/lenny

	They can claim the coupon or skip and continue to product setup

	After claiming/skipping, they proceed to the normal onboarding flow (use-case selection or products page)



This ensures new users see the coupon offer before diving into product configuration.

Note: Existing (already onboarded) users bypass this and go directly to /coupons/:campaign.

Example: Lenny's Newsletter

When launched, our partnership with Lenny's Newsletter offered their annual subscribers:


	Free Scale package

	2x free tier limits on all usage-based tools

	Valid for 12 months from redemption

	Only for organizations with no paid invoices before December 1st 2025



Redemption page: /coupons/lenny

Creating a new campaign

For technical implementation details, see the internal billing docs.





  2. Co-marketing

  Source: https://posthog.com/handbook/marketing/co-marketing

  
  PostHog complements a lot of other software companies. Since we’re active in the startup ecosystem and built around integrations, co-marketing opportunities come up naturally.

Who takes the lead with co-marketing?

Sales, engineering, or support will sometimes tag marketing into customer Slack channels where someone mentions co-marketing. There’s no obligation to say yes just because a partner is enthusiastic. If you’re unsure whether something is worth pursuing, ask in the #team-marketing Slack channel.

The list of partners we are currently doing or planning co-marketing partnerships with is maintained in this canvas.


If it does seem promising, a product marketer will take the lead and loop in events or other teams as needed.

What this article doesn’t cover:


	Influencers and newsletters

	Rev-share partners and individual consultants

	Sponsorships



Integrations and CDP destinations

We have a CDP with 50+ destinations and a data warehouse that connects to tools like databases, Stripe, and HubSpot. Any time we ship an integration, there’s a baseline level of co-marketing we should do:


	Make sure docs are solid on both sides

	Add it to the changelog (and changelog email if it’s really good)

	A simple social media post like this one



If you have a new integration which deserves marketing support, the best way to get it is to ask in the #team-marketing Slack channel. The team will discuss and specific product marketer will take responsibility for running co-marketing.

When to level up: Most integrations stop here. But if there's genuine opportunity, then it's worth doing more:


	A practical tutorial like this one

	A video walkthrough if the workflow is complex

	A blog article or other co-authored content



Typically whenever we are pursuing work like this with a partner, we work with them to reciprocate to their audience through their channels.

In some cases where there's big partnership potential, the partnership is of a strategic significance, and the ICP is the same, feel free to explore a joint in-person event that will gather the community of both partners and deliver value from both sides.

Like all PostHog marketing, co-marketing should be useful to the reader. A super simple way to signal compatibility without being promotional is to casually reference partner companies in docs and editorial. However, we avoid case studies where there isn't an interesting story, guest posts, and other marketing 'fluff' content.


For example, PostHog docs might say "If you're routing LLMs (e.g. via OpenRouter)..." while OpenRouter docs say "Track downstream behavior in PostHog..."

We do this out of goodwill anyway in blog posts like this. It helps readers and costs us nothing.

Enterprise integrations

We haven't done much co-marketing with enterprises like Slack or HubSpot because big companies typically move slowly, and we haven't prioritized it.

If you find yourself working with an enterprise integration partner that's actually responsive and interested in co-marketing, go for it. Just don’t let their timeline block other work.

PostHog customers

If a customer is a logo we’d proudly show on the site, represents who we build for, and is getting real value from PostHog, then a case study usually makes sense.

Examples:


	PostHog + Supabase

	PostHog + Mintlify

	PostHog + Lovable



Social media co-marketing for case studies naturally follows since most companies are excited to have their story featured. It's usually worth raising an art request for these opportunities.

We also will typically thank customers who participate in case studies and collab content by sending them a merch voucher. We're nice like that.

Startup and ecosystem partnerships

We already run a strong startup program. Accepted companies get $50K in PostHog credits plus access to partner benefits. This is one of the best types of co-marketing because it’s a simple value exchange: we help their users, they help ours.

However, we are very selective about which teams we partner with here because these partnerships usually offer outsized benefits to them. As a rule, we want to have no more than three such partners at once - and it's one-in, one-out.

Examples:


	Easier incidents with Incident.io ($1,500 off a teams plan)

	Better SDKs with Speakeasy (50% off for 6 months)

	Better search with Chroma ($5,000 of credit for their search and retrieval service)



If we're signing anything with legal commitments, that needs to go via #legal. If it's an informal exchange of perks, you can usually just coordinate directly with the partner company.

If you’re giving PostHog credits, check with the  to explore the options. See the campaigns and coupons handbook entry for more detail.

When a new startup perk goes live:


	Add the offer to the PostHog for startups page

	Create a new Startup landing page for this partner

	Announce it on social media like this

	Add the offer to relevant emails and onboarding flows (the startup program has dedicated flows)



As a rule we don't commit to reporting sign-up performance to startup partners, as it just adds overhead and they should have their own methods of tracking. We also don't typically agree to rev share deals as part of this program, as it's a long tail activity.

More questions about startup program partnerships? Head to the project Slack channel.


Other ecosystem partners

Co-marketing goes both ways! PostHog’s startup program is promoted through partner channels like Stripe Atlas perks and the Fin Startup Pack.

We maintain a spreadsheet with most of our current partnerships. This also includes partnerships with VCs and PE firms. For the most part we do no co-marketing with these partners, though this may change. This spreadsheet doesn't list all VC partnerships via GetProven, as these are best tracked directly through that tool.

Co-sponsored events

Events are a great place to co-market and vary from intimate gatherings to large scale meetups. These are higher effort and don’t usually sit under product marketing alone. Tag Daniel early – he’s the best judge of what events and co-sponsorships will actually land.

Examples:


	We buy AI YC pitch event with Chroma, Mintlify (and others)

	MCP Builder breakfast with Fiberplane

	Building with (and for) AI event with Vercel and Profound



Virtual events can also work for co-marketing, we just try to avoid boring ones. For example, we participated in ElevenLab’s Worldwide Hackathon, which was rad.

Co-branded merch

Merch collaborations are cool, but should be rare. They require real work from the design team and need a clear purpose beyond “we’re partners now.”

A good example is the limited edition t-shirts we did with Supabase, which was way more fun than a press release.

If you think a merch collab makes sense for a co-sponsored event, use the art request template. Please give thought to distribution and lead-times and add this to the request.

What if the partner wants more?

Not every co-marketing play warrants maximum effort. If someone's pushing for more but the product overlap is thin, it's okay to suggest starting smaller. A changelog mention and social post can always expand into more later if there's real traction.





  3. Collaborating with PMs

  Source: https://posthog.com/handbook/marketing/collaborating-with-pms

  
  PostHog's culture leans heavily on independence, but launching and growing a product is one area where product marketers (PMMs) and product managers (PMs) genuinely need to work together. Here are the most important things a PMM can do to build that relationship:


	Make first contact. Don't wait for your PM to come to you. Reach out early to learn the team's revenue goals, activation and retention gaps, what marketing has been tried before, where users come from, and any quick opportunities. Ask for customer interviews and competitive research too.

	Live in your team's channel. Monitor the team Slack daily for feature updates, sales notes, and customer feedback. PMMs often spot marketable features that PMs and engineers overlook.

	Show up in person and in meetings. Use rare in-person gatherings for growth reviews and planning, and join sprint meetings to stay informed and show genuine interest in the team's work.

	Loop your PM into marketing. Share quarterly plans, campaigns, and creative directions. Core assets like the product page, launch email, and launch blog should always get PM review.

	Run monthly growth reviews. Meet 1:1 to assess product performance, acquisition, and drop-off points. These reviews often reveal gaps (like low retention) that inspire new tactics.

	Use AI to stay informed. Lean on tools like the PostHog Slack app and scheduled tasks (e.g. a weekly product digest) to surface product status automatically instead of manually scrolling.



For the full story, including concrete examples from working across PostHog's product teams, read Collaborating with PMs as a product marketer.





  4. Customer case studies

  Source: https://posthog.com/handbook/marketing/customer-case-studies

  
  What makes a good case study?

Case studies should make our users look smart, our products look useful, and PostHog look like a company people actually want to talk to.

Things we don't care about:


	if they pay us or not (most customers don't)

	if they use every tool in the box (they might be a power user of only one tool)

	if they have a recognizable brand (big logos are nice, but more frequent, smaller stories often beat enterprise red tape)



Things we do care about:


	that PostHog has helped them achieve meaningful results

	that they represent who we build for

	that someone else might benefit from reading their story



Case studies are typically owned by the . They live in /contents/customers/ and appear on posthog.com/customers. If you have a suggestion for who we should interview, let us know in the marketing channel.


Creating a case study

1. Identify the right customer

Start by asking the PM for that product. PMs do lots of user interviews and can suggest warm leads. You can also post in company Slack channels, but give some context for what you're looking for.

2. Make contact

Got a lead? Before reaching out, search for the company in Vitally. If they already have an assigned Account Executive or CSM, give that person a heads-up — they might already be working on something with the customer or have extra context on what to ask them about.

If there’s no one assigned in Vitally, you’re clear to go ahead and reach out directly.

Some customers have a dedicated Slack channel. If they do, that’s usually the fastest way to coordinate. Otherwise, send an email.

3. Lay the groundwork

Someone agreed to chat? Hooray! Make a GitHub issue to draft some questions, tag any relevant sales/CS people, and note if you’ll need artwork later.

4. Schedule the interview

Who you talk to for interviews doesn’t really matter. Speak to engineers, founders, PMs, or anyone who seems keen to chat. If you’re unsure who to interview, email a few people at the company and see who bites.

We use Calendly for scheduling external meetings, such as demos or product feedback calls. If you need an account, ask Charles to invite you to the PostHog team account.


How to be a good interviewer:


	Do some preliminary fact-finding (don't waste time asking general info about the interviewee's company and role)

	Come prepared with good, open-ended questions

	Relax and have a nice chat (30 minutes is plenty)



5. After the call

Trust your gut — if it feels like a good story, it probably is. Worst case, it’s still user feedback to pass on to other small teams.

If it is worth turning into a case study, draft a PR right away while it's still fresh. Ask at least one teammate to review it to catch any grammar mistakes (or really bad jokes).

Best practices:


	Be specific - Use real numbers and measurable outcomes where possible

	Use quotes - Let the customer's voice come through

	Keep it concise - Aim for between 700-1400 words including quotes



6. Review and approval

PR looking good? Tag the customer in Github for review. You're not asking for copy edits – just a quick fact check. Legal and PR teams will sometimes want to be looped in for approval as well. They might also request using Google Docs instead of GitHub.

Do what you need to do. The goal is to get the rubber stamp.

If your draft might include anything private such as screenshots of customer dashboards, keep it in an internal repo like requests-for-comments-internal just to be safe.


7. Publish!

Most people are excited to be featured and will sign off quickly. If you need artwork to go with the case study, use the art or brand request template

Once the case study is merged and live on the website, the last step is to send a merch credit to the participants as thank you.

That's it - you did it!





  5. Email comms

  Source: https://posthog.com/handbook/marketing/email-comms

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Linking to the PostHog app

	Email broadcasts

	Changelog

	PostHog for Startups

	Launch emails

	Other broadcasts

	Email campaigns

	Onboarding emails



  Our email communications can be broadly divided into broadcasts (one-off emails to specific lists, like a newsletter), campaigns (repeatable workflows which users move through dynamically), and API triggered emails (self-explanatory).

This page doesn't deal with our Product for Engineers newsletter, which is sent through Substack and managed by the Content & Docs team.

Linking to the PostHog app

To point users at a page in the PostHog app via email, use this format: https://app.posthog.com/ and do not include the project path.

For example: https://app.posthog.com/endpoints instead of https://app.posthog.com/project/2/endpoints https://app.posthog.com//logs?activeTab=alerts

The app.posthog.com prefix works for both US and EU instances, and the project path resolves itself for the recipient.

To preload a prompt for PostHog AI, use this format: https://app.posthog.com/#panel=max:!Your%20question%20here

For example: https://app.posthog.com/#panel=max:!What's%20my%20churn%20rate? https://app.posthog.com/#panel=max:!All%20hail%20hogzilla

Email broadcasts

We regularly send three types of email broadcasts.


	Changelog, a product announcement email sent bi-weekly via Customer.io.

	PostHog for Startups, an email to users of our startup program. Sent monthly, via Customer.io.

	Launch emails, which are 'random acts of marketing', but fairly consistent with every product team shipping alpha, beta and GA features each quarter.



Occasionally we send other ad-hoc email broadcasts for specific activities such as outages, reminders, announcements, or deprecations.

Changelog

The changelog email is part of the new release process and is used for product announcements.

Every month, we use Customer.io to share a broadcast which summarizes the highlights from the weekly changelog over the last month. We use our discretion to choose which updates to highlight, usually showcasing three or four of the most impactful changes. We usually reserve the top spot for making users aware of new beta features. A test is shared with the team before we send to users.

We tag these emails as Product updates in Customer.io, so users can manage their subscriptions. In order to maintain high deliverability, we target users in the Recently Engaged (4 months) segment which includes everyone who has logged in the last quarter.

PostHog for Startups

Each month, we send an email to users in our PostHog for Startup program. A test is shared with the team before we send to users. This email is targeted to users in the following segments, all at once: PostHog for Startups (Old), Users in the YC program, old and new, Old startup teams (Backfill only), and PostHog for Startups and YC (new).

The email is usually comprised of three sections, which inform users of new guides which are relevant to startup use-cases, new betas which are available for them to try, and a spotlight written about a new org in the program. We end by asking for feedback.

We categorize these emails as Actually useful marketing emails in Customer.io, so users can unsubscribe if they wish. This email usually comes directly from Joe.

Launch emails

Most product and feature launch emails come from the Product Marketer who sent them -- but sometimes campaigns trigger from others, such as billing@posthog.com.

The exceptions and other solutions are:


	Sending emails from hey@posthog.com -- this is what we usually do for BIG sends, because it would overwhelm the sender's inbox with 'out-of-office' auto-replies.

	Sending emails from beta-feedback@posthog.com -- this is a Google group tied to the automation in #posthog-feedback by a Slack bot. Any responses to this address get posted in that channel and anyone can reply to them using the info in there.

	Sending emails from a specific person, but setting the reply-to address as one of the above. This is not common, but it's there if you want to use it.



We specifically do not want emails we think people will reply to going into hey@posthog.com because it is sporadically monitored at best, and hard to collaborate through.


When we ask users to share feedback through email, it should either link to beta-feedback@posthog.com, the support modal, or to ourselves personally. Never hey@posthog.com.

Doing this lets us filter out the noise for everyone else while still giving good visibility on meaningful feedback internally. If a user sends you feedback, you should share that with the relevant product team or in https://posthog.slack.com/archives/C011L071P8U

When adding yourself as a send-from address in Customer.io, be sure to edit the display name to '[your name] from PostHog'.


Other broadcasts

Any ad-hoc customer email broadcasts are owned by the , and are usually sent via Customer.io. These can include product updates, outage alerts, or other PostHog news if needed.

These emails are usually tagged as Service updates in Customer.io when they include important account or product information. These emails are given a dedicated unsubscribe option in the footer, making it clear that we do not recommend users unsubscribe to these emails.

Important service updates are the _only_ type of email we may send to unsubscribed users, and only if we feel it is warranted to do so.

Service updates emails are often part of an engineering incident. We handle comms for those too.


Whenever we need to send an email broadcast like this we begin by creating an issue in the Meta repo, unless it involves discussion of personal information - in which case it is discussed in Company Internal. This enables us to summarize information and seek approval from teams while also keeping our work open source, and without requiring everyone to log in to Customer.io. Issues are closed when an email is sent.

If you'd like to work with Marketing on an email activity, please begin by opening an issue in the meta repo.

Email campaigns

We maintain many email campaigns to help users get the most out of the product. The most developed and documented of these are our four onboarding campaigns.

Onboarding emails

Generally, when we talk about onboarding emails we refer specifically to the flow for PostHog Cloud sign-ups, but there are also other flows in use for other occasions.

PostHog Cloud onboarding emails

The latest revision is Onboarding 8. You can read about old revisions on the blog.

The onboarding flow regularly changes as we test new ideas. Any changes to it are, as with all other email campaigns, documented in the Meta repo.

We aim for all content in this flow to be relevant and helpful to users, without being salesy. All emails come directly from Joe and he triages replies on a daily basis, answering or redirecting as needed. The campaign is triggered when a user signs up for the first time and has a goal of users achieving billing product activated within 7 days of opening any email in the flow.

We tag all these email flows as onboarding in Customer.io and categorize them as Welcome emails so that users can easily manage their preferences.

Self-hosted and open source onboarding emails

We sunset our paid self-hosted product a long time ago, but some users still try to use the legacy version. For this reason we run a dedicated self-hosted onboarding campaign which includes three emails sent over a course of six weeks. These emails come from the hey@posthog.com email address.

The goal of this flow is to set expectations for what the self-hosted experience is like and to encourage users to move to the PostHog Cloud product for a better experience.

Our open source onboarding email is essentially identical to the self-hosted onboarding flow, but excludes information about the sunsetting of the self-hosted product.

Beta onboarding emails

When a user opts in to a beta via the feature preview menu we enter them into an email flow designed to help us collect feedback from users.

This flow currently comprises a single, personal email from either Joe or the team lead working on the beta feature. This email is sent one week after the user joins the beta and features tailored content based on which beta the user joined.

When responses come in, Joe generally triages replies and directs feedback to the relevant team, as well as rewarding users with merch as thanks for their feedback.

Launching a beta? It helps to let the Brand team know in the team Slack. The team can then add your beta to the beta onboarding flow, and plan ahead for marketing announcements as needed.


Onboarding - new hires

This is an internal email flow for new hires, which triggers whenever a new user signs up with a PostHog email address. We currently exclude most old-time hires from this flow, to avoid blocking their inboxes.

This campaign runs for a new hire's first 30 days and sends them 7 emails with information to help them get set up at PostHog.

There's no way to unsubscribe from these emails, but if you're triggering them with test accounts then let the Brand team know and they can exclude you from the campaign.

Other email campaigns

We run a series of other small campaigns with smaller volumes. These include:


	The replay recommender is a campaign which encourages users who have ingested a large number of unwatched replays to watch some of the recordings.

	Teams upsells & cancellations are two separate campaigns. The first triggers when a team invites their sixth and ninth team member, suggesting the Teams package to boost collaboration. The second triggers when the package is disabled, comes from Zach, and requests feedback.

	G2 review Requester is described in Testimonials & G2

	Startup & YC updates is a series of campaigns for the startups and YC programs. These broadly notify users when they join the program, and use 50%, 75% and 100% of their available credit.



API triggered emails

We maintain a series of API triggered emails by working with the . These are found in Customer.io's transactional tool and broadly encompass billing and security updates, such as an upcoming bill or a change to 2FA settings. These emails are triggered by API in order to keep them highly relevant and with high deliverability.

Transactional emails feature Liquid code to help personalize their content. All transactional emails should contain Liquid in the main body content to clearly indicate to the user which project or organization the email is regarding, with suitable fallbacks. For example:

We turned the free allowance for {{ trigger.product_name | default: "a product" }} on {% if trigger.team_name %}{{ trigger.team_name }}{% else %}your account{% endif %} off and on again, giving you another month of free usage.

Adding a new event property to Customer.io

We use Customer.io to target broadcasts and campaigns — for example, the onboarding flow targets users based on their events, as well as segments which define product intent and activation. PostHog sends this information to Customer.io through a data pipeline, so a new event or property has to flow through that pipeline before you can build a segment on it.

To add a new event or property:


	Confirm the data is tracked in PostHog. Product intent and activation criteria (such as a product's product_key value) are usually set up by the product manager for the relevant product. If the event or property you need isn't being tracked yet, ask the PM to create it in PostHog before going any further.

	Add the event or property to the Customer.io pipeline. Any action or property we send to Customer.io must be added to the Customer.io destination in PostHog. If you try to build a segment on something that isn't in the pipeline, the segment won't populate.

	Create the segment in Customer.io. A newly added property won't appear in Customer.io's autocomplete when you start typing it. Instead, copy and paste the exact property name, save, and the segment will populate when the data arrives (but this is always worth testing or checking later).







  6. Marketing Events

  Source: https://posthog.com/handbook/marketing/events

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Community incubator

	Geographies

	Co working structure

	Venues

	Community events

	Formulating a purpose and structure

	Getting support

	Branding it



  Want PostHog to be involved in your event? See how we do Community events. Want to start a co-working group for builders? Check out our Community incubator program and submit the form. If you'd like to add an IRL event to the events page, contact Daniel Zaltsman or Kliment Minchev.


We did 45 events in real life (IRL) in 2025 and we're just getting started. While we’re 100% remote and set up to work asynchronously–we've found real benefits in getting together with users in real life. All our public events are showcased on the events page.

Events have to be focused on and valuable to our ICP. We prefer not to be a small fish in a big pond, hence we mostly pass on big conferences. And we prefer pull over push, so we gravitate towards content and formats that educate and activate while avoiding booths, badge-scanning, buying attendee lists, paying to speak, and webinars.

The event formats we prefer (and organize ourselves) fall into one of these:


	Hands-on gatherings that enable our users to build better products for their customers

	Experiences that allow engineers and founders to walk away with unique product engineering insights

	Getting product engineers together to identify problems and build solutions for users

	AFK time that we ourselves enjoy like hiking, gaming, cycling, cooking classes, etc.



All plans come together – from conception through to final delivery – on our event management tool which centralizes owners, logstics and feedback in one place.

Community incubator

We connect builders around the world by helping them start IRL micro-communities that gather for recurring co-working sessions. As we know from our own sprints, offsites, and hackathons, we can build a whole lot when we gather in person with other people who have a bias for action.

We have already seen how this format makes a higher impact on communities because of the velocity built over weeks and months of communal work, collaboration, and creativity.

Image: Philadelphia incubator

Taj leading his builder group in Philadelphia

Geographies

The pilot program started in tech hubs mostly in North America, UK, and EU. We now have communities in Austin, Philadelphia, Singapore, New York, Barcelona, and Lahore. At this time, we're open to groups starting in any city with a population of more than half of a million people.

Co-working structure

The focus is on weekly, bi-weekly, or monthly gatherings with small groups of ~10 people. Gatherings typically take place during weekday evenings or weekends and go for about 3 hours.

Discuss → Build → Demo

We suggest starting with a roundtable discussion of the latest dev news and trends, then each builder can set their own goals for the session. Allow at least 2 hours for building, and then close out the session with demos to show off what you built. Outside of co-working, the group is encouraged to get together to connect for an AFK activity such as a walk, bike ride, hike, or local sightseeing.

Venues

The ideal venues for the community incubator are free-to-use spaces conducive to a group comfortably working (accessible, quiet, Wi-Fi-enabled.) They are typically held in tech or VC offices that have an available room, libraries, and co-working spaces. If you have a venue and want to host a builder group, reach out to Daniel directly.

Community events

Community events are in real life (IRL) manifestations of our mission organized by enthusiastic partners and customers. They usually originate when someone has identified an interesting topic or problem set for an event and want to help people move faster, smarter, and more together.

These are some of the event formats we're most actively pursuing:


	Builder Breakfasts: bringing together 35 engineers for unconference-style discussions of hyperspecific software problem sets they are encountering. Breakfast served.

	AI Talks with Demos: technical meetups for 75 people with live demos, where startups and scaleups demonstrate how they're deploying AI native tools to solve various problems.

	Founder Fireside deep dives with one of our co-founders (Tim Glaser and James Hawkins) for 100 founders and product engineers.



What community events are not for:


	Forcing PostHog or any other product into conversations with people

	Watching or planning things rather than doing them

	Just networking for the sake of chit chat



Formulating a purpose and structure

All impactful event follow the principles of user-driven development which stem from the user problem or requests. Who is the ideal attendee profile for your event? They might be your customers, fellow founders, local engineers or any other collection(s) of people. Talk to them first to validate if the event is worth your time.

Put real effort into this first step. Defining the "what, why and how" of an event beforehand will pay off on event day. Let our shared values guide you. Don’t submit your event for support until your answer to “Would I attend this?” is a clear “YES!”

Getting support

Financial support: We are happy to support the growing ecosystem of PostHog users and product engineers more broadly through financial sponsorship. We do this often for events that align with everything outlined on this page. Budgetary support typically falls in the range from $500 to $3,500. When we support monetarily, it almost always involves some added level of engagement.

Speakers: Want a speaker in our ecosystem (team PostHog, customers, partners)? We’ll try our best. When considering speakers for your events try to avoid:


	Corporate speak aficionados spewing tedious enterprise marketing nonsense

	People LARPing (live action role-playing) as executives

	Loudest person pretending to know more than they do



Content: If your speaker(s) are unsure of what to talk about, consider going back to the purpose of the event. Otherwise, we have plenty of material for your inspiration.

Merch: We use the store merch processes to handle distribution of PostHog-branded merch. We tend to be generous with merch for community events. Outline what you had in mind in the issue.

Co-promotion: Most of the time the help requested is in the form of promotion. As a general rule, we don't promote events we aren't supporting or co-hosting ourselves. We decide when to repost community events on our social media channels and email on a case by case basis.

Venue and catering: Identify the vendors and costs and include them in the GitHub issue. If the event will not be possible without monetary support, make that clear. We may support the cost of venue, food, or beverages but require the paper napkin math.

Feedback: You’ll learn more by doing than planning so don’t worry about having every detail complete before submitting for feedback from our team.

Branding it

Our brand is a reflection of us and how we’re experienced by others, including events.

Words: Naming products is hard. Same goes for naming events and writing their descriptions. As a prerequisite, read our primer on writing for developers. Try your best to come up with event names that communicate the 'what?' and will attract the 'who?' And then again ask yourself, "would I attend this?"

Pictures: Every event is improved with a flyer or poster that showcases the essence of the experience. We keep a comprehensive list of brand assets and guidelines on the brand assets page. Share your assets and we’ll give feedback. Depending on the scale and timing of the event, our team may be able to help with branding as well.

Event recaps

Community events are better when organizers share what happened, what you learned, and any follow-up actions. We value feedback and expect the same from event organizers. In addition to what you learned and feedback from attendees, we ask that you share any photos, videos, quotes, data points with our team.

PostHog team members who attended or presented at an event can share their feedback directly through our event feedback form.

Sponsoring external events

We often get invited to sponsor events - these range in size, location, and audience. We rarely say yes.  For these to be a worthwhile endeavor, the sponsorship should be a win-win primarily for the end user and secondarily for us. Hence, it's important that the audience, content, format, and ethos to all align. Even if we don't sponsor financially, we encourage team members to speak at events and we can support with merch. Ask in the #team-irl-events channel.

Speaking at events

If you're interested in attending or speaking at a developer conference, consider submitting a CFP (Call for Papers) to one of these events taking place in 2026. If you don't see an event you're interested in, please add it directly in the reference sheet.

For first-time yappers, reference the speaker's guide. If you need inspiration for a talk, pretty much any practice we use for actual production code is fair game. This includes integrations and implementations with other products. And at this point people are interested in not just what we build but how we did it.

Sponsoring student organizations

Sometimes students at varying universities ask us if we are interested in sponsoring their career fairs, hackathons, or other student-led initiatives. We don't currently participate in these. Although we don't use specific years of experience as a qualifier for hiring, we rarely hire students straight out of school. If there is a custom partnership you have in mind or it involves an existing employee's alma-mater, ask in the #team-irl-events channel.





  7. Exporting a blog post image from Figma

  Source: https://posthog.com/handbook/marketing/exporting-blog-post-image

  
  Overview

Blog post images are created in Figma. The image appears at the top of each blog post, above the headline. It's also used as the Open Graph image.

Dimensions

Open Graph images are 1200x630, so we stick with those dimensions to keep this simple. (This is approximately double the size they'll be displayed at, making them look nice and crisp on HiDPI screens.)

Export an image from Figma


	Custom blog art lives in Figma: Art board &rarr; Blog

	Make sure artwork fills the entire frame.

	Ensure frame doesn't have a border.

	Rename the frame of the image to closely match the blog post title in a slug format. (Ex: writing-for-developers, where we remove capital letters and punctuation, and replace spaces with hyphens. This will become the filename that is uploaded to the server.) It's best to omit articles (a, and, the).

	Export the image as a PNG (at 1x).

	Save the image and add it to the issue.



The image should be uploaded by the person creating the blog post.

Adding to a blog post


	Upload the file to /contents/images/blog.

	Make sure the filename matches the reference to the image in the .md file.







  8. Error tracking

  Source: https://posthog.com/handbook/marketing/how-we-position-and-sell/error-tracking

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Elevator pitch

	The unique belief

	Who this is for

	Who this isn't for

	Messaging

	Message 1: Every error already knows the user

	Message 2: Drop Sentry, Bugsnag, or Rollbar

	Message 3: Triage errors by who they hit



  Owner: Sara Miteva


Elevator pitch

PostHog Error Tracking captures unhandled exceptions from web, mobile, and backend code, groups them into issues, and surfaces them alongside session replays, logs, feature flags, and product analytics in the same platform. Source maps, auto-assignment, spike detection, "Fix with AI" prompts, and Slack / Linear / Jira / GitHub alerts all come built-in. Generous free tier, then usage-priced per exception.

Sentry has deeper error tracking features, more battle-tested SDKs, and more granular grouping. PostHog wins on context: every exception ties to the user who hit it, the session replay of the moment it broke, and the feature flag they were on. Customers pick PostHog when they want errors linked to product behavior, not when they want pure error-tracking depth.

The unique belief

PostHog's vision is a self-driving product: software that watches itself for bugs, ships the fixes, and prioritizes work by user impact, not error volume. That loop needs every error to know which user hit it.

Most error tracking tools give you a stack trace, a frequency count, and a release tag. They don't tell you which user hit the error, what they were trying to do, or whether it matters to the business. So engineers triage by error count instead of by user impact, and waste cycles on noisy errors that don't affect anyone real.

Every PostHog exception is a product event with the user attached. Click an error to watch the user's session replay. Filter exceptions by feature flag variant, plan tier, or revenue cohort. See the business impact next to the stack trace. PostHog Error Tracking is the only place where every error already knows who hit it, what they were doing, and whether it matters.

Who this is for


	Teams already on PostHog who pay separately for Sentry, Bugsnag, or Rollbar. They're paying twice and stitching user identity by hand.

	Customers on Sentry today who want errors connected to product behavior. We'll cover up to 6 months of free PostHog usage during the overlap when you commit to a $20k+/year annual contract.

	Engineering teams who want to triage by user impact, not error volume. "This exception is breaking checkout for your top-paying customers" beats "this exception happened 200 times in 5 minutes."

	Multi-language stacks running web + mobile + backend. Native SDKs for Node, Python, Go, Ruby, Rails, Elixir, NestJS; iOS, Android, React Native, Flutter; plus every major frontend framework.

	Founders and small engineering teams shipping production code. Generous free tier; no contract negotiation to start.



Who this isn't for


	Teams that need full feature parity with Sentry – Sentry has deeper SDK coverage, more mature grouping, and a longer track record.

	Teams whose primary need is iOS error tracking at full fidelity – the iOS implementation doesn't symbolicate system frames yet

	Compliance-driven teams needing on-prem deployment, SOC 2 audit trails on every exception, or SIEM-grade indexing – Sentry's enterprise tier and dedicated SIEM tools are more mature here.



Messaging

Message 1: Every error already knows the user

Problem: Most error tracking tools give you a stack trace, a frequency count, and a release tag. They don't tell you which user hit the error, what they were trying to do, or whether it matters to the business. Engineers end up triaging by error volume instead of user impact.

Solution: Every PostHog exception is a product event with the user attached. Click an error to watch the user's session replay. Filter exceptions by feature flag variant, plan tier, or revenue cohort. See the business impact next to the stack trace.

Supporting features:


	Shared distinct_id and session_id with the rest of your product data

	Click any error to open the user's session replay

	Filter exceptions by feature flag variant, cohort, or plan tier

	"Fix with AI" prompts; MCP server lets agents query exceptions from Claude Code, Cursor

	Source maps, auto-assignment, suppression rules, spike detection all built-in



Message 2: Drop Sentry, Bugsnag, or Rollbar

Problem: Most teams pay for a standalone error tracker (Sentry, Bugsnag, Rollbar) and separate tools for everything else – analytics, replays, feature flags, logs. The error tracker sees the stack trace; the other tools have the user context. Engineers stitch them by hand every time something breaks.

Solution: PostHog Error Tracking replaces standalone error trackers – same SDK coverage on the languages that matter, with the user, session, replay, and flag context already attached. No CDP middleware, no identity stitching.

Supporting features:


	Native SDKs for Node, Python, PHP, Go, Ruby, Rails, Elixir, NestJS; iOS, Android, React Native, Flutter; plus every major frontend framework

	Source map upload via posthog-cli or bundlers plugin (support for nextjs, vite, rollup, webpack) and @posthog/nextjs-config

	Contract buyout for Sentry, Bugsnag, or Rollbar on annual commit

	Alerts route to Slack, Discord, Linear, Jira, or GitHub with the user context attached

	Issue management with auto-assignment, suppression rules, and burst protection



Message 3: Triage errors by who they hit

Problem: Every error tracking tool surfaces errors by volume – the loudest exception wins the engineer's attention. But the loudest isn't always the most important. A high-volume bug in a free trial flow might matter less than a single exception breaking checkout for your top-paying customer.

Solution: Filter exceptions by user cohort, revenue, plan, or feature flag. See which issues are hitting your most valuable customers and fix those first. Roll back the flag that caused the spike from the same view.

Supporting features:


	Filter exceptions by any user property, cohort, or feature flag variant

	See the customer behind every issue – plan tier, lifetime value, journey

	Spike detection with rolling baselines (5-minute buckets, configurable thresholds)

	Roll back a feature flag affecting a user cohort from the same dashboard

	Issue assignment and suppression rules to manage signal-to-noise



Battle cards

vs Sentry

Their approach: The 800-pound gorilla. Sentry is no longer just an error tracker; it now ships Error Monitoring, Logs, Session Replay, Metrics, Tracing, Profiling, Uptime Monitoring, and Cron Monitoring on one platform. AI suite "Seer": debugging agent, Autofix, AI Code Review, plus a Sentry MCP server. Event-based pricing with steep volume discounts – errors drop from $0.000363 to $0.000150 per event at 20M+. Free Developer plan (5K errors, 50 replays); Team starts at $26/mo + pay-as-you-go.

Where PostHog wins:


	Customer wants errors connected to product analytics, feature flags, and experiments. Sentry has none of these, despite their platform expansion into logs, replay, and tracing (which we also have).

	Customer triages by user value, not error volume – PostHog filters by cohort, plan tier, revenue. Sentry's user context is thinner.

	Customer is product-led, not infra/SRE-led. Sentry's expansion is toward Application Observability and Real User Monitoring; PostHog's is toward product engineering and growth.

	Customer wants feature flag rollback workflows from the error view – Sentry doesn't have feature flags.



Honest concession: Sentry has deeper SDK coverage, more mature grouping, a longer mobile track record, and steep volume discounts that make them cheaper at 10M+ errors. We win on context, not coverage or cost-at-scale.

Also useful: PostHog vs. Sentry

vs Bugsnag and Rollbar

Their approach: Mid-market error tracking specialists. Rollbar positions as "code-first observability that connects errors, replays, and releases in one place" – session replay shipped, MCP integration, RQL query language, Root Cause Analysis AI shipped, Rollbar Resolve AI agent (opens PRs with fixes) coming soon. Free tier: 5K occurrences + 1K replays. SOC2 + ISO27001 certified. Bugsnag (SmartBear-owned) follows a similar mid-market specialist playbook, historically strong on mobile crash reporting.

Where PostHog wins:


	Customer wants errors connected to the full product behavior stack – funnels, retention, cohorts, experiments, surveys. Rollbar and Bugsnag are error trackers plus replay, not product platforms.

	Customer is consolidating multiple tools (error tracking + analytics + flags + experiments) into one platform – Bugsnag/Rollbar are one-or-two-product solutions.

	Customer wants feature flags as a first-class capability for rollback workflows – neither has flags.

	Customer values published, transparent pricing without quote-locked enterprise contracts.



vs Datadog

Their approach: Part of the broader Datadog observability platform – auto-grouping, real-time alerts, AI-powered insights, suspect commits. Session Replay (15 seconds before/after frontend errors) and Exception Replay (local variable capture on backend exceptions). Jira integration, Datadog On-Call. Built for SRE and platform engineering teams already invested in Datadog APM. Scales with Datadog's per-host platform pricing.

Where PostHog wins:


	Customer is product-led, not infra-led. Datadog Error Tracking sits inside a stack built for SREs; PostHog sits inside a stack built for product engineers.

	Customer wants errors connected to product analytics (funnels, retention, experiments) – Datadog has RUM and Session Replay but no product analytics layer.

	Customer can't justify the broader Datadog bill at their scale – PostHog Error Tracking ships standalone with a generous free tier.

	Customer wants feature flag rollback workflows in the same dashboard – Datadog doesn't have feature flags.



Objections

"Sentry has deeper SDK coverage, more mature grouping, and now ships session replay, logs, tracing, AI, and MCP too. What's actually different?"

Follow-up: Who would own this – platform/SRE engineering or product engineering? And is the use case pure error-tracking depth, or errors tied to user behavior?

Answer: Sentry has expanded dramatically beyond pure error tracking – replay, logs, metrics, tracing, profiling, AI/MCP. They've moved into Application Observability territory. If the team is platform-led and the use case is full-stack engineering observability with deep error coverage as the anchor, Sentry is the more direct fit and we should say so. PostHog's wedge is different: we don't try to win on observability features. We win on product analytics depth – funnels, retention, cohorts, paths, experiments, feature flags. Sentry has none of these despite their expansion. The comparison isn't "PostHog vs Sentry on error tracking" – it's "errors connected to engineering telemetry (Sentry's path) vs errors connected to product behavior (PostHog's)."

"We're a mobile-first app. PostHog's iOS error tracking has documented gaps."

Follow-up: What's the mobile breakdown – pure iOS, pure Android, or both? Which mobile crash features are non-negotiable?

Answer: Our iOS implementation has documented gaps. System frames aren't symbolicated, and Swift crashes appear as SIGTRAP without messages. The PostHog product page acknowledges it directly: "Even our team thinks Sentry is better if you need mobile support. For now!" Active development. If mobile crash reporting is the primary need, Sentry is the right tool today. Worth flagging: if the customer also needs product analytics on the same mobile app (session replay, feature flags, experiments, cohorts), PostHog still wins on that side – many teams run PostHog for product behavior and Sentry for mobile crashes today, then consolidate as our iOS support matures.

"Sentry is cheaper than PostHog at high volume – their volume discounts drop errors to $0.000150 each at 20M+."

Follow-up: What's your projected error volume next quarter and next year? Is error volume the primary cost driver, or do you need replay, analytics, and flags too?

Answer: True at very high volumes – Sentry's volume discounts are aggressive past 10M errors per month. If error volume is the primary cost concern and the customer doesn't care about the cross-product context, Sentry wins on price at scale. PostHog's value strengthens as the customer uses more of the platform. A useful reframe in the room: PostHog Error Tracking standalone vs Sentry standalone – Sentry wins on price at scale. PostHog Error Tracking bundled with replay + analytics + flags vs Sentry + LogRocket + Mixpanel + LaunchDarkly – PostHog wins on total stack cost easily.

"Customers say PostHog has noisy errors and false captures. Sentry's grouping is cleaner out of the box."

Follow-up: Is the concern signal quality (too many duplicates) or quantity (too many low-priority events)?

Answer: Honest: this came up in our customer research. PostHog's autocapture is broader than Sentry's, which gives more raw data but more noise. The grouping algorithm is still being improved, and the docs say so. Mitigations available today: custom fingerprinting rules, ingestion-time grouping rules, suppression rules, burst protection, before_send hooks for filtering, and spike detection with rolling baselines to separate real spikes from noise. If the team needs zero-tuning-required out-of-the-box quality, Sentry's grouping is more mature. If they want broader capture with manual tuning to get to signal, PostHog gets there with some setup work.





  9. Logs

  Source: https://posthog.com/handbook/marketing/how-we-position-and-sell/logs

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Elevator pitch

	The unique belief

	Who this is for

	Who this isn't for

	Messaging

	Message 1: Logs that already know your user

	Message 2: One tool for your entire debugging flow

	Message 3: Pay for what you ingest, not per host



  Owner: Sara Miteva


Elevator pitch

PostHog Logs is a centralized log search built on OpenTelemetry. Send logs from any OTLP-compatible source (including your existing Datadog Agent) and they're searchable inside the same platform that runs your analytics, session replays, errors, and feature flags. Generous free tier, usage-priced per GB, no per-host or per-user fees.

Datadog and New Relic are mature but expensive and built for infrastructure teams. Grafana Loki is open source but logs sit apart from your product data. PostHog Logs is OpenTelemetry-native, predictably priced at a fraction of Datadog's per-GB cost, and the only one where every log already knows who hit it.

The unique belief

PostHog's vision is a self-driving product: software that watches itself for bugs and conversion drops, then ships the fix while you sleep. Most observability tools generate a lot of data (events, errors, latency, logs) without the product context that makes them actionable.

Every PostHog log already knows the user. Click any log to jump to the user who hit it – their session replay, their plan, their journey. From there, filter on any attribute you attached at ingest. See which logs hit your top 1% of customers and which hit anonymous bots.

Who this is for


	Teams already on PostHog who pay separately for Datadog, Splunk, or Loki. They're paying twice for storage and stitching identity by hand.

	Customers on Datadog, Splunk, or Elastic today. Cost is the most cited switching reason. We'll buy out the contract on an annual commit.

	Teams standardized on OpenTelemetry. Ingest via OTLP-HTTP from any OTel source, no proprietary agent required.

	Engineers (or product-led teams) who want logs linked to user behavior. Backend errors become useful when they're tied to the user who hit them.

	Startups consolidating their observability stack. $50k credits via the startup program.

	Teams using the Datadog Agent for log forwarding. Point it at PostHog with one env variable. No log pipeline rewrite.



Who this isn't for


	Teams with massive log volumes needing enterprise-grade indexing, ML-driven log clustering, or year-plus retention. Datadog, Splunk, and Elastic are more mature here.

	Teams whose primary problem is Kubernetes-level infrastructure observability – PostHog is built for product-led engineering, not infra-first teams.



Messaging

Message 1: Logs that already know your user

Problem: Backend errors, slow requests, and rate-limited calls only become useful when you know who hit them and what they were trying to do. Most observability tools store logs in their own identity layer, so you stitch user data across Datadog, Sentry, and your analytics tool to figure out what actually broke for whom.

Solution: Every PostHog log ingests with the same user, session, and event identity as the rest of your product data. Click a log to open the user's session replay. Filter by feature flag variant, plan tier, or revenue cohort. Surface related errors from the same session.

Supporting features:


	Shared distinct_id and session_id across logs, errors, replays, and analytics

	Click any log to open the user's session replay

	"Related errors" tab in log details surfaces issues from the same session within ±6 hours (when sessionId is attached)

	Filter logs by any user property, cohort, or feature flag variant

	PostHog AI summaries highlight patterns across logs and recommend next steps



Message 2: One tool for your entire debugging flow

Problem: When something breaks in production, the investigation usually spans five separate tools: Datadog for logs, Sentry for errors, FullStory for replays, LaunchDarkly for flag context, an analytics tool for user history. None of them know each other. Engineers correlate identity by hand every time something breaks.

Solution: PostHog Logs lives in the same platform as your error tracking, session replays, feature flags, and product analytics. Logs auto-link to the session they came from, the errors they triggered, and the flags the user was on. The side tools you kept only for connecting these dots can go.

Supporting features:


	Logs + Session Replay: click any log to watch the user's session

	Logs + Error Tracking: "Related errors" tab in log details surfaces issues from the same session (when sessionId is attached)

	Logs + Feature Flags: filter logs by flag variant the user was on

	Logs + Product Analytics: log patterns become trends, funnels, retention insights

	Browser console logs auto-captured by PostHog JS, no extra SDK to install



Message 3: Pay for what you ingest, not per host

Problem: Datadog, New Relic, and Splunk price logs by host, GB, retention tier, and indexing rate. Bills are unpredictable and grow faster than usage. Customers in our research consistently cite cost as the sharpest switching reason: Datadog's "sudden cost increases" and "commit to events, pay on demand if you don't hit the mark" framing keeps coming up in user interviews.

Solution: PostHog Logs is per-GB only. 50 GB free per month, $0.25/GB after, with volume discounts. No per-host fees. No per-retention-tier surcharges. No per-user pricing. And because ingest runs on OpenTelemetry, your setup stays portable if you ever decide to leave.

Supporting features:


	50 GB/month free across log ingest; $0.25/GB after with volume discounts

	No per-host, per-user, or per-retention-tier surcharges

	Hard billing limits per product

	OpenTelemetry-native ingest – migrate in and out without proprietary lock-in

	Datadog Agent drop-in: change one env variable to start sending logs to PostHog



Battle cards

vs Datadog (and New Relic)

Their approach: Datadog is the dominant enterprise cloud observability platform, meaning it has mature features across logs, APM, metrics, RUM, and infrastructure monitoring. Pricing is layered by host + GB + retention tier + indexing rate and famously hard to predict. New Relic positions on simpler pricing with 100 GB/month free ingest and unlimited basic users, but is still infrastructure-first. Both are built for SRE and platform teams.

Where PostHog wins:


	Customer is product-led, not infra-led. PostHog Logs sits next to product analytics, funnels, retention, cohorts, and experiments. Datadog and New Relic don't have any of those.

	Customer wants logs tied to user behavior, not just hostname and pod – every log shares identity with the rest of the product data.

	Customer can't justify the bill at their volume – simple $0.25/GB after 50 GB free, no per-host fees, no per-retention-tier surcharges, published pricing not quote-locked.

	Datadog Agent drop-in lets the customer migrate with one env variable.



vs Grafana Loki and Grafana Cloud Logs

Their approach: Grafana Loki is open-source log aggregation, the L in the LGTM+ stack (paired with Prometheus/Mimir for metrics and Tempo for traces). Grafana Cloud Logs is the managed tier – 50 GB free, AI/ML insights, Adaptive Logs for cost control, a queryless Explore Logs app, and pricing across three dimensions (process + write + retain) plus a $19/month platform fee. Sells to platform engineers running the LGTM+ stack.

Where PostHog wins:


	Customer's team is product engineering, not platform engineering. Grafana's mental model is metrics-and-infrastructure-shaped; PostHog's is product-shaped.

	Customer wants logs connected to real product analytics (funnels, retention, cohorts, paths) and feature flags – Grafana has none of those products.

	Customer doesn't want to manage three pricing dimensions or self-host Loki.

	OpenTelemetry-native ingest works either way – no proprietary lock-in in either direction.



vs Better Stack

Their approach: Modern OpenTelemetry-native observability bundle – logs, traces (eBPF + OTel), metrics, RUM (session replay + web vitals), error tracking, incident management, status pages, on-call. Has an MCP server and an AI SRE that brings "Claude Code with the knowledge of your infrastructure." Headline pricing claim: 30x cheaper than Datadog ($687/month for 3 TB). Offers contract buyouts for Datadog migrations. Going hard after the same buyer we are.

Where PostHog wins:


	Customer wants the full product analytics layer – funnels, retention, cohorts, paths, journeys, experiments. Better Stack has web vitals and RUM, not the product behavior stack.

	Customer needs feature flags and experiments as first-class trigger and audience sources – Better Stack doesn't have flags or experiments.

	Customer's team is product engineering, not SRE. Better Stack's AI SRE is explicitly framed for infrastructure workflows; PostHog AI is product-context-aware.

	PostHog runs analytics, replay, errors, flags, experiments, surveys, and logs as one connected platform – Better Stack is observability + IRM, not product-led growth.



Objections

"You don't have distributed tracing or metrics. We need full observability."

Follow-up: What's your current tracing setup, and is it integrated with your logs already, or are they separate tools?

Answer: Honest – PostHog doesn't ship distributed tracing or metrics today. Both are on the roadmap, coming this summer. If full observability with traces + metrics + logs in one tool is non-negotiable today, Datadog or Grafana's LGTM+ stack is the right pick and we should say so. What PostHog does offer is logs connected to product analytics, session replay, error tracking, and feature flags – context layers no other observability tool ships. Many teams adopt PostHog Logs alongside an existing tracing solution and consolidate later.

Proof point: Logs ingest via OpenTelemetry, so an OTel-instrumented backend can send logs to PostHog and traces wherever – the standards make hybrid setups easy.

"Better Stack claims 30x cheaper than Datadog and has MCP, AI SRE, and a full observability + IRM bundle. What makes PostHog different?"

Follow-up: Who would own this, platform engineering and SRE, or product engineering? And is the pitch landing on infrastructure observability or product behavior?

Answer: Better Stack is OTel-native, MCP-capable, does contract buyouts for Datadog migrations, and has a fuller observability bundle than ours (traces, status pages, on-call). If the team is platform/SRE-led and the work is infrastructure observability + incident response, Better Stack is the more direct fit. Where PostHog wins is when the team is product-led, meaning they need logs connected to funnels, retention, cohorts, experiments, and feature flag exposures. Better Stack has web vitals and RUM; PostHog has the full product behavior stack and feature flags as first-class triggers. The differentiation isn't observability features, it's the product data layer those features connect to.

"How does PostHog handle terabytes of logs per day?"

Follow-up: What's your current daily volume, and where does the cost get painful – ingest, indexing, or retention?

Answer: PostHog Logs is per-GB ingest only, with volume discounts past the 50 GB free tier. At terabyte-per-day volume the bill is predictable but real – customers usually pair PostHog with sampling (drop debug-level logs in production) or use the OpenTelemetry collector to route only the logs that need product context to PostHog. For pure-volume use cases without that need (security audit, raw archival), self-hosted Loki or an enterprise platform may make more sense for bulk volume, and PostHog Logs for the product-relevant slice. The product integration matters most when the log is debugging a user-facing issue, not when it's part of a compliance archive.

Proof point: OpenTelemetry-native ingest lets you route logs by severity, service, or attribute to multiple destinations, PostHog for product-context logs, your existing tool for the rest.

"PostHog feels like a web/frontend/analytics company. Can you handle our backend logs?"

Follow-up: What languages and services is the backend running, and what's the daily log volume?

Answer: Analytics roots make the company look web-shaped from the outside, but Logs is actually the most backend-focused app in the bundle: OTLP/HTTP ingest works from Node, Python, Go, Java, your existing Datadog Agent, or any HTTP client. Browser console capture via PostHog JS is an additional feature, not the primary one. Most of the "web-focused" customer feedback in our research was about historic instrumentation maturity (web SDK shipped first), not about backend logs – the ingest infrastructure is OpenTelemetry-standard and works from any backend.

Proof point: PostHog uses its own Logs app internally for backend services. The Datadog Agent drop-in means existing backend log pipelines work without rewriting.





  10. Workflows
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  	Elevator pitch
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	Who this is for

	Who this isn't for

	Messaging

	Message 1: Your data and your automated workflows live in the same place

	Message 2: React to product behavior the moment it happens

	Message 3: Cut three vendors down to one platform



  Owner: Sara Miteva


Elevator pitch

PostHog Workflows is an automation builder that turns any product event, schedule, or cohort change into a multi-step flow – send emails, fire Slack alerts, push webhooks, update feature flags, capture new events – all on the same data your analytics, replay, and experiments already use. Triggers and the builder are free; messages start at $0.005 per send after 10K free per channel each month.

Zapier and Make have triggers but no product context. Customer.io and Braze have lifecycle email but need a CDP in the middle. PostHog Workflows reads the product data, acts on it, and feeds the agents that act on it – for example, our customer Grantable replaced Zapier outright and cut workflow setup time by ~90%.

The unique belief

PostHog's vision is a self-driving product: software that watches itself for bugs and conversion drops, then ships the fix while you sleep. The signal layer is well-covered with errors, replays, logs, analytics. What closes the loop is what happens next. Knowing a checkout error hit your top customer doesn't matter if no one is paged. The systems that act on signals almost always live somewhere else, behind a CDP or homegrown glue.

Workflows is the act layer. Every event, cohort change, error spike, or ticket update can trigger a multi-step flow, including sending a message and updating a person property, without leaving the platform the signal came from. PostHog AI drafts email copy today; soon, agents will design and revise workflows through MCP.

Zapier and Make have triggers but can't see product data. Customer.io and Braze send messages but need a CDP to know what users did. PostHog Workflows lives inside the signal itself, so the action follows automatically.

Who this is for


	Teams already on PostHog paying separately for Zapier or Make. They're paying for triggers they could get for free, and stitching identity by hand to do it.

	Engineer-led teams building product-led growth motions. They want to act on product events – onboarding milestones, activation drop-offs, feature usage – without a CDP in the middle.

	B2B teams running intent-signal automation. Triggering sales follow-ups, Slack alerts, or Linear tickets directly from product behavior, not delayed by CRM syncs. (Croissant does this.)

	Startups consolidating their messaging stack. Workflows replaces Zapier + Customer.io + a CDP.

	Customers on Customer.io, Iterable, Brevo, or ActiveCampaign for transactional and onboarding email. Especially when most of the trigger logic already lives in product events. (Suped migrated off Customer.io.

	AI-native teams building agent loops. PostHog AI already drafts email copy from a prompt; multi-turn, agent-authored workflows ship through MCP.



Who this isn't for


	Teams that need deep email infrastructure (deliverability dashboards, sent/open/click/bounce tracking, suppression lists at scale) – Iterable, Braze, and Customer.io are more mature here. We might get there somewhere down the line.

	Marketing teams running complex cross-channel campaigns with mature audience-segmentation tooling – the bundle is automation-first, not marketing-platform-first. (For example, Workflows doesn't have predictive segments. At some point we might get there but right now we still aren't the best tool for this use case.)

	Teams who only want a messaging tool and don't care about the rest of PostHog – the bundle is the whole point.



Messaging

Message 1: Your data and your automated workflows live in the same place

Problem: Most teams keep product data in one tool and run automation in another. To connect them they sync data through a CDP or stitch identities by hand across Stripe, HubSpot, and Slack. The sync breaks, the schema drifts, and the workflow fires on stale data.

Solution: Workflows runs inside PostHog, on the same event stream your analytics, replay, and experiments already use. Every event, every cohort, every person property is immediately available as a trigger or an audience, without having to sync multiple tools. The data and the automation share the same identity by default.

Supporting features:


	Triggers run on the same events that drive your analytics

	Trigger on feature flag exposure, experiment variants, or any other product event

	Update person state inside the workflow – no reverse data engineering needed

	35+ destinations (Slack, Linear, Jira, GitHub, Discord, more) for fan-out

	API and MCP access for programmatic workflow management



Message 2: React to product behavior the moment it happens

Problem: Sales finds out a customer churned a week later. Support hears about an error after a ticket comes in. Engineering learns a feature flag broke during the post-mortem. The signal is in the data the whole time, and the response is late because the data has to travel through three tools first.

Solution: Workflows reacts in real time. A 404 fires a Slack alert. An error spike opens a Linear ticket. A user upgrading triggers a HubSpot update. The action happens the same second the event hits PostHog.

Supporting features:


	Real-time triggers on any product event – clicks, conversions, errors, feature flag exposures

	Direct dispatch to Slack, Linear, Jira, HubSpot, Discord, and 35+ destinations

	Schedule triggers for time-based playbooks; batch triggers for cohort sweeps

	Branch on conditions, wait for events, or chain workflows together via captured events



Message 3: Cut three vendors down to one platform

Problem: Most teams pay for several layers to move product events into the tools their team actually works in. An automation builder (Zapier, Make) to handle triggers. A lifecycle messaging tool (Customer.io, Brevo, ActiveCampaign) to send the actual emails. A CDP (Segment, Rudderstack) or hand-rolled webhooks to keep identities consistent across all of them. Three bills, six contracts, and every new destination is another integration to build.

Solution: Workflows replaces all three. Trigger from any PostHog event and fan out to 35+ destinations natively: Slack alerts, Linear tickets, HubSpot updates, Discord pings, custom webhooks. (Grantable replaced Zapier outright and cut workflow setup time by ~90%. Suped consolidated transactional email off Customer.io.)

Supporting features:


	One platform for triggers, conditions, dispatches, and audience updates

	35+ destinations natively: Slack, Linear, Jira, GitHub, Discord, HubSpot, Google Ads, more

	Webhook step for anything not covered natively

	Predictable per-send pricing; no per-user, per-MTU, or per-task billing



Battle cards

vs Zapier (and Make)

Their approach: General-purpose automation builders. Zapier connects thousands of SaaS tools via pre-built integrations and per-task pricing. Make uses a visual scenario builder with more powerful branching, iteration, and data transformation primitives than Zapier. Both are built to connect tools that don't natively talk, meaning events go into them, events come out the other side.

Where PostHog wins:


	The customer is already sending product events to PostHog and Workflows triggers on them directly, no separate integration needed.

	Per-send pricing is more predictable than per-task as workflow volume scales.

	Bundled with analytics, flags, and experiments means no leaving PostHog to debug a workflow.

	Identity stays consistent across the stack; workflows don't break when a user property changes.

	Grantable replaced Zapier outright and cut workflow setup time by ~90%. Croissant: "Workflows is better for us than Zapier. It's simpler, and lets us move faster without adding another vendor to manage."



vs Customer.io

Their approach: Lifecycle messaging platform with mature email deliverability, drag-and-drop editor, Liquid templating. Hybrid pricing: per-profile + per-email-send. Essentials starts at $100/mo for 5,000 profiles + 1M emails; overage is $0.009/profile + $0.12/1K emails. Recently repositioned as AI-native with an AI Agent, MCP server, AI segment builder, and AI translator. Channels include email, SMS, push, in-app, WhatsApp, LINE, webhooks.

Where PostHog wins:


	Workflows triggers on the same events that already drive PostHog analytics – no double-instrumentation, no identity drift across two systems.

	Per-send pricing (no per-profile fee) – cheaper for low-frequency, large-audience campaigns.

	Bundled with analytics, session replay, and feature flags – no four-tool stack to maintain.

	Suped consolidated transactional email off Customer.io after running both in parallel.

	The customer is already paying for PostHog and sending the same events to both.



vs Brevo (and ActiveCampaign, Mailchimp)

Their approach: Mid-market email marketing platforms with full multi-channel reach, including email, SMS, WhatsApp, push, live chat. Per-month pricing based on email send volume (Starter from 5K emails, Professional from 150K). AI features under the Aura AI brand. Strong fit for SMB and mid-market marketing teams running email-first campaigns. Customer base includes Mont Blanc, Michelin, eBay.

Where PostHog wins:


	Workflows trigger on product events, not just lists or segments, meaning the customer doesn't have to engineer their own event pipeline.

	Bundled with analytics, flags, and experiments means workflows can act on product behavior the email tool wouldn't see.

	Per-send pricing instead of per-month-volume tiers – simpler to model at scale.

	Targets product-led teams whose buyer is an engineer, not a marketer.



vs Iterable / Braze

Their approach: Enterprise customer engagement platforms with comprehensive multi-channel reach (email, mobile, web, SMS/RCS, WhatsApp; Braze adds LINE and KakaoTalk), real-time decisioning AI suites, mature segmentation tooling, and analyst recognition (Gartner Magic Quadrant Leader). No public pricing (enterprise contracts only). Customer base: Wyndham, HelloFresh, Canva, Washington Post, Square.

Where PostHog wins:


	Product-led mid-market teams who don't need a full enterprise customer engagement suite.

	Engineers who want product events as the trigger source rather than CRM events or campaign builders.

	Customer wants a working workflow this week, not after a Q3 implementation.

	Bundled with the analytics, flags, and experiments product-led teams already use.

	Per-send pricing, published openly, not quote-locked.



Objections

"Customer.io / Brevo has more mature email features – open/click/bounce tracking, suppression lists, dedicated IPs. You don't."

Follow-up: Are you running serious lifecycle marketing or product-triggered messaging? What email volume are you sending monthly?

Answer: True today – PostHog Workflows handles transactional and product-triggered emails well, but it isn't a full lifecycle marketing platform. Most teams using Workflows are sending behavior-triggered sequences (onboarding, activation, error alerts) where the value is in the trigger logic, not the email infrastructure. If the customer is running hundreds of thousands of monthly marketing sends with dedicated IPs and per-campaign deliverability dashboards, Customer.io or Brevo is the right tool today and we should say so. If it's product-triggered or transactional, Workflows works.

Proof point: Suped consolidated transactional email off Customer.io after running both in parallel.

"You don't have native mobile push or WhatsApp. Iterable and Braze do."

Follow-up: Do you need them shipping in the next quarter, or are they on your 12-month plan?

Answer: Honest: push, SMS templates, and WhatsApp templates are still rolling out – email is the production channel today, with SMS via Twilio and webhook for everything else. If the customer needs full native push and WhatsApp shipped now, an enterprise customer engagement platform is the right pick. If they can route push through a webhook to their existing push service while we build native support, Workflows handles everything else with PostHog product data attached. The roadmap is committed and tracked publicly in our Q2 objectives.

"We already use Zapier – why switch?"

Follow-up: How many of your Zaps are actually triggered by product behavior versus tool-to-tool plumbing? And what are you paying in monthly task volume?

Answer: Zapier customers usually have two patterns. Tool-to-tool plumbing (Stripe → Slack, Calendly → HubSpot) – fine to leave in Zapier. Product-behavior-triggered automations (onboarding flows, error alerts, upgrade nudges) – that's where Workflows wins, because the events are already in PostHog. Migration doesn't have to be all-or-nothing; many teams run both in parallel before consolidating. Per-send pricing is also typically cheaper than per-task once volume scales.

Proof point: Grantable replaced Zapier outright and cut workflow setup time by ~90%. Croissant framed it the same way: "Workflows is better for us than Zapier. It's simpler, and lets us move faster without adding another vendor to manage."

"Workflows is too new – how do I know it's stable?"

Follow-up: Is the concern reliable execution, feature completeness, or vendor lock-in?

Answer: Reliable execution is solid – Workflows runs on the same engine that powers PostHog's CDP destinations and data pipelines. GA'd in December 2025 after a public alpha and beta with hundreds of teams. Feature completeness is honestly still growing (batch triggers are in beta, push/WhatsApp templates are rolling out) and we publish the roadmap. Vendor lock-in isn't a concern: PostHog is open source, OpenTelemetry-compatible, and workflows can be managed via REST API and OAuth scopes for portability.

Proof point: Grantable's onboarding email flow ran 179 times in 7 sessions without issues. PostHog runs part of its flows on Workflows and is planning full migration.





  11. In-app comms

  Source: https://posthog.com/handbook/marketing/in-app

  
  These are instructions for internal in-app comms tools at PostHog. To do in-app comms of your own, check out surveys.


Occasionally, we use in-app messages to tell users about certain things. We recognize that in-app messages can be intrusive and we want to avoid spamming our users with too many of them, too frequently. For that reason, we're judicious about the way in which we use them.

We currently don't have a separate system for tracking in-app messages, so Brand currently owns the channel and is responsible for ensuring that messages aren't used excessively.

Types of in-app message

Currently, there are three ways in which we can send in-app messages.


	Notification bar: A message displayed across the top of the page, activated using the Notification Bar app.

	In-app prompt: A customizable pop-up which can be targeted to certain URLs and made to appear in the center of the page, or anchored in the corner. Activated using the prompt feature flag. More info.

	Notifications: A notification which is pushed into the navigation bar, as a number on the bell icon. Activated using the changelog-notification feature flag.



How we use in-app messages

We use each of the three channels above for different purposes, guided by the needs of a message and the level of intrustion.


	The notification bar is only used for messages which must be urgently communicated to all users, such as messages about service disruption.

	In-app prompts can be used for a wide variety of purposes, including promotion of new features. However, users will only see one in-app prompt per day and should be targeted to appear only on relevant pages and to relevant users. In-app prompts shouldn't be used to message all users at once, or to direct users to another part of the app.

	Notifications can be used for a wide variety of purposes and are minimally intrusive. We regularly use notifications to promote new features via the PostHog changelog.



Creating new in-app prompts

In-app prompts are intrusive to users, but can be used for a wide variety of reasons. Therefore, if you create one we ask that you...


	Add the Marketing tag to the feature flag used to power your in-app prompt



This will enable others in the team to more easily keep track of what in-app messages are being shown, and what their content is. As a reminder:


	Users will only see one in-app prompt per day, at most

	In-app prompts should be used only on relevant pages and towards targeted cohorts



If you have any questions, please ask in #ask-posthog-anything on Slack.





  12. Incident comms

  Source: https://posthog.com/handbook/marketing/incident-comms

  
  These guidelines are for marketers who support engineering during incidents.


For engineers, we have additional guidance on how to declare and handle an incident.


For GTM workflows and templates, see the communication templates for incidents.


Incidents happen. Each one is different and not all incidents require comms, but when they do we need to have clear processes in mind.

For this reason we've kept our guidelines as flexible as possible and focused on providing high-level guidance and responsibilities. In the event that an incident occurs we trust each others' judgement on when to adhere or deviate from these guidelines.

Appointing a Comms Lead -----------------------

During and following an incident, Product Marketing Managers (PMMs) generally assume responsibility for handling customer communication at a broad level.


	If an incident is focused on a particular product and that team has a PMM focused on it, that PMM typically takes responsibility and becomes the Comms Lead.

	If this is unclear or there's no dedicated PMM, then ownership should be decided by the available PMMs  and a single Comms Lead should be clearly designated in the incident channel.



The role of the Comms Lead typically involves planning how we will respond at a high level by:


	Creating a simple comms plan (who we talk to, what we say, and when).

	Taking ownership of any large-scale communication to users.

	Coordinating with Support, Sales, and Success so we don't duplicate or contradict each other.



Oh no --- all the PMMs are on holiday or asleep!


If this happens, the incident lead may appoint a Comms Lead from the Content Team or another team. If the incident lead fails to appoint a Comms Lead, Team Blitzscale should appoint someone to lead Comms.


Guidelines for Comms Leads --------------------------

These are principles to keep in mind during any incident:


	Identify the per-product impact.



This helps scope the customer impact. Always clarify the impact on feature flags, experiments, and workflows especially. It's always worth asking how it impacts each product and if any data is lost, or merely delayed.


	Don't rush external comms.



It's better to be slower and correct than fast and wrong. The status page and support tickets usually cover the early phase while details are changing quickly.


	Default to transparency, not overcommunication.



We shouldn't send comms unless there's a definite impact and a clear story to tell. If we do send external comms, target owners and admins in impacted orgs where possible, rather than being too noisy.


	Use the status page as the primary public channel.



The status page should be the main place we direct users to during an incident. Extra channels (emails, social posts) are the exception, not the rule. If a post-mortem is created, this supersedes the status page.


	Aim not to send broad customer comms until an incident is resolved or a post-mortem is published.



Major or critical incidents will often have a public post-mortem – this should usually be the backbone of any wider comms. Don't communicate before resolution unless there is a strong need.

When handling a security incident: align with the incident lead in the incident Slack channel about public communication of security issues before proceeding. E.g. it could make sense to hold back communication of an attack publicly, as this could make the attacker aware that we are investigating already. This could it make harder for us to stop this attack for good. However, in some cases of data breach and security incidents, like the download of malicious packages, it is better to notify users immediately, in case the incident lead has identified that users can take action to prevent the malicious packages from spreading further.


What does the Comms Lead do? ----------------------------

At a high level, the Comms Lead is responsible for how we talk about the incident, not for fixing it. In practice, that usually means:


	Join the incident channel immediately and make your role clear.

	Stay in the loop without adding noise.



Read the summaries and updates, follow the thread, and avoid asking for updates just to "check in". Only jump in when you need information for comms, or have a specific ask.


	Make sure the status page is accurate and up to date.



Check-in periodically to ensure the status is updated at least once every six hours, that the current impact is accurately described, and that the incident is closed when needed. The Incident Lead is responsible for these updates.


	Decide whether we actually need outbound comms.



If we do, you should put together a plan for doing so (below).


	Draft, coordinate, and send any messages.



When we do decide to communicate:


	Create a comms plan to coordinate the response. This should be an issue in an internal repo. Here's an example comms plan for a critical incident.

	Share comms drafts in the incident channel and on the comms plan for quick fact-checks from the incident lead or engineers.

	Keep messages in plain English, impact-first, and avoid status-speak. Use existing communication templates for incidents as a reference.

	By default, communicate through email rather than in social posts. Social posts can exacerbate an issue.

	Direct users to the status page or post-mortem (if available) as the source of truth.



When do we need to notify users immediately? For security incidents, like the download of malicious packages, in case the incident lead has identified that users can take action to reduce their risk, we should notify users immediately with clear steps how to act on their side. Product downtime that doesn't involve security breaches/attacks should be addressed after the incident is closed and we have the context needed to inform users.



	Support the post-mortem process.



For major/critical incidents you may need to help shape and review the post-mortem with the incident lead and approvers (Tim and/or Ben, and Charles). Once published, use the post-mortem as the primary reference for any follow-up comms (emails, service messages, etc.), rather than rewriting multiple different explanations.

After a data breach/security incident the comms lead should contribute to the post-mortem by transparently addressing the impact, what went well, and what could have gone better.



	Keep Sales and Support teams notified of impact.



Often these teams are dealing with the brunt of the customer response and your goal should be support them by giving them the information they need to respond effectively.


	Handover to another Comms Lead, if needed.



Most comms can be handled quickly, but in the event of a long-running issue you should develop a plan to handover or continue monitoring the incident status.

These steps are a starting point, not a script. In practice, the Comms Lead's job is to keep communication accurate, calm, and useful --- and to reduce noise, not add to it.

What does the Comms Lead not do? ----------------------------

The Comms Lead is typically not responsible for:


	Updating the Status Page. This should fall to the Incident Lead.

	Updating VIP customers. This usually is best handled by the Sales team.

	Providing technical support to users. They can leave that to the Support team.

	Making technical decisions about the incident. The Incident Lead will handle this.







  13. Overview

  Source: https://posthog.com/handbook/marketing

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How marketing works

	Slack channels to know

	Marketing values

	1. Be opinionated

	2. Pull, don't push

	3. No sneaky shit

	Marketing vision

	Things we want to be brilliant at



  How marketing works

Marketing at PostHog is a collaborative effort across several teams. There are six distinct teams that handle different aspects of marketing:


	– Leads all art, design, illustration, and brand work for PostHog

	– Leads all matters related to posthog.com and handles some product design aspects

	– A multidisciplinary team that handles Product Marketing, Influencers & Partnerships, and other unowned marketing tasks

	– Leads content, newsletters, and social

	– Leads video

	– Leads on documentation and the wizard



If you're not sure who to talk to, check Who can help me?.

Slack channels to know

To keep up with what's shipped and what's about to ship across the company, join:


	#changelog – what's just shipped. Owned by the Docs & Wizard team and updated constantly as PRs merge.

	#coming-soon – what's shipping soon. Owned by the Marketing team and posted as a daily digest.



Both channels are populated by agentic workflows that scan merged PRs and feature flag changes in the posthog/posthog repo and summarize them into the relevant channel. Engineers can also opt their PR in (or out) manually via the Publish to changelog? and Alert Sales and Marketing teams? checkboxes on the PR template, or via the @posthog Slack app. See how to publish changelog for the full flow.

Marketing values


	Be opinionated

	Pull, don't push

	No sneaky shit



1. Be opinionated

PostHog makes your product self-driving – that's the vision our marketing and content needs to reflect, and not dilute it with boring corporate-speak. (For the canonical positioning, see Brand foundations.)

When we write content, we take a firm stance on what we believe is right. We would rather have 50% of people love us and 50% hate us than 80% mildly agree with us.

How we say it – clear, direct, honest, and with room for genuine humor – lives in the voice & tone guide. The short version: we have a distinctive, weird company culture and we share it with customers rather than putting on a fake corporate persona. PostHog should not look like a generic software company.

(Sometimes we use terminology like 'value propositions' because that is the standard marketing term for a well-understood concept. That's allowed.)

2. Pull, don't push

_We focus on word of mouth by default._

We believe customers will judge us first and foremost on our product (i.e. our app, our website, and our docs). We won't set ourselves up for long-term success if we push customers into using us.

If a customer doesn't choose PostHog, that means either:


	The product isn't good enough

	The product isn't the right solution for them

	We didn't communicate the product and its benefits well enough



We don't believe companies will be long-term customers of a competitor because they did a better job of spamming them with generic marketing. We know this because we frequently have customers switching from a competitor to us – they are not afraid to do this.

Tackling (1) is the responsibility of everyone at PostHog. The job of marketing teams is to avoid spending time advertising to people in group (2), and making sure we do a great job avoiding (3).

This means:


	Making sure our comms are extremely high quality

	Sharing our messages in the right places, where relevant users can see them

	Spending enough time and/or money in those places so that our messages get through



3. No sneaky shit

Our ideal customers are technical and acutely aware of the tedious, clickbaity, hyperbolic marketing tactics that software companies use to try and entice them. Stop. It's patronizing to them and the marketing people creating the content.

For these reasons, we:


	Don't use any analytics except PostHog. No Google Analytics, Facebook Pixel etc. Customer trust is more important than making our marketing team's lives easier.




	Don't make claims about our product that are not 100% genuine and verifiable. And we don't make promises for future functionality either beyond what's already in GitHub.




	Don't unfairly criticize or make false claims about our competitors. We will compare ourselves to them to help customers make a decision, and occasionally they will be a better solution for what a customer needs. And it's ok to have a sense of humor about this.




	Don't bombard customers with 'deals', pop-ups, and other dark patterns. These devalue our product in the long term.




	Don't pretend our customers are different from us – i.e. more gullible, more susceptible to marketing. We are an engineering-led team building products for other engineers. If you wouldn't like it, assume our customers wouldn't either.




	When doing cold outbound, do it tastefully. When was the last time you read the 8th email a company sent you and thought 'ok yes, I now want to use this product'? Keep it low-volume, thoughtful, and relevant.



Marketing vision

Beyond PostHog's company mission and strategy, we have some marketing-specific areas we want to focus on.

Things we want to be brilliant at


	Word of mouth mindset: We want to build a hugely successful company driven primarily by word of mouth, rather than paid ads or PR. This means being known for quality in all things we do.




	Helping our ideal customers be successful: Through our docs, tutorials, newsletter, emails, video, and beyond, we help our ideal customers be more successful, both generally in their goals as founders and engineers, and as users of PostHog.




	Launches: Our team ships a lot of products and features. We need launches to break through the noise and get noticed. This helps create the momentum products need to succeed.




	World-class documentation: We work with product teams to maintain up-to-date, high quality docs. We work with Website & Docs to ensure users can discover them. Doing this enables users to "self-serve," discover what they need, and get the most out of PostHog.




	Supporting YC founders: Lots of PostHog's DNA comes from Y Combinator. Their companies and founders are our ideal customers. We've done a great job being valuable to them (50%+ of batches using us) and want to continue to do so.




	Merch: We make the coolest tech company merch. Let's keep it this way.




	Events: We have been involved in some events, but we are still figuring out "the PostHog way" to do them. We don't just want to be a name on the sponsor list. We want to create superfans.




	Social media: Specifically Twitter, where we've seen good traction posting on James' personal account and the PostHog brand account. We have been posting more on LinkedIn to promote the newsletter. We don't use any other social media channels.




	Paid ads: We run a lot of paid ads on Google and others. It is fuel for everything else we are doing. We want to be good at this, but do it in a way unique to PostHog. We're not throwing everything at the wall and seeing what sticks. We have a minimum brand bar we need to hit.




	Graphics: We're not the most visually focused team, but creating visuals and animations is a great way to communicate complex ideas. They also make for excellent content. Create a basic version and get the design pros (Cory, Lottie) to help.




	Developer influencers: We sponsor creators like Theo and Fireship to drive awareness and signups to PostHog. Many of the influencers we sponsor don't work out, but the ones that work drive great results.




	Billboards: Billboards are a way to get our brand in front of a lot of people.



Things we don't want to spend time on


	Optimizing marketing spend: We're more concerned about growing fast than being the most efficient marketing team. Go fast, run experiments, look for upside.




	Big, highly coordinated marketing campaigns: We can do them, but our reactive, short turnaround campaigns have been far more successful.




	PR: If we do word of mouth well, our community will be far more valuable/credible than an appearance in TechCrunch.




	Being cool and interesting people in online communities: There are a bunch of communities we could be more active in like Reddit and Discord, but we'd prefer to focus on our own community first.




	Conferences. We're not a natural fit for conferences and being a small fish in a big pond isn't really our style.




	Short-form video. We tried it, but it didn't work. Our audience might be there, but we're not flashy or dedicated enough to reach them.







  14. Influencers

  Source: https://posthog.com/handbook/marketing/influencers

  
  We work with creators and influencers to make content about PostHog and sponsor placements to drive awareness and sign ups.

We're open to inbound proposals, if you're interested in collaboration with us, you can send emails directly to Adlet Smykov, we're always open to seeing thoughtful proposals.

Some of the influencers we sponsor include:


	Theo. He is a great partner for us. His audience is ideal, he is doing YouTube right, and he's a PostHog user.

	Fireship

	Chris Raroque



Sourcing and evaluating influencers


	You can find new influencers by looking at the creators engineers share or mention internally, searching for ones who have made relevant videos, looking at the recommendations of ones we've already sponsored, inbound, and Passionfroot.




	Their audience needs to be relevant to us, ideally targeting our ICP, but broadly engineers and founders.




	Even within this group, there are some categories to avoid like job interview prep, career growth, low-level engineering, and heavy computer science focus. Try to find web or mobile developers, product engineers, startup founders, and indiehackers instead.




	The channel is growing, gaining in subscriber growth rate and views. Use Social Blade to see this.




	They should have engaged audiences. Strong Twitter or Discord communities are good signs as well as view to like/comment ratios:

	Weak: 0.001 comment/view, 0.02 like/view

	Average: 0.001–0.002 comment/view, 0.02–0.03 like/view

	Good: 0.002–0.005 comment/view, 0.03–0.05 like/view

	Excellent: 0.005+ comment/view, 0.05+ like/view




	Above 5k views per video. Anything below this is just not worth your time. This number will likely grow over time. Larger influencers, although they charge a lot more, are often more efficient, so we don't have an upper limit for size.




	Both short video creators and podcasters haven't worked well for us in terms of conversion and signups. We're open to trying this again in the future though.



Negotiating with influencers


	Make sure you know what type of slot it is: pre-roll, mid-roll, end-roll, integration.




	Ask for examples of other ad slots they've run to judge the quality of ad read.




	For influencers we've never worked with, you should negotiate quite aggressively. The number they give is usually pulled out of a hat and is often 2-3x higher than it should be.




	Use our model for how much a placement should cost to get to a better number and work towards that. Feel free to make changes to the model if you think it's not accurate.




	Make sure the link is in the top 3 lines of the description.




	We pay invoices net 30 (30 days after they've sent them to us).



What should the placement actually look like?


	Make a judgement call on whether to use a unique link set up with Dub (like https://go.posthog.com/sponsored) to point to specific UTMs unique to each video or an influencer-specific link using posthog.com redirects (like posthog.com/theo) to the same UTMs across videos. These links should have utm_source and utm_campaign set to the influencer and campaign name.




	Make sure they tell their audience to "mention them on sign up" or "say that they heard about PostHog from them" so we can track the attribution.




	We generally let influencers decide on what the ad read is like so that it best fits their audience. We can provide guidance on what to talk about though. These points are helpful to share:

	The frame we want everything to ladder up to: PostHog makes _your_ product self-driving — it has all your product's data in one place, turns it into signals, and uses agents to find problems and opportunities and ship the fix. Keep the creator's product (or their viewers' products) as the thing that becomes self-driving. Avoid "PostHog is self-driving software" — that centers us instead of the outcome.

	PostHog is the platform for self-driving products. It provides all the tools developers need to build successful products.

	This means product analytics, web analytics, session replay, error tracking, experimentation, feature flags, AI Observability, surveys, and more.

	We also have a CDP for sending data to 50+ destinations and a data warehouse that lets you connect to external sources like your database, Stripe or Hubspot to query with SQL (or no code insights) alongside your product data.

	The goal of these tools is to help founders and engineers debug their product, understand their customers, analyze usage, and ship a more successful product faster.

	We have a generous free tier for every one of our tools. You can sign up and get started with all of them for free right away. 90% of users use PostHog for free.

	Setup is as simple as installing one of our SDKs or pasting a snippet into your site header, we then autocapture data like pageviews, button clicks, and sessions. We also have SDKs for all the popular backend languages like Python, Node, Go, etc.




	There are a handful of video assets for them to use here. Feel free to add more, but also suggest the website and in-app as sources.




	Ideally, a placement should relate to ongoing marketing efforts, like a new product launch, product push, or pricing change.



Measuring impact

Some metrics we look at for individual videos include:


	CPM (cost per thousand views)

	Unique sessions from the custom link (or clicks if you're using a Dub link)

	Sign ups, either from converting from sessions or who mentioned the influencer on sign up



We track these on our marketing budget and spending spreadsheet. We also have an influencer marketing performance dashboard in PostHog that can help you get an overall view of different influencer's performance.





  15. Onboarding and lifecycle emails

  Source: https://posthog.com/handbook/marketing/onboarding-and-lifecycle-emails

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How the system works

	Segments come in families

	The core flows

	The personalized "next steps" block

	Launching a new product: the checklist

	Adding a product to the personalized recommendations

	Rules of practice



  How PostHog's automated onboarding and lifecycle emails work in Customer.io, and what to do when you launch a new product. Aimed at product marketers. These are the patterns we use today — conventions, not hard rules. Build something new when a launch calls for it.

Launching something, or want a second pair of eyes? Joe Martin owns customer comms — loop him in early.


This is about marketing onboarding (emails new users get automatically), not the Sales/CS onboarding program. For the underlying email setup — topics, unsubscribes, sending addresses — see email marketing.

How the system works

Four layers, stacked:


	Data — events and attributes synced from PostHog (user signed up, user showed product intent, activation events).

	Segments — saved groups built from that data ("signed up but not activated", "interested in flags").

	Campaigns — the automated flows: triggered by data, branched by segments, and they exit people on conversion.

	Subscription topics — the consent category each campaign sends under ("Welcome emails", "Changelog updates").



Two data concepts drive most of the logic, and both are owned by Growth Engineering — so if they don't exist for your product yet, that's step one:


	Product intent — which product someone actually came for (primary, secondary, or basic), from the user showed product intent event.

	Activation — whether they got value, defined per product by a qualifying event or set of events.



Segments come in families

There are hundreds; you only need the families. Before building one, check it doesn't already exist — duplicates are the biggest source of mess. Prefer dynamic (auto-updating) over static lists.

| Family | Purpose | | --- | --- | | Hygiene / deliverability ("Unsubscribed", "Valid Email Address") | Protect deliverability — almost every flow excludes these | | Instance & geography ("All Cloud Users", "Self-hosted Users") | Who can be messaged, and how | | Lifecycle / recency ("New Signups", "Logged in last 30 days") | Where someone is in their journey | | ICP / role ("High ICP", "Org owners or admins") | Tailor by fit and seniority | | Product intent ("Primary Intent: Session Replay") | Route people to content for the product they care about | | Activation ("Activated – Replays") | Know who succeeded, so we stop nudging them | | Beta ("Beta Users – Error Tracking") | Follow up with beta participants | | Programs ("Startups & YC") | Power program-specific flows |

The core flows

| Flow | Trigger | What it does | Goal | | --- | --- | --- | --- | | Onboarding 8.0 (flagship) | user signed up | 130+ emails that branch on product intent and behavior to tailor the first-run experience | Activate within 7 days | | Long-running onboarding | user signed up | Slower, spaced-out nurture over a longer window | Logs in again | | Beta onboarding | $feature_enrollment_update | One feedback email after someone joins any beta — you get this free for every beta | Activates a product | | Startups & YC | enters a segment | Program-specific content (credits, job board, integrations) | Activation |

The idea behind the flagship: it's intent-aware and activation-aware — it sends people content about the product they came for, and exits the moment they activate. (Avoid Customer.io's legacy "behavioral" campaign type for anything new — it silently excludes existing and backfilled people.)

The personalized "next steps" block

Inside the onboarding emails is a block that recommends each person's best next product, based on what they've already activated and shown intent in. One quirk shapes how it's built: Customer.io's Liquid can't read segments or event history — inside an email you only get the person's profile attributes. So we copy segment membership onto attributes first:

Segments → "Attr sync" campaigns → attributes → email content. For each Activated/Intent segment, a tiny seg_attr campaign fires when someone enters it and runs one Update attributes action — no email, it just writes data. They share an Attr sync name prefix so they group together.


| Attribute | Set when the person enters | Example | | --- | --- | --- | | activated_[product] | "Activated – [product]" | "true" | | activated_mcp | "Activated: MCP" | "true" | | intent_primary_product | "Primary Intent: [product]" | "session_replay" | | intent_secondary_product | "Secondary Intent: [product]" | "feature_flags" |

The email's Liquid reads these to pick the person's top un-activated product (biased toward their primary, then secondary intent) and personalizes the bullets, subject line, headline, CTA, and a closing "ask PostHog AI this" prompt — all tied to that same product. The editable copy lives in aligned lists at the top of the snippet, which lives in the email in Customer.io (ask Joe Martin for the current version).

If you edit the Liquid: variables are per-block (include the logic in every block/field that uses it — including the subject), and use single quotes only (code blocks HTML-encode double quotes and break Liquid).


Launching a new product: the checklist

Not every step applies to every launch, but this is the path of least surprise:


	Confirm intent + activation exist (Growth Engineering owns these). Without them the system is blind — do this before public beta.

	In beta, lean on what's there. The beta flow already collects feedback for every opt-in, for free. Want more? Build a "Beta Users – [product]" segment and a small, single-purpose flow.

	Decide: extend or build new.




	Extend Onboarding 8.0 for a core product — add your intent branch and a few product emails to the main flow. Usually the right call.

	Build a standalone flow for a distinct audience or behavior — event trigger for "when X happens", segment trigger for "everyone who is X".




	Build the segments you need (intent, activation, plus any launch-specific audience).

	Wire up the flow — trigger, entry filters, delays and send windows, branches, a real conversion goal, exit-on-conversion, subscription topic, and keep message limits on.

	Add it to the personalized recommendations, if it should appear there (see below).

	Test, then launch — preview and test-send every message, sanity-check the branches, move from draft to live, then watch conversion to activation.



Adding a product to the personalized recommendations


	Source segments must exist — an "Activated – [product]" segment and "Primary/Secondary Intent: [product]" segments (from step 1 above).

	Create the "Attr sync" campaigns — one seg_attr campaign per segment that sets the attribute (activated_[product] = "true", or intent_primary_product = "[product]"). Launch each with backfill so people already in the segment get the attribute, not just new entrants.

	Add the product to the snippet — its key, display name, app URL, and recommendation sentence to the aligned lists (keep them the same length and order), its activated_[product] check, and its PostHog AI question.

	Test against a profile with the new attributes set.



It's fiddly and easy to get subtly wrong (misaligned lists, or a campaign that wasn't backfilled) — loop in Joe Martin rather than guessing.

Rules of practice


	Respect consent — pick the right subscription topic, and never email unsubscribed users.

	Always exit on conversion — stop the moment someone activates.

	Set a real conversion goal (almost always activation) so you can tell if the flow works.

	Keep message limits on — people are in several flows at once.

	Prefer extending the main flow over rebuilding.

	Name things clearly, and check for an existing segment/campaign before creating a near-duplicate.

	Test before you launch.



These are conventions, not a cage — launches often need something the structure doesn't quite cover, and that's expected. For anything substantial (a new flow, a big change to the main campaign), talk to Joe Martin first.





  16. Sponsorship

  Source: https://posthog.com/handbook/marketing/open-source-sponsorship

  
  We do three types of sponsorships - commercial, charitable, and open source.

Measuring attribution directly is basically impossible with sponsorship activities, so we try hard to make sure we are targeting the right channels by validating opportunities properly first. We like to make sure their target audience is in our ICP and test with smaller amounts when possible.

Commercial sponsorship

Although we've done a variety of commercial sponsorships, including newsletter ads, podcasts, and billboards, we're mostly focused on sponsoring influencers to drive awareness and signups to PostHog.

We track these sponsorships in our marketing budget and spending spreadsheet.

Ian Vanagas has the contacts for these people if you want them.

Influencers

See influencers.

Podcasts

We've sponsored podcasts one-off in the past, but have no plans to do them again at the moment. They include:


	Lenny's Podcast

	Data Engineering podcast



Newsletter ads

We sponsored a variety of newsletters to drive subscriptions for our newsletter, Product for Engineers, but have put that on pause as we revaluate the quality of the subscriptions we're getting.

Charitable sponsorship

We are looking to partner with charities who are aligned with our mission of increasing the number of successful products in the world. These partners are likely to focus on giving greater access to under-represented groups in tech.

We currently sponsor:


	Django Girls - $500/month

	Transtech - $390/month



Open source sponsorship

PostHog is an open-source developer platform built on top of many other amazing open-source projects. We believe in open-source and the open-core model. However, many open-source projects go underfunded.

We are investing in open-source, not just as a business, but directly via sponsorship in key projects we benefit from every day. We're doing this for three reasons:


	We want valuable open-source projects to continue to be maintained and enhanced

	We fundamentally rely on some open-source projects, and it's essential they continue to be maintained and enhanced

	We believe the PostHog brand will benefit from the sponsorship



In addition to sponsoring key projects, we also provide a $100/month budget for every team member to sponsor projects that have helped them.

Projects we sponsor regularly

| Project                        | Author           | Why does PostHog sponsor                                                              | Sponsored via                           | Amount/month           | | -------------------------------| ---------------- | ------------------------------------------------------------------------------------- | --------------------------------------- | ---------------------- | | [tailwindcss]                  | [tailwindlabs]   | A utility-first CSS framework we use to style our website and app                     | Directly                                | $2500                  | | [Django]                       | [Django Software Foundation] | The web framework our entire backend is built on                          | [GitHub Sponsors][github-sponsors]      | $2500                  | | [rrweb]                        | [yz-yu]          | Powers our session recording functionality                                            | [Open Collective][open-collective]      | $1000                  | | [Tiptap]                       | [ueberdosis]     | The headless editor framework that powers our Notebooks feature                       | [GitHub Sponsors][github-sponsors]      | $149                   | | [Next.js Boilerplate]          | [ixartz]         | Boilerplate and Starter for Next JS 14+, Tailwind CSS 3.3 and TypeScript              | [GitHub Sponsors][github-sponsors]      | $100                   | | [Refined GitHub]               | [fregante]       | Browser extension that simplifies the GitHub interface and adds useful features       | [GitHub Sponsors][github-sponsors]      | $100                   | | [ESLint]                       | [nzakas]         | Find and fix problems in your JavaScript code.                                        | [GitHub Sponsors][github-sponsors]      | $10                    | | [Prettier]                     | [jlongster]      | Prettier is an opinionated code formatter.                                            | [GitHub Sponsors][github-sponsors]      | $10                    | | [Jest]                         | [cpojer]         | Delightful JavaScript Testing.                                                        | [Open Collective][open-collective]      | $10                    | | [SwiftFormat]                  | [nicklockwood]   | A command-line tool and Xcode Extension for formatting Swift code.                    | Directly                                | $10                    | | [detekt]                       | [arturbosch]     | Static code analysis for Kotlin                                                       | [GitHub Sponsors][github-sponsors]      | $10                    | | [Periphery]                    | [ileitch]        | A tool to identify unused code in Swift projects.                                     | [GitHub Sponsors][github-sponsors]      | $5                     | | [Rollup]                       | [Rollup]         | Next-generation ES module bundler.                                                   | [Open Collective][open-collective]      | $5                     | | [SeaweedFS]                    | [Chris Lu]         | SeaweedFS is a fast distributed storage system for blobs, objects, files, & data lake | Patreon | $100 |

<!-- projects --> [rrweb]: https://github.com/rrweb-io/rrweb [tailwindcss]: https://github.com/tailwindlabs/tailwindcss [Django]: https://github.com/django/django [Tiptap]: https://github.com/ueberdosis/tiptap [Next.js Boilerplate]: https://github.com/ixartz/Next-js-Boilerplate [Refined GitHub]: https://github.com/refined-github/refined-github [detekt]: https://github.com/detekt/detekt [Periphery]: https://github.com/peripheryapp/periphery [ESLint]: https://github.com/eslint/eslint [Prettier]: https://github.com/prettier/prettier [Jest]: https://github.com/jestjs/jest [Rollup]: https://github.com/rollup/rollup [SwiftFormat]: https://github.com/nicklockwood/SwiftFormat [SeaweedFS]: https://github.com/seaweedfs/seaweedfs

<!-- authors --> [tailwindlabs]: https://github.com/tailwindlabs [Django Software Foundation]: https://www.djangoproject.com/foundation/ [yz-yu]: https://github.com/yz-yu [ueberdosis]: https://github.com/ueberdosis [ixartz]: https://github.com/ixartz [fregante]: https://github.com/fregante [arturbosch]: https://github.com/arturbosch [ileitch]: https://github.com/ileitch [nzakas]: https://github.com/nzakas [jlongster]: https://github.com/jlongster [cpojer]: https://github.com/cpojer [nicklockwood]: https://github.com/nicklockwood [Chris Lu]: https://github.com/chrislusf

<!-- other links --> [github-sponsors]: https://github.com/orgs/PostHog/sponsoring [open-collective]: https://opencollective.com/posthog [plugin-server]: https://github.com/PostHog/plugin-server [patreon-seaweedfs]: https://www.patreon.com/c/seaweedfs

Request sponsorship

If you know of a project that is fundamentally important to PostHog, add the project to this page via a PR and tag Charles. If we decide to sponsor, we can set up the sponsorship via either Open Collective or GitHub. To get an invite to Open Collective, create an account first with your posthog.com email address and then ask Charles to invite you.

Anyone on the PostHog team can do this!





  17. Who can help me?

  Source: https://posthog.com/handbook/marketing/ownership

  
  If you have a general marketing question, go to #group-marketing-and-content in Slack.

If you need help with the website, go to #posthogdotcom.

Product marketer (PMM) and product manager (PM) assignments

We generally only have product marketers on teams that _already_ have a product manager. Products without a product manager a) are usually too early for marketing to get involved, and b) distract engineers as they need to spend time briefing the product marketer, vs. shipping more stuff. Product managers help teams figure out what to build and how much to charge for it, product marketers then help you get as many users as possible.

| Product | PM | PMM | Blitzscale | |---|---|---|---| | Context warehouse | Anna | Lizzie | Raquel | | PostHog AI | Annika | Joe | James H | | PostHog Code | Annika | Cleo | James H | | PostHog Slack | Annika | Cleo | James H | | AI Gateway | Marco |  | Ben W | | Inbox | Annika | Sara | James H | | Agents |  | Joe | Ben W | | MCP | | Joe | |

<summary>I need a product marketer, but my team hasn't been assigned one</summary>

Just ask in #group-marketing-and-content in Slack and tag the team lead.

<summary>I'm interested in running, attending, or speaking at an event</summary>

You should speak to , our resident party planners. Read the events strategy handbook for more.

<summary>I want to launch my product out of beta</summary>

Speak to  and read about product launches.

<summary>I need help with documentation</summary>

Your main contact is the , but please read the docs ownership handbook to understand how best to work with them.

If you just need someone to review something, tag Team Docs & Wizard in GitHub.

<summary>Someone wants to write a guest post / is requesting a backlink etc.</summary>

Unless it's someone huge and important with a real audience, "Mark as spam" and "Move to bin".

<summary>Someone wants to partner with us</summary>

Refer them to our partnerships waitlist and let  know.

<summary>Someone wants us to sponsor them</summary>

If it's an influencer, newsletter or podcast, refer them to Adlet Smykov.

If it's an event, speak to .

<summary>I want to create a video, or have a video idea we should try...</summary>

To start with, post ideas in the #content-and-video-ideas Slack channel. Alex van Leeuwen and Jordo Dibb on the content team are your main points of contact here.

Please also read How we do video at PostHog. We're still figuring things out, though, so very interested in suggestions.

If your idea is for PostHog Stories (HogTok), hit up Edwin Lim as well.

<summary>A customer is interested in doing a case study with us</summary>

Speak to Joe Martin, Cleo Lant, or Sara Miteva.

<summary>A customer has an issue with merch</summary>

Please share in the #merch channel. Kendal Hall owns fulfillment issues. Lottie Coxon owns merch design and creation. Cory Watilo and Eli Kinsey own the storefront.

<summary>I have a question / problem / suggestion for the website</summary>

The website is owned by Cory Watilo and Eli Kinsey. Generally, the best place to ask is the #posthogdotcom Slack channel.

For larger pieces of work — a new product page, a significant copy overhaul — read Working with the website team for the process to follow.

<summary>Hey, can we run some paid ads for my product?</summary>

We probably are already, but if you have something specific in mind, ask in the #team-demand-gen Slack channel.

<summary>I need a new hedgehog design, illustration, or other art asset.</summary>

Read art and branding requests first!

<summary>I need a font, logo, etc.</summary>

See Logos, brand, hedgehogs

<summary>A journalist has contacted me</summary>

Direct them to press@posthog.com, where one of Joe, James, Charles, or Tim can respond. They're the only people who should speak to press. See: Press & PR





  18. Paid ads

  Source: https://posthog.com/handbook/marketing/paid

  
  Paid ads sit with the . As PostHog marketing is incredibly brand- and content-driven, our role is to reach potential users of PostHog that those teams can't. We don't have one specific, over-arching goal - each channel has its own goal.

Ads are expensive, so it is typically only worth running paid ads for individual products once they are generally available, with pricing, and where we feel the feature set is broadly on parity with the main competitors. Earlier than that is usually a waste of money.


This page is for paid ads for PostHog in general. If you're looking for paid ads for our newsletter, see the newsletter ads guide.

Channels

We currently run ads on:


	Google Search - _conversion_ (signup + credit card added)

	Bing (for DuckDuckGo) - _conversion_ (signup+ credit card added)

	ChatGPT ads - _conversion_ (signup)

	LinkedIn - _awareness_ (impressions)

	Reddit - _awareness_ (impressions)

	YouTube - _awareness_ (video views + completion rate)

	Connected TV - _awareness_ (video views + completion rate)



We have previously tried and no longer use X, Product Hunt, Carbon Ads, and Google Display, as they did not help us meet our goals. Where a channel allows, we usually focus campaigns on users in the US, Canada, UK, Germany and France, and prefer targeting desktop users when the goal is conversion.

Unlike most demand gen teams, we don't run campaigns to generate demo bookings for sales. We make it incredibly easy for customers to self serve without ever needing to talk to sales, so trying to funnel people towards a demo is a waste of time.


Partners

We work with Hey to manage these channels - they set up the campaigns and ensure that spend is paced properly. We have a shared internal Slack channel, and Brian Young has 2 check-in calls with them each month.

In addition to Hey, we also have a monthly call with Google Partners who provide feedback on performance and competitive analysis on a per product basis as requested.

Tracking conversion & conversion optimization

Using 3rd party trackers or pixels like Google Tag Manager is against our brand and values, so we use a combination of PostHog, BigQuery, Clay, Clearbit, & Census.

PostHog sends back anonymized (click ID) conversion data to each ad platform with conversion values based on ICP score to improve lead quality via target ROAS bidding. Our goal is to use our ads program as a powerhouse for the sales team and a key tool for onboarding users that will improve both MRR and CAC:LTV ratio.

In order to keep our privacy policy front of mind we've built a bespoke conversion tracking system that uses the following flow:

PostHog > Clearbit > BigQuery > Census > Ad Platforms.

You can learn more about this flow here here.

We take privacy seriously, and follow these principles:


	If it creates third-party cookies for us, don't do it

	All testing must align with our privacy policy

	Always verify what data is collected and how it is used

	Don't collect or share any user PII contained within PostHog, obviously (Including IP addresses)

	Limit data collection only to what is _absolutely_ required

	Always be transparent with users about what we're collecting, if any

	All ClickIDs are considered safe to send back to each ad platform



Creative

Copy

You can find the master sheet of search ad copy here.

We change up campaigns frequently, but generally run campaigns for brand, individual products, and competitors.

We turn these on and off depending on performance and spend, and review copy every 4 weeks. We try both fun and straightforward copy. Even if the fun stuff doesn't convert super well, we keep it if it's doing ok as it helps with our brand - we know people screenshot and share it sometimes.

We aim for as much product coverage as possible unless there are compelling reasons to not do them (e.g. it's just very expensive).

Graphics & video

For channels like LinkedIn and Reddit, we request artwork from  using this process. For video, there isn't a super structured process yet, so the best way to get started is to post a message in #team-youtube.

We want to get better at shipping a lot more variants to test what works on these kinds of platforms. Jonah Svihus is exploring tools that could help us do this while staying on brand.

Landing pages

We use a simplified version of our docs getting started pages as a template. We currently have landing pages for:


	Session replay

	Error tracking

	Product analytics

	PostHog MCP



For products that we don't have a landing page for, we send them to the home page.

Roles


	Brian owns budget, channel strategy, analytics, and reporting, inc. ICP signups

	Jonah writes copy and creative across all platforms, inc. scripts for video ads

	Charles acts as copy editor



Budget

Brian Young maintains the media plan, which can be found here. We broadly aim to split our budget 50-50 between awareness and conversion.

Growth review

Brian Young runs a monthly growth review with Charles where we look at the main performance metrics for the month prior. Here are the main sheet and commentary. For completeness, this also covers the organic funnel, though the main focus is still paid as well as influencer spend.





  19. Partners

  Source: https://posthog.com/handbook/marketing/partners

  
  We're frequently contacted about revenue-sharing partnerships, or individuals and agencies that want to be listed as official partners. Also, technology integrations!

If someone contacts you about partnering with PostHog, refer them to our partnerships page and ask them to complete the survey there. This will directly alert relevant teams internally.

We recommend users who need implementation help explore our existing resources, purchase time with the onboarding team or contact us. If we can help, we will!

Helpful resources for users

Users who contact us about wanting support from a partner often want particular types of help. We've curated some resources below which we can give them so they can self-serve where possible.

Migration help

If a customer contacts us about migrating data into PostHog we should first refer them to the Sales & CS Team, who will triage them. We also have guides to help teams migrate data on their own.


	Migrating from Amplitude to PostHog

	Migrating from Mixpanel to PostHog

	Migrating from Heap to PostHog

	Migrating from LaunchDarkly to PostHog

	Migrating from Statsig to PostHog

	Migrating from a self-hosted deployment to PostHog Cloud

	Syncing other platforms to our data warehouse



Implementation help

Sometimes teams want help or advice on their event taxonomy, or creating specific insights. Users who look like they have the potential to pay >$20k should generally be referred to the Sales & CS team, otherwise they should go through the regular support flow. We also have a wide variety of dashboard templates and tutorials to help teams get started.

If the user is very new then we usually strongly advise enabling auto-capture and creating an AARRR dashboard as a first step.

Self-hosted help

We no longer provide support for self-hosted deployments. If users contact us for help with self-hosted deployments then we refer them to our legacy docs and strongly recommend they migrate to PostHog Cloud).

Getting more help (from someone else)

If users need more help than we can reasonably provide, they may ask for external support or partners. We do not have any official partners and users should know that any suggestions we may make are not vetted or accreddited in any way.

That said, some users have found success working with the following external partners:


	Taleno.Digital (US)

	Mentat Analytics (US)

	Marketing Engineers (NL)



Sometimes teams are able to find success by posting on platforms such as Upwork.





  20. Analytics

  Source: https://posthog.com/handbook/marketing/positioning/analytics

  
  Elevator pitch

PostHog Analytics covers funnels, retention, trends, user paths, correlation analysis, and SQL — with autocapture so you never miss the event that mattered. Every graph links directly to the session recordings and feature flag states behind it. And because analytics is built into the same platform as replay, flags, experiments, and the data warehouse, agents can query it mid-loop without switching tools.

Amplitude and Mixpanel tell you what happened. PostHog tells you what happened and lets you act on it.

The unique belief (in terms of analytics)

PostHog is building the infrastructure for self-driving product development. The product autonomy loop — signals in, work out, evaluation, repeat — only closes if agents can measure whether their changes worked. Analytics isn't the end of the workflow; it's the  truth the entire system runs on. Every funnel, retention chart, and correlation PostHog generates is a queryable signal. PostHog Code re-queries those same dashboards post-merge to evaluate its own work, or you can manually query the data yourself either via the MCP or with PostHog AI.

Analytics is the memory of everything users have done. Self-driving development is impossible without it.

Who this is for


	Engineer-led product teams who want to understand user behavior without waiting on a data team.

	Teams consolidating from Amplitude or Mixpanel who also want session replay, feature flags, and experiments in one platform.

	B2B SaaS companies who need group/account-level analytics alongside individual user behavior.

	Teams building AI-native products who need LLM observability and product analytics in the same place.

	Startups moving fast who need autocapture to catch events they forgot to instrument.



Who this isn't for


	Teams who need advanced cohort modeling and data science workflows — other platforms have more mature statistical tooling here.

	Enterprises needing deep data governance (e.g. warehouse native requirements) without also adopting the broader PostHog platform.



Messaging

Message 1: Analytics that feeds your agents, not just your dashboards

Problem: Agents that only generate insights and dashboards are read-only. The product autonomy loop requires a system that can query product metrics, interpret the result, and use it to decide whether a change worked.

Solution: PostHog exposes every insight, dashboard, and HogQL query to PostHog Code, the MCP, and other agent runtimes. Agents can build dashboards, check event volume, and measure impact, and suggest changes based on results — all from within the loop, without human intervention.

Supporting features:


	MCP: lets agents query PostHog from Claude Code, Cursor, and any MCP-compatible runtime

	HogQL: full SQL access on your event stream

	Autocapture: instrument your product retrospectively, not just prospectively

	PostHog Code: The self-driving product development platform



Message 2: Autocapture means you never miss the signal that mattered

Problem: Traditional analytics starts too early and answers too late. You have to instrument an event before you know it matters, then wait around for data after the decision window has closed.

Solution: PostHog's autocapture records clicks, pageviews, form submissions, and rage clicks from the moment you install the SDK — no manual instrumentation required. You can always go back and analyze behavior you didn't know you'd need. And installation is easy with the Wizard!

Supporting features:


	Autocapture on web and mobile

	Retroactive event definition — define events from captured data after the fact

	PostHog AI: ask questions about your data in plain English



Message 3: One platform — analytics, replay, flags, experiments, warehouse

Problem: Amplitude + FullStory + LaunchDarkly + Optimizely + Segment = five vendors, five bills, five contracts, five sets of data that don't talk to each other without custom integrations.

Solution: PostHog covers the full product intelligence loop in one platform. Every metric links to the sessions behind it. Every experiment is built on feature flags. Every flag state is queryable alongside product events.

Supporting features:


	1M events/month free, forever — no time limit

	No seat-based pricing

	Group analytics for B2B account-level insights

	Direct SQL access via HogQL and the data warehouse



Battle cards

vs Amplitude

Their approach: Deep analytics with advanced behavioral cohorts, data science integrations, and a mature product. Seat-based pricing. No native feature flags.

Where PostHog wins:


	Usage-based pricing — no seat charges as your team grows

	Native session replay, feature flags, and experiments included

	PostHog Code agent integration; Amplitude has no equivalent

	1M events/month free tier is more generous than Amplitude's



vs Mixpanel

Their approach: Clean, event-centric analytics with strong mobile support. No native feature flags. MTU-based pricing can surprise at scale.

Where PostHog wins:


	No MTU pricing — pay per event, not per user, with a huge free tier

	Experiments, feature flags, and more included

	Full SQL access without a separate data warehouse

	Also we have a data warehouse

	Mixpanel has no equivalent to PostHog Code



Objections

"Amplitude has better analytics features"

Follow-up: Which features specifically? Let's check what you actually use.

Answer: Some Amplitude-specific features are more mature — particularly advanced funnel modeling and data science integrations. But PostHog ships quickly and we can rapidly improve our open source product. We also offer a wide range of features beyond analytics, including replay, flags, error-tracking, and more - each of which can be queried with analytics. The total cost comparison almost always favors PostHog, and while Amplitude may have a handful of extra features it's unlikely they'll be ones you need.

"We need SQL access"

Answer: HogQL gives you full SQL on your event stream — joins, aggregations, window functions. Same interface, no separate warehouse needed. For more complex queries, PostHog's data warehouse unifies product events with Stripe, HubSpot, and other sources.

"We're already on GA4"

Answer: GA4 is a marketing analytics tool and is limited and, frankly, unpopular. PostHog's web analytics tools offer approximate parity with GA4, but with a lot more flexibility.

"Autocapture is going to explode our event volume and our bill"

Answer: Autocapture is configurable and you can use allow/ignore lists, URL filters, element exclusion via the ph-no-capture class, and before_send hooks to drop events before they're sent. Pricing is per-event with a 1M/month free floor and no per-seat or per-MTU charges, so you only pay for what you keep. We can model your expected volume before you commit.

"Our data team lives in Snowflake/BigQuery and we don't want another silo"

Answer: PostHog isn't a silo in either direction. Batch exports send events to Snowflake, BigQuery, Databricks, Redshift, Postgres, S3, or Azure Blob. The data warehouse pulls in from Stripe, HubSpot, Postgres, Snowflake, BigQuery, and 20+ other sources so you can query product events alongside revenue and CRM data in the same HogQL query.

Selling to enterprise

Enterprise analytics customers get volume discounts, ~20% annual prepay, group analytics, SSO, advanced access controls, EU data residency, SOC 2, and HIPAA BAA. Contracts follow the four-lever framework.

The enterprise pitch is consolidation: PostHog replaces analytics, session replay, feature flags, and experiments with one contract, one data model, and one platform that agents can query natively. That's four vendors consolidated, four renegotiations eliminated, and one platform that gets more capable as PostHog Code matures.





  21. Data pipelines

  Source: https://posthog.com/handbook/marketing/positioning/data-pipelines

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Elevator pitch

	The unique belief (in terms of data pipelines)

	Who this is for

	Who this isn't for

	Messaging

	Message 1: Pipelines are the context layer for self driving development

	Message 2: Cut three vendors and an ETL backlog down to one

	Message 3: Predictable pricing, production grade reliability



  Data pipelines are part of the broader context warehouse — the platform that ingests and stores your context. This page covers the pipelines specifically.


Elevator pitch

PostHog's data pipelines move data into and out of PostHog without forcing you to buy a separate CDP, ETL tool, or reverse-ETL service. Sources are free, destinations and batch exports are usage-priced, transformations run on Hog functions inside the same platform that runs your analytics, replay, flags, experiments, warehouse, and agents.

That bundling is the pitch. Segment and Rudderstack only move data. PostHog moves it, lets you act on it, and feeds the agents that act on your behalf — typically 5–10x cheaper than Segment at equivalent volume.

The unique belief (in terms of data pipelines)

PostHog is a doing company. Agents already create the majority of dashboards through PostHog AI and MCP. PostHog Code runs the product autonomy loop: signals in, work out, evaluation, repeat.

That loop only closes if the agent can see the whole picture. Errors and replays don't tell you which customer to prioritize — revenue from Stripe, plan from HubSpot, tickets from Zendesk, spend from Google do. That data lives outside PostHog. So do some of the systems PostHog may need to push signals into.

Data pipelines are how PostHog becomes infrastructure for self-driving development. Sources bring business context in. Destinations and batch exports push enriched signals back out. Without pipelines the autonomy loop is half-blind. Segment and Rudderstack just move data. PostHog moves it and runs the agents that act on it.

Who this is for


	Teams already on PostHog sending the same events through a separate CDP. They're paying twice.

	Engineer-led teams building AI-native products. They already get the "agents need context" argument.

	Startups consolidating their stack. PostHog replaces Segment + Mixpanel + LaunchDarkly + Fivetran. $50k credits via the startup program.

	Customers on Segment, Rudderstack, mParticle, or Fivetran today. We'll buy out the contract.

	Warehouse customers wanting Stripe / HubSpot / Salesforce alongside product data. Sources are free.

	Compliance-sensitive teams. EU residency, SOC 2, HIPAA-ready.



Who this isn't for


	Teams that need 700+ destinations on day one — Segment wins on breadth.

	Mature data orgs with deep tracking-plan governance needs — Segment Protocols is more mature.

	Teams who only want a CDP and don't care about the rest of PostHog — the bundle is the whole point.



Messaging

Message 1: Pipelines are the context layer for self-driving development

Problem: Agents that don't see revenue, plan tier, or support history can't prioritize. They see a stack trace, not the fact that the error hit your top customer.

Solution: Sources pull Stripe, HubSpot, Salesforce, Zendesk, and 40+ other systems into PostHog so every signal carries its business context — for your engineers and your agents.

Supporting features:


	44 sources, free to import

	Warehouse Sources for Snowflake, BigQuery, Databricks, Postgres

	Unified SQL across product and business data

	MCP exposes the same data to Claude Code, Cursor, and other agent runtimes

	Hog functions for transformations, schema enforcement, PII scrubbing



Message 2: Cut three vendors and an ETL backlog down to one

Problem: Segment + Mixpanel + LaunchDarkly + Fivetran + Hightouch + BI = six vendors, six bills, six renegotiations, and a data-engineering queue that grows every time someone wants a new destination.

Solution: PostHog covers the whole loop — analytics, replay, flags, experiments, warehouse, CDP, agents — in one platform. Destinations fan out from the same event stream. Product teams self-serve.

Supporting features:


	145+ integrations (44 sources, 41 real-time destinations, 7 batch-export targets)

	Hog functions in JS or Hog

	One SDK, one event schema

	Contract buyouts when you commit annually

	Open source — build your own integration



Message 3: Predictable pricing, production-grade reliability

Problem: Other CDP tools introduce regular sticker shock or bill on difficult metrics, like MTUs. Meanwhile, home-rolled ETL pipelines silently fail and need maintenance.

Solution: Per-event for real-time, per-row for batch, with 10K trigger events + 1M rows free monthly. Batch exports run on Temporal with retries, dead-letter queues, and at-least-once delivery.

Supporting features:


	Sources free, generous usage tiers

	Billing limits per product

	Temporal-backed exports — see the engineering writeup

	We only ever lower prices



Battle cards

vs Segment (Twilio)

Their approach: The original CDP. 700+ destinations, mature identity resolution, Protocols for governance, Personas/Engage for audiences. MTU-based pricing — anonymous visitors count.

Where PostHog wins:


	Bundled with analytics, replay, flags, experiments, warehouse, agents

	Per-event pricing — no MTU surprises for B2C

	Sources are free

	Pricing is published, not quote-locked



vs Rudderstack

Their approach: Warehouse-first CDP, Segment-compatible APIs, Reverse ETL as the headline, AGPLv3 open source. 200+ integrations.

Where PostHog wins:


	Customer wants analytics, replay, flags, experiments in the same tool

	Customer doesn't have a mature warehouse to anchor warehouse-first

	Customer cares about agent-readiness — MCP, PostHog AI, PostHog Code



vs Fivetran

Their approach: Managed ELT. 500+ connectors loading SaaS data into Snowflake / BigQuery / Databricks. dbt-native, Census for reverse-ETL. Warehouse-destination-only, MAR-based pricing that's known for jumping at scale.

Where PostHog wins:


	Customer wants real-time destinations, not just warehouse loads

	Stripe, HubSpot, Salesforce, Postgres are the load-bearing connectors (we have all of them)

	Mid-market customers hitting the MAR cliff

	Customer wants analytics in the same tool



Objections

"Segment has 700+ destinations, you have 145"

Follow-up: Which destinations do you actually use today?

Answer: Almost every customer uses fewer than 10. PostHog covers the common ones natively; Hog functions and webhooks cover anything with an HTTP API. The 700-vs-145 framing rarely survives a specific list.

"We already use Segment / Rudderstack / Fivetran — why switch?"

Follow-up: What are you paying today across CDP, analytics, flags, experiments, and ETL? How much engineering time goes into the pipeline?

Answer: The CDP line alone usually closes the gap; the bundled-platform savings make it lopsided. Start with PostHog Sources (free) and batch exports for the destinations they care about. We'll buy out the existing contract on an annual commit.

Proof point: Rebtel migrated off mParticle + Snowflake + dbt with a phased plan. Great Expectations consolidated lead enrichment onto PostHog + Databricks.

"Reliability — we've been burned by ETL before"

Follow-up: What does reliable mean — at-least-once, exactly-once, replayability, observability?

Answer: At-least-once with retries, exponential backoff, dead-letter queues, monitoring. The export system was rebuilt on Temporal in 2024 specifically to fix the duplicate-data and locking problems home-rolled ETL hits at scale. Our support team is engineers.

Proof point: Why we moved exports to Temporal.

Selling to enterprise

PostHog does enterprise the same way we do everything else. Pricing is published. Contracts follow the four-lever framework — volume, commitment, payment timing, forecast certainty — up to 40%+ off. No "let me talk to my manager" theatre.

Enterprise gets volume discounts on real-time and batch usage, ~20% annual prepay, custom DPA, BAA for HIPAA, EU residency, SOC 2, and dedicated support. Contract buyout: if a customer is locked into Segment / Rudderstack / Fivetran / mParticle and commits $20k+/year annually, we cover them for up to 6 months while the old contract runs out.

Enterprise does not get an APM-style sales motion, months-long POCs, or a CDP that operates outside our analytics platform. If a prospect needs any of those, the deal isn't a fit — say so early.
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  	Elevator pitch

	The unique belief (in terms of the context warehouse)

	Who this is for

	Who this isn't for

	Messaging

	Message 1: The warehouse is the context layer for your agents

	Message 2: One platform replaces five

	Message 3: Modern data infrastructure for the AI era



  The context warehouse is the platform everything else in PostHog is built on, not a co-equal tool. It's the data warehouse plus the full context-ingestion pipeline — data pipelines, modelling, and batch exports. Don't call this "the PostHog Data Stack" externally.


Elevator pitch

The context warehouse brings your product events and business data — Stripe, HubSpot, Salesforce, Zendesk, and 40+ more — into one place, queryable together with SQL (and with PostHog AI to help you write it). Because it's part of PostHog, every piece of data is immediately available to your tools — analytics, experiments, feature flags — and to your agents.

Snowflake stores data. The context warehouse stores data and acts on it.

The unique belief (in terms of the context warehouse)

PostHog is building the platform for self-driving product development, and the context warehouse is the layer everything else is built on. The product autonomy loop — signals in, work out, evaluation, repeat — only closes when agents can see the full picture. That means product events and business context: revenue, plan tier, support history, CRM data.

The context warehouse is where that picture lives. Every event PostHog captures, every Stripe charge, every HubSpot deal, every Zendesk ticket — it all lands in one place, queryable together. That unified store is what makes PostHog Code meaningful. Agents running the autonomy loop need context, and the context warehouse is the context layer.

Snowflake, BigQuery, and Databricks are powerful. They're also expensive, complex to operate, and don't connect to your product tools without significant glue, which usually has to be owned by a dedicated data team. The context warehouse is different: it's integrated, not bolted on. Your data never needs to leave the platform that acts on it.

Who this is for


	Startups who haven't built a data stack yet. PostHog gets them to a complete, queryable data foundation in minutes, not months — and our startup program offers up to $50k in credits.

	Engineer-led teams tired of maintaining pipelines. No ETL to babysit. Data flows in automatically from 40+ sources.

	Teams already using PostHog for analytics. Adding the warehouse unifies product and business data in the place they already work.

	Compliance-sensitive orgs. EU residency, SOC 2, HIPAA-ready — data stays in PostHog.



Who this isn't for


	Teams that need petabyte-scale with hundreds of concurrent analysts — Snowflake is the right answer.

	Data orgs with mature dbt pipelines and advanced modeling needs — we're not there yet.

	Teams who only want a warehouse and nothing else — the integrated platform is the point.



Messaging

Message 1: The warehouse is the context layer for your agents

Problem: Agents can see product signals — errors, funnel drops, slow sessions. But without business context, they're guessing. An agent can't prioritize the right customers without seeing revenue and plan data.

Solution: PostHog's warehouse brings Stripe, HubSpot, Salesforce, and 40+ other sources alongside your product events. Every query, every insight, every agent prompt runs on the same unified dataset — no joins across systems, no pipelines to keep in sync.

Supporting features:


	44+ sources including Stripe, HubSpot, Salesforce, Postgres, Snowflake, BigQuery, Databricks

	Unified SQL across product events and business data

	MCP exposes warehouse data to Claude Code, Cursor, and other agent runtimes

	PostHog AI generates queries and SQL from plain English



Message 2: One platform replaces five

Problem: The typical data stack — Snowflake + Fivetran + dbt + Looker + product analytics — costs a lot. Six figures per year, easy.  More if it requires a dedicated data team to maintain.

Solution: PostHog collapses analytics, session replay, feature flags, experiments, CDP, and warehouse into one platform. Data flows automatically between tools. No pipelines. No hand-offs. Product teams self-serve.

Supporting features:


	Warehouse data available instantly in analytics, experiments, and feature flags

	1M synced rows free per month, then $0.000015/row — no seat charges, tiered pricing as you grow

	SQL editor, notebooks, and dashboards built in

	PostHog AI for teams without a dedicated analyst



Message 3: Modern data infrastructure for the AI era

Problem: Traditional data stacks were designed for batch processing and BI dashboards. AI-native product development needs something different — real-time signals, unified context, and data that agents can query directly.

Solution: PostHog's warehouse is the foundation for the product autonomy loop. Product signals and business data converge in one place, accessible to PostHog AI, MCP, and (soon) PostHog Code. That's infrastructure for how software gets built now — not a legacy stack with an AI label on it.

Supporting features:


	Warehouse-backed MCP for agent context

	PostHog AI to interrogate data in natural language

	Real-time event ingestion — no batch lag on the signals agents act on

	Open architecture — bring your own tools or use ours



Battle cards

vs Snowflake / BigQuery / Databricks

Their approach: Enterprise-grade cloud warehouses. Scalable to petabytes, rich ecosystems, strong governance. Expensive to operate, slow to set up, and often require separate analytics and product tools.

Where PostHog wins:


	No virtual warehouses, credits, or cluster management

	Analytics, experiments, and feature flags are built in — no integrations needed

	Hours to first insight, not weeks

	Published, usage-based pricing — no surprise bills or "contact sales" for a number



vs Statsig / Amplitude / Mixpanel (warehouse-native)

Their approach: Connect to your existing Snowflake or BigQuery and run queries there. You keep the warehouse; they run product tooling on top of it.

Where PostHog wins:


	PostHog is the warehouse — no separate warehouse to buy or manage

	Session replay, feature flags, CDP, and agents are included — not add-ons

	If you already have Snowflake, sync what you need into PostHog instead of running another tool on top



Objections

"We already have Snowflake — why change?"

Follow-up: What do you use for product analytics, feature flags, and experiments today? How do you connect those to Snowflake?

Answer: You have two paths. Use PostHog as your integrated warehouse and eliminate the maintenance burden entirely. Or keep Snowflake as your source of truth and sync the tables you need into PostHog via Warehouse Sources — your Snowflake data then becomes available in PostHog analytics, experiments, and agents without custom pipelines. Many teams do both and eventually consolidate.

"We need warehouse-native"

Follow-up: What's driving that requirement — performance, compliance, or avoiding data movement?

Answer: PostHog's warehouse is integrated into the platform, so data never needs to travel between tools. If you're already on Snowflake, sync what you need in via Warehouse Sources. If you're starting fresh, PostHog gives you the warehouse and every tool that runs on top of it. The outcome is the same: unified data, no data movement, integrated workflows — without paying for Snowflake on top.

"We'll outgrow PostHog at scale"

Follow-up: What's your current data volume and query pattern?

Answer: PostHog handles the analytical workloads most product teams actually run. Where Snowflake genuinely wins — petabyte-scale governance, hundreds of concurrent analysts — we'll tell you directly. Most teams don't need that yet, and locking in that complexity early just adds cost and maintenance they don't need. When you get there, we'll help you make the right call.

Selling to enterprise

Enterprise data conversations at PostHog follow the same rules as everything else: pricing is published, terms are clear, and we don't oversell.

Enterprise warehouse customers get volume discounts on synced rows, ~20% annual prepay discount, EU data residency, SOC 2 certification, HIPAA BAA, custom DPA, and dedicated support. Contracts follow the four-lever framework — volume, commitment, payment timing, forecast certainty.

The honest enterprise pitch: PostHog is not Snowflake, and we don't pretend otherwise. We win with teams who are tired of running five tools, want modern infrastructure for AI-native development, and value a vendor who prices transparently and ships fast. If a prospect needs petabyte-scale governance, mature dbt tooling, or has Snowflake contracts they can't exit, say so early. The right deals close faster when the fit is honest from the start.
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  	Elevator pitch

	The unique belief (in terms of Endpoints)
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	Who this isn't for

	Messaging

	Message 1: Reliable APIs, without building a backend

	Message 2: A simpler way to ship customer facing analytics

	Message 3: The data layer for your AI workflows



  Elevator pitch

PostHog Endpoints turns any saved insight or SQL query into a stable, authenticated HTTP endpoint. No backend to build, pipeline to maintain, or data engineer needed.

Other tools tell you what happened. PostHog lets you act on your data, and now, easily share it with your customers.

The unique belief (in terms of Endpoints)

PostHog is building the infrastructure for self-driving product development. The product autonomy loop only closes when data can flow freely; into agents, into products, into every surface that needs it.

Endpoints is the egress layer for that loop. The data is already in PostHog. The hard part was getting it out: building a custom API, maintaining it, versioning it, rate-limiting it, keeping it from breaking when someone tweaked a query. Endpoints removes all of that.

For teams building AI-native products, it goes further. Endpoints exposes PostHog data directly to your MCP, and any agent runtime via clean HTTP with no additional infrastructure required. The warehouse stores the context. Endpoints delivers it.

Tinybird and custom-built analytics APIs solve the same surface problem. They don't solve the underlying one: the data still isn't in PostHog, which means agents can't query it natively, flags can't act on it, and experiments can't measure it. With Endpoints, you can use data from any source connected to PostHog, shared externally wherever your customers need to see it, including your MCP.

Who this is for


	Existing customers already using two or more of these — Product Analytics, SQL/Logs, Dashboards, Surveys

	If you've heard a customer say any of the following, you should pitch them Endpoints:

	"We're exporting CSVs and pasting numbers into a slide every Monday."

	“We want to show our customers their own usage data inside our product."

	"We're thinking about Tinybird / building a custom analytics API."

	"Our data team is the bottleneck on getting numbers out of PostHog."



Who this isn't for


	Teams who only use session replay or feature flags and don't have product analytics queries to expose.

	Teams whose needs are fully met by PostHog's native dashboards and don't need data surfaced anywhere else.



Messaging

Message 1: Reliable APIs, without building a backend

Problem: The data is in PostHog. Getting it out means either exporting CSVs by hand, or building a custom API and owning it forever. That's slow, fragile, and doesn't scale.

Solution: Endpoints turns any saved insight or SQL query into a stable, versioned, authenticated URL. Embed it in your product, power an internal dashboard, give your MCP access. No backend. No pipelines. No maintenance.

Supporting features:


	Materialized queries for fast response times, even on large datasets

	Configurable cache TTL per endpoint

	Versioning - pin a query snapshot so upstream edits don't break callers

	2,400 req/hr rate limit, production-ready

	Parameterized queries for per-user / per-tenant scoping



Message 2: A simpler way to ship customer facing analytics

Problem: Getting PostHog data into a product, report, or customer dashboard used to mean one of three things: file a ticket and wait for engineering, buy another tool (Tinybird, a custom API service), or build and maintain a backend yourself. All of those options are slow, and unavailable to a PM or marketer on a Tuesday afternoon.

Solution: Endpoints is self-serve for anyone who can save an insight. PostHog handles the query, caching, rate limits, and the schema, you get a URL you can use anywhere. No data science background needed or custom API to maintain.

Supporting features:


	We handle the query, cache, rate limits, and schema, you have nothing to build or own

	Your data is already in PostHog, no pipeline to Tinybird, no additional vendor

	PMs, marketers, and ops leads can ship an Endpoint without engineering help

	Parameterization for safe per-user / per-tenant scoping

	Versioning so query tweaks don't break what you've already shipped



Message 3: The data layer for your AI workflows

Problem: Agents running the product autonomy loop need live product signals as context: event counts, funnel states, metric comparisons. Wiring that up today means custom retrieval infrastructure on top of an already complex pipeline.

Solution: Endpoints exposes PostHog data over HTTP to any agent runtime, or MCP-compatible tool. PostHog already has the data. Endpoints makes it fetchable without exposing your entire database.

Supporting features:


	Stable URLs - build agent prompts that reliably resolve to fresh data

	Clean HTTP - works with any agent runtime, no SDK required

	Parameterization for query-time filtering



Battle cards

vs Tinybird

Their approach: A real-time data platform that turns data sources into queryable HTTP APIs. Powerful for teams that want to build analytics APIs from scratch on top of arbitrary data sources.

Where PostHog wins:


	Zero additional infrastructure, if you're using PostHog, the data is already there

	No data movement required, no custom pipeline into Tinybird, no schema mapping

	Data stays in PostHog, no separate tool to maintain and bill to pay



vs Custom-built analytics APIs

The DIY approach: Engineers build a purpose-made backend including a query layer, caching, rate limiting, auth, versioning. Fits exactly what the team needs.

Where PostHog wins:


	Endpoints takes minutes to set up

	Zero ongoing maintenance, no infrastructure to monitor, scale, or fix

	Works without an engineer, PMs, marketers, ops leads can ship an Endpoint themselves

	Versioning, caching, and rate limiting are built in, not bolted on



Objections

"We already built our own analytics API"

Follow-up: How much engineering time goes into keeping it working? What happens when someone changes a query?

Answer: You've already proven the use case. Endpoints removes the maintenance treadmill. Versioning means query changes don't break callers, materialization means you're not running expensive queries on every request, and rate limiting is handled. Same outcome, one less thing to own.

"This sounds like it needs a developer"

Follow-up: Walk them through saving an insight in PostHog.

Answer: If they can save an insight, they can ship an Endpoint. The demo is the best answer here and if you can demonstrate the MCP doing it all for you even better. A PM or marketer can go from query to production API.

"We're thinking about Tinybird"

Follow-up: Where is your data right now, and what would you need to move it?

Answer: Tinybird is a great product if you need to build an analytics API on top of data that lives outside PostHog. If your data is already in PostHog, Endpoints gives you the same outcome, authenticated, cached, rate-limited HTTP endpoints, without a second tool, a data pipeline, or a separate bill. PostHog customers suitable for Endpoints will have data in PostHog already. With PostHog you can connect all your data sources easily, with Tinybird you need to build a custom pipeline for every data source.

"Is it production-ready?"

Answer: Yes. 2,400 req/hr, materialized queries, configurable caching, versioning, parameterization. Beta customers ran customer-facing dashboards on it before GA. The reliability story is the same as the rest of PostHog.

Selling to enterprise

Enterprise Endpoints conversations follow the same rules as the rest of PostHog: pricing is published, terms are clear, and we don't oversell.

The enterprise pitch is the data egress story. Large organizations often have PostHog deployed across multiple teams and use cases, but data still escapes via manual exports and one-off scripts. Endpoints replaces that pattern with something versioned, auditable, and self-serve — without requiring a data engineering queue.

The honest pitch: Endpoints wins when the data is already in PostHog and the team is tired of the work required to get it anywhere else. If a prospect's data isn't in PostHog, the right conversation is data pipelines and the data warehouse first.
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  Elevator pitch

PostHog Experiments run on top of Feature Flags, so every experiment is a controlled rollout by default. Multiple metric types — funnels, trends, retention, ratio metrics — let you measure what actually matters, not just what's easy to track. Watch session replays of each variant's users. Measure side effects across your entire product.

For self-driving development, this means enabling PostHog Code to create experiments and re-query the results automatically - making experiments the evaluation layer for agents.

Most experiment platforms run tests. PostHog runs tests and closes the loop from signal to fix to evaluation.

The unique belief (in terms of experiments)

In traditional product development, an A/B test is the last step before shipping. In self-driving development they are tactically important because they turn product data into a control system. They let the agent make changes without pretending it has perfect judgment. The agent can be wrong safely, because every change has a measured blast radius and a pass/fail signal.

That’s the PostHog-shaped belief: autonomous coding only becomes trustworthy when the agent can measure whether its own work improved the product.

Experiments are how the autonomy loop knows whether it's working. Without experiments, agents can ship changes indefinitely without knowing if anything improved. Experiments are the feedback signal that makes self-driving product development trustworthy — not just fast.

Who this is for


	Product teams who want statistical rigor without a dedicated experimentation platform or data science team.

	Data science teams that want a choice of models. Teams can choose between frequentist and Bayesian models.

	Engineers running safe, measurable rollouts who want to graduate from "deploy and hope" to "deploy and measure."

	Teams replacing Optimizely or VWO who want experimentation built into their analytics and replay platform.

	AI product teams who want to formally compare model variants, prompt changes, or UI approaches with proper statistical power.

	B2B SaaS teams who need account-level experiment analysis alongside user-level results.



Who this isn't for


	Teams who need no-code visual editors for landing page and CRO tests — Optimizely Web or VWO handle that better.

	Marketing teams running experiments outside the product (ad creative, email subject lines, landing pages).



Messaging

Message 1: Experiments as the evaluation layer for agents

Problem: An agent that ships code without measuring impact isn't self-driving — it's just automated code generation. The autonomy loop requires a closed feedback cycle: change made → outcome measured → agent learns. Experiments are part of that.

Solution: PostHog Code can scaffold experiments end-to-end. The same metric that triggered the fix signal is used as the experiment goal. Post-merge, PostHog Code re-queries the result and evaluates whether the change worked — without human intervention.

Supporting features:


	PostHog Code skills for full experiment lifecycle management

	MCP exposes experiment results to agent runtimes for automated evaluation

	Experiment results queryable alongside all PostHog data via HogQL

	Automatic re-evaluation after defined exposure periods



Message 2: From flag to experiment to decision in one platform

Problem: Running an experiment can require a flag in LaunchDarkly, analytics in Amplitude, and a session tool in FullStory. Alternatively, you rely on a dedicated tool like Optimizely or VWO with a more limited feature set.

Solution: PostHog Experiments are built on Feature Flags. Every experiment starts as a flag variant. Every result is visible in PostHog Analytics. Every variant's sessions are watchable in PostHog Replay. Everything is in one place, with one data model - and all available to the PostHog MCP and PostHog Code to facilitate agentic workflows.

Supporting features:


	Experiments and flags share the same 1M/month free tier

	Multi-metric experiments — measure primary goal plus secondary effects

	Minimum detectable effect calculator and sample size guidance

	Group analytics: measure experiment impact at the account level



Message 3: Watch replays of your experiment variants

Problem: Experiment results tell you which variant won. They don't tell you why. The "why" usually requires separate qualitative research or guesswork about what users were experiencing differently.

Solution: PostHog lets you filter session replays by experiment arm. Watch what users in the control group did. Watch what users in the treatment group did. Understand the behavioral difference, not just the metric difference.

Supporting features:


	Session replay filtering by experiment variant

	Funnel and path analysis segmented by experiment arm

	User-level drill-down from aggregate results

	Side-effect monitoring across metrics you didn't explicitly target



Battle cards

vs Optimizely

Their approach: Mature web experimentation with no-code visual editor, strong CRO tooling. Enterprise-focused, expensive. No native session replay or product analytics.

Where PostHog wins:


	Usage-based pricing vs Optimizely's enterprise contracts

	Native session replay per variant — Optimizely has no equivalent

	PostHog Code evaluation loop — Optimizely has no agent integration

	Better fit for product engineering experiments vs marketing CRO



Objections

"We can't run experiments with our traffic volume"

Answer: PostHog shows minimum detectable effect and required sample size before you start an experiment. It won't let you launch an underpowered test without a clear warning. For low-traffic products, PostHog supports Bayesian-style continuous monitoring via sequential testing, reducing the time to a confident result.

"We already use LaunchDarkly flags for experiments"

Answer: PostHog's experiments use the same flag infrastructure you'd use with LaunchDarkly — but with analytics and session replay built in. You don't have to migrate your flags to start running experiments. Connect PostHog to your event stream, define a goal metric, and you can measure the impact of existing LaunchDarkly flags in PostHog today.

Selling to enterprise

Enterprise experimentation customers get volume discounts, group analytics for account-level experiment analysis, SSO, access controls, EU data residency, and SOC 2. Contracts follow the four-lever framework.

The consolidation pitch is strong: Optimizely or VWO contracts at enterprise are often $50k+/year for a tool that only runs tests. PostHog covers experiments, analytics, session replay, feature flags, and error tracking for a comparable or lower total spend — and adds the agent evaluation loop that no pure experimentation vendor offers.





  25. Feature flags

  Source: https://posthog.com/handbook/marketing/positioning/feature-flags

  
  Elevator pitch

PostHog Feature Flags support boolean flags, multivariate variants, JSON payloads for config changes without deploys, and local evaluation for <50ms latency. Every flag is queryable alongside your analytics and session replay — filter any insight by which flag variant a user saw. And every flag PostHog Code ships is automatically wired into the analytics that measures whether it worked.

LaunchDarkly manages flags. PostHog manages flags and shows you the impact of every rollout.

The unique belief (in terms of feature flags)

Feature flags started as deployment safety nets — a way to ship code slowly without exposing too much to users. In the product autonomy loop, they're the mechanism through which agents ship code safely. PostHog Code's instrument-feature-flags skill wraps relevant changes it opens in a flag by default. The enricher shows stale flags inline in your editor. When an agent ships a fix, the flag is the rollout control.

Flags aren't just for humans anymore. They're the guardrails that let agents work autonomously and safely.

Without flags, agents can't ship incrementally. Without incremental shipping, agents can't evaluate safely.

Who this is for


	Engineering teams who want safer deployments without adding ops overhead or per-developer seat costs.

	Teams replacing LaunchDarkly who are tired of paying $10-20/developer/month for a tool that doesn't connect to their analytics.

	B2B SaaS companies who need account/group-level targeting (flag this feature for Enterprise plan customers only).

	Teams building AI products who want to gate model versions, prompt variants, or experimental features.

	Anyone using PostHog analytics who wants to filter session replay and metrics by flag variant.



Who this isn't for


	Enterprises with complex governance requirements — multi-stage approvals, change management workflows, compliance-grade audit trails — LaunchDarkly Enterprise is more mature here.

	Marketing teams who need non-technical flag management with visual editors and no-code targeting.

	Teams who need experimentation without product analytics — Optimizely or VWO handle that use case more simply.



Messaging

Message 1: Flags that agents write and the enricher can read

Problem: Coding agents that ship without feature flags are unsafe. A bad change rolls out to 100% of users with no kill switch. Evaluating whether the change worked requires manually querying separate analytics.

Solution: PostHog Code can add flags automatically to every PR it opens. The enricher detects existing flags in your codebase and shows rollout percentage, staleness status, and flag evaluation inline — without leaving your editor. Close the loop: agent ships with flag → analytics measures impact → agent evaluates → agent removes stale flag.

Supporting features:


	PostHog Code instrument-feature-flags skill: adds flags to PRs automatically

	Enricher: detects isFeatureEnabled calls and shows live rollout data inline

	Stale flag detection built into the enricher

	MCP exposes flag state to any connected agent runtime



Message 2: No per-developer pricing

Problem: LaunchDarkly charges $10-20/developer/month. For a 50-person engineering team, that's $6,000-12,000/year before you've run a single experiment. Seat pricing punishes team growth.

Solution: PostHog charges per flag evaluation, not per developer. The first 1 million evaluations per month are free. A team of 50 engineers pays the same price as a team of 5.

Supporting features:


	1M flag evaluations/month free forever

	No seat limits — every engineer, every service, every agent gets full access

	Same billing model as the rest of PostHog — pay for what you use

	Pricing published publicly, no "contact sales" for a number



Message 3: From flag to experiment in one step

Problem: Flags and experiments are managed in separate tools. You gate a feature with LaunchDarkly, then measure it in Amplitude, then run the A/B test in Optimizely. Three tools, three integrations, three contracts, three data models that don't talk to each other.

Solution: PostHog Experiments are built on top of Feature Flags. Every experiment starts as a flag. Every flag can become an experiment. The same evaluation infrastructure serves both — both connect to the same analytics and session replay data, and both end up available to the MCP and PostHog Code.

Supporting features:


	Experiments and flags share the same 1M/month free tier

	Jump from flag targeting to experiment setup in the same UI

	Watch session replays filtered by flag variant or experiment arm

	Group analytics: measure experiment impact at the account level, not just the user level



Battle cards

vs LaunchDarkly

Their approach: Strong governance, mature SDKs, deep integrations (GitHub, Jira, PagerDuty, DataDog). Per-developer seat pricing.

Where PostHog wins:


	No per-developer pricing — typically 80-90% cheaper for equal team sizes

	Native analytics and session replay — LaunchDarkly requires separate tools for impact measurement

	PostHog Code integration — LaunchDarkly has no agent loop equivalent

	Sources are free in PostHog; every PostHog tool shares the same event stream



vs GrowthBook

Their approach: Open source feature flags and A/B testing. Self-hostable. Requires your own data infrastructure for analytics.

Where PostHog wins:


	Fully managed — no infrastructure to run (this is better, trust us)

	Replay, analytics, error tracking included

	PostHog Code integration

	Still open source (MIT)



Objections

"LaunchDarkly has better governance"

Follow-up: What specific governance features are you using today — approval workflows, change requests, audit logs?

Answer: LaunchDarkly Enterprise's governance is more mature. PostHog has flag history, audit trails, and access controls that satisfy most teams. If the requirement comes from a compliance checklist rather than active daily use, it's worth checking whether those features are actually being used or just required on paper. The cost delta between PostHog and LaunchDarkly is typically large enough to justify a closer look.

"We need local evaluation"

Answer: PostHog supports local evaluation natively. Flags evaluate in under 50ms without a network call. SDK downloads the full ruleset on init; evaluation is in-process.

"We're already using flags in our codebase — migration is painful"

Answer: PostHog Code's enricher detects existing isFeatureEnabled patterns in your codebase and surfaces flag data inline. You don't need to migrate on day one. Start by connecting PostHog analytics to measure flag impact, then migrate flags incrementally as they come up for review. The enricher makes the transition visible without forcing a flag-by-flag rewrite.

Selling to enterprise

Enterprise flag customers get volume discounts, SSO, advanced access controls, audit logging, EU data residency, SOC 2, and dedicated support. Contracts follow the four-lever framework.

The LaunchDarkly displacement motion is strong at contract renewal time. LaunchDarkly's per-seat pricing means costs balloon as engineering teams grow. Present the total cost comparison — seat pricing vs PostHog usage-based — before the renewal window opens. Contract buyout available for customers locked into LaunchDarkly with $20k+/year annual PostHog commitment.





  26. Positioning

  Source: https://posthog.com/handbook/marketing/positioning

  
  PostHog makes your product self-driving. For the canonical frame everyone at PostHog uses – the self-driving story, the standard description, and the products / tools / context / context warehouse model – see Brand foundations.

This section is the product-marketing detail: the vocabulary we hold ourselves to, an opinionated playbook for each tool, and how we name and position what we ship.

The house position: PostHog makes _your_ product self-driving. Everything we write ladders up to that. Keep the customer's product as the subject: they get a product that improves itself; PostHog is how. Don't write "PostHog is self-driving software" in customer-facing copy. We do use the same capabilities on PostHog itself – that's a proof point, not the pitch.


The words we use

We've repositioned around self-driving. That only works if we all use the same words for the layers of what we offer – across marketing, content, and positioning. The four layers (products, tools, context, context warehouse) are defined in brand foundations.

Use these words


	"Products" for Web / Slack / MCP / Code (and Mobile in future)

	"Tools" for analytics / replay / flags / error tracking, etc.

	"Context" for events / recordings / logs / business data, etc.

	"Context warehouse" for the data warehouse plus ingestion pipeline



Avoid these


	Don't call the products "tools." "Tools" is reserved for the functional capabilities (analytics, replay, flags). It also overlaps with agent tool-calling, so keep the surfaces called "products."

	Don't call the products "interfaces." Too corporate for a developer audience.

	Don't call tools "products." That's the old multi-product framing we're moving away from.

	Don't say "PostHog Data Stack." The data warehouse, modelling, pipelines, and batch exports are all part of the broader context warehouse. "Data Stack" is not a thing we talk about externally.

	Don't call context "sources." "Sources" already means something specific in the data warehouse (Stripe, Postgres, etc.) and will collide.



Examples

✅ Say: "Add the PostHog Slack product." / ❌ Not: "Add the PostHog Slack tool."


✅ Say: "Product analytics is one of our tools." / ❌ Not: "Product analytics is one of our products."


✅ Say: "Your events, replays, and logs are the context that feeds self-driving." / ❌ Not: "...the sources that feed self-driving."


The tool playbooks

A reference index to the per-tool pages. Each follows the same shape – unique belief, who it's for, elevator pitch and three messages, battle cards, common objections, and selling to enterprise – so you can scan them quickly. Pull from them freely, but they work best when remixed and pressure-tested in real conversations, not framed on a wall and cited religiously.


	Analytics — Product analytics built for engineers, not dashboard tourists

	Session replay — Watching real users beats imagining them

	Feature flags — Shipping switches that don't require a separate vendor

	Experiments — A/B testing wired to the same data as everything else

	Data pipelines — CDP, reverse-ETL, and transformations bundled — typically 5–10x cheaper than Segment

	Endpoints — Turn any saved insight or SQL query into a stable, authenticated HTTP endpoint

	LLM analytics — Knowing why your LLM-powered feature is bleeding money or shipping nonsense

	PostHog AI — A query interface that already knows your schema (and your users)



The context warehouse has its own page too, but treat it as the platform everything above is built on – the data warehouse plus modelling, pipelines, and exports – not as a co-equal tool in this list:


	Context warehouse — The context layer for your agents, not just a SQL bucket



What this isn't


	Not a feature list. That's what the docs are for.

	Not static. Tools evolve, pricing changes, and competitors ship things. Treat every page as the current best version, not the final one.



If something here feels off, doesn't match what the product team is actually building, or contradicts itself across pages — open a PR or flag it in #team-marketing.

How we name and position things

Naming at PostHog is deliberately messy. Usually an engineer builds something and names it; sometimes James or Tim get the positioning right up front, but more often design iterates the name afterwards (and adds it to the all-hands so everyone catches up), and we reinforce it from there. The upside is that design and "execs" aren't a blocker to shipping – and since we usually soft-launch, the downside is small.

Pick names users already recognize. By default, position something as what a _user_ is familiar with, not the most technically accurate description – we often name new tools after what the major competitors call themselves. Users get it faster, we grow more quickly, and it keeps us building the basics a tool needs before trying to innovate ahead of product-market fit.

Positioning is dynamic. It changes as tools mature – we might position something narrowly at first to get feedback from a specific segment, then broaden or refine it as we learn how it's used. Every new tool should still reinforce the core story: PostHog makes your product self-driving.





  27. LLM analytics

  Source: https://posthog.com/handbook/marketing/positioning/llm-analytics

  
  Elevator pitch

PostHog LLM Analytics tracks every model call — latency, tokens, cost per user, quality signals, errors — alongside the product events and session data from the humans using your AI features. When something goes wrong, you can trace it back to the exact conversation, the exact prompt, and the exact user cohort affected. And because it's PostHog, PostHog Code can read those traces and propose fixes — automatically.

Langfuse shows you the trace. PostHog shows you the trace and what it cost you in user retention and makes that information queryable to PostHog Code, the self-driving development platform.

The unique belief (in terms of LLM analytics)

Every team building an AI-native product is running two products simultaneously: the product users see, and the AI layer underneath it. That AI layer has its own failure modes — bad prompts, cost explosions, latency spikes, quality regressions — and none of those show up in standard product analytics. That's where LLM analytics comes in!

PostHog Code already uses LLM traces optimize AI features as part of the product autonomy loop. Its built-in exploring-llm-traces and exploring-llm-clusters skills let agents find patterns in model calls and propose prompt improvements. But that only works if the traces exist. LLM Analytics is the signal layer that makes AI products self-improving.

If you're building AI features without LLM observability, your agents are flying blind.

Who this is for


	Teams building AI-native products — chatbots, copilots, agents, AI-assisted features — who need to understand model performance.

	Engineers debugging why AI features underperform — wrong answers, high latency, unexpected costs.

	Product teams who want to correlate LLM quality with user retention and conversion.

	Teams who want LLM observability in the same place as product analytics — not in a separate tool.



Who this isn't for


	Data science teams who need model training infrastructure, fine-tuning pipelines, or MLOps — that's not PostHog. Yet.

	Teams who only care about billing/token costs — those tools exist, but PostHog adds user context that pure cost monitors don't.

	Enterprises with deeply embedded observability platforms (Datadog) where adding another tool isn't worth the friction.



Messaging

Message 1: LLM traces as product signals

Problem: An LLM trace tells you a model call failed. It doesn't tell you whether that failure caused the user to churn, downgrade, or file a support ticket. Without that connection, you can't prioritize what to fix.

Solution: PostHog links every LLM span to the user's full session — their history, their plan tier, their previous behavior. A 3% quality degradation in your AI assistant looks very different when you can see it's impacting your highest-value accounts.

Supporting features:


	LLM span tracking linked to PostHog person profiles

	Cost-per-user and cost-per-feature analysis

	Cluster analysis to find patterns across conversations

	PostHog Code's exploring-llm-traces skill triggers automated investigation on quality regressions



Message 2: Cost visibility with user context

Problem: Token cost monitors tell you what you spent. They don't tell you whether you spent it on users who converted or users who churned.

Solution: PostHog shows LLM costs alongside product metrics — retention, conversion, NPS responses — so you can make informed decisions about which model to run, which features to optimize, and where cost reduction would hurt versus help.

Supporting features:


	Cost trends by model, feature, and user cohort

	Latency analysis tied to user-visible outcomes

	Alert on cost spikes or quality regressions

	Full event stream alongside trace data



Message 3: The only LLM observability that knows your users

Problem: LLM observability tools were built by infrastructure teams. They're excellent at tracing model calls. They don't understand that the user behind the call is a churned customer, a free trial, or your top enterprise account.

Solution: PostHog's LLM Analytics sits inside a product platform with full user profiles, cohorts, and behavioral history. Every trace has a person behind it. That context is what makes the data actionable — and what makes PostHog Code's agent research meaningful rather than mechanical.

Supporting features:


	Supports OpenAI, Anthropic, Google Gemini, and major LLM providers

	Session replay correlation — watch the session where the AI feature failed

	Feature flag integration — A/B test prompt variations formally

	Unified dashboard with product analytics



Battle cards

vs Langfuse

Their approach: Open source LLM observability. Excellent trace visualization, evaluation pipelines, prompt management. No product analytics, no session context, no agent loop integration.

Where PostHog wins:


	User context — traces linked to person profiles and behavioral history

	PostHog Code integration — traces become inputs to the autonomy loop

	Session replay correlation — watch what users did before and after an LLM call

	One platform — LLM observability inside your existing PostHog setup



vs Helicone

Their approach: LLM cost monitoring and request logging. Simple setup via proxy. No product data, no user behavior context.

Where PostHog wins:


	Cost data with user and cohort context, not just raw token counts

	Product analytics alongside LLM metrics in one dashboard

	Agent integration for automated investigation



vs Datadog APM

Their approach: Full infrastructure observability including LLM tracing. Enterprise-grade. Very expensive. Designed for SRE teams, not product engineers.

Where PostHog wins:


	Purpose-built for product engineering teams

	Dramatically lower cost for the observability product teams actually need

	Native integration with feature flags and experiments for model A/B testing

	PostHog Code agent integration



Objections

"We already use Langfuse"

Follow-up: How do you connect your LLM quality data to your product metrics today?

Answer: Langfuse is a strong trace tool. PostHog LLM Analytics adds what Langfuse doesn't have: user context, session replay correlation, product metric linkage, and PostHog Code agent integration. Many teams run both during evaluation and consolidate as PostHog's LLM features mature.

"We just need cost monitoring"

Answer: Cost monitoring is one metric. Can you build a better product if you just look at one metric alone? PostHog shows cost per user, cost per feature, cost per cohort — so you can answer "are we spending money on users who convert?" That's the difference between a billing tool and a product tool.

"Our LLM features aren't production yet"

Answer: That's the perfect time to instrument! Retroactive instrumentation means you lose the data from your beta cohort. PostHog is easy to add during development and grows with you into production.

Selling to enterprise

Enterprise LLM Analytics customers get the same four-lever discounting as other PostHog products: volume, commitment, payment timing, forecast certainty. The enterprise conversation usually centers on cost governance (which model, which features, which teams are driving spend) and compliance (is LLM trace data covered by the DPA; does EU residency apply to conversation data).

The forward-looking pitch: as PostHog Code matures, teams with well-instrumented LLM Analytics will have a fully automated quality improvement loop — traces in, agent optimization out. That's the infrastructure play for AI-native companies in 2030, and it starts with getting the observability layer right today.





  28. PostHog AI

  Source: https://posthog.com/handbook/marketing/positioning/posthog-ai

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Elevator pitch

	The unique belief (in terms of PostHog AI)

	Who this is for

	Who this isn't for

	Messaging

	Message 1: The query layer for humans and agents alike

	Message 2: The democratization of your data

	Message 3: Context aware from day one



  Elevator pitch

PostHog AI understands your full data model — event taxonomy, user properties, cohorts, flags, experiments, warehouse sources. Ask it a question in plain English. It writes the query, runs it, and explains the result. No prompt engineering. No schema briefing. No waiting for a data team ticket to be picked up. It will also speak like a pirate to you on International Speak Like A Pirate Day.

PostHog AI is wired into PostHog Code via MCP, so it's not just a query interface for humans — it's the intelligence layer that agents use to understand product impact, measure experiment results, and evaluate whether their changes worked. A key part of the product autonomy loop.

The unique belief (in terms of PostHog AI)

General-purpose AI is impressive but context-blind. When you ask ChatGPT "why did signups drop last Tuesday?", it doesn't know your event taxonomy, your funnel structure, your user cohorts, or what shipped last Monday. Without an MCP (which PostHog also has) you spend more time explaining the context than getting the answer.

PostHog AI is different because it already has the context. It knows your event names, your properties, your SQL schema, and your product's entire behavioral history. It doesn't need to be briefed. It's the query interface for humans and agents alike — and in the product autonomy loop, it's the layer that connects PostHog Code to every insight, dashboard, and metric in the platform.

PostHog AI isn't AI added onto analytics. It's the interface through which a self-driving product understands itself.

Who this is for


	Product managers and non-technical stakeholders who need product insights without writing SQL or waiting on a data engineer.

	Engineers who want to move faster — PostHog AI writes the query so they can iterate on the result.

	Teams without a dedicated analyst where self-serve analytics is the only option that scales.

	AI-native product teams who want to expose their product data to agents and other LLM runtimes via MCP.

	PostHog Code users — PostHog AI is the query engine that powers agent access to product data.



Who this isn't for


	Teams who prefer writing SQL directly and always want to do things the hard way. You _can_ do that in PostHog, but then why use PostHog AI?

	Organizations that need formal AI output auditing before any query runs in a production data environment.

	Teams looking for a general-purpose AI assistant for tasks outside PostHog — PostHog AI is intentionally scoped to product data.



Messaging

Message 1: The query layer for humans and agents alike

Problem: Product data is valuable but inaccessible to most of the people who need it. Non-technical stakeholders can't write SQL. Engineers don't want to context-switch to write a dashboard for a one-off question. Agents need to query metrics programmatically without human intervention.

Solution: PostHog AI serves all three audiences from the same interface. A PM asks "what do power users do in their first session?" PostHog AI writes the query and shows the answer. PostHog Code asks "did this deploy regress conversion?" and gets a structured result it can use in the evaluation step of the autonomy loop.

Supporting features:


	Natural language to HogQL query generation

	Supports events, persons, cohorts, funnels, retention, trends, and warehouse data

	MCP integration: PostHog Code and any MCP-compatible agent runtime can query via the same interface

	Explains query logic so you can verify or modify before running



Message 2: The democratization of your data

Problem: Self-serve analytics doesn't mean much if "self-serve" requires SQL fluency. Most product teams are bottlenecked on the analyst who can translate business questions into queries — and that analyst is always busy.

Solution: PostHog AI democratizes query access across the entire product team. A customer success manager can ask "how often do enterprise customers use this feature?" A designer can ask "where do users get stuck in the onboarding flow?" An engineer can ask "which error type has the most user impact?" All without SQL, all without a ticket.

Supporting features:


	Generates complex queries — joins, window functions, cohort comparisons

	Pre-built awareness of PostHog's product functions (flags, experiments, cohorts)

	Integrates with warehouse sources (Stripe, HubSpot, Salesforce data queryable in natural language)

	Dashboard generation from natural language



Message 3: Context-aware from day one

Problem: General AI tools require extensive prompt engineering to be useful for product analytics. You have to explain your schema, your naming conventions, your business logic, and your question — every time.

Solution: PostHog AI has full access to your event taxonomy, your user property schema, and your existing dashboards. It autocompletes event names correctly. It knows which properties are populated. It understands which cohorts exist. The first time you ask a question, it already knows how to answer it.

Supporting features:


	Automatic awareness of installed PostHog products and their data

	Knows your team's event naming conventions and existing dashboards

	Ingests schema context from connected warehouse sources

	No prompt engineering required for standard product analytics questions



Battle cards

vs Amplitude AI

Their approach: Amplitude's AI features work within Amplitude's product analytics context. Good for querying Amplitude data. No feature flag, session replay, warehouse, or agent integration.

Where PostHog wins:


	PostHog AI has access to the full PostHog platform — analytics, flags, experiments, replay, and warehouse in one context

	MCP integration for agent access — Amplitude has no equivalent

	PostHog Code integration: PostHog AI powers the evaluation step of the product autonomy loop



vs ChatGPT / Claude (direct)

Their approach: Powerful general-purpose LLMs. Excellent for many tasks. Completely context-blind about your specific data model, event taxonomy, and product structure unless you add our MCP.

Where PostHog wins:


	No schema briefing required — PostHog AI already knows your data

	Executes queries directly — general LLMs produce SQL you then have to run elsewhere

	Integrated into the platform where you already work

	MCP bridge for teams who want to use Claude Code or other agents with PostHog data



Objections

"AI-generated SQL isn't reliable enough for production decisions"

Answer: PostHog AI shows you the query it generated before running it. You verify, modify, or reject. It's a query accelerator and first-draft generator — not an autonomous decision-maker. You still make the call; PostHog AI removes the SQL translation step.

"We have data analysts who write SQL"

Answer: PostHog AI frees analysts from repetitive "how many users did X?" questions and gives everyone else self-service access to answers. Analysts can focus on the work that requires real judgment — designing experiments, interpreting ambiguous results, finding non-obvious patterns. PostHog AI handles the questions that shouldn't take analyst time.

"We're worried about AI hallucinating column names or event names"

Answer: PostHog AI autocompletes from your actual event taxonomy and property schema — it doesn't invent column names. It can misinterpret business logic in complex queries, which is why we show you the SQL before running. Simple to medium complexity queries are reliable. Very complex multi-step analyses should be verified.

Selling to enterprise

PostHog AI is included in the platform — there's no separate AI product to price. The enterprise conversation is usually about data governance (can AI generate queries on sensitive user data?) and access controls (can we restrict which users can use PostHog AI?).

The forward-looking pitch: teams that have PostHog AI set up properly today are the teams that will have the most capable PostHog Code autonomous loop tomorrow. The MCP integration between PostHog AI and coding agents is the technical foundation for self-driving product development — and it starts with getting the query layer instrumented and accessible. Enterprises which don't adopt it are falling behind faster every day.





  29. Session replay

  Source: https://posthog.com/handbook/marketing/positioning/session-replay

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Elevator pitch

	The unique belief (in terms of session replay)

	Who this is for

	Who this isn't for

	Messaging

	Message 1: From graph to session in one click

	Message 2: Replay as a signal source, not just a recording

	Message 3: Mobile replay with the same analytics integration



  Elevator pitch

PostHog Session Replay records every user session across web and mobile. From any analytics insight, jump to the sessions behind it. From any error in Error Tracking, watch exactly what the user was doing when it happened. From any rage click pattern, let PostHog Code Inbox research and open a fix PR.

Want to watch sessions manually but overwhelmed by the amount of data? PostHog AI can group and summarize sessions for you, separating signal from noise in an efficient way.

FullStory and Hotjar record sessions. PostHog records sessions and connects them to everything else — your metrics, your errors, your flags, and your agents.

The unique belief (in terms of session replay)

Session replay used to be reactive — you watched what went wrong after a user complained. In the product autonomy loop, replay is a proactive signal source. PostHog Code's Inbox reads replay patterns — rage clicks, dead ends, unexpected exits — and converts them into researched, prioritized fix PRs before users ever file a ticket.

The shift is fundamental: replay isn't just evidence of a problem. It's the trigger that starts automated remediation. Watching sessions is what humans do. Generating signals from sessions is what self-driving product development does.

Who this is for


	Engineers debugging why users are dropping off — they need to see the session, not just the funnel.

	Product teams correlating qualitative behavior with quantitative metrics — jump from a funnel drop to the sessions behind it in one click.

	Teams replacing FullStory or Hotjar and consolidating to a platform that also covers analytics, flags, and experiments.

	Mobile teams who need iOS, Android, React Native, and Flutter replay with the same analytics integration as web.

	Anyone using PostHog who wants to close the gap between "what happened" and "why."



Who this isn't for


	Enterprises needing advanced session reconstruction for legal, compliance, or accessibility audits — FullStory's enterprise features are more mature here.

	High-volume consumer apps that need aggressive client-side sampling and complex retention policies — larger enterprise plans are required.

	Marketing teams who primarily need heatmaps as the UX research tool — Hotjar is simpler for that specific use case.



Messaging

Message 1: From graph to session in one click

Problem: A funnel drop tells you users are leaving. It doesn't tell you why. The gap between quantitative data and qualitative context is usually filled by guesswork, surveys, or expensive user research sessions.

Solution: Every PostHog insight links directly to the session recordings of the users behind it. See a drop on step 3 of onboarding? Filter to those sessions. Watch what five users did. Fix it in an afternoon.

Supporting features:


	One-click jump from any funnel, trend, or retention chart to related sessions

	Session filtering by user properties, feature flags, events, or cohorts

	Console logs and network requests captured alongside the recording

	DOM snapshot for precise element inspection



Message 2: Replay as a signal source, not just a recording

Problem: Most teams watch session replays when something goes wrong. The signal is already cold — the user has churned or complained. Proactive replay analysis requires someone to watch hundreds of recordings, which doesn't scale.

Solution: PostHog Code's Inbox connects to Session Replay as a signal source. Replay patterns — rage clicks, repeated form abandonment, dead-click clusters — are automatically surfaced, researched, and converted into prioritized fix PRs. Sessions feed directly into PR, while AI summarization enables manual review to scale as PostHog AI can group and summarize sessions for you.

Supporting features:


	PostHog Code Inbox integration with Session Replay as a signal source

	Session replay summarization and automatic playlist generation

	Rage click and dead click detection

	Session collections for grouping related recordings

	Automatic severity scoring by user impact



Message 3: Mobile replay with the same analytics integration

Problem: Mobile session replay tools are either expensive standalone products or limited SDK add-ons that don't connect to your analytics. Teams end up with separate replay data for web and mobile with no unified view.

Solution: PostHog's mobile replay covers iOS, Android, React Native, and Flutter with the same one-click path from analytics to session. Mobile events, mobile flags, and mobile replays all live in the same platform.

Supporting features:


	Native SDK support for iOS, Android, React Native, Flutter

	Same filtering and analytics integration as web replay

	Privacy controls consistent across platforms (element masking, network filtering)

	Mobile replay add-on for extended retention



Battle cards

vs FullStory

Their approach: Enterprise session replay with advanced DX data, session reconstruction, and compliance features. Expensive. No native analytics, no feature flags, no agent integration.

Where PostHog wins:


	Native connection to analytics, feature flags, experiments, and error tracking

	PostHog Code agent integration — replays become inputs to automated fix PRs

	Significantly lower cost at equivalent session volume

	More generous free tier (5,000 sessions/month forever vs FullStory's trial limits)

	AI summarization and automatic playlist generation



vs Hotjar

Their approach: Simple heatmaps, scroll maps, and basic session replay. Popular with non-technical teams. No analytics depth, limited mobile support, no feature flags.

Where PostHog wins:


	Full analytics integration — jump from Hotjar's heatmaps to PostHog's funnel and back is not possible; PostHog provides both

	Feature flag correlation — filter sessions by which flag variant the user saw

	Agent integration for automated investigation

	AI summarization and automatic playlist generation



vs LogRocket

Their approach: Developer-focused session replay with strong frontend performance monitoring. No product analytics or feature flags. Good DevTools integration.

Where PostHog wins:


	Broader platform — analytics, flags, experiments, warehouse, and error tracking included

	PostHog Code Inbox integration — LogRocket has no equivalent agent loop

	Usage-based pricing without seat limits



Objections

"FullStory has better enterprise features"

Follow-up: Which specific features does your security or legal team need?

Answer: FullStory's enterprise session reconstruction and compliance features are genuinely more mature for legal and accessibility use cases. For product engineering teams, PostHog has everything needed at a fraction of the cost. If the requirement is driven by a compliance checklist rather than active use, it's worth stress-testing whether FullStory's premium features are actually being used.

"We're worried about user privacy"

Answer: PostHog has CSS masking (any element, including dynamic content), network request filtering (block sensitive endpoints), and input field masking by default on sensitive types. Privacy controls are explicit and auditable. You define exactly what gets recorded.

"5,000 free sessions isn't enough"

Answer: 5,000 is the forever-free tier, not a trial. Paid tiers are usage-priced with no seat limits. Compare to Hotjar's 35 daily sessions on the free plan and $100+/month for meaningful volume. PostHog's paid replay is typically 3-5x cheaper than FullStory or Hotjar at equivalent usage.

Selling to enterprise

Enterprise session replay customers get volume discounts, extended mobile replay retention, advanced access controls, SOC 2, and EU data residency. The consolidation pitch is particularly strong here: FullStory and Hotjar contracts are often standalone line items that can be eliminated when replay is included in a PostHog annual deal.

The forward-looking pitch: replay as a signal source for PostHog Code Inbox is a capability no other vendor offers. Teams that instrument replay properly now will have a fully automated UX investigation loop as the agent features mature.





  30. Press

  Source: https://posthog.com/handbook/marketing/press

  
  Press enquiries

Any press-related enquiries should be directed to press@posthog.com - this includes any emails you receive personally. Only Joe, James, Tim or Charles should be talking to the press on PostHog's behalf.

With the exception of occasional major press releases (see below), PR is purely a reactive activity at PostHog. We do not invest in proactive PR yet, as we believe other channels are a higher priority.

Managing press releases

From time to time, we may have significant company news that we want to release via the press, in addition to our usual channels. This is usually for significant company milestones such as funding rounds.

We have a simple process to ensure that any press releases go smoothly.

First steps


	[ ] Write up objectives and comms strategy - what is the purpose of the press release? What key message(s) are we trying to get across?

	[ ] Set an approximate target date



Two weeks before release


	[ ] Confirm key messages and write first draft press release

	[ ] Finalize target date

	[ ] Pitch and secure a media exclusive - our investors can help with this

	[ ] Secure approval for any third party involvement, e.g. quotes we want to use



We currently prefer working with a single media partner on an exclusive basis, as we believe a single, high-quality story is more impactful than taking a broad approach, given our current early stage.

One week before release


	[ ] Finalize press release and share with exclusive media partner

	[ ] Any media prep if interviews have been scheduled



On the day of release


	[ ] Wait for the media partner's story to go live first! Check it carefully and ask for any errors to be amended before proceeding with the below...

	[ ] Push out the press release via BusinessWire

	[ ] Submit via YC's social media request from

	[ ] James to post on his personal LinkedIn (and tag all relevant people)

	[ ] Post in our PostHog Users Slack

	[ ] Post in YC Slack

	[ ] Write post on our blog about the news

	[ ] Post on PostHog Twitter (and tag all relevant people)

	[ ] Share links to all of the above to the PostHog team so they can share

	[ ] Update any relevant online company profiles; Crunchbase, Pitchbook, Glassdoor.



Press release template

Include media and quotes from James, Tim or influential people.

# Headline

News

## About PostHog

PostHog is an open source platform for self-driving products. It pairs the full context of a product's data – events, errors, logs, replays, and more – with agents that find opportunities and ship improvements, so software teams can build better products, faster. Teams get product analytics, session replay, feature flags, experiments, and more in one platform, and PostHog's open source approach lets companies self-host, removing the need to send data externally.

Founded in 2020 by James Hawkins and Tim Glaser, PostHog was a member of Y Combinator’s Winter 2020 batch, and has subsequent raised $12m in funding from GV, Y Combinator and notable angel investors including Jason Warner (CTO, GitHub), Solomon Hykes (Founder, Docker).

## About Y Combinator Continuity Fund

YC Continuity is an investment fund dedicated to supporting founders as they scale their companies. Our primary goal is to support YC alumni companies by investing in their subsequent funding rounds, though we occasionally invest in non-YC companies as well.

Like YC’s early-stage partners, the entire YC Continuity team has strong operating experience. We work to create opportunities for founders to continue their personal growth and scale their companies successfully.

We also run the YC Growth Program, which brings together founder-CEOs who are leading rapidly growing companies.






  31. Product announcements

  Source: https://posthog.com/handbook/marketing/product-announcements

  
  Have something you want to announce? Let the Marketing team know! If it's an iterative update, you can also demo it in the all-hands, or post in the #tell-posthog-anything Slack channel.


Product marketers take responsibility for coordinating and publicizing news about PostHog, including product announcements. We also help with incident and maintenance announcements, if needed.

Types of announcement

We classify announcements using the general guidelines below, with full discretion for doing something different.

Minor announcements

Minor announcements involve changes which have no noticeable impact on the experience of most users. They can involve small visual changes, such as UI tweaks, but are more often small bug fixes or back-end changes. They do not require action from users and pose no known risk.

We may typically support minor announcements by:


	Including them in the weekly changelog update.

	Writing a short Twitter and/or LinkedIn post.



An example of a minor announcement is the UUID format change.

Medium announcements

Medium announcements involve changes which have a noticeable impact on the experience of some users, but not the majority. They are likely to involve visual or functional changes, such as adding a chart type, but do not introduce wholly new features. They do not require action from users and pose no known risk.

We may typically support medium announcements by:


	Including them in the weekly changelog update and related emails.

	Creating an in-app changelog notification.

	Writing a Twitter and LinkedIn post.



An example of a medium announcement includes the launch of the NPS survey tool.

Major announcements

Major announcements involve changes which have a noticeable impact on the experience of most users, or require specific action from affected users. They may introduce new features, require product downtime, or include opt-in betas for upcoming work.

We might do anything and everything for a major announcement.

Examples of major announcements include the surveys beta or the analytics pricing change.

New product announcements

New product launches are major announcements. They have their own GitHub template: Launch Plan. Product marketers should always create a launch plan for new product announcements.

For new product announcements we generally apply the following best practices:


	Ensure the product has a product page added to the website.

	Ensure the product team has implemented intent and activation signals for the product.

	Ensure the product has at least one customer story created for it within 3 weeks of launch. example

	Ensure we publish best practice content for the product and link to it from docs. example

	Ensure the product has at least one tutorial created for it at launch. example

	Ensure launch activities (such as changelog) link clearly to the docs.

	Ensure the product is added to email and in-app onboarding flows.

	Ensure the product is added to the pricing page (this is typically owned by the product team's PM and the )

	Submit an art request for any creative assets needed for the email campaign, blog post, social media posts etc...



Comms should also be aware of the engineering best practices for product launches, so we can be sure that features launch well.

If the product is moving from free beta to paid general availability (GA) you might also want to choose a reward for beta users. Examples of this include giving PostHog AI beta users 30 extra days of unlimited free usage, or giving Workflows beta users a discount code for merch.

PR announcements

We do not typically do public relations for anything other than company-level news. We have separate processes and guides for managing press announcements.

Maintenance communications

Occasionally, we have to conduct scheduled maintenance. When this happens, it's important that we tell users about it in advance if they would experience any disruption.

If you're aware of any upcoming maintenance which would cause disruption, please inform the Support, Marketing, and Customer Success teams as soon as possible. Marketing will ensure that users are notified as the work is planned and completed. Customer Success may wish to inform specific users at the time.


Typically, Product Marketers take responsibility for informing users about maintenance work beforehand by telling users who will be impacted through email and other channels.

When informing users about maintenance, it is important to answer all of the following points:


	When will the maintenance occur?

	How long will it take?

	Who will be impacted?

	Will any data be lost?

	Do users need to take any sort of action?

	How will feature flags and experiments be impacted?

	What will the impact be? Will insights, etc., still function?

	Why is the maintenance being done, and what benefit will there be for users?



We typically notify users of upcoming maintenance by email, so the Marketing team will need a way to target the correct users before they can update them. For smaller maintenance updates which will not cause any user updates, engineering teams can also update our status page.

Incidents communications

When an incident is declared the Brand team should join the incident channel as observers, and monitor to make sure that customer comms are handled correctly.





  32. Slack messaging

  Source: https://posthog.com/handbook/marketing/slack-messaging

  
  We share Slack channels with many of our customers and partners via Slack Connect, managed through Pylon. These channels are normally used for support and relationship building, but Pylon's broadcast functionality also lets us send a single message to every customer or partner Slack channel at once.

This is a powerful way to amplify product announcements and other comms directly to the people building on PostHog, alongside our usual email and in-app channels.

Slack broadcasts do not reach our PostHog Discord. The Discord community is managed by the IRL Events team, not Marketing, and is a separate audience. If you want your message to reach Discord too, coordinate with the IRL Events team.


When to use a Slack broadcast

Broadcasts go to every shared customer and partner channel, so they're best reserved for messages that are genuinely relevant to that whole audience. Good candidates include:


	Major product announcements and new product launches.

	Pricing or plan changes that affect customers.

	Maintenance and incident comms where customers should be aware of disruption.

	Invitations to betas, events, or programs aimed at existing customers.



Because every customer sees the same message, keep broadcasts infrequent and high-signal. As a rough guide, no more than one broadcast every couple of weeks as it's easy to tip over into spamming people. If a message is only relevant to a subset of accounts, it's usually better to let the account owner share it directly.

Check with Sales before sending

Broadcasts reach live customer and partner channels, and Sales or the TAMs may know of sensitive accounts that should be excluded from a particular comm. Always give them a chance to flag any before you send:


	Share a brief update in #group-cs-sales-support describing the comm you're about to send and who it will reach.

	Allow at least 24 hours for salespeople and TAMs to respond with any accounts that should be excluded or any other concerns.

	Ping more than once. A single message is easy to miss. Follow up a couple of times, and give a final heads-up with the scheduled send time (e.g. "this is going out at X") so people have a last chance to flag anything.

	If no feedback is received within that window, go ahead and send - you don't need to wait for explicit sign-off or be blocked.



Pylon broadcasts should be treated like email messages and added to the Marketing Messaging calendar as standard. This step is required, but it keeps PMMs unblocked while giving the people closest to our customers a simple way to catch anything sensitive.

Excluding channels before you send

Beyond accounts that sales or CS flags, scan the audience yourself for channels that shouldn't receive the message:


	Drop legacy and archived channels. Pylon's audience often includes old or inactive channels. They're usually obvious from the name – exclude them so the message only lands in live channels.

	Check for recent negative sentiment. It's worth quickly asking an LLM to scan the #posthog-* channels and surface any negative sentiment from the last two weeks. This usually turns up a handful worth excluding.

	Consider excluding people already using the feature. If the broadcast is nudging people towards something, exclude accounts that already use it – or word the message so it still works for them (e.g. framing it as "in case you missed these features" rather than assuming they haven't seen them).



How to send a broadcast in Pylon


	Log into the Pylon admin using SSO with your PostHog email address.

	Find the broadcasts feature in the Pylon UI and create a new broadcast.

	Select the audience – typically all customer and/or partner Slack channels. Double-check the audience before sending, as the message goes to live customer channels.

	Write your message. Keep it short, friendly, and link out to the changelog, blog post, or docs for the full detail.

	Send the message as yourself, not as PostHog. Pylon lets you choose the sender - sending from a real person feels more personal and gets a better response than a faceless company message.

	Preview, then send.



Before you send


	Write copy that follows our style guide. These messages land in customer-facing channels, so they should read like a helpful heads-up from a teammate, not a press release.

	A light, self-aware tone works well. Leaning into the fact that it's an automated broadcast (rather than pretending otherwise) tends to land well and pre-empts any "stop spamming us" reactions.

	Link, don't dump. Point people to the canonical source (changelog, blog, docs) rather than pasting long updates into Slack.

	Coordinate with related comms. A broadcast usually accompanies an email and/or in-app announcement. Make sure timing and messaging are consistent across channels.

	Remember the audience is live customers. Once sent, a broadcast cannot be unsent from people's Slack, so review carefully.



After you send

Broadcasts generate replies, and how they reach you isn't always obvious:


	Replies land in a thread in your private Slackbot, which isn't shareable with the rest of the team. If a customer replies outside the thread in their channel, you won't see it at all unless you're already a member of that channel.

	Expect a lot of questions. Use judgement on what to answer yourself versus what to hand off:

	Simple, generic questions (e.g. "where can I read more?") are fine to answer directly.

	Account-specific questions (e.g. "how would we use this?") are usually better routed to the account's TAM or CSM, who have the context to answer well.







  33. Social media

  Source: https://posthog.com/handbook/marketing/social-media

  
  Got a launch, Beta, GA, or project you want promoted on social? Tag Liam Graham in Slack and use the checklist below to give him the information he needs.


Who controls our social accounts

Liam Graham owns and runs PostHog's main social media accounts. If you need something posted from an official account, want a reply sent from one, or have a question about our presence on a platform, he's your point of contact.

When we promote a launch on social, Liam Graham needs a handful of things to turn it into great posts.

What to share

In the initial (or second) message you share about a launch, Beta, GA, or project, add this bullet list where you'd normally tag Liam Graham:


	ELI5 of what's getting promoted, and how you want it presented on social.

	Messaging doc(s). Do you have email copy that lives somewhere? A general messaging doc? Send both if you have them.

	Link(s) to the main video or photo asset(s). As a gentle reminder, 4:5 aspect ratio is best for graphics and photos, and 9:16 is best for video.

	Link(s) to the blog article, if we've got one.

	When should the first post on social go live?

	Confirm the OpenGraph image is updated on the product page. See OpenGraph images below.



That's the whole ask. If something doesn't apply (for example, there's no blog post yet), just say so.

Where and when to send it

You should aim to give as much notice as you can, but ideally at least a week. You can share the checklist in either of two places:


	A widely broadcast Slack message you're already sending out about the launch.

	Post in either the #team-marketing or #team-editorial Slack channels



In both cases, tagging Liam Graham.

We want to make sure we're being transparent with this, so you should avoid sending this information by DM.

OpenGraph images for product pages

Every _product_ page should have a custom OpenGraph (OG) image, so that when someone shares a link on social media it shows a purpose-built visual rather than defaulting to the website homepage image or, worse, showing up as a missing image.


	What's needed: a custom OG image for each product page. This is an art request rather than a copy request, so there's usually no messaging doc to go with it.

	Good examples: the Feature Flags and Session Replay product pages already have working OG images that render correctly. Use these as a reference for what we're aiming for.

	Design guidance: because these render on small screens, keep designs and copy simple – bright colors and chunky text work best.

	Check your work: paste the product page URL into opengraph.xyz to preview how the OG image renders across platforms.



If you can sort the OG image yourself for a product as you pick up assignments, that's one less thing to coordinate.





  34. Guide for doing PostHog talks and demos IRL

  Source: https://posthog.com/handbook/marketing/speaker-guide

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	1. Know your room before you write a word

	2. How we talk about PostHog (and how we don't)

	3. Build the talk around one true thing

	4. Your demo is the talk

	Demo setup checklist:

	5. Building your slides

	6. Practice out loud. Twice minimum.

	7. The first 60 seconds are everything



  You volunteered or have been asked  to speak at a dev meetup, give a demo at a conference, or present PostHog to a virtual or in-person audience. Maybe you said yes before you thought too hard about it. That's fine — good talks happen this way. This guide is for preparing and delivering your talk.

Want slide examples from other speakers? See recent talks. Have questions? Ask in #team-irl-events or ping whoever put you up to this. Still need demo tips? Here are 24 more.


1. Know your room before you write a word

Before you build anything, answer three questions:

Who's in the room? A meetup for early-stage founders is different from a Clickhouse conference. Find out: their persona. Are they product engineers or founders? What sized team do they work at? What stack? What company stage? Also, how many people will be in the room? Ask the organizer — they want your talk to land too.

What format are you filling? Confirm the exact setup:


	Length (20 minutes including Q&A? 45 minutes? Lightning talk?)

	Slides, live demo, or both?

	Will you have reliable Wi-Fi, or should you run demos locally?

	Microphone or projecting your voice?

	Is it recorded?



What else is on the agenda? If you're one of four speakers, you don't want to cover the same ground as the person before you. Get the full lineup.

2. How we talk about PostHog (and how we don't)

No talk should ever be a blatant product or company pitch. Whatever your audience, they didn’t come to this event to receive a pitch (anyone can visit PostHog.com themselves.)

The PostHog voice in talks:


	Let the work speak. Lead with what you built, what broke, what you learned. PostHog appears naturally because you work here and we love to dogfood.

	Share real lessons. The interesting part of any content is the thing that went wrong, the assumption you had to throw out, the number that surprised you, the unpopular opinion.

	Have opinions. "Here's what I think about this" is more useful than "there are tradeoffs on both sides." Take a position, avoid hedging.

	Be inclusive with language. Avoid jargon that excludes people who aren't already PostHog users. Assume the audience is smart, not that they're familiar.



If you finish writing your talk and the word "PostHog" only comes up three times, that's probably good.

3. Build the talk around one true thing

Kelsey Hightower — a best in class technical speaker — doesn't use slides as a crutch. He treats his talk like a live demonstration of a belief. Every word moves toward a single point.

Pick your one true thing → build evidence for it → show it working live

That's the whole structure. You don't need five points. One claim and the proof. Good examples of what a "one true thing" sounds like:


	What we learned from pivoting 5 times before reaching PMF

	Lessons from a year of building AI agents in production

	Why we stopped writing unit tests for our data pipeline (and what we do instead)

	How we cut our onboarding drop-off by 60% without a redesign



Notice what these have in common: they're useful to the audience whether or not PostHog exists.

4. Your demo is the talk

Software demos should tell a story, not show features. The biggest mistake we can make demoing PostHog at events is simply narrating the UI instead of showing a problem being solved.

Bad: "So here's the dashboard. You can see we have charts. This one is a trend. This one is a funnel..."

Good: "We shipped a new onboarding flow last Tuesday. By Wednesday I was looking at this drop-off and thinking something was wrong. Here's what I found." Then show that.

Pick one real scenario — something that happened at PostHog related to your work, or something a real user told you. Build the entire demo around it.

Demo setup checklist:


	\[ \] Use a demo project, not a live account with customer data

	\[ \] Pre-load data that looks real — sparse data makes features look broken

	\[ \] Disable notifications on your laptop

	\[ \] Silence your phone

	\[ \] Bookmark your demo URL — don't type it live

	\[ \] Know what happens if Wi-Fi dies (screenshots as backup)

	\[ \] Zoom your browser to 125–150% so the back row can read it

	\[ \] Test the projector before anyone arrives



If you’re pre-recording your demo, \#team-youtube, has created this helpful guide.

5. Building your slides

A few principles for building out slides:


	Before the slides, start on paper or in a notes app and build out your talk outline

	PostHog talks use our standard slide template in Figma. Here’s a guide on how to use it.

	Code on slides: use a large font (24pt minimum), a dark background, and only show the lines that matter. If you're pasting a full file, you've already lost.

	One idea per slide. If you're writing full sentences, you're writing speaker notes, not a slide. If applicable, allow memes to replace text.

	If a slide doesn't support the one true thing you identified in step 3, cut it.

	Speaking of speaker notes, you will save yourself time and head space if you always have notes.



For feedback on design or help with navigating the PostHog brand assets (Hoggies included), stop by \#team-graphics

6. Practice out loud. Twice minimum.

Reading your talk in your head doesn't count. Your mouth is slower than your brain. The VM Brasseur public speaking guide has a useful rule: practice until the words feel boring to you. If they still feel fresh and interesting when you say them, you haven't done it enough.

Two run-throughs, out loud, at speaking pace, with your actual demo running.

The “cut” rule: If you stumble on a section more than twice in practice, that section is probably bad. Rehearsal reveals structural problems — stumbling usually means the logic isn't clear, not that you need to practice more. Stop, figure out why it's hard to say, and fix the content.

7. The first 60 seconds are everything

Open with something that makes the room lean in:


	An uncomfortable question: "How many of you are flying blind on what users do after signup?"

	A specific number: "We had 847 session replays from one user in a single session. Here's why."

	A short story: "A customer emailed us asking why their funnel had 0% conversion. The button said 'Sumbit'."



Don't introduce yourself first. The host does that. You start with the thing. Then you can re-introduce yourself to set the context of why you’re the person qualified to speak on this subject.

8. Prepare to not know something

We always want to encourage Q&A after our talks as it builds conversation and connection. Someone will ask a question you can't answer. Don't bullshit. The right response: "I don't know — but here's how I'd find out, and I'll follow up with you." Then actually follow up.

If you receive a question that you believe is off-topic or unfitting for the setting, you can let the asked know this and express an interest in moving on to the next one.

9. After the talk


	Express an willingness to keep the conversation going - by letting the audience know that you (and any other team members in the room) are sticking around to chat more.

	Write down the questions you couldn't answer — do this right away so you don't forget and can focus on interacting with attendees the remainder of the event.

	Tell the marketing team — a 2-line Slack in #team-irl-events with the event recap, approximate audience size, and any interesting take-aways.

	Share your slides — Share them on social, QR code, email, path of least resistance. Don't make people hunt.



---

Slides from recent talks


	June 2026 - James Hawkins - AI happened. Now what?

	May 2026 - Meikel Ratz - Stop Snacking. Start Cooking

	March 2026 - Sarah Sanders - Onboarding sucks

	March 2026 - Rafael Audibert - Just let engineers cook

	Feb 2026 - Michael Matloka - 10 learning from launching an agentic AI product at scale

	Nov 2025 - James Hawkins - How to build a cult

	Oct 2025 - Joshua Snyder - Code that fixes itself

	Oct 2024 - Michael Matloka - Parsing at the speed of light







  35. Startups & Y Combinator

  Source: https://posthog.com/handbook/marketing/startups

  
  Want to apply for our startups program? Sign-up here, or apply on Bookface if you're in Y Combinator.


We run two special programs for early-stage teams. The primary place for discussing both programs is the #project-startups-and-yc channel in Slack.

| Feature                     | Startups                                              | Y Combinator                                          | | --------------------------- | ----------------------------------------------------- | ----------------------------------------------------- | | Eligibility                 | <2 years old, <$5M raised, not acquired               | Must be in YC, <$25m raised                           | | Credit                      | $50,000 for 12 months                                 | $50k per year, whilst eligible                        | | Can use credit for add-ons? | ⚠️ Yes, but cannot use credit for BAA in Boost package | ✅ Yes, and can use credit for BAA in Boost package    | | Founder merch               | Welcome pack (max 1)                                  | Different welcome pack (max 4)                        | | Community                   | —                                                     | Tim's Whatsapp, priority support                      | | Apply via…                  | Startup page                             | Secret YC page |

PostHog for Startups

Any company that is <2 years old and has raised less than $5M in funding is eligible to apply and claim the following:


	$50,000 in PostHog credits (valid for 12 months)

	One unique welcome pack for founders

	Partner benefits with Speakeasy, Incident.io, and Chroma

	A monthly newsletter for founders



❗Credits cannot be used toward a BAA under the Boost plan.


⭐ Small open source projects without corporate backing and less than $200k annual revenue can contact support to have the 12-month credit expiry waived.


All applications are automatically approved, then manually reviewed for eligibility.

We track all PostHog for Startups applications in this Zapier table and this Zap.

PostHog for Y Combinator

This program is similar to our startup program but has some key differences for YC teams. Teams can be in any YC batch, with any amount of funding raised, and can claim the following:


	$50,000 per year - they only need to register once and it will renew automatically while they're eligible (<$25m raised)

	If they previously registered for the old deal and it expired, they need to re-register

	Up to 4 unique founder merch packs (different from the startup program)

	Access to HogPatch for the duration of their time in the batch

	Partner benefits with Speakeasy, Incident.io and Chroma



You can find the copy for the latest deal on Bookface in this doc. To post updates, you need to ask James or Tim to do it.

This deal is not available to YC alumni, who started another company - if they're eligible, they can apply for PostHog for Startups instead


This deal is also not available if the YC company has been acquired by a non-YC parent. If an acquisition happens mid-term, existing credits can be honored until expiry but will not auto-renew. The acquiring company can apply for PostHog for Startups if eligible.


✅ Credits can be used to claim a BAA under the Boost plan.


YC teams must apply via our secret YC page, where we ask for a screenshot from Bookface to prove their eligibility.

We track all PostHog for YC applications in this Zapier table.

What happens after companies apply?


	Application



A company signs up to PostHog, adds billing details, and applies via the startup form.


	Credit



If they meet the basic criteria, we automatically apply the correct amount of Stripe credit.


	Welcome + merch



Shortly after, they receive an automated email) from Joe Martin, in which we


	Confirm their acceptance, welcome them and explain perks

	Provide unique code(s) to claim founder kit(s) from the merch store (orders are fulfilled by Micromerch, merch questions can go in the #merch Slack channel)




	Milestones



When teams reach 50%, 75%, or 100% of their credit usage — or when credits expire — they receive milestone emails. These come from Customer.io and are managed by Joe Martin.


	Post-credit



Once credit is fully used or expired, teams are moved to a standard paid plan automatically. We automatically email users to let them know and offer a one-time $500 credit bonus to help soften the transition.

Reviewing applications

Applications are automatically enriched with Clearbit and Clay, then approved. We then manually review all emails to ensure eligibility. If there's a mismatch (e.g. on founding date or funding raised), we’ll email the founder. If we don’t hear back in a week or confirm ineligibility, we remove the credits.

Merch

All merch is fulfilled through the PostHog store by Micromerch.


	Founders receive unique codes via email to claim merch.

	They can request up to 4 merch packs for co-founders during signup.

	If a team has more than 4 founders, they can submit a support ticket to request more.

	Additional merch is occasionally granted at our discretion.



Issues? Reach out in #merch Slack. Founders can also email merch@posthog.com.

Monthly Newsletter

We send a short, founder-focused newsletter once per month to all program participants. This is handled as a Customer.io broadcast using a prebuilt template.

Credit usage

Credits can be used for almost all PostHog tools and add-ons, including platform packages.


	Startups: ❌ Cannot use credits toward a BAA due to legal risk.

	YC teams: ✅ Can use credits for a BAA under the Boost plan.



Credits are valid are not transferable, and don’t carry over or convert to cash. They are valid for 12 months and that timer begins at application. Once expired or fully used, teams are moved to standard billing.

Partners

We currently partner with:


	Incident.io — $1,500 off a teams plan

	Speakeasy — 50% off for 6 months

	Chroma - $5,000 of credit



Discount codes are sent in the welcome email after signup.

If users run into issues with redemption, we can help liaise — though all offers are ultimately at partner discretion.

Contacts:


	Incident.io: Zain Mobarik

	Speakeasy: Nolan Di Mare Sullivan

	Chroma: Philip Thomas



We previously offered DigitalOcean credits ($25k) and a Mintlify partnership, but these were retired in Q2 2025.

Program extensions

We don’t usually extend credits — the 12-month window is intended to be firm and fair. However, we’re open to requests in exceptional cases.

Founders must clearly explain why they couldn’t use the credit in time and provide evidence of recent progress or changes. Requests are reviewed manually by the Customer Success team.

Reporting

We have a dashboard for this.

Troubleshooting

If the Slack invite isn't sent or you discover founders did not receive it, you can manually invite users to the #posthog-founders-club channel. Make sure to select that they are "An external organization" when prompted right after adding their email address. A Slack admin will need to approve them before they're fully added to the channel.

If they did not receive an automated coupon to order the YC Kit from the merch store), you can generate a new coupon code manually in the Shopify admin view. The easiest way to do that is to duplicate an existing coupon, regenerate the coupon code, and save it. You'll have to repeat the process for every founder.

Credentials for Zapier, Shoify, etc. are available in the shared 1Password account.





  36. Dashboard templates

  Source: https://posthog.com/handbook/marketing/templates

  
  Dashboard templates simultaneously showcase the use cases of PostHog and make it easier for users to get started. You can find a full list of them on the templates page.

This is "internal" documentation to show PostHog staff how to add new global templates.

Let us know on this GitHub issue if you'd like to see templates that are private for your team.

Creating a new dashboard template


	Create your dashboard with all the insights you want on it. Be sure to add descriptions to both.




	Open the dashboard dropdown, click "Save as template."




	Add variables as objects with the format below. Reference them in your template by adding the ID in curly brackets, like {SIGNUPS}, to replace the placeholder event.



"variables": [
  {
    "id": "SIGNUPS",
    "name": "Signups",
    "type": "event",
    "default": {},
    "required": true,
    "description": "The event you use to define a user signing up"
  }
],


	Once done, click "Create new template." Test that it works in the team project.




	Create a dashboard image in Figma in the Hoggies file. Make the size of image small (like 396x208). Export and upload to Cloudinary.




	With the URL, go to templates tab under dashboards, click the three dots to the far right of your template, and click "Edit." Add the URL to the image_url field and press Update template.




	For the website, copy the same hedgehog as a small square thumbnail image (400x400) with a transparent background. Export and upload to Cloudinary.




	While you are in Figma, create a 1920x1080 feature image with a couple of the insights. Export and upload to Cloudinary.




	In the posthog.com/contents/templates folder, copy another .mdx file from another template, and modify for your new template. Add the thumbnail and feature images you uploaded to Cloudinary.




	Open a pull request.




	Once merged, click the three dots on the far right again, and click "Make visible to everyone."




	To add to EU Cloud, click the three dots to edit the template and copy the JSON. Go to the PostHog EU Cloud instance, create a new blank dashboard, click "Save as template", paste the JSON (minus deleted, created_at, created_by, team_id, and scope), and "Create new template." Add image_url, edit, and test if needed. Finally, make visible to everyone.



Removing a dashboard template

If you ever need to remove a dashboard template, you need to:


	Open the templates list

	Click on the three dots to the right of the template you want to remove and then click Make visible to this team only. This is a required step before you can delete it.

	Click on the three dots again and then click Delete Dashboard.



Be sure of what you're doing as this is a non-reversible action.





  37. Testimonials and G2

  Source: https://posthog.com/handbook/marketing/testimonials

  
  Social reviews on G2

We collect reviews from users on G2, both to act as social proof and to collect feedback on our product. After a process of trialling incentives, messaging and processes throughout 2022 we have established that:


	Reviews are best sought from users who have had a meaningful experience with the product (see below)

	Direct gift card incentives work better than other incentives, including charitable donations

	Batching reviews into monthly sends is imprecise and a non-trivial amount of work



As such, we have automated our review request process using Customer.io.

The automation currently invites users to leave an honest review in exchange for a $25 gift card, if they match the following criteria.


	User has completed the insight analyzed event at least 3 times in the last 30 days



OR


	User has completed the recording analyzed event at least 3 times in the last 30 days



OR


	User has completed the feature flag created event at least 1 time in the last 30 days



OR


	User has completed the experiment launched event at least 1 time in the last 30 days



AND


	User has a valid email address and is in the Valid Email Address segment



AND


	User has not previously been asked to review PostHog and is not in the Historic G2 Requests segment



This process is handled in Customer.io using the G2 Review Requests segment and the G2 Review Requester campaign workflow. Users are only asked to review PostHog once, with a 2-day delay after the targeting confirms a match. This is important so we can avoid bombarding users with emails and do not nag users for reviews after the initial request.

More information about the G2 review process is available in the initial G2 automation RFC.

New reviews are automatically collected for team members in the internal #posthogfeedback Slack channel.

Testimonials

We speak to our users regularly and are often fortunate enough that they say nice things about our product or our way of working. Other times users talk about us in public, such as on social media or on review platforms and forums.

Not all of the feedback we receive can be used publicly. We don't assume that comments from product feedback calls can be used without explicit approval, for example, though approved customer stories, public reviews and social media comments certainly can.

If feedback can be used publicly then we collect it here, so that we can use it elsewhere to enhance our website or docs.





  38. Overview

  Source: https://posthog.com/handbook/marketing/video

  
  The YouTube team's mission is to:


	Increase awareness of PostHog, especially among people in our ideal customer profile, through content that is genuinely entertaining

	Help developers and PostHog users be more successful through, through content that is genuinely informative



Our model is that of content creators, not a marketing department, as it is for the rest of content. This means that we start from a place of producing great video first that stands alone, irrespective of its connection to PostHog and our products. We have found over the years that if we get this right, the marketing benefits naturally follow, but if we start from a marketing-first perspective, people are never as interested.

As a result, our focus is on awareness, not converting people to sign up or revenue. Other parts of our marketing and product are a much better fit for that.

Who is our audience?

It should be the same as who we are building for, but specifically:


	Product engineers: Software engineers who want to improve their product skills, understand users, and build successful new products.

	Founders: Technical and non-technical founders seeking advice on how to run a successful startup.



Who is our competition?

Our competition is _not_ our competitors' video content (the bar is too low), it is the other stuff that our audience is generally watching and enjoying. Think popular YouTube creators, podcasts, even viral content on TikTok and Instagram.

Entertaining vs. informative

Videos exist on a spectrum from 100% entertaining to 100% informative. Some are in the middle and do a bit of both. Generally, when we are making a video, we should try to aggressively pursue one path only, as doing both is _extremely difficult_ - the most likely outcome is that we fail at both and end up with something that is ok.

What does success look like in 2026?


	We have a successful YouTube channel. Success means momentum. Momentum means a predictable publishing schedule of videos that fit our audience and brand, thousands of views per video, and a strong understanding of what works.

	Video that extends the reach of the brand. We have a consistent and well-oiled system for producing video that extends the reach of PostHog products, features, and the brand.

	We are a benchmark. People love what we do. They want to copy what we do. We are proud of our work. People on the internet cite our video as an example how to do video right.



What we're working on

Going from most informative to most entertaining:


	Core brand assets: Demo videos and short feature trailers that showcase cool things you can do in PostHog.

	Launch videos: The goal is to have a creative format that's repeatable and can be shot at (reasonably) short notice.

	These can also easily be repurposed as ads

	Startup stories: Regular YouTube output focused on telling the stories of cool companies that our audience is interested in.

	Brand-centric hero videos: We have a unique culture and brand, and we want to share that through weird content that no one else would invest in because it's too hard - who else would do an action figures video for April Fools'?

	This is where we have the greatest freedom to #do-more-weird - we just need to be wary of the pitfalls of corporate try hard



How to work with the video team


	Know what type of video you want to make. Try to fit it into one of the above categories (and remember, we're up for doing a "one-off" film that is totally different to what we've done before).

	Got a random idea? Share in the content and video ideas channel.

	Got a specific request? Reach out to the video team directly in the Team YouTube channel and explain your idea thoroughly.

	Know your product, even if it's early. What does it do? What are the important features? What are some real world use cases? What's coming next? Why should someone pick it over a competitor? What's interesting about it? Many videos will rely on these details.

	Accept that the team may say no to your cool idea. Like all small teams, Team YouTube have the final say in what is worked on.







  39. Working with the website team

  Source: https://posthog.com/handbook/marketing/working-with-website

  
  The website is owned by Cory Watilo and Eli Kinsey. For general questions or quick updates, the best place to start is the #posthogdotcom Slack channel.

For most pieces of work, like blog posts and copy updates, you can ship without needing a review from the website team. However, for larger pieces of work — a new product page, a significant copy overhaul, a new landing page — there's a more structured process to follow.

Why can't I vibecode? You can, but vibecoded stuff tends to be harder for the website team to review and has a tendency to not work well with some existing systems.


Requesting large website changes

1. Draft the content in a Google Doc

Start with words, not designs. Write out the full copy, structure, and any specific requirements. This gives the website team something concrete to work from, and keeps early-stage feedback focused on what matters: the message.

2. Submit it to the website team as a GitHub issue

Open an issue in the posthog.com repo using the Website Request template and link your Google Doc. Include:


	A brief description of what you're trying to achieve and why

	A link to your Google Doc

	Any relevant context or references

	Your timeline and deadline, if there is one



3. The website team builds from that and opens a PR

Once the issue is picked up, the website team will build the page. They'll open a PR and tag you when it's ready for review so you can give feedback on changes.

4. Review and give feedback from the PR

Review the PR, leave comments, and iterate from there. This is the right moment to give design and layout feedback — not before, when things are still just ideas.

Why this process

This approach is designed to stop time being spent on designs that don't get used. It also keeps the dynamic clear: the PMM team hands off, the website team builds, and everyone can feedback.

We don't want to overbake or complicate this process. This is as simple as it can be and as complex as it needs to be.
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