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  1. Customer billing configurations

  Source: https://posthog.com/handbook/growth/billing/customer-billing-configurations

  
  This document outlines all possible billing configurations for customers at PostHog. The goal is to ensure the team is on the same page with the different configurations we support to ensure things move smoothly as we scale. We want to ensure they support the billing repo, dashboard, usage reports, revenue reporting, etc.

Below are the main 5 configurations we support right now. Each outlines how the Stripe accounts are setup and billing and how we account for revenue on them.


	Free plan customers




	We don't need to worry about these users because they aren't paying anything, even if they have a Stripe account.




	Paid plan customers




	Regular user on a paid plan with no credits.

	Pay the invoice directly with no funny business

	Can be with or without tax.

	Every line item on the invoice is a product with a product key

	Should be using default products/prices

	Should only have 1 stripe account and 1 subscription

	Details

	mrr = sum(mrr products) + tax




	Start-up plan customers




	Startup plan where users receive credits (e.g., $50,000).

	Credits apply to all charges until the credits run out.

	Credit usage needs to be tracked.

	Metadata added to Stripe account (is_startup_plan_customer, credit_expires_at, etc.).

	There is an RFC in the works to update this metadata for better tracking.

	We are going to revisit this process.

	Revenue is not earned until credits are depleted or expired.

	Can be with or without tax.

	Should be using default products/prices.

	Should only have 1 stripe account and 1 subscription.

	Details

	mrr = 0 while on credits

	mrr per product = 0 while on credits




	Enterprise customers (yearly credit purchase)




	Enterprise customers pay an invoice for credits (before the subscription is created).

	Once the invoice is paid, the subscription is created by CS.

	Much of this is done via Zapier. See the docs for more info.

	Credits apply to their usage (including the Teams package - up to the discretion of the CS team is that's charged for).

	Credits reduce product charges on invoices.

	Can be with or without tax.

	Should be using default products/prices.

	Should only have 1 stripe account and 1 subscription.

	Details:

	mrr comes from the credits payment - yearly upfront payment (we split these)

	mrr per product comes from the actual usage in that month (minus the credit-discount-percent on the customer)




	Enterprise customers (amortized credit payment)




	Similar to above, where an enterprise customer is paying for credits. This is the case where they commit but pay monthly.

	That means they need two customers in Stripe - one for the credits and one for the usage.

	Currently, this also means they have two customers in billing. See more below on "unsupported configurations" for how this will change.

	The credits are charged on a recurring cadence and tracked as MRR - cadence could be monthly, quarterly, semi-annually, during the fourth phase of the moon on the second sunday of the festival of Saturnalia, etc.

	The usage is tracked by another stripe customer with its own subscription - where credit is used against invoices.

	Can be with or without tax.

	Details:

	the customer will have two Stripe customers, each with a subscriptions

	the mrr comes from the credits subscription on one customer

	the mrr per product comes from the usage subscription (paid by the credits) on the other customer (minus the credit-discount-percent on the customer)



Legacy configuration

Note: this above list is focused about the creation of new customers going forward - there are many existing configurations not covered directly in this document.

Unsupported configurations

While we don't currently fully support these, we would like to soon:


	2 Stripe Customers, each with 1 Subscription There is another RFC outlining the current limitations in the works.







  2. Cross sell motions

  Source: https://posthog.com/handbook/growth/cross-selling/cross-sell-motions
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  Problem statement

We haven't had a specific playbook/motion/plan on how to do cross sell, until now!

CS & TAM managed accounts historically have only been slightly better than average when it comes to product adoption. We can change this. We have the technology. We have the power.

Described here are some of the current goals and tactics to improve effective cross-selling measures when working with customers accompanied with specific how-to guidance.

Goals

The main objective is to get existing PostHog customers to adopt more of the platform. We firmly believe that adopting more products leads to a better experience and higher satisfaction with PostHog.

For a TAM today, a quantitative goal is to move from an average 4.8 products adopted currently to 6 products adopted for AM managed accounts over the next two quarters. Accounts may be promoted to CSM coverage and continue with the adoption plan.

AEs and CSMs goals might be polar opposites. Where AEs may want wide exposure, it's also important to establish the right time for product adoption, rather than overselling something that may not apply to the initial implementation.

CSMs are not here to push new products and features; CSMs are here to ensure customers successfully use PostHog and get the most value for their business. Remember, we want to help our champions look like heroes at their companies!

Results

Cross-selling has clear expected outcomes:


	Increase Revenue / product usage

	Increase stickiness

	Offer real value of the "platform" to users



Measuring success

Successful expansion strengthens customer relationships and increases account stickiness. Each additional product that delivers value makes PostHog more integral to the customer's operations.  There are a number of things we can look at that deliver these results.


	Number of business value conversations

	These could be QBRs or other one off calls. We want to increase the number of calls that are primarily discussing business value

	Number of product trials started and completed and the time it takes to adopt

	Number of in-person visits

	Product adoption quarter over quarter

	Churn rate by total number of products

	Churn rate by specific products i.e. are there products that once adopted lead to a noticeably lower (or higher) churn rate.

	Customer feedback on expanded products

	Percentage of revenue from a customer spread across products

	Is all the revenue for a customer coming from person profiles or is is spread between recordings, events, feature flags, and exceptions



Since we have different folks at different stages of ramp and onboarding, instead of making these metrics flat or percentage based, we are looking for an increase quarter over quarter.


Accounts that are a good fit

As a part of this process you are determining whether they are a good opportunity for cross-sell motions and if they are representative of an ideal candidate for growth.  Here are some key qualities we've found to date:


	Smaller / startup size accounts that don't have existing tooling and can grow with PostHog - it is much easier to grow into using multiple products than it is to try to supplant an existing product.

	Engineer heavy - direct technical contacts that have influence in adoption

	Product engineers

	Technically minded leadership like CTO

	Technically adept product manager

	Pushing the limits of PostHog - support engagement isn't "how do I do this simple thing" but "how do I tackle this complex concept"

	Heavily engaged users - we'd prefer 10 heavily engaged users over 100 low engagement accounts

	Volume of product use tied to revenue - does an increase in PostHog usage correlate to increase in revenue for them?

	Ability to ship quickly

	Being open source is a plus - it gives us insight into their implementation as well as their adoption of other tools



Optimal timing for discussions

Why Now? All good opportunities have this and are timeline driven.

Ideal moments:


	Quarterly business reviews when setting future goals

	After successful outcomes with current products

	During team growth phases (new stakeholders bring new needs)

	Credit renewal conversations (bundling opportunities)

	When customers mention relevant challenges organically

	Following positive business announcements (follow your accounts company pages on Linkedin, set Google alerts, etc)



Times to avoid or pause cross-selling:


	During active support issues or incident

	When current implementation needs attention

	Within first 30 days (unless customer-initiated)

	Following budget constraints announcements

	Complaining about price, actively seeking reduction

	Usage declining for 4+ weeks

	Key champion leaves company

	Data Engineer takes over ownership of PostHog



Optimal timeline if a customer is on an annual contract:


	Months 1-2: Pure adoption focus, no cross-sell

	Months 3-6: Prime cross-sell window

	Months 7-9: Reinforce value of expanded stack if adopted

	Months 10-12: Focus on "Why stay with PostHog" rather than expansion/cross-sell (it's too late)



Hypothetical approach

One way of approaching this that we have seen work is a research -> QBR -> recommended cross-sell


	Account research and understanding the business

	Some sort of engagement (QBRs?) to understand business priorities and tie them to PostHog

	Make specific recommendations around what to adopt and how it will help with business priorities



For example, customer B2C SaaS has a business model selling subscription plans. Digging in to understand the differentiators of the plans and reviewing their custom events to ensure they are collecting the appropriate data. Come to the QBR ready to discuss the particulars of their situation. You may or may not have the info you need to make a recommendation on the call, but at the very least, you should have a direction to suggest. You could recommend customer analytics, experiments for plan adoption, and surveys for user feedback given what you know about their business model.

This doesn't always need to be a formal QBR process. Some form of research -> discovery/interaction/recommendation is the basic flow here.


The why evolve framework for cross-selling


	Document Results




	Start every cross-sell conversation by quantifying their wins with current PostHog products

	Example: "Your team has tracked 50M events, identified 3 major UX issues that were costing 12% conversion"




	Highlight Evolving Pressures




	Frame new needs as natural progression, not disruption

	"As your user base grows internationally, you're facing new questions about region-specific behavior patterns"




	Share Hard Truths




	Be transparent about gaps without undermining current success

	"Your analytics show what's happening, but your team still spends hours in user interviews trying to understand why"




	Emphasize Risk of No Change




	Show what they miss without additional products

	"Without session replay, you're making UX decisions based on incomplete data"




	Describe Upside Opportunity




	Paint vision of complete analytics stack

	"You'll move from guessing why users drop off to seeing exactly what frustrated them"



The new cross-sell motions playbook

You've been here awhile and just want the script. Wet get it. The following sections describe the actual approaches that fit well within PostHog for a cross-sell motion, and can be pitched in grouping by feature or by user needs.

Remember that where possible, we're providing solutions and outcomes rather than features. Today we have clear examples with the Error tracking product where customers have found success, with more direct playbooks in the works.

Common cross-sell and expansion paths: Adoption paths are good to frame products as point in time or natural progression to their implementation.  For example:


	Product analytics + error tracking

	Product analytics → Session replay: When customers struggle to understand user behavior from metrics alone

	"You mentioned spending hours debugging that checkout issue last week. Session replay would show you exactly what users experienced."

	Customer facing teams → Session Replay: When organizations need better user troubleshooting and support, not just user research into behavior.

	Any product → Feature flags: When teams need safer deployment strategies

	"That rollback you had to do last month affected all users. Feature flags would have limited the impact to just 5% of traffic."

	Feature flags → Experiments: When customers want to test and evaluate results from feature flags; a very natural synergy here, of course

	Experiments → surveys: run A/B/n tests and offer surveys to back up / validate insights

	B2B companies → Group analytics: When tracking company-level metrics becomes critical

	"You're currently exporting data to spreadsheets to analyze customer behavior. Group analytics provides those insights natively."

	High event volume → Identified events: When anonymous events limit user journey analysis

	Growing teams → Boost or Scale package: When organizations need advanced permissions and SSO



Here are some other known examples that aren't necessarily 0 to 1 linear adoption, or working backwards from what a customer is using outside of PostHog:


	Data warehouse has continued to receive special attention since the launch of PostHog's related products.

	AI Observability + data warehouse - enrich AI Observability with data from other sources like Stripe or Supabase

	Customer analytics + data warehouse - natural fit between connecting up stripe and enriching data further

	Read a hot topic on churn in high growth customers for specific advice

	Feature flag + mobile replay - use for sampling/roll out that is not natively supported by mobile replay

	Experiments / feature flags + error tracking - insight into errors for new/beta features, and seeing the impact of those errors on conversion rates is valuable

	Feature flags + AI Observability - ability to granularly segment features based on cost/engagement of users. i.e. you can release higher cost models to users who have already shown a willingness to spend



Bundle "Features"

Bundling is another good way to position products by customer type and stage.  The following product stacks match certain types of user needs with value.

The "early stage growth" stack

Products: Analytics + Session Replay + Surveys Value story: "You know what users do, see how they struggle, and can ask them why" Ideal for: B2C companies with conversion optimization focus

The "ship fast without breaking" stack

Products: Feature Flags + Error Tracking + Experiments Value story: "Roll out safely, catch issues instantly, measure impact scientifically" Ideal for: High-velocity teams with continuous deployment

The "vibey AI startup" stack

Products: Analytics + Flags + AI Observability + Error tracking Value story: "Tie user behavior to run cost, launching features that are both user requested and revenue generating" Ideal for: AI-focused startups optimizing for cost efficiency and user engagement

What to look for when cross selling

We've already seen general indicators that are worth paying attention to when it comes to success cross-selling and here is an expanded list with what to do next.


	New PostHog product launch - did we launch a product that is a good fit for their use case? Did we add a new data pipeline source or destination?

	Reach with details on the new product

	Offer to credit them back their first month of usage so they can try it out risk free

	Raising funding - did the customer just raise money?

	Congratulate the founder on the raise

	Lead with product that can capitalize on their opportunity to bring in more revenue / usage

	i.e. if they are B2C, pitching experiments to maximize conversion

	PostHog price change - did we change pricing to make adoption more palatable?

	Let your main point of contact know how much they will save with the new pricing if they currently use the product

	If they don't suggest adoption based on the new rate and offer credits to offset learning curve

	Revenue increase - is the customer seeing an increase in revenue?

	Depending on how you know about it, either congratulate them (or don't)

	Recommend a product that would capitalize on that revenue

	Error tracking to clean up issues

	Feature flags to launch new user features

	New customer product launch - is the customer launching a new product that could benefit from additional PostHog goodness?

	Check out the product yourself (if applicable)

	Congratulate them on the new launch

	Suggest products that would help with the success of the new launch

	i.e. surveys for feedback, feature flags for new features

	Competitor drops (or lacks) SDK support - does a competitor lack critical support or have they dropped support?

	Reach out proactively to main technical contact if there is overlap

	Mention our support (and lack of competitor support)

	Send any pertinent docs

	Follow up regularly with status updates and additional resources

	Eng/marketing hiring - is the customer hiring more technical roles? Could we do this through LinkedIn?

	Prep PostHog onboarding for new user

	Offer call / support for getting them up to speed

	Suggest products that make that new hire's life easier

	i.e. error tracking to figure out where the gremlins are

	New users from other business units - are we aware of / seeing people from other parts of the business asking about (or even using) PostHog?

	Make note of who the new users / units are

	Ask for a warm intro from current main point of contact

	Reach out 1:1 to new users to get feedback / offer help

	Customer expanding into new geography / territory - is the customer moving into a market they weren't previously in?

	Ensure they are capturing the correct custom events / properties

	Pitch products that help with differentiating location experience

	i.e. feature flags for unique features based on GeoIP

	When an owner leaves PostHog or a new owner is added - is the new owner open to other products that can help solve the problems they care about?

	Reach out to new owner to understand their priorities

	Hit any products that were previously suggested to the other owner

	Offer credits for adoption of the new product

	Shift in customer business model - is the customer introducing a new type of subscription, going from on-prem to cloud, changing their fundamental offering?

	Dig in to understand the changes

	Suggest flags / experiments as a good way to get feedback / modify the experience for the new model



Alerts

What alerts would be helpful to have that would indicate good cross sell opportunities. Continue to question what would be useful to follow in order to positively influence timing.


	Could we use our PostHog to flag when an account's revenue is increasing on their end? (not spend with PostHog, but their actual revenue)

	Could we use signals in Vitally / PostHog to notify about new power users?

	Could we get an alert when an account tries a new product for the first time?



Discovery through conversation

Effective discovery focuses on understanding customer challenges rather than pushing products.

Example questions to ask

The questions below are designed to spark thoughtful conversations with customers. They help uncover how teams are currently solving problems and whether there might be simpler or more effective ways to do so using PostHog.

Use these questions in preparing for calls and use them as examples for developing your own questions. Each includes the question, the pain revealed, and the PostHog advantage.

High-value discovery questions for upsell/cross-sell:


	"How does your team decide what to build next?"

	"What's your process for investigating customer-reported issues?"

	"How do you measure feature adoption across different customer segments?"

	"What does your deployment process look like for major changes?"

	"How do you validate that new features impact key metrics?"

	“Are there other team members on different teams you could introduce me to or that you recommend I reach out to?” (Always, always, always be asking for “referrals” in this way!)



These questions will naturally surface use cases for session replay, feature flags, experiments, and other products. We should also identify opportunities programmatically through the other data sources we have to supplement the conversation approach. It's not a recommendation to ask each and every one of these questions on a call. These are simply a guide and an example of the types of questions that will help surface opportunities.

Error tracking

| Question | Pain Revealed | PostHog Advantage | | --- | --- | --- | | When an error occurs, how easy is it for you to see exactly which user actions led up to it and how it affected the experience? | Debugging relies often relies on reproducing error | Error Tracking tied directly to replays makes root cause and impact obvious. | | If you’ve built your own error tracking, how much effort goes into maintaining and correlating it with analytics? | Time wasted maintaining infra, blind spots in analysis. | Lightweight SDK that's tightly integrated with other products. | | How do you decide which errors to fix first? | Prioritizing by gut feeling or frequency, not business impact. | Error Tracking + Product Analytics can show which errors have the greatest impact. |

For more recommendations, look at the Error tracking motions


Session replay

| Question | Pain Revealed | PostHog Advantage | | --- | --- | --- | | When debugging, how often do you rely on logs or secondhand reports to reconstruct what happened? | Time lost piecing together events. | Session Replay shows exact user journey, reducing guesswork. | | How do you confirm if a bug is isolated or widespread across users? | Hard to prioritize fixes without scope clarity. | Replays + analytics show impact | | How do you identify user friction today? | Lacks visibility into real interactions without PM background. | Session Replay gives direct user perspective for product calls. |

Feature flags

| Question | Pain Revealed | PostHog Advantage | | --- | --- | --- | | When launching a new feature, how do you manage risk of rollouts failing? | “Big bang” releases increase risk + stress. | Feature Flags enable safe, gradual rollouts & rollbacks. | | How do you measure whether users actually engage with a feature once it’s enabled? | No feedback loop between rollout and usage metrics. | PostHog connects flags directly to analytics & experiments. | | What’s your process for debugging an experiment if users drop off unexpectedly? | Experiments may fail without clarity on root cause. | Session Replay + Error Tracking pinpoint where the experience broke down. | | How do you currently measure the business impact (e.g., retention, conversion) of an experiment? | Results limited to engagement metrics, missing real business outcomes. | Product Analytics + Data Warehouse show both engagement and business impact. |

AI Observability

| Question | Pain Revealed | PostHog Advantage | | --- | --- | --- | | When your LLM-driven features underperform, how do you pinpoint why? | No clear visibility into model errors or user friction. | AI Observability shows usage, performance, and cost data together. | | How do you know which LLM features are helping vs hurting users? | No clear way to measure LLM impact on user behavior or business outcomes. | AI Observability + Session Replay shows which interactions drive value vs cause drop-offs. | | How do you evaluate your AI Observability in the context of broader product goals? | Standalone tools miss product context. | Integration ties LLM performance to actual product outcomes. |

Surveys

| Question | Pain Revealed | PostHog Advantage | | --- | --- | --- | | When analyzing survey responses, how easy is it to connect them to specific user behaviors or outcomes? | Responses are siloed, making it hard to correlate feedback with analytics or events. | Surveys integrate natively with Product Analytics and Session Replay, linking responses to user journeys and metrics. | | How do you target surveys to the right users without manual segmentation or guesswork? | Less targeted surveys lead to low relevance and response rates. Custom targeting requires dev time. | Display conditions use cohorts, feature flags, and events to show surveys only to specifics users, with built-in response limits. |

Expansion within existing product usage - and up-selling

It's worth calling out a question again: are we selling more of the thing, a more expensive thing, or a new thing? Cross-sell and expansion opportunities can have significant overlap in product plays.

If we're planning expansion, the best way to do this is to replicate usage of existing product with _new_ teams at the same company. This is a bit more straightforward conceptually, and may be harder to execute because you're likely to be starting with a new team from scratch.

You may want to consider expanding usage of the same product within the same team if there is obvious scope to do so here. This can also be difficult as it depends on the individual success and growth of their product, which you can't control.

Trial/Evaluation incentives

If we want customers to use more products, we should incentivize new product adoption. This could be in the form of credits for a specific timeframe to cover adoption and usage of the specific product. For example, if a customer wants to try out data warehouse, we offer 2-3 months of credit for any data warehouse usage as they figure out how they would use it and where it provides additional insight.

We have opportunities to get creative with how we incentivize new product adoption with users. A few ideas are:


	Bring them over at competitor pricing for X months

	We could eat Launch Darkly's lunch

	Free trial / $0 product usage for X months

	Related to the above suggestion for credits, this would be a more "on rails" approach

	Give them additional credits on top of their new product usage

	If they adopt data warehouse, don't just cover their usage, give them an additional 5% for each new product adopted

	Could we offer in app notifications about good combinations of products?

	If a user is using feature flags heavily, we should suggest experiments

	Easier migration for competitors products

	Each additional paid product adopted above 3 adds 5% discount
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  Identifying Error Tracking cross-sell opportunities

Our first example here is for cross-selling Error tracking, which generally has the below requirements.  Feel free to copy this as a format for other bundle motions where applicable.

Product specific pre-reqs


	You understand their engineering processes and timelines (at least on a high level) and expect them to have resources available to look into Error Tracking.

	They have implemented PostHog Analytics (and ideally Session Replay) into their application(s) and are actively using those features.

	They are using one of the supported platforms for Error Tracking

	You know which teams to talk to regarding Error Tracking, you have identified the people best suited to successfully implement Error Tracking.

	They have expressed pain points that Error Tracking can help resolve.



Motion


	Qualify if an account is suitable for this motion by understanding how they detect, prioritise, and fix errors today. If your stakeholder can't answer or isn't interested, find another stakeholder. If the answer is that don't have a tool to do this, don't link their errors to impact on key user actions within their app or that they prioritise based on error volume or another metric that is equally uncorrelated with impact on UX, this is a good opportunity for this motion.

	Suggest that they turn on exception capture for the relevant environment, with a billing limit or free trial set so there is no cost. In exchange offer to find the impactful errors they are missing and help them move towards a UX based methodology for error prioritisation by combining errors with PostHog product analytics data.

	Create dashboards of the new error data that correlates errors with drop-offs in conversion events (signups, checkouts, whatever is relevant here)

	Share your analysis as a Loom or other low time commitment format for review, emphasising the uplift in conversion events if these errors were prioritised. If required present these findings back to the stakeholders.

	If required help your stakeholder build a business case for the additional spend by linking the missed conversion events to value.  For example, if the average LTV of a signed up user is 50$, multiply the dropoff in sign up events by 50 to get a rough ROI of finding and fixing these errors.

	Pitch this value as a reason to remove the billing limit and expand usage of error tracking.



Product usage signals

Customers don't always ask for Error Tracking directly, but their usage patterns can indicate a potential need. When you review customer accounts and chat with users, look for these signals:


	Using session replay to investigate user issues, suggesting they don't have a way to detect errors automatically.

	Frequently searching through event logs or funnel drop-offs to find technical issues or user drop points.

	Setting up alerts primarily on custom events (rather than exceptions), which could indicate they lack out-of-the-box error visibility.

	Creating dashboards or insights that combine product usage with support data, showing a need to correlate bugs with user experience.

	Tagging engineering or support teams in insights to ask them to "investigate".

	Using manual workarounds to monitor application health, such as exporting incidents from PostHog to spreadsheets or other tools.

	Asking how to attribute support tickets or complaints to specific user sessions, which could be easier with automated error tracking.



Chat with users

Engage with users. Look for cues that signal gaps that Error Tracking can fill:


	"We keep seeing bugs in production but it's hard to know where they're coming from"

	"I'm not sure if we're catching all the errors our users encounter"

	"We use logs to try and track down issues, but it's pretty manual"

	"We get complaints from users, but it's hard to reproduce what happened"

	"We only find out about errors when customers report bugs"

	"Is there a way to get notified when critical errors happen in real time?"

	"We need to understand how errors are affecting our revenue or user growth"

	"It's difficult to connect the dots between bugs and their actual impact on users"



Website signals


	Visiting docs pages, such as:

	https://posthog.com/docs/error-tracking/start-here

	https://posthog.com/docs/error-tracking

	https://posthog.com/docs/error-tracking/installation/react

	Visiting tutorial pages:

	https://posthog.com/tutorials/react-error-tracking

	https://posthog.com/tutorials/error-tracking

	Visiting the error tracking product page (https://posthog.com/error-tracking) and clicking "Get started - free"

	Reading blog posts about error tracking:

	https://posthog.com/blog/posthog-vs-sentry

	https://posthog.com/blog/best-sentry-alternatives

	Asking PostHog AI about error tracking

	Asking MCP about error tracking



Discovery questions

When reviewing accounts, ask:


	Product feedback: "How have you been using session replays and is there anything you would like this product to do differently?" This can reveal gaps that Error Tracking might fill.

	Incomplete implementations: Are there any products a customer started to configure but didn't finish? Understanding why can highlight pain points Error Tracking could address.

	Product churn: Are there any products a customer used and then stopped? Understanding why can help identify if Error Tracking could solve the underlying issues.

	Decision-making timeline: Are they doing annual engineering roadmaps or quarterly goals? This helps you time cross-sell conversations appropriately.

	Competitive landscape: Use the SDK scanner to check if they're using a competitor for error tracking, which can help you position PostHog's integrated approach.



Demonstrate the value

Once you've identified customers who'd benefit from Error Tracking, show them value in ways relevant to them.

Product Analytics

A few good starting points:


	Track error trends over time: Create a trends insight for $exception events and create alerts when errors hit specific thresholds. You can get both historical trends and real-time notifications on high-impact exceptions to prioritize engineering work.

	See if errors are affecting conversion: Combine errors with funnels to figure out if drop-off is happening because of errors – especially if errors are blocking users from getting through critical flows. You can tie this to customer lifetime value to show potential revenue loss. This is also useful for experiments - you want to make sure your variant didn't underperform because of a bug rather than the actual feature you're testing.

	Measure retention impact: Track whether users who hit errors come back less frequently.



For all of these, you can layer on data like $exception_types, $exception_values, or $exception_sources to figure out which errors are most common and how they're impacting users.

Session Replay

Session Replay and Error Tracking work wonderfully together – probably the strongest integration we have. You can watch recordings of what users are doing in your app and get clear signals of errors they're hitting. You can search for specific events, jump straight to a given issue, and see what happened before and after – all of which provide valuable context for debugging.

When viewing a session, use the "Only show matching events" toggle to filter by exception-related events. You can use $rageclick to identify UI frustration that correlate with errors – this helps highlight silent frustrations users are experiencing that otherwise aren't communicated. You can also create dynamic cohorts of impacted users and take actions on them.

Other use cases


	Feature Flags: Roll out or revert code updates based on users who've hit specific exceptions. This lets you quickly respond to errors by targeting affected user cohorts and minimize impact if users are having a bad experience. Feature flags can act as kill switches – quickly turn off problematic features without deploying changes.

	Data Pipeline: Set up custom destinations to send your error tracking exceptions to other sources if the built-in alert function isn't enough.

	AI: Leverage PostHog AI or Claude Code to help diagnose, summarize, and prioritize issues based on impact.

	Surveys: Use the capture exception template to request feedback from the user when they encounter errors.

	Error tracking integrations: strengthen adoption of PostHog's error tracking by integrating with external issue tracking the customer is already using.



PostHog vs other error tracking

Historically, error tracking is something only engineering teams use. With PostHog, there's deliberate value for other teams. For example, marketing can figure out why conversions dipped and look at Session Replays tied to errors. This is incredibly valuable to quickly identify blockers. Other error tracking tools might give you clarity on bugs and errors, but PostHog gives you the complete picture of the user journey.

Common blockers

“This increases costs that we didn’t budget for”

We should proactively give credits so customers can trial a new product. For example:


	Free trial: give credits to cover usage of a new product for X weeks / months – make sure this is timeboxed!

	Match competitor pricing: if a competitor is significantly cheaper than PostHog, verify this and offer to bring customer over at competitor pricing for X months

	More credits: offer to give additional credits on top of new product usage



“My champion doesn’t make decisions on this product”

You should first try to build a relationship with the persona that will be users of the product. For error tracking, this will be engineers who work on areas where exceptions are critical (link to persona page).

Ask your champion how they are currently tackling the common use cases. Identify team members you want an introduction to and ask your champion for a warm connection. You can position it as a learning opportunity, asking for feedback, or a pitch (if you have a really strong understanding of the specific value-add). Help your champion with the internal pitch.

For error tracking, these questions are helpful to start the conversation:


	When an error occurs, how easy is it for you to see exactly which user actions led up to it and how it affected the experience?

	Debugging relies often relies on reproducing error

	Error Tracking tied directly to replays makes root cause and impact obvious.

	If you’ve built your own error tracking, how much effort goes into maintaining and correlating it with analytics?

	Time wasted maintaining infra, blind spots in analysis.

	Lightweight SDK that's tightly integrated with other products.

	How do you decide which errors to fix first?

	Prioritizing by gut feeling or frequency, not business impact.

	Error Tracking + Product Analytics can show which errors have the greatest impact.



If you’re not sure who the persona should be, ask the product team!

“I don’t have the resource or time to implement error tracking”

Position implementation as simple, especially if you’re asking your customer to try out a product for the first time. This is where you shine as a technical success person. Help your customer cut through the cognitive load of figuring out implementation.

Error tracking can be implemented with one click, or two lines of code(depending on the SDK). Hyperlink to the project settings to enable exception autocapture or share the snippet addition for the SDK they’re using. Follow up with a rough plan that is tied with their needs, such as:


	Enable exception autocapture – see events flow through

	Assess the errors, issue groupings – decide if you want to customise default properties so you’re getting higher quality signals

	Work with errors - update the status, view stacktraces, watch session replays and assign to teammates

	Set up alerts



You can also help create dashboards to help your customer understand the value of the product.

Action items


	What are common Error Tracking dashboards PostHog and current Error Tracking customers are using? How can we help users get started with similar dashboards as easily as possible?

	A good starting point for Error Tracking are customers already using Analytics and Session Replay. What other combination of products does Error Tracking work well with?

	What is a high level story that shows the value of using Error Tracking in PostHog compared to other solutions the customer is using already? How does it help them to be able to correlate data from Error Tracking with e.g. Analytics and Session Replay?

	e.g. as an eCommerce customer, being able to correlate exceptions related to shopping carts with the Analytics data about the value of that shopping cart would allow customers to prioritize fixing bugs based on lost revenue.

	e.g. as a b2c company, prioritize errors happening as part of the signup funnel

	What metrics do we track to measure success of this initiative?

	Percentage of CSM managed accounts using Error Tracking each quarter

	New Error Tracking MRR for CSM managed accounts in X quarters



Technical recommendations


	Error tracking for the web is significantly less useful without proper sourcemaps. You can see under "Symbol sets" in the configuration menu if the required files are being uploaded correctly.

	Encourage customers to set up roles so that issues can be assigned internally to the right people.

	Use the SDK health check to make sure they're on the latest SDK versions.







  4. How we upsell and cross-sell

  Source: https://posthog.com/handbook/growth/cross-selling/how-we-upsell-and-cross-sell

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How to cross sell and upsell additional PostHog products

	What does cross selling mean?

	Wait! What should the relationship look like before you attempt cross sell?

	Growth best practices

	We are friends, now what?

	Identifying growth opportunities

	Example signals of cross sell opportunities

	Strong expansion signals



  How to cross-sell and upsell additional PostHog products

Cross-selling is a primary focus across all growth oriented teams. In fact, "cross-sell" is mentioned here as many times as success... applying to customer-facing roles including AEs, CSMs, and TAMs.

Success at PostHog comes from identifying genuine customer needs and demonstrating how additional related products solve real problems. The never ending objective is helping customers extract more value from PostHog, which naturally leads to increased product adoption.

Equally important is cross-selling exposure inherent from teams such as product and marketing. If the product, brand, onboarding, and what we are telling customers day to day is inconsistent, we're going to have a bad time.

What does cross-selling mean?

These descriptions below will describe the overall who/what/why and we will evolve specific motions people have found useful to cover the how/when. For a baseline, we will use these general definitions with specific context following for PostHog:


	Cross-sell: selling additional products that are useful and complementary to existing customer adoption

	Expansion: customer is or will be needing more of already adopted products, in the form of more volume or different business groups and teams in a similar pattern

	Upsell (upgrades): offering advanced functionality to an already adopted product, or they're a candidate for an add-on, both of which have higher costs



There are many ways a customer can signal or be primed for growth. All forms we will lay out here which may be in the form of usage, by voicing it directly, or you introducing the right products at the right time.

Wait! What should the relationship look like before you attempt cross-sell?

The relationship is first.

Leading with a cross sell motion is a bit like coming out the gate with offers related to contract billing terms and credits. While there are some limited circumstances where this makes sense, we should almost always start by focusing on the relationship.

The best way to build that relationship is to help the customer. That could be leaning in on a support ticket, offering recommendations around getting more our of PostHog, reducing spend, or even helping clarify docs.

Customers genuinely like PostHog, so engage them like a friendly acquaintance. Being hyper responsive to requests is a great way to build up good will. Another way is to own problems and follow them through to conclusion. Even if support is taking the lead, stay engaged and tie up any loose ends.

Here is a general checklist that should be met before putting a plan to cross-sell.  Specific product motions may have additional pre-requsites.


	You have an active relationship with the customer – there are regular touchpoints and they are responsive to your outreach.

	You understand their product and PostHog implementation. You know which technologies they are using, and how PostHog fits into their setup.

	There are no major open issues with their PostHog implementation. They are happy with their current setup and aren’t voicing major frustrations.

	There is no active risk to their renewal, and you aren’t already negotiating that renewal.

	Clear path to talk to the right people

	Ask your current champion who the interesting likely people would be to talk to

	Be prepared to identify the right ICPs within the customer team

	Identify teams that are responsible for critical paths/functions within their codebase, some examples across products are

	Billing teams

	Authentication & authorization teams

	Data API teams (e.g. REST or GraphQL teams, that see a high volume of queries)

	Management API teams (who have to deal with orchestration failures across projects)

	Support tooling teams

	Job titles that would be interesting are e.g. Platform Engineers, Backend Engineers (especially if they are on one of the teams mentioned above), anybody owning reliability or infrastructure



Growth best practices

Do:


	Focus on solving documented customer problems

	Provide trial access for evaluation

	Share relevant case studies and documentation

	Set clear success criteria before expansion

	Optimize their implementation before introducing new things

	Follow up on product experiments, even small ones



Generally, this is all to provide them with a solution that will make their life better (and make them look better!). It’s a win-win.

Don't:


	Recommend products without clear use cases (it’s okay to give awareness or suggest trying out something new)

	Create urgency where none exists

	Introduce expansion topics during crisis moments

	Overwhelm customers with too many products at once



We are friends, now what?

As you build a relationship with the account, learning about who they are, how they make money, and what they care about should naturally happen. Even so, you may need to dig in further, especially if their business is complex. Doing everything you can on your end to understand their business before asking business questions is another way to establish your expertise and build that good will.

There's a balance as any time you put additional burden on your champion or a stakeholder, you are less likely to help them achieve a positive outcome for us or for them. This is common as additional products require additional work to implement.

Then, opportunities!

Identifying growth opportunities

We use a combination of proactive outreach, insights, and automated alerts in tools such as Vitally to identify cross-sell opportunities. Below are some examples and we will go in more detail on specific motions.

You can use these signals which are documented on health-tracking alongside regular customer interactions to prioritize outreach.

The best opportunities connect products to customer outcomes using their terminology and context.

Example signals of cross-sell opportunities


	Web Analytics Opp (Marketing): Triggers when companies with marketing roles, >50 employees, and no visits to the web analytics page are identified

	B2B Group Analytics Opp: Triggers when group count is 0, group analytics plan is null, and the company type is B2B

	Replay Upsell Opp: Triggers for companies with customer success, sales, product, or customer service roles as PostHog users but no session replay usage

	FF Opp (High Engineer %): Triggers when a company has a high % of engineers but isn't using feature flags

	FF Opp (No Experiments): Triggers for companies who have users in product, marketing, leadership, or engineering roles haven't viewed any experiments



Strong expansion signals


	Consistent usage approaching billing limits

	Multiple departments accessing PostHog

	Questions about problems that other PostHog products solve

	20%+ month-over-month event volume growth

	Custom implementations replicating native PostHog features

	Actively using PostHog competitors identified by using BuiltWith, Wappalyzer, or internal SDK Scanner.



How to run a cross-sell process

You made it here! You have the relationship, and you have the hunch (clear signals) a customer is good for cross-sell. Let's put it in to standard practice by following and building upon cross-selling motions

Here's a taste of what follows:


	First you need to find out who cares about the problem that our other products solve - is it the existing team or the new team?

	Use a tool like The Org to help you identify new people.

	Make sure you are asking for introductions to other teams during the regularly scheduled checkin calls - ‘who else would benefit from this?’, 'are there other teams with similar pain points?'. They will know better than any outside tool to gap organizational relationships.

	In-person visits can help accelerate this

	Then you need to find out what are they using now to solve the problem (if anything) - surface this during the check in calls that you already have scheduled as part of onboarding if it's the existing team. If you're talking a new team, you'll effectively run this as a new sales process.

	Your approach will depend on the product that makes sense here:

	If it's already a mature product we have shipped, you should aim to show how the product complements what they _already_ are using in PostHog - don't just arbitrarily sell in a product for the sake of it. For example, you can say ‘other customers that look like you are doing X, this is what we’re seeing’.

	If it's something in beta or coming soon, you should start giving them sneak peeks of what's on our roadmap. You can also schedule a feedback session with the relevant product engineer if they’re a great fit - customers _love_ this. Again, consider playing the founder card for something _really_ new and big.

	Understanding the blockers to using other products - these could be:

	Privacy/compliance concerns (e.g. viewing session recordings) - we have a lot of documentation on this

	Already doing it in house/with something else - demonstrated cool ways in which the products integrate and save their team time

	May be too far down the line with their own data warehouse - it is hard to do a replacement at this stage, so instead talk about how you can enrich their data in PostHog with what's already in their data warehouse

	Not ready to invest the time and resources to implement more tools - tie this to the pain of _not_ having an additional solution in place and emphasize time to value is extremely quick with PostHog e.g. with autocapture, session replay, and (soon) no-code experiments.



Pro tip - if a customer isn't using a PostHog product and there is no obvious reason why they shouldn't, ask them directly why they're not using it!






  5. Tracking cross sells

  Source: https://posthog.com/handbook/growth/cross-selling/tracking-cross-sells

  
  Cross-sell opportunity tracking

TAMs create Salesforce opportunities for cross-sell deals they're actively working. This is how we measure whether TAMs are driving multi-product adoption vs. benefiting from organic growth, and how we learn which motions actually work.

This is measurement only - it doesn't change how commission works.

What counts as a cross-sell opportunity?

All four must be true:


	Customer is already paying for at least one PostHog product

	TAM is targeting adoption of a different product

	Expected MRR on the new product is ≥$100/month

	TAM is running an actual sales motion (not just hoping they adopt it)



If a customer spontaneously starts using and paying for a product, you don't need to retroactively create an opp. This is for intentional motions only.

How to create a cross-sell opportunity

Use the existing Salesforce record type: New revenue - existing customer

Opportunity stages

| Stage | What it means | |-------|---------------| | Discovery | Identified use case, talking to stakeholders about the problem | | Demo | Showing them the product, connecting it to their specific needs | | Trial | Customer is actively testing the product (see trial guidelines below) | | Closed Won | Customer is paying ≥$100/month on the product | | Closed Lost | Didn't convert - document why |

Not every deal needs every stage. If a customer already knows the product and just needs help getting started, skip to Trial. The stages exist for tracking, not bureaucracy.

When closing an opp (won or lost), do it manually even though Vitally may auto-close goals when a revenue threshold is met. Consciously closing the opp shows you're on top of the account and creates a clean intent-to-outcome link in our data.

Trial guidelines

If you're giving a customer extended time or capacity to try a product before paying, use one of these approaches:

Option A: Billing limit


	Set a billing limit on the product (e.g., $500/month cap)

	Customer uses it, hits the limit, decides if they want to pay for more

	Time-box it: 30 days is reasonable, 60 days max



Option B: Trial


	Add credits to their account to cover the trial period

	Document the amount and expiration

	Clear expectation: "We're giving you X weeks to try this for free"



Either way


	Set a clear end date

	Schedule the follow-up conversation before the trial starts

	Document success criteria: what does "this worked" look like?



What this is NOT


	Not a quota change. Commission still works the same way.

	Not required for organic adoption. Only for deals you're intentionally driving.

	Not for tiny expansions. <$100/month expected MRR doesn't need an opp unless it's part of a trial/POC leading to real adoption.



What we're measuring

Cross-sell metrics are tracked in the sales growth review. After each quarter, we should be able to answer:


	How many cross-sell oops did TAMs create?

	What was the win rate?

	Which products had the highest/lowest conversion?

	What was the average deal size?

	What was the average cycle time (discovery → closed)?

	What reasons are we seeing for Closed Lost?







  6. Growth reviews

  Source: https://posthog.com/handbook/growth/growth-engineering/growth-sessions

  
  Now that PostHog has found product market fit, we hold regular growth reviews where we plan work to accelerate our growth and drive revenue. These sessions are only worth running _after_ you've found product market fit because until then you need to focus on building a solution users feel they really need. Once you've found product market fit, growth sessions can help you optimize.

We've established a successful pattern for running these meetings every four weeks and actions we've taken from them have led to some significant increases in monthly revenue growth.

Attendees

We find it's important to bring a mixture of technical people, and those with wide context of what the business is working on. Regular attendees include...


	Raquel (Manages lots of engineering teams)

	Tim (Co-CEO)

	James (Co-CEO)

	Charles (Marketing)



Running a growth review

Before the meeting


	Before the meeting, everyone creates a list of hypotheses. These can be problems which limit growth, or opportunities to accelerate. They should all be related to growth engineering (e.g. not simple bug fixes), and they should be focused on improving our long term monthly growth rate.



Examples:


	"New, more expensive pricing has hurt signups"




	"We're not solving bugs quickly and this is hurting word of mouth growth"




	"We are losing B2C customers to open source"




	"We should charge for products separately so we can upsell on features rather than volume. This would let us charge sooner than our current 1m events/month limit, and would let us keep prices low for people that don't use the full breadth of the platform"



During the meeting


	When the meeting starts, allocate 10 minutes for people to read through everything and to add any additional hypotheses.




	After reading, watch session recordings of users going through key flows of the product. Allocate 20 minutes for this. This may generate some further hypotheses. For example, users converting to paying customers, users activating, users inviting their colleagues.




	During the meeting, you should work through each hypothesis to determine if it is correct and decide how to respond. Answer each hypothesis using available data and write up any actions, such as experiments you want to run, with clearly allocated owners.



After the meeting


	Four weeks later, re-run the entire meeting. You may end up carrying some hypotheses from session to session if they're blocked or lower priority.



Growth session template

## Agenda

* 10 mins to read through / add or edit hypotheses
* 20 mins to review session recordings
* 4 hours to work through hypotheses and to create actions

## Hypothesis

Why aren't we growing faster?

*

## Actions

*


Relevant docs


	Growth review recurring doc (Internal only)







  7. Per-product activation

  Source: https://posthog.com/handbook/growth/growth-engineering/per-product-activation

  
  Because PostHog offers so many products, and people sign up with all sorts of different needs, we track activation separately for each product.

Every product should have activation criteria - these are used to determine if a user has activated for a specific product yet. If they haven't, and they've showed intent for that product, we can nudge them in the right direction. These are also used to understand what retention looks like for the product, and to figure out what PostHog can do to offer a better experience!

How we track activation, and how to set up an activation query for a new product

This is the basic structure of our activation queries:


	An organization triggered a 'product intent' -> This is the 'upfunnel' metric

	An organization met the 'activation criteria', usually one, multiple, or a set of qualifying events in a given time period (e.g. 14 days) -> This is the 'downfunnel' metric

	An organization triggered an event correlating with product usage 3 months after they showed product intent -> This is the retention / survived metric



Here is an example structure:

Image: image

You can find all per-product activation queries on <PrivateLink url="https://us.posthog.com/project/2/dashboard/130345"> this dashboard</PrivateLink>.

Picking the right activation criteria

The ideal activation metric strikes a balance: enough companies should reach activation (so it's not too restrictive), while those who activate should have high retention (so it's not too easy). To find a couple of potential definitions, you want to look at product usage and think about what behavior could correlate with successful activation (aka the "aha-moment"). This could be things such as


	Has done a key event once (such as launched an experiment)

	Has done a key event multiple times (such as analyzed 2 insights)

	Has done a combination of key events (such as watched 5 recordings, and set a recording filter)



To pick the best activation definion, it's recommended to write the activation queries for multiple potential activation definitions (~5-10), and compare the activation and retention numbers. This leads to a much higher confidence in the activation metric than just picking your best guess.

Which definition is the best indicator for long term retention? You want to pick a definition that gets a sizable number of organizations to activate, but also to retain. But be careful: If you pick a activation definition where only 1% activate, and 100% of those 1% retain, your activation metric is too narrow!

Note on the retention / survived definition: For this, it's recommended you pick whatever tells you they are an active user. It can be the same as your activation definition, or something a bit simpler, as long as it is closely related to the user actually using the product (e.g. in replay, activation is currently defined as analysing 5 recordings AND setting a filter, usage is simply defined as having analysed one or more recordings).

If you haven't already, make sure you also track product intents for your product. It's worth noting that adding new product intents will impact your activation rates (e.g. an existing user intent might be stronger or weaker than an onboarding intent). If you are comparing activation rates historically, it might be worth filtering for intents that rarely change, such as "onboarding product selected".

Read this blog post for a deep dive into how we first came up with our activation definions.

Structure of the SQL query

Our activation SQL queries consist of two parts: A materialised view to count the eligible events, a SQL query on top of the materialised view to count the conversion percentages. We use materialised views to make these queries more performant.

We store the activation logic in SQL queries and not in code to make it easier to see our activation definitions, to experiment with new definitions, and to drill down to understand why a certain bucket might not perform so well.

The following activation logic is stored in the materialised views:


	Count only the first product intent per organization (since product usage intents can be triggered multiple times by the same org), as well as filter out cross sell product intents

	Check if an organization meets the activation definition within 30 days of showing product intent

	Check if an organization meets the retetion / survived definition within 3 months of showing product intent



Here is an example <PrivateLink url="https://us.posthog.com/project/2/sql?open_view=01966c82-9958-0000-7959-1728ad7dd6d4"> materialised view query</PrivateLink>. To write your own, we recommend copying the query and change the product & event filtering criteria as needed.

The following logic is stored in the SQL query:


	Check if a organization is both activated AND retained to be counted in retention / survived

	Calculate the conversion percentages from product intent -> activation -> retention / survived



To write your own, we also recommend copying one of the existing queries. All our activation queries follow the same structure, which we should also follow for new products. Once you've found a good definion of activation for your product, please do add the final activation query to this dashboard.

Tracking activation in the code

We use SQL queries to analyze activation. In addition, we track product intents and activation in the code. We do this so that in the future we could act on this, e.g. someone showed intent, but they didn't activate? Show them in an-app banner or send them an email.

To add a new product to this, you can add the activation criteria in the product intent model.

This code is run every time an intent is updated. For example, if the activation criteria is "save 4 insights", and we send a product intent every time someone clicks "new insight", we'll also check at that time if they have 4 insights saved, and if so mark them as activated.

Why does this matter?

Tracking activation is important, because it tells us how many companies start using our products successfully each month, and how many retain. Measuring it month over month allows us to see trends, and whether improvements to the product actually made a difference.

If the activation metrics look good, it gives us the peace of mind to focus on new feature development. But if they trend downwards, it's probably a good time to look into our onboarding and "first time user" funnels to see in which areas our UX can be improved.





  8. Product intents

  Source: https://posthog.com/handbook/growth/growth-engineering/product-intents

  
  Because PostHog offers so many products, and people sign up with all sorts of different needs, we track activation separately for each product.

To learn more about what activation is and how we measure it, check out this blog post.


To make sure we're measuring activation properly, we need to know when someone is interested in using a product. If we put everyone who signs up into the activation funnel for each product - without even knowing if they are actually interested in it - then we'd end up with a super large top of funnel, murky metrics, and a dismal activation rate for all products.

So instead of just putting all people into each activation funnel, we try to identify people who are interested in using a product. In other words, we identify people who show _intent_ to use a product, and we record these people (and the moment the intent happened) as events. These types of events are called _product intents_. The product intents mark the top of the funnel for each product's activation funnel.

Product intents are:


	Flexible, so they can happen anywhere and any time

	Stored in the database, so we can use them in the product if we want

	Convertible, so we know if someone who has shown intent for a product has successfully activated



When should I start capturing product intents?

As soon as your product is in any sort of public beta you should start tracking product intents. This is _not_ because you should be hyper focusing on your product's activation numbers at this stage - instead it is so that we can start collecting data for later on when we want to determine a good activation metric.

So, collecting product intents should be a precursor to any sort of public release.

What makes a good product intent?

People click around in the UI a fair amount, so generally you want to find something sufficiently deep, or something that happens multiple times, before saying someone has shown intent. Here are a few examples:


	In onboarding, we ask people what products they are interested in. This is a very direct way of indicating intent! If your product has an onboarding flow, we automatically collect a product intent for it.

	For data warehouse, when someone actually clicks to set up a source, we consider that an intent. It's a couple pages deep, so people who've gotten there are less likely to just be clicking around.

	If someone views docs for your product multiple times (you could keep a counter in localstorage), that could be sent as a product intent.



Is the onboarding product intent good enough for my product?

Nope. Lots of people join PostHog with a single product in mind - and then later realize that we offer other products they also want to use. Each product should have product intents being recorded somewhere past onboarding, so they aren't missing out on data about these types of post-signup customers.

How do I use these product intent things?

Generally we've made the plumbing such that recording these product intents is quite easy.


	Figure out where you think the product intent event should happen.

	When someone clicks that button / views that page / does that thing, then simply call addProductIntent in the teamLogic. That fires off an API request that records the product intent in the database and sends the event for you. You don't need to send the event yourself - it's all handled.




	You must include the _context_ of the intent with this API call, this is so that you can understand what is driving product intent in the analytics. You can store this in the intent_context — and you can find existing intent contexts in the product intents utility.



It's worth noting that adding new product intents will impact your activation rates (e.g. an existing user intent might be stronger or weaker than an onboarding intent). If you are comparing activation rates historically, it might be worth filtering for intents that rarely change, such as "onboarding product selected".

Cross Sells

As well as understanding what actions users take when trying out a product, it's also useful to encourage users to try out other products that would be helpful for them. If you are using product analytics for example, session replay is a really helpful way to understand why a metric is what it is. If you are creating an onboarding funnel to understand your conversion, running an experiment to improve that conversion would be helpful.

We track cross-sells within the product using the same product intent framework. There is a helper for this in the teamsLogic called addProductIntentForCrossSell, which you can use to track cross sells. You can find these in analytics using the usual event for product intent (user showed product intent) and filtering by type=cross_sell.

Why does this matter?

It's important that we understand if people who are trying to use our product are actually successful in doing so. This is a likely imperfect, but better-than-nothing, way to do that. If people aren't having the success we'd expect for a mature product (ie no large feature gaps with competitors), then we should probably look into why - and this gives us a cohort of people to examine, talk to, and track.





  9. Giving credits to customers

  Source: https://posthog.com/handbook/growth/revops/credits

  
  Sometimes we might want to offer a customer one time credits to cover an upcoming invoice, for example when accommodating a trial for a new product or offering compensation for a recent incident. Here’s how to do that.


	Go to Billing Admin → Credits

	Click Add Credit at the top right.

	Click Add credit at the top right.

	Select the customer from dropdown or search

	Enter the total credit amount.

	choose from the following options for reason:

	First Big Bill

	Unwanted Spike

	Trial Accommodation

	Promo Credit

	Incident Credit

	Bug Credit

	Other

	Add any internal notes for context in Notes section.

	Include a link to a related Slack message, Zendesk ticket, or internal discussion in reference link field

	Click Save and the credit will automatically be added to the customer’s balance in Stripe and applied to their next invoice.



Things to keep in mind


	Credits only apply to upcoming invoices.

	If you’re trying to adjust a completed invoice, this should be handled as a refund instead.

	Always include enough context in your notes or reference link so others understand why the credit was given.







  10. Signup enrichment pipeline

  Source: https://posthog.com/handbook/growth/revops/enrichment-pipeline

  
  When someone signs up to PostHog, we enrich them (figure out the company, its size, the person's role, and so on), score them against our ICP, and push that data into our sales systems. This page explains how that pipeline works and, more importantly, what to do when it stops.

How it works


	A PostHog destination fires on every signup and sends it to Clay.

	Clay enriches the signup, running cheaper sources first for cost: Clearbit (better on larger companies), then Harmonic (better on startups, richer industry tags), then Clay-native fallbacks only when a field is still missing.

	The result is mapped to a consistent set of ICP fields and an ICP score, which are written back onto the PostHog organization and person as properties.

	The same signup also creates a contact and account in Salesforce, and a weekend job re-enriches Salesforce accounts. Everything syncs into Vitally, where playbooks turn it into sales tasks.



The single most common failure is Clay running out of credits or hitting its row limit, which silently leaves a window of signups un-enriched. This has happened multiple times, and historically nobody noticed until it surfaced downstream days later. The alert below exists to catch it.

Monitoring

There is a PostHog alert that watches the enrichment write rate:


	Insight: Org enrichment write rate (Clay → icp_company_type) — the daily count of enrichment writes landing on organizations.

	Healthy: roughly 460–1,500 writes per day, with mild weekend dips.

	A gap: the rate collapses to near zero.

	Alert: fires when the daily rate drops below 250, checked once a day.



What to do when the alert fires


	Confirm it's real. Open the insight. Is the most recent complete day near zero, while signups are still coming in normally? If signups dropped too, it's a traffic issue, not an enrichment one.

	Check whether enrichment was turned off on purpose. Sometimes the Clay enrichment is paused deliberately (for example, to conserve credits). If so, that is expected. Snooze the alert and move on.

	Find the cause. In order of likelihood:




	Clay is out of credits.

	Clay hit its per-table row limit and needs a new table with the destination repointed.

	The signup destination in PostHog stopped firing.




	Fix it. Top up Clay credits, create and repoint a new table, or fix the destination. Clay credit top-ups are owned by RevOps.

	Backfill the gap. The organizations created during the outage stay un-enriched unless they are re-run through Clay. Identify the organizations created between the first and last firing day that are missing ICP fields, and re-enqueue them. Without this step the gap is a permanent hole in our data, which is what happened in past incidents. Confirm the write rate climbs back above 250 the next day, and the alert resolves on its own.



Ownership

RevOps owns this pipeline end to end, including Clay credit top-ups and the enrichment configuration. Questions go to the RevOps team.





  11. Lead assignment tracker

  Source: https://posthog.com/handbook/growth/revops/lead-assignment-tracker

  
  The Lead Assignment Tracker in Salesforce is the source of truth for who's in the round robin, how leads are weighted, and how to manage assignments. This page explains how to use it self serve.

Understanding the tracker

Navigate to the Lead Assignment Tracker section in Salesforce. There you'll see every person who's part of the round robin, along with the following columns:

User, Role, Territory These identify who the person is, whether they're a TAE or TAM, and which region they cover.

Priority This column controls how many leads a person receives relative to others. The default value is 1. If you set someone's priority to 3, it means for every 3 leads the rest of the team receives, this person gets 1 — so a higher number means fewer leads. Use this if you want to throttle lead volume for a specific person (for example, if they're ramping or handling a reduced workload).

Manual Leads Adjustment This column lets you calibrate a person's total so the round robin stays fair. The most common use case is adding someone mid-month: by the time they join, others in the same region may already have leads assigned to them (lets say 50). Without an adjustment, the system would send that new person a flood of leads to "catch up" To prevent this, add 50 to their Manual Leads Adjustment column to bring their baseline in line with the rest of the team so the round robin distributes fairly going forward. This column is also used to rebalance after time off (see below).

Is Active This checkbox controls whether someone is included in the round robin. Uncheck it to temporarily exclude someone. For example, if they want to pause new lead intake outside of a scheduled vacation. Check it again when they're ready to receive leads.

Note: For planned time off, there's automation in place that handles toggling people on and off based on their calendar. Is Active column is mainly for cases outside of that — like when someone's OOO isn't on their calendar, or they want to pause for another reason.

Adding a new person


	Click New in the Lead Assignment Tracker

	Select the Salesforce user you want to add

	Select their territory from the multi-picklist

	Set their role (TAE or TAM)

	Add a Manual Leads Adjustment if they're joining mid-month (see above)

	Click Save



That's it, they're automatically added to the round robin.

Monthly reset

The Manual Leads Adjustment and total assignment counts reset at the start of each month so you don't need to redo these calibrations on an ongoing basis.

Lead assignments during time off

For scheduled time off, automation handles turning people off and back on based on their calendar — you don't need to do this manually. The steps below apply when someone's OOO isn't reflected in their calendar, or when you need to turn off lead assignments for a reason other than vacation.

In Salesforce → Lead Assignment Tracker


	Uncheck the Is Active box to remove them from the round robin

	When they return, recheck it and use the Manual Leads Adjustment column to rebalance their totals if needed



In Default app → Routing → Queues


	Find the queues the person is part of (US East, US West, EMEA, or Asia based on location; All and Max Availability Queues for everyone)

	Toggle their Status to Inactive to stop Default from routing leads to them

	When they return, toggle them back to Active



Important: Even if someone marks themselves as "Out of Office" in their Default personal settings, that does not stop lead assignments. You still need to manually toggle them off in the queues.

When to take these actions


	≤ 5 days off: Turn them off the day they leave, turn back on the day they return

	\> 5 days off: Turn them off 2 days before their leave starts, turn back on the day they return



Calibration after time off

While someone is inactive, others in the queue continue receiving leads — so their totals rise. When the person returns, you'll need to rebalance so the round robin doesn't immediately dump a backlog of leads on them.


	In Default Queues: Look at the Total Assignments and Calibration columns. Add the number of leads others received during the absence to the returning person's Calibration field before reactivating them.

	In Salesforce: Do the same using the Manual Leads Adjustment column in the Lead Assignment Tracker. For example: if others received roughly 10 leads each while someone was out, add 10 to the returning person's calibration/adjustment field before turning them back on.







  12. Lifecycle analysis

  Source: https://posthog.com/handbook/growth/revops/lifecycle-analysis

  
  Understanding how our revenue moves through different lifecycle stages helps us identify the specific drivers behind our growth, not just the net change in revenue. We use lifecycle analysis to see how much growth comes from new customers, expansions, contractions, and churn. We analyze this at both total revenue and per product levels to understand each component of our business.

Customer lifecycle stages

new

Customers in their first month of paying us.

reactivated

Customers who previously churned but have returned with monthly spend > 0. This signals customers who may be using our services on and off.

flat

Existing customers whose monthly spend remained exactly the same as the previous month. This represents our stable, predictable revenue base.

growing

Existing customers whose spend increased compared to the previous month. This shows how successful we are with our upsell, cross sell, and product expansion efforts.

shrinking

Existing customers whose monthly spend decreased but didn't reach zero. This could be due to usage based fluctuations but also an early warning indicator of customer dissatisfaction or competitive pressure. We pay close attention to this amount and do deeper analysis to understand the reasons behind.

How we calculate lifecycle components

New revenue: total monthly revenue from customers in their first month

SUM(CASE WHEN growth_lifecycle_stage = 'NEW' THEN mrr ELSE 0 END)

Reactivated revenue: total monthly revenue from customers who returned after churning

SUM(CASE WHEN growth_lifecycle_stage = 'REACTIVATED' THEN mrr ELSE 0 END)

Retained revenue: baseline revenue that continuing customers maintained

SUM(CASE
    WHEN growth_lifecycle_stage = 'FLAT' THEN mrr
    WHEN growth_lifecycle_stage IN ('GROWING', 'SHRINKING') THEN prev_month_mrr
    ELSE 0 END)

Expansion revenue: Additional revenue gained from existing customers through increased usage

SUM(CASE WHEN growth_lifecycle_stage = 'GROWING' THEN mrr - prev_month_mrr ELSE 0 END)

Contraction revenue: Revenue lost from existing customers due to reduced usage (negative value)

SUM(CASE WHEN growth_lifecycle_stage = 'SHRINKING' THEN mrr - prev_month_mrr ELSE 0 END)

Churned revenue: Revenue lost from customers who went to $0 (negative value)

-SUM(prev_mrr) WHERE prev_mrr > 0 AND curr_mrr = 0

Rate calculations

Baseline revenue

This the total monthly revenue at the end of previous month which is the denominator for our rate calculations:

Key rates

New rate: How much new revenue we acquired relative to our at baseline revenue

new_rate = (new_revenue / baseline_revenue) × 100

_Example_: 10% new rate means we acquired new revenue equal to 10% of our at baseline revenue

Expansion rate: Growth from existing customers as a percentage of base

expansion_rate = (expansion_revenue / baseline_revenue) × 100

_Example_: 5% expansion rate means existing customers increased their spend by 5% on average

Contraction rate: Revenue decrease from existing customers due to lower usage

contraction_rate = (contraction_revenue / baseline_revenue) × 100

_Example_: -3% contraction rate means we lost 3% of revenue from reduced customer usage

Churn rate: Percentage of at baseline revenue that was completely lost

churn_rate = (churned_revenue / baseline_revenue) × 100

_Example_: 2% churn rate means 2% of our baseline revenue base churned completely

Notes on data


	Analysis covers last 18 months of historical data plus 2 months forward

	Churned customers are identified by transition from revenue > 0 to revenue = 0

	Reactivation requires at least one month gap with revenue = 0







  13. Overview

  Source: https://posthog.com/handbook/growth/revops/overview

  
  How RevOps works

RevOps at PostHog is the Product Manager for Sales, Marketing, and Executive teams. Just as PMs help engineering teams build better products by connecting user needs with technical solutions, RevOps helps go to market teams make better decisions by connecting different parts of the business together.

We do this by combining data from marketing, sales, product usage, and customer success to show what's working and what isn't. While individual teams deeply understand their specific areas, we provide insights about how different parts of the business affect each other and help teams see these connections to drive revenue growth for PostHog.

RevOps values


	Make data simple

	Build for self service

	Automate relentlessly



1. Make data simple

PostHog has data everywhere: product usage, sales pipelines, support tickets, revenue numbers. With this wealth of data comes complexity. We turn this scattered data into clear insights teams can use.

This means:


	Creating reliable, unified views that combine data from multiple sources

	Building clear abstractions that hide unnecessary complexity

	Maintaining source of truth definitions for key metrics

	Finding useful patterns in customer behavior

	Showing how each team's work affects our customers



Creating views to show total monthly MRR, per product MRR, and per product usage, and filters out the anomalies to make sure make sure analyses are accurate and consistent across teams was one of the early steps we took in this direction. Unifying data from our billing system, Salesforce, and Vitally to have full context on biggest gainers and losers queries to show full context on which customers' spend changed the most was another one to simplify access to this info and quickly take action when needed.

2. Build for self service

Teams should get the information they need without waiting for RevOps. Like engineers ship without PM approval, go to market teams should be able to analyze and act on data without asking us.

This means:


	Making all our data and processes visible by default

	Helping teams answer their own questions



For example, we built a self-managing lead pool where leads automatically move if they haven't been touched in 7 days. Instead of leads getting stuck with specific AEs, any sales team member can now pick up and run with these potential opportunities. This keeps leads fresh and moving while giving everyone on the team a chance to work with promising accounts, no RevOps intervention needed.

3. Automate relentlessly

Manual work wastes time and doesn't scale. If someone has to do something twice, we automate it. We rely on teams to tell us what's not working because they see the problems first.

If a team at PostHog struggles with revenue operations, we've probably:


	Not automated enough tasks

	Tried to automate something we shouldn't

	Made data too hard to access

	Miss important customer data



For example we built an automated workflow that identifies product qualified leads in real-time. When a company hits key milestones (like having 5+ active users and using multiple products) and matches our ICP they're automatically flagged as a new lead in Salesforce with their usage data so the sales team can now instantly see which customers can benefit from outreach and why instead of having to piece this information together themselves.

RevOps vision

Things we want to be brilliant at

Standardize key metrics: Own and maintain clear, consistent definitions for our most important business metrics including:


	How we recognize revenue (annual vs monthly plans, upfront vs usage based payments)

	Revenue retention calculations (what counts as expansion vs new business)

	Customer definitions (who's an active customer, who's usage qualified)

	How we forecast revenue (how do we predict future revenue based on current usage patterns, conversion rates, and expansion signals)



This ensures everyone across the company uses the same language and measures success the same way.

Connect the dots: Help teams understand how their work impacts others, things like:


	Track how specific marketing campaigns drive upsell and cross sell

	Measure what corraletes with strong retention rates

	Monitor which product features lead to customers expanding their usage



Rapid insights: Build self service tools that help teams quickly answer their own questions:


	Dashboards to easily track real time changes in key metrics

	Alerts when important customers change their usage patterns

	Easy ways to analyze customer behavior without needing SQL



Things we want to do next

Revenue attribution: Understand how customers move from free to paid, including what features they use, how long it takes, and what influences faster conversions. When a customer upgrades or buys more, know exactly why: was it reading docs? using a specific feature? talking to support?

Predictive analytics: Build on our work around identifying expansion signals to get ahead of customer behavior, find customers likely to buy more before they ask, and identify unhappy customers before they leave.

Things we don't want to spend time on

Being the "data police": We don't want to spend time enforcing data formats or policing how teams use tools. We focus on making it easy to do the right thing, not enforcing rules

Running reports for people: If someone regularly needs data, we should teach them how to get it themselves.

Clean up projects: If we're constantly cleaning up data problems, we've built the wrong systems, and should fix the source problems instead.

Responsibilities

What RevOps owns

Revenue insights:


	Reporting company wide metrics: revenue, retention, expansion, churn

	Help sales, marketing, and exec teams understand what drives revenue

	Identify patterns in customer behavior

	Build shared understanding of revenue and retention reporting across teams



Sales tech stack including:


	Salesforce administration and optimization

	Enrichment and intelligence tools (e.g. Clay, Clearbit, Sales Navigator)

	Contract management systems (Pandadoc)



SalesOps section in handbook has more information.

What RevOps supports but doesn't own

Revenue reporting and forecasting: RevOps provides recommendations and improvements but does not own implementation and maintenance. This is currently owned by the .

Marketing operations: Marketing owns their campaigns and analytics, we help connect marketing data with revenue outcomes.

Product operations: Product teams own their metrics and experimentation, but we help track how they impact overall revenue.

What RevOps doesn't do


	Financial accounting (though we work closely with Finance)

	Individual sales deal management

	Billing/invoicing platforms, and data infrastructure for revenue reporting owned by the







  14. Retention metrics

  Source: https://posthog.com/handbook/growth/revops/retention-metrics

  
  We use Net Dollar Retention (NDR) and Gross Dollar Retention (GDR) to track how well we're retaining and growing customer revenue over time. We use adjusted revenue to calculate these retention metrics for a more accurate picture of our business. This way, we get clearer signals about retention by removing the noise from spikes, trials, and organizational shifts.

How we calculate

We use a rolling time period approach that compares customer revenue from a base month to the current month:


	For each calendar month, we look backward to identify the "base month" (3, 6, or 12 months prior)

	We identify customers who were active in that base month with minimum $5K annual revenue

	We compare what those same customers were paying then versus what they're paying now



NDR (Net Dollar Retention)

NDR shows total revenue retention including expansions, contractions, and churn.

Formula: Sum(current_month_mrr) / Sum(base_month_mrr)

If NDR > 100%: We're growing revenue from existing customers (expansions outpace contractions/churn) If NDR = 100%: We're maintaining the same revenue from existing customers If NDR < 100%: We're losing revenue from existing customers

GDR (Gross Dollar Retention)

GDR shows how much of our base revenue we're retaining, without counting expansions.

Formula: Sum(MIN(current_month_mrr, base_month_mrr)) / Sum(base_month_mrr)

GDR caps each customer's current revenue at their base month amount so it only measures downgrades and churn.

Why $5K+ ARR customers?


	these customers represent the majority of our revenue

	they tend to have more established implementations

	they have invested enough time and resources to properly implement our product

	focusing on these customers provides clearer retention signals by filtering out noise from small, transient accounts



Why rolling retention?


	Allows us to continuously monitor monthly trends without waiting for cohorts to mature

	Includes all customers in each calculation, giving us larger sample sizes and more reliable metrics

	More commonly used in reporting and easily understood by those who want a simple, current retention number



Cohort based retention for lifecycle insights

We also track cohort based GDR and NDR as well as cohort based usage retention to:


	Understand how retention evolves throughout different stages of customer lifecycle

	See if newer cohorts perform better or worse than older ones

	Track how significant business or product changes may impact specific cohorts

	Recognize seasonal or other time based patterns in customer behavior







  15. Revenue adjustments

  Source: https://posthog.com/handbook/growth/revops/revenue-adjustments

  
  Raw revenue numbers can sometimes be misleading due to various factors that don't reflect the true health of our business. Our adjusted revenue methodology helps us account for these factors to get a clearer picture of our growth.

Why we adjust revenue


	Create a more accurate representation of our business performance

	Identify growth patterns by removing short term noise due to the nature of usage based revenue

	Easily spot any anomalies in growth patterns

	Standardize our reporting methodology



Where we use adjusted revenue

We continue to report unadjusted revenue for our top line reporting and overall growth metrics. We use adjusted revenue for retention metrics (NDR/GDR) and other business lifecycle analysis to get a clearer picture of our growth. This way we maintain standard financial reporting (unadjusted revenue) while getting a better understanding of our performance (via adjusted revenue).

Adjustments

We make the following primary adjustments to our revenue data:

1. Trial adjustments

Revenue from customers who are testing our platform with the intention of potentially moving to self hosted or another solution.

Why: Including trial revenue in our regular metrics could create an artificially inflated view of sustainable ARR, especially if we know the customer is likely to leave.

How:


	We flag accounts as "trials" when we know they're evaluating our service (typically identified by our sales team)

	We remove the revenue from these accounts when calculating retention and other business metrics



2. Revenue spike adjustments

One time significant increases in customer spending that don't represent sustainable revenue growth. This could be due to bot attacks, implementation errors, or sudden unexpected increase in volume on the customer side.

Why: These spikes can significantly distort our monthly growth metrics and don't represent sustainable revenue we can count on going forward.

How: We define a spike when all these conditions are met:


	Customer's current month revenue is more than twice the average of the previous two months

	The increase is at least $1000 in a given month

	The following month's revenue decreases by 50% or more from the spike month



3. Annual plan adjustments

Accounting for the full spending potential of customers on annual plans who receive discounted credits.

Why: This gives us insight into the actual usage value customers are receiving, which is often higher than what they pay due to annual discount incentives.

How: Calculate what customers would have paid without the annual plan discount (annual_mrr_value = total_mrr / (1 - discount))

4. Account consolidations

Reconciling multiple accounts that belong to the same organization.

Why: Organizations sometimes have multiple accounts that should be viewed as a single customer for accurate revenue analysis. This way we can make sure we're tracking true customer retention rather than treating internal movements as churn

How:


	identify and consolidate accounts when customers move from EU to US instances

	combine revenue and usage from different teams under the same organization that may exist as separate PostHog accounts



5. One time credit / refund adjustments

Revenue credits that temporarily drop a customer’s billed MRR to zero (e.g., one time promo credit, incident credit etc.)

Why: If we count one time large credits as churn in our retention math we’ll understate our true net revenue trends. Excluding these prevents misleading dips and spikes in monthly growth patterns.

How: check for following criteria:


	credit is issued for a promo, outage, or a billing correction AND

	total credit amount ≥ 0.5 \* prior month revenue AND

	next month revenue is >= previous 2 month avg revenue



if all three are satisfied we override that month’s revenue to equal prior month’s revenue.





  16. Account allocation and handover

  Source: https://posthog.com/handbook/growth/sales/account-allocation

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	TAM vs CSM

	Requesting a TAM overlay

	Quarterly book planning

	Accounts to remove from your book

	What is NOT a valid reason to hand off

	Doing the allocation

	Quarterly allocation process

	Mid quarter changes



  We have different roles within the team who manage customers at various stages in their lifecycle. Customers will typically sign up and start paying for PostHog themselves, or land as customers via a Technical Account Executive. Once customers hit $20k a year in spend with us they should have a dedicated Technical Account Manager or Customer Success Manager.

TAM vs CSM

Technical Account Managers (Sales Team) and Customer Success Managers (Customer Success Team) are the primary owner of customers spending $20k a year and above; and we aim to have full coverage of those customers across the two teams and roles. Our default is for a CSM/CSE to be the point of contact on every $20k+ account, with a TAM requested as an overlay where there's room to grow. When deciding whether to request that overlay we factor in their usage of our primary products.

Primary products are the set of billable main products which we believe that all engineers should be using, not including add-ons or platform features. Our current set of primary products are:


	Session replay

	Feature flags

	Error tracking



We track whether a customer is paying for each product in Vitally using the Paying for <Product Name> trait.


	Customers already paying for all of the primary products are considered expanded to the max and should go to a Customer Success Manager. They should be pretty sticky as a customer so the main focus here is retention.

	Otherwise, there is room to grow and a Technical Account Manager should be focused on getting them using the three primary products.



This allocation may vary depending on team capacity - there may be some accounts who only have 1 or 2 paid products allocated to a CSM rather than a TAM where there is more capacity in the CSM team for example.


Requesting a TAM overlay

Because a CSM/CSE is the default point of contact on every $20k+ account, the decision is no longer "TAM or CSM" but whether to add a TAM overlay on top. Request one where there's clear expansion potential and it's worth having a second person on the account: commercial depth from the TAM, technical depth from the CSM/CSE. Accounts that are fully expanded and in steady state stay CSM/CSE-only. Where there's expansion potential but no TAM capacity yet, an account may sit CSM/CSE-only for a period until an overlay can be added.

---

Quarterly book planning

At the start of each quarter, TAMs should prepare their book of business with the following constraints in mind:

Target book size: 10-15 accounts with a combined ~$1.5m ARR. This gives TAMs enough focus to actually move the needle on expansion and credit pre-purchases.

Maximum book size: 15 accounts. New leads or handoffs from CS/Onboarding/TAEs will push a TAM above this throughout the quarter, but if you're starting a quarter at 18 accounts, you need to find a way to get to 15 or fewer.

Accounts to remove from your book

Before the quarter starts, review each account and remove those that meet any of the following criteria:


	Churned or dropped below $20k ARR – unless you have a documented, specific plan to get them above $20k this quarter

	On YC Plan – accounts $20k-$50k on the YC plan will go to the YC role on the CS team. Accounts above $50k should be a candidate for TAM referral if there is growth opportunity.

	Fully expanded and committed – if the account has all 3 core products adopted (Session Replay, Feature Flags, Error Tracking), has a discount agreement in place, and has no viable levers for net new revenue, they should go to a CSM

	No viable expansion levers – if there's genuinely no path to growth, it shouldn't be consuming TAM bandwidth.  You need to document what you've tried here so that we know all avenues for growth have been exhausted.



What is NOT a valid reason to hand off

Low engagement or an account being "difficult to work with" is not a reason to pass them off. That's literally your job. Specifically:


	Account doesn't respond to your outreach

	Champion left and you haven't re-established relationships

	Low user activity or poor health score

	You don't like working with them / they don't like you



If an account is struggling on these dimensions, that's a signal you need to invest more effort – not hand them off. You should only hand off accounts that are in a good state.

---

Doing the allocation

It's Simon's job, with input from Ben and Team Leads, to review the list of $20K accounts without an owner, as well as accounts which need to be handed over from TAE and TAMs. We use the criteria above to figure out which team should own a customer, and then use Vitally data to understand which region they are primarily based in. Looking at the user list in Vitally will show you where the most users are so make a judgement call on where the TAM or CSM should be based to best support and engage with the customer. Once this has been decided the New Owner trait is populated with one of the following:


	US TAM

	US CSM

	EU TAM

	EU CSM



And then it is down to the Team Leads to figure out which team member is taking on the customer.

Quarterly allocation process

At the start of each quarter, Simon (with input from Ben and Team Leads) reviews:


	$20K accounts without an owner – accounts that need to be assigned

	Accounts flagged for handover from TAEs, TAMs, and CSMs

	TAM books exceeding 15 accounts – identifying accounts that should move to CSM or another TAM

	CSM accounts with expansion potential – identifying accounts that should move to a TAM



Once Simon determines whether an account belongs with a TAM or CSM (and which region), the New Owner trait is populated, and Team Leads assign the specific team member.

Mid-quarter changes

Account removals should only happen at the end of the quarter so that quota can be calculated correctly. However, accounts can be added to your book at any time if you're confident there's growth potential.

If you're assigned an account with a previous owner, work with them on a proper handover. If the customer isn't in a healthy state (usage and engagement-wise), push back and ask the previous owner to get them to a good state first.

New accounts with no previous owner come with a 3 month grace period – if they churn in that initial period, they won't count against your quota. Don't ask for the AM Managed segment to be added until you're confident there's growth potential.


---

Top 40 account management

Our highest-spend customers (~Top 40 by ARR) get special consideration for ownership decisions. Simon and Ben regularly review these accounts to:


	Minimize ownership changes – frequent handoffs create whiplash for customers and damage relationships

	Ensure continuity – the bar for changing ownership on a Top 40 account is higher than for the rest of the book

	Make judgment calls – sometimes a TAM should keep a "fully expanded" account if the relationship is strong and there's long-term strategic value



For Top 40 accounts, ownership changes (TAM→CSM or CSM→TAM) are decided directly by Simon and Ben, not through the standard Team Lead allocation process.

---

Handing over customers

To help the new owner of a customer hit the ground running, we should make sure that the customer is in a good state and that a warm introduction happens. Typical handoffs between roles are:

| Transition | Typical timing | Condition | |------------|----------------|-----------| | TAE → TAM | When onboarded, typically 3 months after initial credit purchase OR 12 months after initial credit pre-purchase if the account is retained by the TAE | Customer onboarded to 1-2 primary products | | TAE → CSM | When onboarded, typically 3 months after initial credit purchase OR 12 months after initial credit pre-purchase if the account is retained by the TAE | Customer onboarded to 3+ primary products | | TAM → CSM | After expansion completes | All 3 core products adopted, discount agreement in place, no remaining expansion levers | | CSM → TAM | When expansion opportunity identified | Customer not fully expanded and has clear growth potential |

For accounts who will be landing at $100k+ a year or have high expansion potential after the initial deal, we should involve a TAM early in the process to ensure a smooth transition. See the section further down this page on how this works.


For handover to take place there should be an Account Plan (saved as a note on the account in Vitally) and the customer should have been onboarded properly to the products they are currently paying for.

All open invoices should also have been paid before handing over. It makes sense to use existing relationships to chase payments, rather than the new owner's first action needing to be chasing payments/suspending access for non-payment.


For TAE accounts being handed over, set the New Owner to Ready to move in Vitally and then flag this with Simon directly.  There's no need to wait for the end of the quarter to do this.  He will review the plan and current state of the customer and then work with TAM or CSM leads to assign a new owner.


Account Plan

Every account being handed over should have an up-to-date Account Plan saved as a note in Vitally. The existing owner should ensure that this is current and schedule a handover call to walk through it with the new owner. Feel free to push back and ask for it as the new owner if this doesn't happen! Ask your team lead or Simon for help with this if you're not getting the information you need from the previous owner.

Product Onboarding

Before handing over a customer, the existing owner needs to ensure that the customer is onboarded properly to the products they are paying for. We should first ensure that they are only paying for what they need to as detailed in the health checks section of the handbook and then ensure the following steps have been completed, depending on the products they are paying for:

This is an initial pass at what good onboarding looks like for each product. We will refine this and add it to Vitally as a checklist to work through with the customer.


General principles


	They are aware of how to get support both via Slack and in-app and where in-app is more appropriate.

	They have the correct owners and admins set up in their PostHog organization.

	We have the correct finance contact details in Stripe.



Product analytics


	They have set up tracking, implementing posthog.identify() and posthog.group() correctly where appropriate.

	They are aware of the difference between anonymous and identified events.

	Event capture is tuned and automatic events have been turned off where not wanted.

	We have completed training for the core user base, so that they are aware of concepts such as Actions, Cohorts etc.

	They have set some insights and dashboards aligned with their use case for PostHog.



Session replay


	They have set up tracking using posthog-js.

	They are aware of the different recording controls and how to use them.

	They have implemented privacy controls where necessary.

	We have completed training for the core user base so that they know how to find specific recordings, as well as navigate from other products to session replays (e.g. from a funnel)



Feature flags


	They understand how to integrate feature flags into their workflow.

	Feature flag calls are implemented correctly so as not to artificially inflate the bill.

	They understand the current targeting mechanisms which are available.

	We've conducted training on how to set up Feature Flags and Experiments.



Data warehouse


	They have connected up the sources they need to.

	They are aware of the difference between incremental and full sync and the impact on billing.

	We've conducted training on using SQL in PostHog, creating views and joining on person data.



Error Tracking


	They have set up tracking using posthog-js.



---

Account handover checklist

Every account handover should include a 15-30 minute call between the outgoing and incoming owner. This checklist helps you prep for that call and make sure nothing falls through the cracks.

When to use this


	When a TAE-led customer is being handed over to a TAM after the initial contract is signed

	When a TAM is taking over an account from another TAM or TAE mid-lifecycle

	As a prep guide for the 15-30 minute handover call between outgoing and incoming owner



Before the handover call

The incoming TAM should prepare by reviewing the following in Vitally and SFDC before the call, so the handover conversation can focus on context that isn't in the data.

Self-serve research (do this first)


	[ ] Vitally account overview – MRR, ARR, health score, segments, paid products, usage traits

	[ ] Billing & contract details – annual plan dates, credit balances, discounts, renewal date, billing limits

	[ ] Product adoption – which products are they paying for? What's underutilized?

	[ ] Usage metrics – active users, project count, Feature Flag requests, Session Replay volume, insight/dashboard engagement

	[ ] Support history – recent Zendesk tickets, tags, severity, resolution status

	[ ] Conversations & notes – read all Vitally notes, meeting summaries, and conversation history

	[ ] Customer Slack channel – scan the shared channel for who's actually active on the customer side, what issues have come up, and any open threads worth asking the previous owner about. This is often where the most useful context lives.

	[ ] Internal Slack discussions – search our own Slack (outside the shared channel) for mentions of the customer. Engineering debates, pricing conversations, support escalations, and context from the previous owner often surface things that were never written down in Vitally.

	[ ] SFDC opportunity – deal value, stage, next steps, close date

	[ ] Admin emails & user list – identify who's active, who has admin access, what domains are in play

	[ ] The customer's product – sign up or browse their website. Understand what they do and how they make money



Prepare questions based on gaps in the data. The handover call should focus on things you can't learn from Vitally.

Handover call agenda

This isn't an exhaustive list and not every item needs to be covered every time. Use your judgment based on what's relevant to the account.

1. Relationships & people

This is the most valuable part of the handover – relationship context doesn't live in any tool.


	[ ] Who is the champion? Name, role, communication style, what motivates them

	[ ] Who is the economic decision-maker? Who signs off on renewals and expansion?

	[ ] Who are the power users? Engineers, PMs, analysts – who lives in PostHog daily?

	[ ] Org structure? Parent/subsidiary dynamics, relevant teams, reporting lines

	[ ] Any recent people changes? Champions who left, new hires, reorgs

	[ ] General vibe? Easy to work with? High-maintenance? Responsive or hard to reach?

	[ ] Preferred communication style? Slack-first? Email? Regular calls or async?

	[ ] Has the customer been told about the handover? If not, agree on how to introduce the new TAM



2. Commercial context


	[ ] Open proposals or negotiations – anything in-flight that needs immediate follow-up?

	[ ] Renewal strategy – what's the plan? Any risks?

	[ ] Discount/credit context – why were discounts given? What was promised?

	[ ] Budget & procurement – annual budget cycle, procurement process, finance contacts

	[ ] Expansion potential – realistic growth ceiling? New teams, new brands, new products?



3. Technical & product state


	[ ] Implementation maturity – basic tracking or advanced setup?

	[ ] Known technical issues – open bugs, workarounds, or frustrations?

	[ ] Integration landscape – what else are they using? Any competitors still in play?

	[ ] Product gaps – feature requests or limitations that are blockers? Note any features with committed delivery timelines from our product teams

	[ ] Onboarding completeness – per the onboarding checklist, which products are properly onboarded?



4. Risks & opportunities


	[ ] Top risks – what keeps you up at night? Champion risk, competitor risk, budget risk?

	[ ] Top opportunities – lowest-hanging fruit for expansion or deeper adoption?

	[ ] Unfinished business – anything you wanted to do but didn't get to?

	[ ] Anything I should avoid? Sensitive topics, past friction, internal politics?



After the handover call

Immediate actions (within 1 week)


	[ ] Update Vitally – ensure New Owner trait is set, update account plan note with handover context

	[ ] Save an account plan – create or update the account plan as a Vitally note, incorporating handover insights

	[ ] Introduce yourself to the customer – warm intro (ideally the TAE introduces you) or cold intro via Slack/email

	[ ] Follow up on any open items – pick up in-flight proposals, unresolved tickets, or pending conversations



Tips for a good handover


	Focus the call on what's not in the data. You can read Vitally yourself – use the call for relationship context, political dynamics, and unwritten history.

	Ask "what would you do next if you were keeping this account?" This often surfaces the most actionable insight.

	Move fast on your intro. The longer the gap between handover and first contact, the more momentum you lose.

	Keep the previous owner in the loop for the first few weeks if there are open commercial conversations. In some cases they can also serve as a secondary support point for timezone coverage or as an escalation contact.



Unassign yourself in Vitally

Once the handover is complete, the outgoing owner should unassign themselves from the account in Vitally. This ensures the new owner is the sole point of contact and avoids confusion about who is responsible for the account.

---

Receiving an account as a CSM

CSM accounts should generally be in a steady state — they're using the products they need, they're engaged, and there aren't major unresolved issues. When you're taking an account from a TAE or TAM, it's worth looking beyond the surface to make sure that's actually the case. These aren't a rigid checklist. They're things to dig into that can surface problems which are otherwise easy to miss.

Billing and commercial


	Open invoices — verify these have been resolved per the handover requirements above. You don't want your first interaction with a customer to be chasing payment.

	MRR trajectory — is spend steady, declining, increasing, or swinging around? Declining or volatile MRR is worth digging into before you take over.

	Credit purchases — if they've pre-purchased credits, does the amount actually line up with what they're spending month to month?

	Non-standard discounts — review the contract for anything unusual or undocumented. If discounts exist without clear documentation, get context from the previous owner.



Product adoption


	Core product coverage — see TAM vs CSM for the general criteria. We currently have capacity on the CSM side, so we're okay receiving accounts using only 1 core product if the previous owner has determined there isn't a realistic path to expand.

	Deployment health — if the customer doesn't have basic recommendations in place (e.g. session replay minimum duration, high identify call volume), that's a flag. Check the customer deployment health check guide and the Metabase dashboard to assess this. The product onboarding checklist is also a good reference for what "properly set up" looks like.

	Unexplained usage changes — big spikes or drops that aren't documented, or where there's no record of a conversation with the customer about them. These can indicate problems nobody's looked into yet.



Engagement


	One-sided relationship — is there a pattern of outreach from our side with no customer engagement? If it's been a one-sided conversation, understand why before you take over.

	User concentration — is usage concentrated among fewer than 3 users? That's inherently risky. Have there been attempts to engage beyond those users? If so, why haven't they been successful?



Account documentation


	Account plan — one should already exist per the handover requirements above. Check that it's actually there and current — don't assume.



Lower priority

Worth being aware of, but less likely to be blockers:


	Open support tickets — any unresolved tickets or known frustrations with specific products?

	Upcoming features — anything in the pipeline that's relevant to this customer and worth proactively sharing?



Pushing back

If you're seeing multiple flags — declining usage, no engagement, concentrated users, missing account plan — push back. An account with several of these signals isn't in steady state and probably needs more work from the previous owner before it's ready for CSM. Talk to Dana if you're unsure whether to accept an account.

---

High potential customers

For TAE-led customers who will be landing at $100k+ a year or have high expansion potential into new product areas, we should introduce a TAM earlier on than normal.

The prime time for this is when the technical win is confirmed - the TAM should be introduced to the customer by the TAE in an evaluation or POC wrap-up call when we know that the customer has selected PostHog.

The introduction is purely for relationship building and continuity purposes so that the TAM can hit the ground running with the customer after the initial credit pre-purchase is signed. It's still on the TAE to work with the customer on the deal, and as such only the TAE will be recognized on the initial deal for commission purposes. After the initial deal is closed won the TAM will take over the account in their book of business.

The TAE and TAM should use their overlapping time to work with the customer on a documented onboarding plan per the above guidance.





  17. Account planning

  Source: https://posthog.com/handbook/growth/sales/account-planning

  
  This account planning framework is designed to help you quickly get up to speed on accounts and consistently think through a set of questions that deepen the partnership with your accounts. It encourages a proactive approach to identifying expansion and cross-sell opportunities, driving growth and customer success. This template was initially developed for managing a book of business primarily consisting of smaller startups. It will likely need modification to be useful for larger, more enterprise, accounts.

Here are some times where it may help:


	When onboarding a new account.

	As part of a regular account review cadence (e.g., quarterly).

	When a significant change occurs within an account (e.g., new funding, leadership change, new strategic initiative, product launch).

	To proactively identify and strategize on expansion or cross-sell opportunities.

	Any other time you want to. Or not. No one is checking your work.



Account planning template

I. Business info:


	Name:

	Description:

	Website:

	HQ location:

	Business type: B2B SaaS, E-commerce, Marketplace, Developer Tools, Fintech, Healthcare, etc.

	Goal: Identify typical key metrics and challenges for this company type/stage (e.g., MRR, CAC, LTV for SaaS; GMV, AOV for E-commerce).



A. Business stage:

Businesses have different goals and constraints based on funding and stage. A venture-backed early-stage company may be very cash-conscious and focused on product-market fit, while a more established enterprise may be more focused on scaling, efficiency, and locking in multi-year discounts.


	Current stage: (Seed, Series A/B/C+, Public, Bootstrapped, Acquired by X)

	Funding:

	Investors:



B. How they make money:


	Key product(s) or services they offer: List their main offerings that their customers use.

	Pricing, if available:



C. Vibe-based matrix:

Refer to the vibe-based sales matrix (internal only) - where does this account fit?


	Potential ways to cross-sell:

	Main risks:



II. Product impressions:

You should always try out a customer's product where possible, as it can give you useful context. It helps you identify best practices we can recommend, understand their user experience firsthand, and spot potential cross-sell or value-add opportunities for PostHog.


	Personal impression/user experience notes: Your observations as a potential user – what was intuitive, confusing, delightful? Any obvious pain points or areas for improvement? How do they handle onboarding, core workflows, etc.?

	Potential areas where PostHog could provide insight for their product development/UX: "Their checkout flow has 5 steps; Session Replay could help them identify drop-off points." "They just launched a new mobile app; Product Analytics is crucial for tracking adoption."

	Their product roadmap: What do you see on their roadmap that PostHog can enable for them?



III. Hiring roles / goals:

Review their careers page, LinkedIn job postings, and any announcements about team growth. Hiring trends can tell us what the business will be focused on in the next 12-24 months, what skills they're prioritizing, and what type of growth the business is forecasting.


	Roles currently hiring for:

	Goals associated with these new roles: (Document Product and growth related goals. This tells us what the business will be seeking)

	Skills associated with these new roles: (Are there specific technical skills required? This can educate us about the customer's tech stack.)

	How to position PostHog as an enabler for these roles/goals:



IV. Business objectives :

Collect as much context as you can about the customer and their goals. Look for opportunities to align PostHog to those goals.


	What are they trying to achieve with PostHog? / What larger business goals does PostHog support? Increase feature adoption by X%, reduce onboarding drop-off by Y%, identify top 3 user paths to conversion, validate hypotheses for new product Z.

	Do they feel the value from PostHog aligns with their expectations and investment? Yes/No/Partially. Are they happy with the value received?

	What obstacles are they facing?

	In using PostHog effectively: Technical hurdles in instrumentation, knowledge gaps in using advanced features, specific feature limitations for their use case, not enough time/resources allocated.

	In their overall goal achievement (where PostHog might help but isn't fully leveraged): Lack of engineering resources to implement new tracking, siloed data preventing holistic views, difficulty translating data into actionable insights.

	Are there upcoming constraints? Budget freezes, code freezes, headcount restrictions, technical migrations, major product re-platforming, seasonality impacting their business.

	What do their future needs look like (6-18 months)? Where does PostHog fit into their roadmap? Scaling analytics capabilities, new product launches requiring instrumentation, desire for A/B testing at scale, moving towards a more data-driven culture, interest in predictive analytics.

	How healthy do they think the relationship is? Have they enjoyed their interactions with us (Sales, Support, CS)?



V. Stakeholders and power users:


	For key contacts:

	Name & role / title:

	Priorities & Goals:

	Attending any trade shows/events where PostHog might be?

	Preferred Communication Channel / Cadence:



VI. Current PostHog products in use:

This can be easily checked in Vitally. Thinking through this in a structured fashion may be helpful when taking on a new account.


	Asses the usage or maturity level for each product: Basic (simple insights), Intermediate (custom events, funnels), Advanced (correlation analysis, complex flags)



A. Underutilized products & cross-sell mapping:

In Vitally, you can often easily identify which products are underutilized or not adopted. It may be beneficial to map these out in a more general sense.


	Product 1 (e.g., surveys):

	Potential use case: "Gather qualitative feedback on new feature X." "Run NPS surveys directly in-app."

	Next step to introduce/drive adoption: "Share case study on Surveys." "Offer to help set up their first survey."

	Relevant case study / content:




	Product 2 (e.g., A/B testing):

	Potential use case: "Test different onboarding flows." "Optimize CTA button placement."

	Next step to introduce/drive adoption: "Discuss their experimentation roadmap." "Show demo of A/B testing setup."

	Relevant case study / content:



B. Optimization opportunities (for existing products):


	"Not using custom events enough; could help them track X more granularly." "Could benefit from more complex funnels to understand Y." "Haven't explored correlation analysis for Z." "Feature flags could be used for targeted rollouts to segment A."



VII. Context / suggestions from others at PostHog:

Check Active Conversations in Vitally, support ticketing, Slack channels, CRM history.

VIII. Open requests and feedback

Has the customer submitted any feature requests or other relevant feedback?

IX. Risks:


	Aware of any risks to this account's renewal or growth? Champion leaving, key user turnover, budget cuts, low adoption/engagement, unresolved issues, evolving needs, upcoming renewal date with low perceived value, negative sentiment.

	Mitigation strategy:







  18. Accounts overview

  Source: https://posthog.com/handbook/growth/sales/accounts-overview

  
  This is a high level overview of where leads and customer accounts go at different stages of their interactions with us. We use various criteria to figure out where the best place is for a customer to go. You find further details in this section of the handbook.

As we grow, this will keep changing!


flowchart TB
    A@{ label: "<b>New business leads<br></b>- Booked a demo (organic, paid ads)<br>- Emailed sales@<br>- Used &gt;50% startup credits + invoice &gt;$5k<br>- 'Cool company' in ocean.io<br>- Using PostHog, $0 spend, trigger for hiring increase, web/social increase, fundraise" } --> C["TECHNICAL ACCOUNT EXECUTIVE"]
    B["<b>Expansion leads</b><br>-MRR $500-1,667, &gt; 50 employees, &gt; 7 users, ICP country, paying &gt; 3 months<br>- High ICP score + Scale plan<br>- Off startup plan in next 2 months + last invoice &gt;$1500<br>- &gt;$1k MRR + &gt;50% change"] --> D["TECHNICAL ACCOUNT MANAGER"]
    n1["<b>Manual leads</b><br>- Anyone can create - use your discretion"] --> C
    n2@{ label: "<span style=\"color:\"><b>Onboarding leads</b><br>- F</span>irst bill of $100 + business email<br>- Not otherwise a lead" } --> n8["ONBOARDING SPECIALIST"]
    C --> n4["$20k+ potential? (TAE decides)"]
    n4 -- No --> n3["SELF SERVE"]
    n4 -- Yes --> n5["Close then nurture for 12 months"]
    n5 --> n7["Using replay + flags + error tracking AND expanded to full potential? (Simon decides)"]
    n7 -- No --> D
    n7 -- Yes --> n6["CUSTOMER SUCCESS MANAGER"]
    n8 --> n9["$20k+ potential? (Onboarding/BDR decides)"]
    n9 -- Yes --> C
    n9 -- No --> n3
    n3 -- "Organic growth to<br>$2k+ MRR" --> n14["Account review<br>(Simon decides)"]
    n14 -- "TAM criteria met" --> D
    n14 -- "Not yet" --> n3

    D --> n10["Expanded to full potential? (TAM proposes, Simon signs off)"]
    n10 -- Yes --> n6
    n11["BDR"] --> n9
    n3 -- "Some become..." --> B
    n12["<b>Manual leads</b><br>- Anyone can create - use your discretion"] --> D
    n6 -- If drops <$20k --> n3

    A@{ shape: rounded}
    B@{ shape: rounded}
    n1@{ shape: rounded}
    n2@{ shape: rounded}
    n8@{ shape: rect}
    n4@{ shape: diam}
    n3@{ shape: rect}
    n5@{ shape: rounded}
    n7@{ shape: diam}
    n6@{ shape: rect}
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  19. Automations

  Source: https://posthog.com/handbook/growth/sales/automations

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Connecting everything together

	Vitally Segmentation

	Vitally Zendesk/HubSpot Automation

	Ensuring that Vitally Accounts have corresponding Zendesk Organization and HubSpot Companies associated with them

	Tagging Zendesk Organizations based on Segment and Subscription information

	Setting the correct organization in Zendesk for new tickets

	[Deprecated] HubSpot and Zendesk tagging

	Billing trial activated event HubSpot and Zendesk



  Automations

As Vitally connects all of our Product, Stripe, Zendesk and HubSpot data together it's the best place to trigger automations via Playbooks.  These Playbooks can call a webhook after Accounts or Users meet certain criteria.  This allows us to call out to Zapier to use their inbuilt actions to update Zendesk, HubSpot, Slack and more. We use Zapier extensively throughout the company for automation.  There is a shared Zapier login in 1Password.

Connecting everything together

Vitally requires a consistent external_id to be present to link everything together.  For Accounts, we use the posthog_organization_id and for Users it's their email.

Vitally Segmentation

Vitally uses Playbooks to put Accounts and Users into Segments, which are useful for reporting as well as targeting of Playbooks. We have the following Segmentation Playbooks defined:


	Segment Name: $60K ARR




	Playbook Link

	Criteria

	Account not in Startups Segment

	ARR >= $60K




	Segment Name: $20K ARR




	Playbook Link

	Criteria

	Account not in Startups Segment

	ARR >= $20K AND ARR < $60K




	Segment Name: Startup Plan




	Playbook Link

	Used to track companies either on PostHog for Startups or the YC Program

	Criteria

	Stripe Account Balance < 0 (e.g. they have credit remaining)

	Stripe Credit Expires at > 0 days from today (e.g. it hasn't expired yet)

	Stripe Is Startup Plan Metadata is not false or null (e.g. they haven't been marked as being on a paid annual plan)




	Segment Name: Annual Plan




	Playbook Link

	Criteria

	Stripe Subscription interval is yearly

	OR

	Stripe Account Balance < 0 (e.g. they have credit remaining)

	Stripe Credit Expires at > 0 days from today (e.g. it hasn't expired yet)

	Stripe Is Startup Plan Metadata is false or null (e.g. they haven't been marked as being on the startup plan)




	Segment Name: Active Trial




	Playbook Link

	Criteria

	Free Trial Until is greater than 0 days from now (comes from the Billing Postgres connection)




	Segment Name: First payment forecasted this month




	Playbook Link

	Criteria

	Lifetime Value (LTV) is 0 (e.g. they have never paid us)

	Stripe current period end is greater than 0 days from now

	Forecasted MRR > $1



Vitally -> Zendesk/HubSpot Automation

As Vitally has Subscription/Segment information it's the best place to drive Zendesk tagging and other activities.

Ensuring that Vitally Accounts have corresponding Zendesk Organization and HubSpot Companies associated with them

The New Orgs to Zendesk and HubSpot via Zapier playbook triggers on Accounts where there is _no associated Zendesk ID_ but there _is a Stripe Customer email_, so that we can look up the contact and company information in HubSpot.  When these criteria are matched the playbook sends the following traits to a webhook which triggers the Vitally Webhook to New Zendesk Org and HubSpot Zap:


	orgName - PostHog Organization Name

	orgID - PostHog Organization ID

	customerID - Billing Customer ID

	email - Stripe Email

	siteURL - the URL of the PostHog Cloud they're on (useful to have in Zendesk)



The Zap then:


	Tries to find a HubSpot contact matching the email

	If successful, looks up the associated HubSpot Company

	Sets the posthog_organization_id property in HubSpot so that Vitally will be able to link to the Company

	Creates a Zendesk Organization with the following properties:




	name - Billing Customer ID - PostHog Organiation Name (e.g. 12345 - PostHog) which guarantees uniqueness

	external_id - PostHog Organization ID

	ph_external_id_org - PostHog Organization ID custom field (because external_id cannot be used in triggers and automations)

	domain - The domain name from the HubSpot Company Object (which might not exist - see below)



There are some scenarios (e.g. gmail signups) where HubSpot doesn't have an associated company record and as such there won't be a domain to supply to Zendesk.  In this case the automation completes but also adds the Email and Zendesk org information to the Zendesk Orgs Without a Domain table.  For each row there are two buttons:


	Add Domain to Org - Will fire a Zap to extract the company name from the email and set it on the Zendesk Organization.  Use this one if it's clearly the right company domain.

	Add User to Org - Will fire a Zap which adds that individual user to the Zendesk Organization.  Use this if it's a webmail provider (e.g. gmail) as we don't everyone with a @gmail.com email creating tickets for this Organization, but do want this user to get the right level of support for their Organization.



Tagging Zendesk Organizations based on Segment and Subscription information

As Vitally is the best source of truth for Active Subscription / Payment information which informs our Zendesk ticket prioritization, there are a number of Vitally playbooks which will trigger the webhook associated with the Vitally Webhook to Zendesk Tags Zap, passing along the following traits:


	zendesk_id - The Zendesk Organization ID (internal, not external_id)

	playbook name - The tags to set on the Zendesk Organization



The Zap then updates the specific Zendesk Organization with the requested tags.


	Zendesk Tag: priority_customer




	Playbook Link

	Criteria

	Account is PostHog

	Account not in Startup Plan Segment

	ARR >= $20K

	Zendesk Org ID is set




	Zendesk Tag: paying_customer




	Playbook Link

	Criteria

	Account not in Startup Plan Segment

	ARR > 0 and < $20K

	Zendesk Org ID is set




	Zendesk Tag: non_paying




	Playbook Link

	Criteria

	Account is not PostHog

	Account not in Startup Plan or Active Trial Segments

	ARR = 0

	Zendesk Org ID is set




	Zendesk Tag: churned




	Playbook Link

	Criteria

	Account is not PostHog

	Account not in Active Trial Segment

	Stripe Subscription Status is Cancelled

	Zendesk Org ID is set




	Zendesk Tag: startup_plan




	Playbook Link

	Criteria

	Account in Startup Plan Segment

	Zendesk Org ID is set




	Zendesk Tag: trial




	Playbook Link

	Criteria

	Account in Active Trial Segment

	Zendesk Org ID is set



Setting the correct organization in Zendesk for new tickets

Zendesk uses the requester's email domain to associate the ticket and the requester with an organization in Zendesk. To mitigate the problems this causes, we have a Zap named Set user's correct organization ID which:


	Checks each new ticket for a value in the custom ticket field organization_id. (This ID is added to each support ticket submitted via our Help sidebar Email an engineer form, and community questions.)

	Looks for a Zendesk org with an external_id which matches the value of the custom ticket field organization_id

	If no match is found, the Zap stops and does nothing

	If a match is found, the Zap sets the user's Zendesk organization accordingly, and then sets an org-checked tag to prevent the Zap from running repeatedly on the same ticket.



[Deprecated] HubSpot and Zendesk tagging

The Zaps in this folder have been mostly turned off in favour of the Vitally automations above, however there are some which are still enabled as we need to figure out how to handle them via Vitally.

Billing trial activated event -> HubSpot and Zendesk

_This needs to be moved to Vitally_

This Zap is triggered when a trial is activated in the Billing UI (triggered by the Billing trial activated action).


	Looks up the associated email in Clearbit

	Continues only if there is an associated Company in the Clearbit payload

	Calls the Update tags on Zendesk org Sub Zap to create/update a Zendesk org with the Name and Domain from Clearbit and Organization ID as the Zendesk External ID (so that it will link the Zendesk org to the Vitally Account)

	Finds the Company by name in HubSpot

	Sets the Organization ID and Trial end date in HubSpot.

	Creates an engagement (Task) in HubSpot for Simon reminding him of the trial end date.



HubSpot Automation

There are three zaps in this folder which create follow-on deals when any hands-on pipeline deal is closed:


	HubSpot Inbound Hands-on Deal Closed to Renewal Deal (Zapier automation details)

	HubSpot PQL Hands-on Deal Closed to Renewal Deal (Zapier automation details)

	HubSpot Renewal Deal Closed to Renewal Deal (Zapier automation details)



They're triggered by a deal closing in the respective pipeline.  It figures out the new deal close date based on the term in the existing deal (1,2,3 years) and then creates a new deal in the renewal pipeline, with amounts and ownership copied over too.

Sales Pipeline Events to PostHog

This folder contains Zaps which ensure we are tracking pipeline updates as PostHog events, so that we can model our sales pipeline as a funnel.

Calendly Event Scheduled to PostHog

This Zap is triggered when a new event is created via Calendly, this:


	Looks up the PostHog Distinct ID via the email address of the person

	Captures a calendly.event_scheduled event in PostHog with either the Distinct ID above or email address as the Distinct ID if there wasn't a match.



HubSpot Deal Stage Changes to PostHog

This Zap is triggered when a deal stage is updated in HubSpot, this:


	Transforms the HubSpot ID of the Pipeline and Stage to the names via lookup tables and only carries on if matches are found

	Gets the Deal Contact and Owner information

	Captures a <pipeline-name> <stage-name> event in PostHog with the Contact email as the Distinct ID



Annual Plan Automation

To ensure consistency in the setup of annual plans we have Zapier Automation to take care of all of the Stripe-related object setup.

Load Contract Details to Annual Plan Table

Once an Order Form is closed in PandaDoc, This Zap will add a new row to the Annual Plan Table with the following information set:


	Order Form ID

	Customer Email

	Customer Address

	Company Domain

	Contract Start Date

	Contract Term (months)

	Credit Amount

	Discount

	Price



Create or Update Stripe Customer

If the Customer has an existing record in Stripe (e.g. they are already subscribed to PostHog) then copy their Customer ID (starts cus_) from Stripe to the _Stripe Customer ID_ column.  If they don't have an existing Customer in Stripe then click the _Create Stripe Customer_ button in the table to trigger a Zap to create one.  The Zap also automatically adds the ID to the table.

Create Invoice

Once you click the Create Invoice button this Zap will create a Stripe Invoice in draft format.  The following table fields need to be populated for this to work so check them before clicking the button:


	Start Date

	Term (months)

	Credit Amount

	Price



Once it's completed it'll populate the table with the Invoice ID and Link.  Review this in Stripe, and when you are ready send the Invoice to the customer.

Note: You need to send the invoice to the customer before you apply the credit below.  If you apply the credit whilst the Invoice is in a draft state it'll just pay the invoice with the credit, which defeats the purpose

Apply Stripe Credit / Zendesk Tags

Here you can click _Apply Credit_ to trigger a Zap which applies the Stripe Credit and Zendesk tags using the corresponding Sub Zaps.  It will apply the priority_customer tag if the price is above $20k, and paying_customer otherwise.

Schedule Subscription

If the customer doesn't already have a running monthly subscription this Zap will create one with the desired configuration of paid products.  Select the products you want to include and then click the Schedule Subscription button.  It'll create a Subscription which is either Scheduled if the Start Date is in the future, or live if it is in the past.

Remember to update the Subscription in the Billing Admin Portal

Note: It has the current default Stripe Price IDs hardcoded in the Zap so if we update those we need to remember to update them in this Zap too.

YC Program

This process is documented on the YC Onboarding page.

PostHog for Startups

_Work in progress_

Sub-Zaps

These are used in a few different places to ensure we do things in a consistent manner.  It also ensures repetitive tasks are easy to update if needed.

[Deprecated] Update tags on Zendesk org

_Mostly deprecated as we use Vitally for this now_

This Zap ensures that a Zendesk org is created and tagged correctly


	Accepts the following inputs:

	Company name (required)

	Domain (required)

	Tags

	Organization ID

	Instance

	Startup plan or Trial ends at

	Formats tags and startup/trial ends at in case of missing data

	Formats startup/trial end in YYYY-MM-DD

	Creates or Updates an organization with the information above



Apply Stripe Credit

This Zap applies credit and associated metadata to a Stripe Customer object


	Accepts the following inputs:

	Duration (e.g. 1 year or 6 months)

	Stripe Customer ID

	Amount (dollars)

	Description (optional)

	Credit start date

	Is startup credit

	Calculates the credit end date from the Start Date + Duration

	Converts Dollars to Cents (for Stripe)

	Adds the credit balance via the Stripe API

	Updates the following metadata on the Customer Object:

	credit_expires_at

	is_startup_plan_customer







  20. Billing

  Source: https://posthog.com/handbook/growth/sales/billing

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Managing billing

	Credit based Plan Automation

	Loading contract details

	Upfront Payment Setup

	Step 1: Update Zapier table with existing Stripe ID

	Step 2: Create invoice

	Step 3: Verify invoice details and send

	Step 4: Apply credits



  Managing billing

This section explains how PostHog's billing system works. Most billing operations described below are handled exclusively by the  and are not self serve. Sales should coordinate with the billing team for any billing modifications, pricing changes, or technical billing tasks rather than attempting to implement these directly.


All PostHog instances talk to a common external Billing Service. This service is the single point for managing billing across PostHog Cloud US, PostHog Cloud EU (and ,formerly, self-hosted customers).

The Billing Service is the source of truth for product information, what plans are offered on those products (eg a free vs a paid plan on Session Replay), and feature entitlements on those plans. Our payment provider Stripe is the source of truth for customer information, invoices, and payments. The billing service communicates with Stripe to pull all the relevant information together before responding to customer requests.

Credit-based Plan Automation

To ensure consistency in the setup of credit-based plans we have Zapier Automation to take care of all of the Stripe-related object setup.

Loading contract details

Once an Order Form is closed in PandaDoc, Zapier will add a new row to the Credit-based Plan Table with the PandaDoc ID of the document. The table will have the following information automatically filled in: PandaDoc Order Form, Company Name, Customer Email, Credit Amount, Discount, Price, Start Date, Term, PostHog Org ID.

Upfront Payment Setup

Step 1: Update Zapier table with existing Stripe ID

If this is a new contract for an existing customer, you will need to add their existing Stripe Customer ID manually to the table. You can find this information in Vitally under Traits. If this is a brand new customer, click “Create Stripe Customer” button to assign them a new ID.

Step 2: Create invoice


	Go to the Credit-based Plan Table and click “Create Invoice - Upfront”. This will:

	Create a draft Invoice object against the Stripe Customer Object.

	Add the ID of the Invoice to the table (for easy review later on). The due date of the invoice will be the Contract Start Date + 30 days which are our standard payment terms. You might need to manually change this if we have different terms with the customer.



Step 3: Verify invoice details and send


	Click the invoice link in the table to open it in Stripe, or use the Invoice ID to locate the invoice in Stripe.

	Ensure all details are correct, particularly the Customer’s Billing/Shipping addresses and Tax ID on the Customer object.

	If the customer has an existing credit balance in Stripe (common for renewals), remove the credit before sending the invoice. Otherwise, Stripe will automatically apply the credit balance to the invoice. After the invoice is sent, you can reapply the credit.

	Send the invoice to the customer and wait for the payment to be completed. Ensure that the customer is aware that payment is via Bank Transfer only (no checks).



Do not proceed to the next steps until invoice is finalized. Any credits added to an account gets automatically applied to outstanding invoices. If you add credits before payment is completed, the credits will settle any existing debts, and customer will not be able to make a payment.

For customers using Bill.com for payment, when they submit the invoice to the Bill platform it strips out the Stripe virtual account details.  You'll need to ask them to follow the instructions in this help article to set the correct bank details for us in the Bill.com platform. The account details is provided in the invoice sent over. They'll need to make sure they use the original contact information and not your email if you're set as signer on the contract so we can process payments in the right account.  In case they don't do this, we have a default customer account on Stripe which the money will go to.  If this happens, mark their invoice as paid manually and then generate a new one against our default customer account to use the funds.


Step 4: Apply credits


	Make sure that the payment is fully processed to avoid any automatic deductions.

	If customer wishes to begin using credits immediately: return to the Zapier table after you’ve verified payment completion and click the "Apply Credit" button.

	If customer wishes to begin using credits  in the next billing cycle: ask the RevOps team to apply the credits at the end of the current billing cycle.



Step 5: Schedule subscription


	If the client has an existing subscription, no further action is needed.

	If this is a brand new account:

	Select checkboxes for all the products the client intends to use as part of their subscription.

	Click the "Schedule Subscription" button. Using the data from the table row where the button was clicked, this will:

	Consolidate all of the Price IDs into a query string which the Stripe API accepts.

	Create a Subscription Schedule (as it may start in the future) containing all of the prices. We calculate the number of iterations based on the term of the contract. An iteration in this case is 1 year, the maximum allowed by Stripe.

	Add the ID of the Subscription Schedule to the table



Failed/late payments

We define late payments as follows:


	For credit-based customers, that have not made payment on an invoice and their due date has passed.  The first invoice is usually 30 days from the contract start date (Net 30) although can differ based on other contractual terms. This rule applies to all payment terms, including and not limited to annual and quarterly, regardless whether there are still credits available or not.

	For pay-as-you-go usage-based customers, we will attempt 4 automated payments using the card we have on file.  Each failed payment sends an alert to the #sales-alerts Slack channel.  After 4 failed payments we will stop attempting to take further payments.



In either of the above scenarios the account owner as defined in Vitally needs to take action to ensure that payment is made. If there is no owner in Vitally, Simon will handle this process. If you are an AE, remember this also has impact on your commission, as we don't pay out until the customer has paid their invoice.

You can find a list of failed and overdue payments in PostHog

Step 1 - On the day their payment becomes late

As the account owner you will be assigned a risk indicator in Vitally, as well as being tagged in an alert in #sales-alerts.  For unmanaged accounts with a failed payment of $1500 or more Simon and Dana are tagged instead.

You should reach out to any known contacts, as well as any finance email addresses we have in Stripe asking for payment to be made immediately.  For credit-based customers, you can download the Invoice PDF from the Stripe invoice page, and for monthly customers you can get the payment link from the Stripe invoice page. To get a payment update link, click on the subscription, then click actions in the top right corner and choose share payment update link. Make it easy for them to make payment by including these details in your email.

Make it clear in this outreach that if we don't receive payment in the next 7 calendar days, their user access will be suspended. If they come back to you with genuine reasons why they need more time, use your discretion with the next steps.


Step 2 - 1 day before suspending user access

Reach out to all active users on the account, and let them know that access will be suspended tomorrow due to the failed payment.  This often creates urgency and will get any late payment resolved.

Step 3 - Suspending user access

To prevent users from being able to log in you need to go to the Django admin panel for their organization, then set the "Active" field to "No", with the reason selected from the dropdown: "Access revoked due to an unpaid balance." Then, hit save.

After completing this, email or Slack all users in the organization letting them know that access has been suspended and what they can do to rectify the situation.  Also make it clear that if this isn't resolved within the next 7 days we will revert them back to the Free tier and they be subjected to the usage limits of that tier (e.g. they are likely to lose tracking data).

If they do pay after this point make sure to re-enable user access by reversing the above in Django admin.


Step 4 - 1 day before cancelling their subscription

Reach out to all contacts letting them know that due to the failed payment we will be terminating their subscription tomorrow.

Make it clear in this outreach that once the subscription is terminated they will be subject to the free tier usage limits and we won't store any data above that limit.


Step 5 - Cancelling their subscription

You can cancel their subscription in Stripe - navigate to their Stripe customer page, and then click the ... next to their active subscription to find the Cancel option.

At this point they will be notified about this automatically via the billing service.

Repeated failed payments

After three consecutive missed payment periods, the customer must provide advance payment covering three months of service based on their typical usage before account access is restored. If the customer disagrees or fails to make the advance payment, the account may be reverted to the Free Tier.

India-based customers


	GST: India-based customers are required to provide their GSTIN when signing up. The customer is liable to manage all GST under the Reverse Charge Mechanism.

	3DS payment failures: Indian banks require 3DS (one time password) for international card payments. The customer is responsible for completing the 3DS step (our billing system sends a couple of reminders) without which the payment will fail.



Withholding taxes

PostHog Inc is a US incorporated company and a US tax resident and we do not claim benefits under any Double Taxation Avoidance Agreements (DTAA). To support this, we provide:


	Our Tax Residency Certificate

	Our no PE (Permanent Establishment) Certificate



These documents are available in the shared Finance drive. You can share them with the customer on request.

The full invoice amount is due. Any tax withheld is exclusive of the invoice, which will be treated as outstanding.

Stripe Products & Prices

⚠️ Product and price modifications are restricted and handled exclusively by the . These changes are only made in rare cases and require billing team approval and implementation. Do not attempt to modify products or prices directly - contact the billing team for any pricing-related requests.


Each of our billable Products has an entry in Stripe with each Product having multiple Prices. We use a billing config file to determine what is shown in the UI and how billing should behave. We use very limited metadata on some of these prices to allow the Billing Service to appropriately load and offer products to the instances:

Image: Stripe products

Custom metadata

On Stripe Products


	posthog_product_key: posthog_analytics | session_replay | ... -> This allows PostHog to find and map the relevant products. Important: There should never be more than 1 Stripe product with the same posthog_product_key. The list of keys is defined in the main billing config.



On Stripe Product Prices The following keys are used to manage Startup prices:


	plan - Any Startup plan prices must have the plan metadata set to startup to have their subscription automatically moved to the default (paid) prices. If not, when their subscription ends they will instead be switched to the free plans for all products.

	valid_days -> The number of days a price is valid for, before automatically switching to another plan (the default plan unless move_to_price_id is set). Useful to create pricing that is only valid for a specific period, e.g. for the startup plans. Note: if more than one price with valid_days is added to a subscription, the validity period will be the shortest of the two, before resetting all plans to the default ones

	move_to_price_id -> Can be used to specify if the customer needs to be moved to a specific pricing, rather than the default one, at the end of the subscription period.



Working with pricing

Each Product has multiple prices that can be used in a subscription. Which price is default depends on the billing config file. The default price in Stripe does not affect the actual default price for a product. This is instead defined in the billing config. In general, if coming from the UI, a customer will subscribe to certain prices depending on the config. There are special prices named Free which can be used to give a product for free. These can be added manually and are typically used for Enterprisey customers who pay a flat fee up-front and $0 for the actual usage (which we still want to track but not charge for).

Types of billing plans we support

We generally support the following types of billing plans:


	Standard metered

	This includes usage-based and metered, even if it has custom price tiers or is a special program like the Startup program.

	Metered, but with discount coupon

	Flat first tier, metered after

	Up-front payment, $0 first tier, metered after

	Flat up-front, no metering (renegotiate contract if they go over)



If at all possible, it's best to stay with these types of billing plans because we already support them, and adding extra stuff will increase complexity. If you do need to add a different type of billing plan, chat with the  before agreeing to anything with a customer to make sure it's possible!

Coupons and Discounts

As much as possible the existing prices should be used in combination with Coupons to offer custom deals to customers. Coupons are applied to the _Customer_ in Stripe, not to the customer's subscription.


	Visit the customer in the Stripe dashboard.

	Select Actions -> Apply Coupon.

	Select the coupon to apply.

	The UI should soon reflect the change. If you need it to reflect immediately, use the "Sync selected customers with Stripe" action in Django Admin.



When calculating usage limits, discounts are taken into consideration _before_ the limit is calculated. This means that if the customer sets a billing limit of $200 and has a 20% discount, they will get charged $200 for _$250 worth of volume_.

Creating new or bespoke prices


	Go to the appropriate product in question (do not create your own Product)

	Click "Add another price"

	Important: For metered products (e.g. Product Analytics, Session Replay), set up the price as follows:




	Select Recurring, Usage-based, Per tier, and Graduated.

	Image: image

	Under Advanced, set the "Metered usage charge method" to Most recent usage value during period. This is crucial as the Billing Service will send the correct number of units (events, recordings, etc) every day, so any errors that caused excess usage to be reported can self-heal with the next reporting cycle.

	Image: image




	Expand the additional options and add a straightforward Price Description like Custom - {date of creation}

	Add the tiers as you see fit




	If the custom prices are for a product and addons (eg. Product analytics and Group analytics) the tier volumes need to be exactly the same between the two products/prices. If tier 3 for Product analytics is up to 15M and tier 3 for Group analytics is for 16M, you'll get errors from the billing service).

	If you are making a custom price for just one product (ie. someone is getting special pricing for Product Analytics but will get the normal pricing for Group Analytics), make sure the tiers match up between the main product and the addons.




	Add custom metadata if needed.



Plans

⚠️ Plan modifications are handled exclusively by the . Do not attempt to modify plans directly, contact the billing team for any plan related requests.


You can find a list of available plans in the billing repo. These are found inside costants/plans, divided by folder. Each plan can have a list of features, and a price. Features are used to infer which features are available in the product, for a customer on that plan. You can manually change the plan for a customer by updating the plans_map in the billing admin panel.

Paid features for employee side projects

Employees can get access to paid features (like Boost) on personal or side projects. Ask in #team-billing with your organization ID and someone can set this up. There are two approaches for platform packages:


	Special billing-only plan: Add a plan like boost-addon-20250602 to the customer's plans_map in the billing admin. These plans exist only in the billing system and grant features without a Stripe subscription.




	Long trial: Create a trial that does not auto-convert with a long expires_at date. This works well for temporary access or when you want a clear end date.



Updating subscriptions

Stripe subscriptions can be modified relatively freely for example if moving to a custom pricing plan.

Image: Stripe subscription update


	Look up the customer on [Stripe dashboard][stripe_dashboard] using their email address or Stripe ID (this can be found in the Billing Service admin under Customers).

	Click on the customer's current subscription.

	Click on _Update subscription_.

	Remove the old item from the pricing table and add the new item.




	Enterprise: Use existing enterprise prices or create new ones.

	Startup plan: Use existing Startup plan prices.




	Click on _Update subscription_. Do not schedule the update for a later time. There will be unintended side effects if the changes are not applied immediately.

	Do not prorate the subscription.

	The changes should be reflected for the user within a few minutes.



NOTE: Removing a metered product price (events, recordings) and adding a new price will likely reset the usage. This is fine as the Billing Service will update it during the next sync.


Self-hosted differences

Self-hosted billing is no longer supported except for legacy customers who were using the paid kubernetes deployment.

Billing for data pipelines

For information about data pipeline pricing and billing, please visit our pricing page.





  21. Communication templates for new feature adoption (TAMs)

  Source: https://posthog.com/handbook/growth/sales/communications-templates-feature-adoption

  
  Purpose

Marketing drives awareness at scale. TAMs help customers get value in their own projects. This page gives a simple plan to turn new launches into real outcomes for specific customers.

See also: How we work.

How this differs from marketing comms


	Audience: Named accounts and real people, not a marketing list

	Goal: First use of new feature and proof of value, not clicks or reach

	Tone: Consultative, specific to their setup

	Channel: Slack if shared



Cadence

Before new feature launch: internal heads-up TAMs get notified early about a launch. Understand why it matters, what it does, and who benefits. Write a few short notes for target accounts.

Launch day Marketing sends the announcement.

After the marketing launch: personal nudge Send a short note right after the marketing announcement to build on the awareness. The TAM message should tie the feature to the customer’s stated goal and give one clear action they can do now in their own PostHog project.

Example


“Last quarter you set a goal to reduce activation drop-off. We just shipped [new feature]. You can turn it on in your project and try it on your onboarding flow. I recorded a 30-second Loom in a demo project: {loom_link}. If helpful, here is the direct link: {project_link}.”


A week or two after launch: data-triggered follow-up Look at usage in their project. Follow up based on what happened.


	Adoption detected



“Looks like [new feature] is on in your project. Is it moving {goal metric}? If you have notes, I will pass them to the product team.”


	No adoption



“Was thinking about your goal to achieve [goal metric] and how [new feature] might help with that. So I wanted to send a nudge in case it fell off the list. You can switch it on here: {project_link}.”

Next QBR after launch Bring the feature as a solution to the overall strategy, not a simple list of new features to go through. “Given your target to improve {goal}, we can be more relevant with these improvements: [selected new items].”

Realistic examples

Experiments → no-code experiments “You said you want to lift {goal}. No-code experiments lets PMs ship A/B tests without engineering. Turn it on here: {project_link}. Start with {page_or_flow} where we saw friction. Check {metric} in this view: {report_link}. Short Loom with the steps: {loom_link}.” See: no-code web experiments and getting started with experiments.

Feature flags → quick holdout “You’re planning to roll out {feature_or_copy_change} to improve {goal}. Keep a {holdout_percent}% holdout on the flag so you can see real lift before full rollout. Flag settings: {project_link}. First results show here: {report_link}.” See: feature flags and holdout testing tutorial.

Session replay paired with an insight “We saw a drop-off at {step_or_page}, which blocks {goal}. Create this funnel {event_sequence} and open replays linked to step {step_number}. Start here: {report_link}. This pairs the number with the clips so you can see why.” See: session replay.

Workflows “Follow-ups after {event} are manual today, so {goal} slips. Turn on a workflow that triggers on {event_or_property} and sends {message_or_action}. Enable here: {project_link}. First run appears here: {report_link}. Adjust, then expand.” See: workflows – start here.

AI Observability “You’re aiming to increase {success_rate_metric} for {ai_feature} and keep {cost_metric} in check. Turn on AI Observability: {project_link}. Watch prompts, responses, success rate, and cost per {n} prompts. First view to check: {report_link}.” See: AI Observability – start here.

Heatmaps “People hesitate on {page}, which hurts {goal}. Open heatmaps: {project_link}. Compare {version_or_date_range} to see what changed. First view: {report_link}. Use this to pick the next tweak.” See: heatmaps.

Potential measurement


	Feature adoption rate in the targeted accounts

	Time to first use from the launch-day note

	Built-in product surveys



Some areas collect feedback in product. Watch for those notifications from your accounts.

Potential user segmentation for message adjustment in the future

Power users and beta candidates “You are a heavy user of {area}. [New thing] is ready. You can turn it on here: {project_link}. If you want a head start, I can share a tiny checklist.”

Flag users without experiments “You already ship behind flags. Add a small holdout on the next release so you can prove lift before rollout. Here is the page in your project: {project_link}.”

Single-product users with nearby needs “You use {current module} to hit {goal}. {Adjacent module} helps with the next step. Short Loom with setup: {loom_link}. Direct link in your project: {project_link}.”

Adoption laggards on the core path “Checking in on [new feature]. You can enable it here: {project_link}. If it is not a focus right now, all good.”

High-traffic, low-conversion areas “{page or step} has volume and a drop-off. Try [new feature] here first. I can share a minimal setup so you see a signal this week.”

Automation ideas


	We should use Vitally and data from their PostHog instance to get automated account recommendations for which accounts would benefit from which new features the most.







  22. Communication templates for funding and exits

  Source: https://posthog.com/handbook/growth/sales/communications-templates-fundraising

  
  Purpose

When a PostHog customer raises a new round of funding, gets acquired, or goes public, it’s a major moment for their team. Our goal is to celebrate the milestone in a way that’s genuine, brief, and human, not transactional or opportunistic. We avoid product pitches, feature plugs, or follow-up asks in the initial message.

1\. Communication principles

Keep it human, not salesy The first message should feel like a note from one person to another—not a brand announcement. Congratulate them sincerely, acknowledge their achievement, and stop there.

Example: “Massive congrats on the Series C\! I imagine this is a huge moment for you and the team — hope you’re all taking time to celebrate.”

Timing matters


	Day-of: Congratulatory message (no CTA).

	\~3–4 weeks later: Follow-up that references specifics from the company’s press release, interviews, or roadmap to open a thoughtful, relevant conversation.



Personal \> Personalized We avoid template-like phrasing. If we can’t find something personal to say about the customer or their journey, it’s better to say less.

Channels


	Slack (preferred, if shared).

	Email (if Slack unavailable).

	Optionally LinkedIn comment/like from company handle (but no DM from AE unless relationship exists).



2\. Follow-up framework (3–4 weeks later)

Use their own public statements as the hook. Reference their goals, product direction, or challenges expressed in press coverage or announcements, and connect them meaningfully to where PostHog can help.

Structure:


	Open by referencing their recent announcement and one or two specifics (quote, metric, or goal).

	Briefly connect that to how PostHog can support those goals.

	Ask a question or offer to share something relevant (not a demo or pitch deck).



Example: “Hey — congrats again on the Series B\! I read about Heidi’s plans to scale your AI work globally and tackle latency head‑on. We’ve been working on similar challenges at PostHog around speed and reliability for teams deploying AI at scale. Let’s talk about what’s worked for other customers in keeping things fast and cost‑efficient as usage grows — when’s a good time to connect?”

3\. Key takeaways


	Don’t sell in the moment. Celebrate authentically.

	Follow up with relevance. Use their words, not ours, to frame the value.

	Keep the tone human, concise, and professional.

	When in doubt: err on the side of sincerity over specificity.







  23. Communication templates for incidents

  Source: https://posthog.com/handbook/growth/sales/communications-templates-incidents

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Core principles

	1\. Transparency \ Perfection

	2\. Human centric

	3\. Consistency

	4\. Proactive by default

	Severity levels

	Templates

	Emergency (SEV 0)



  When things go wrong, our priority is simple: keep customers informed, quickly and clearly.

This section covers how we communicate during service disruptions, from small hiccups to major outages. We aim to be transparent, human, and proactive — sharing what we know (and what we don't) in plain English.

For the engineering incident response process, see Handling an incident.


PostHog customers rely on us to power their products, so we provide honest, timely updates through the right channels — usually Slack or email, and occasionally SMS for high‑touch accounts.

Core principles

1\. Transparency \> Perfection

Share what we know, when we know it, clearly and without “status-speak.”

2\. Human-centric

Messages come from people, not “The PostHog Team.” Show empathy and ownership (“I know this might interrupt your work; here’s what we’re doing.”)

3\. Consistency

Use a consistent structure and timing so customers know what to expect.

4\. Proactive by default

Reach out before customers ask, even if it’s just to say, “We’re aware and investigating.”

Severity levels

| Level | Description | Examples | Channels | Cadence | | ----- | ----- | ----- | ----- | ----- | | SEV 0 – Emergency | Existential service failure; all or most customers impacted with no workaround. CMOC sends immediately via broadcast. Account owners do not gate comms. | Full platform outage, data loss, security breach with active customer impact. | Pylon broadcast → Email → DM/SMS | Immediate broadcast, then every 15–30 min; postmortem within 24h | | SEV 1 – Critical | Major outage or data loss; widespread impact. | API unavailable, ingestion halted, login failures. | Slack → Email → (DM or SMS if needed) | Every 30–60 min; postmortem within 48h | | SEV 2 – Major | Partial degradation or downtime; workaround available. | Replay or query delays \>30 min, flag evaluation slow. | Slack or Email | Every 1–2 hrs | | SEV 3 – Minor | Limited impact or slow recovery. | Billing sync delays, isolated org issues. | Slack | Start and close | | SEV 4 – Informational / Planned | Maintenance or recovered incidents. | DB upgrade, scaling events. | Email or Slack broadcast | Before \+ after window |

Templates

Emergency (SEV 0)

This overrides the standard workflow. CMOC sends directly to all affected customer channels via Pylon broadcast without waiting for account owners. Account owners follow up individually once online.


Initial broadcast (Pylon):

We're investigating a major incident affecting [feature/service]. [Symptom — e.g., "Event ingestion is fully stopped" or "The PostHog app is unreachable."]

Our engineering team is actively working on a fix. We'll post updates here every 15–30 minutes until this is resolved.

Update template:

Update on [feature/service]: [Status — e.g., "Root cause identified. Fix is being deployed." or "Still investigating. No ETA yet, but narrowing it down."]

Next update in ~[15/30] minutes.

Resolution template:

[Feature/service] is back online as of [time UTC].

Root cause: [one-line summary]. Duration: [start–end]. Impact: [brief description of what customers experienced].

We're monitoring closely. A full postmortem will follow within 24 hours.

If you experienced data gaps or have concerns about impact to your project, reply here and your account owner will follow up directly.

Critical

Subject: PostHog Outage – We’re investigating

Hey \[Name/Team\],

We’re investigating a major outage affecting \[feature\]. You may see \[symptom\]. Engineers are on it — updates every 30 minutes until resolved.

We know this may disrupt your work — thanks for your patience while we get things back online.

— \[Your Name\], PostHog

Follow-Up (Resolution): Good news — the issue is resolved. Root cause: \[summary\]. Duration: \[start–end\]. Impact: \[brief effect\].

We’re monitoring and will share a full write-up within 48 hours.

Major

Subject: Performance issues in \[Feature\]

Hey \[Name\],

We’re seeing performance issues in \[component\]. You might notice \[impact\]. We’re mitigating and will update within the hour.

Thanks for your patience\! — \[Your Name\], PostHog

Minor

Subject: Slower performance in \\\[area\\\]

FYI — This shouldn’t block you, but we’re monitoring closely. I’ll update once it’s stable.

Planned maintenance

Subject: Maintenance – \[Service/Region\]

Heads up — maintenance on \[system\] from \[time window\]. No downtime expected, but queries or replays may be briefly delayed. We’ll confirm once complete.

Tone and voice

| Principle | Example | Avoid | | :---- | :---- | :---- | | Direct | “Event ingestion is paused.” | “We are experiencing an issue affecting a subset of users.” | | Empathetic | “I know this blocks work; it’s our top priority.” | “We apologize for the inconvenience.” | | Plain English | “Dashboards might not update.” | “You may experience degraded query latency.” | | Ownership | “We identified a config issue on our side.” | “A third-party dependency caused an issue.” |

Coordination within GTM

Engineering manages detection and resolution (see engineering incident handbook). GTM ensures clear, consistent customer updates, without duplication or coverage gaps.

Goals


	Keep a single source of truth for comms, managed by the CMOC.

	Maintain global coverage so customers always hear from us.

	Enable fast, clear handoffs between teams.



Roles & responsibilities

| Role | Responsibility | | :---- | :---- | | Communications Manager On-Call (CMOC) | Activated for any incident requiring GTM notification. Drafts all comms using handbook templates. Coordinates with engineering for context and keeps a central log of who’s been notified. Manages regional handoffs if incidents span time zones or owners are offline. | | AM/AE/CSM | Sends comms to their accounts using CMOC drafts. If offline (PTO, off-hours, or time zone), CMOC assigns a regional backup. | | Regional Backup (Americas / EMEA / APAC) | Covers accounts when owners are offline. Takes handoff from CMOC, sends comms, and ensures follow-up continuity. | | Engineering Incident Lead | Owns technical response and provides updates to CMOC for accurate messaging. |

All coordination between CMOC and Account Owners should happen in #group-cs-sales-support transparently so that everyone who manages customers is in the loop.


Workflow

SEV 0 override: For SEV 0 incidents, the CMOC skips steps 4–5 and sends the initial message directly via Pylon broadcast to all affected customer channels. Account owners are notified in #group-cs-sales-support simultaneously, and take over individual follow-up threads once online. The CMOC continues to own broadcast updates until the incident is resolved or downgraded.



	Incident declared (Engineering).

	CMOC activated, notified of impact.

	Assess customer impact, this insight (or this Google Sheet as a backup) will help you understand which customers are using which components in which cloud environment.

	CMOC drafts the initial message, shares with the Account Owners in #group-cs-sales-support

	AM/AE/CSM sends to accounts; backup sends if primary is offline.

	Updates drafted by CMOC (30–60 min for SEV1, 1–2 hrs for SEV2).

	Regional handoffs coordinated by CMOC.

	Resolution: CMOC drafts closure; AM/AE/CSM (or backup) sends.

	Post-incident: CMOC archives thread; GTM logs feedback and follow-ups.

	Postmortem: Engineering writes technical summary; GTM adds comms learnings.



Example Slack workflow (Critical)


	Incident created: \#inc-2025-11-05-posthog-feature-flags-error.

	SRE posts summary; CMOC coordinates comms.

	CMOC drafts message and shares with the Account Owner (the person responsible for the affected accounts).

	Account Owner sends the message to their customers. Example outbound: “We’re investigating an outage affecting event ingestion. Updates every 30 minutes.”

	During: “Root cause identified (Redis queue saturation). Fix in progress.”

	Resolution: “Resolved at 11:42 UTC. Write-up soon.”



Using Pylon for broadcasts

It's best that communications are shared directly from the account owner; however, if speed is of the essence, i.e. for a SEV 1 or security issue, and some folks are not yet working or on PTO, the CMOC can use Pylon to send a broadcast to all customer Slack channels en masse:


	Log into app.usepylon.com with your PostHog Slack account.

	Go to the _Broadcasts_ link on the left-hand side of the navigation.

	Click _Create Broadcast_ in the top right-hand corner of the UI.

	Enter the message you want to send, ensuring the formatting looks correct in the preview on the right-hand side.

	Ensure the Send as option is set to PostHog, not your own user (unless you want to handle 450+ potential separate threads)

	Click _Next_ in the top right-hand corner of the UI.

	Select your audience. You can use the filters to select all channels not owned by specific people, e.g., those who are currently online and communicating 1:1 with customers.

	Make sure you click _Add to Audience_ to add the selected channels to the broadcast.

	Click _Next_ in the top right-hand corner of the UI.

	Set the engagement notification channel to be #support-customer-success

	Check that you're happy with the message and audience and click _Send Now_ in the top right of the UI.

	Ask everyone online to monitor #support-customer-success for replies and respond where necessary.
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  Source: https://posthog.com/handbook/growth/sales/communications-templates

  
  We've put together suggested communications templates that TAMs can draw on for various situations like startup plan roll off, incidents, churn risk increase, or new feature rollouts.

These templates are not meant to be restrictive, but a general idea of how we communicate with customers.

Available templates


	Communication templates for incidents - How to communicate with customers during service disruptions, from minor issues to critical outages

	Communication templates for funding and exits - How to celebrate customer milestones like funding rounds, acquisitions, or IPOs in a genuine, human way

	Communication templates for new feature adoption - How TAMs can drive adoption of new features with targeted, consultative outreach to specific customers







  25. Contract rules
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  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Discounts

	The 4 discount levers & why they matter to us

	How our discounts work

	1. Volume discount (based on credit purchase amount Customers must qualify for this discount before receiving discounts 2 through 4)

	2. Length of commitment discount (additive)

	3. Timing of cash discount (additive)

	4. Ability to forecast mutual commitment to timing (additive)

	Why we require up front payment for credit purchases



  We are transparent about how we contract with customers, including what discounts are available. It's better for them, and better for us. We are allergic to the phrase 'let me talk to my manager and see what we can do' - we follow a principled approach.

Discounts

We don't offer discounts to customers paying monthly, irrespective of commitment.

Although our standard monthly pricing has volume discounts built in, it's common practice when negotiating software contracts for the customer (and their procurement team) to ask for a discount. We follow the 4 discount levers framework, being transparent about what drives our discounting:

The 4 discount levers & why they matter to us

Our general principle is that discounts are earned, not given. Each lever represents real benefit to both parties:


	Volume: The amount of credits purchased - Larger deals have economies of scale. Our cost to serve a $500k customer is not 10x a $50k customer, so we can share those savings

	Timing of Cash: When we receive payment - Money today is worth more than money tomorrow. Cash in hand lets us invest in product, hire engineers, and grow the business faster

	Length of Commitment: Contract duration - Longer commitments reduce our customer acquisition costs. We spend less on people doing renewals and can invest more in product development

	Ability to Forecast: Mutual agreement to timing - When both parties commit to specific dates (contract close, renewal timing), it helps us plan resources and helps customers secure budget



Every discount reflects a value exchange that provides a sound basis for our pricing. We don't offer unilateral concessions - better pricing comes from moving on one or more of these levers. This framework gives both sides a clear frame of reference for what drives pricing decisions.

How our discounts work

In our consumption-based pricing model, the first way for a customer to reduce spend is to ensure that they are only sending data to us which is valuable to them. There is different guidance here depending on which product(s) they are looking at.

Beyond optimization, we offer discounts based on four levers:

1. Volume discount (based on credit purchase amount - Customers must qualify for this discount before receiving discounts 2 through 4)


	$25-59k: 20% base discount

	$60-99k: 25% base discount

	$100-249k: 30% base discount

	$250-499k: 35% base discount

	$500-999k: 40% base discount

	$1M+: Contact us for custom pricing



2. Length of commitment discount (additive)


	1-year commitment: No additional discount

	2-year commitment: +3% additional discount

	3-year commitment: +5% additional discount (doesn't stack)

	4-years or more: Contact us for custom pricing



Note: This discount lever does not apply to additional credit purchases made within the first half of the term and applies only to the initial order form's credit purchase.


3. Timing of cash discount (additive)


	Net 30 (our standard): No additional discount

	Multi-year deals: +2.5% per additional year paid upfront (i.e. +2.5% for 2 years, +5% for 3 years)

	Extended payment terms: -2.5% for every 15 days beyond Net 30 (e.g., Net 60 = -5% from total discount)



Note: We require upfront payment for all discounted contracts. Quarterly or split payment terms are not available as they impact our cash flow and add administrative overhead. If the full projected amount exceeds budget, customers can purchase fewer credits upfront at the corresponding discount tier and then add more later.


4. Ability to forecast - mutual commitment to timing (additive)

For monthly-to-annual conversions & net new agreements: +5% additional, non-recurring discount


	Available when both parties commit to specific, mutually agreed date for contract signature (this is not an end-of-quarter discount)

	To include the 5% discount on the order form, we require written confirmation by the customer's designated signatory of the customer's intent to sign an order form by a specific, mutually agreed upon date - _this needs to come from the person who will actually sign the order form_

	This is about creating predictability for both sides, not artificial deadlines

	This is a one-time discount, which will be offered once during a monthly-to-annual conversion or net new agreement cycle



For renewals: +5% additional discount


	Early renewal commitment (60+ days before expiration)

	Customer must be actively on a prepaid credit plan at the time of signing. If credits ran out before a new order form is signed and the customer rolled onto pay-as-you-go, the +5% does not apply; this is treated as a re-entry into a credit plan, not an early renewal. The spirit of this discount is to reward customers committing to a new renewal plan earlier than required, often because of recent rapid growth or a planned increase in usage, both of which result in a deeper partnership.



If timelines change: We will handle these on a case by case basis, but the default is to withdraw the additional discount if the customer does not sign an order form by the time that was originally agreed.

You shouldn't offer discounts above the levels outlined here. If you go outside of these rules without clearing it with Ben Bradley (TAEs or TAMs) or Simon Fisher (CSMs), you should assume by default that the deal will not count toward your quota.


Why we require up-front payment for credit purchases

We've found that split payment terms create friction for both teams – customers chasing internal approvals, us chasing invoices, nobody focused on delivering value. When customers pay quarterly or monthly, they often consume credits faster than they pay for them, effectively turning us into a line of credit. We are vendors, not lenders. Our focus is on building the best product, not managing accounts receivable. Up-front payments keep everyone focused on customer success and let us invest cash immediately into building features and support. If a customer needs payment flexibility, we're happy to adjust the credit amount and discount, per guidelines above, to fit their budget while maintaining up-front payment.

Credit for case studies

We don't offer additional discounts in exchange for a case study, as paying for case studies can devalue them. We should be working to get our customers to a state of happiness such that they are willing to tell everyone how great PostHog is without needing to pay for it.

Self-serve discounts

We also offer a way for customers to receive discounts on their usage without talking to sales or being on an Enterprise plan. In PostHog, if a customer meets certain criteria, they will see a banner on their billing page with a call-to-action (CTA) to "buy credits". The form they fill out will be auto-populated with an estimated number of credits based on their last 3 months of usage, but they can adjust this value as needed. They will have the option to pay with the card on file or to receive an invoice. Credits will be applied to their account once the invoice is paid.

Requirements for self-serve discounts:


	3 or more paid invoices

	Average of $280 or more across the last three invoices

	No open invoices

	Not currently on the up plan, a legacy plan, or having existing credits



Additional notes on self-serve discounts:


	For credit purchases below $25,000, the discount is 10% off. Credit purchases of $25,000 and above follow the standard volume discount structure above.

	Instead of providing all credits upfront, we apply 1/12 of the credits each month for the next 12 months. These credits do not expire for 1 year after they've been applied.

	If a customer uses all credits in a month, they will be billed for extra usage at the standard rate.



Non-profit discounts

We offer additional discounts to non-profits:


	For credit purchases below $25k: 15% discount (instead of standard 10% self-serve or no discount)

	For credit purchases $25k - $100k: An additional 5% on top of standard volume discount

	For credit purchases above $100k: Standard volume discounts apply (no additional non-profit discount)



We use tax law in the country of origin to determine what is a not for profit entity. If a customer can provide proof they fit their country's definition, the discount is applicable subject to the guidance above.

When evaluating a discount, it’s important to review our margin calculations to ensure we remain margin positive, especially for larger accounts.

To set up the non-profit discount in Stripe, follow these instructions.

Non-profit discounts only provide an additional 5% on top of standard volume discounts, and only for credit purchases between $25,000 and $100,000.


Legacy discounts

You might see some customers with a 30% discount on their monthly Stripe subscription. These were added when the only way we billed for PostHog was through event pricing. This was originally designed to offset the cost versus competitors who had unbundled Group Analytics or Data Pipelines. These customers will typically be on a higher per-event price plan, so we should look to get them migrated to standard pricing as soon as possible.

Startup plan discounts

For customers on our startup plan, we offer two months free credit when signing a prepaid deal. This encourages startups to use their credits to understand usage, and then commit to a longer term plan with PostHog. This offer is available until the first billing date after the credits expire. If a customer has used up their credits before the expiration date, they still have until the original expiration date to decide and claim the offer. The amount of free credits is determined by how much they purchase on a prepaid plan. By default, we work with customers on prepaid plans that will cover their usage for the next 12 months.

Important clarification: operationally this is implemented as free credits applied before the contract start date, not as extra credits inside the contract term unless a specific dollar amount for the free credits is explicitly included under Special Terms.


You should follow the same inbound sales process and work with the customer on understanding and optimizing their usage. Then follow these additional steps take to present the prepaid plan + free credits option(s):


	Review the customer's average monthly cost

	Estimate the prepaid equivalent for 12 months of coverage (e.g. [monthly cost x 12])

	Inform them they can take advantage of this offer, which allows them to:




	purchase credits equivalent to ~12 months of usage (expiring 12 months after the contract start date), and

	receive ~2 months of additional usage for free, applied before the contract start date.




	If the customer wants to purchase fewer credits than the option above, then they will receive an additional 1/6 of the amount they wish to purchase for free.



All free credits associated with startup plan roll-offs are one-time only, and should be denoted in the special terms of the contract as "An additional credit in the amount of XXXXX (offered to customers in exchange for rolling off the Startup plan) to be applied to Customer's account upon signature with the same expiration date."

For contracting purposes, these free credits should either be applied before the contract term or included in the 12 month credit amount. If they are being applied before the contract term, adjust the contract date to start 2 months later and the one-time credits can be applied to cover the 2 invoices before the contract start date. In this case, the credits do not need to be called out in the contract, and the opportunity owner can add these credits as a one time credit in billing admin.

Margin negative deals

In exceptional circumstances, we may explore providing additional discounts which eat into our operating margin for the following cases:


	They are a strategic logo we'd like to land as a brand-new customer.

	We are taking their business from a competitor.

	We are preventing them from churning to a competitor.



For the avoidance of doubt, these types of deals are very rare (~1 per year), and not offered to customers with standard usage volumes.

If you believe you have a customer who falls into one of these categories and would like to provide additional credit/discount then in the first instance run through the opportunity details including margin calculation with your manager, who will then clear it with Simon (CSMs) or Ben (TAEs/TAMs).

Additional credit purchase

As it's often difficult to right-size the credit needed for a longer term plan as a standard we offer to honor the discount provided in the original purchase for any additional credit purchased in the first half of a contract term (e.g. 6 months for an annual plan). Within the first 6 months given our billing usage reports we should be able to predict whether the customer is going to run out of credit or not. There are also alerts set up in #sales-alerts to help notify account owners about this.

Price guarantees & lock-ins

We do not offer price guarantees for the following reasons:


	We sometimes lower prices, which would result in higher costs for customers who've locked in a price

	We occasionally split or restructure products (e.g. Data Pipelines unbundled), which makes guarantees administratively complex

	Customers are in full control of their usage and can thus adjust their spending patterns as needed



This request most often comes from procurement teams unfamiliar with our pricing philosophy. Address it proactively in commercial discussions, but if there is push back, reference the above points. As an example:

"We've dropped Events pricing [X]% over [timeframe]. A price guarantee would have cost you more. We're committed to matching the cheapest at every scale—if we're not, tell us. Our prepaid credits for usage based pricing gives budget control without betting against our commitment to low prices."


Multi-year credit allocation

Paid up-front

We will allocate all the credit purchased to the Stripe account when the contract is signed. As above, they can purchase additional credit in the first half of the contract term and take advantage of the same discount as specified in the original contract.

Paid yearly

We will allocate the credit for that year to the Stripe account when the contract is signed, and then again when subsequent annual invoices are raised.

If a customer wishes to use subsequent year's credit early they must agree to pay the invoice for that year early before the credit is transferred.

The additional credit purchase applies to each year separately, e.g. they can purchase additional credits at the same discount level in the first 6 months of each year.

You can see a signed multi-year contract set up in this way by navigating to Documents -> Examples (folder) inside of PandaDoc.

Uptime SLA

Customers only get an uptime SLA if:


	They have subscribed to the Enterprise package; or

	You agree it with them as a special term as part of their contract if they are spending $100k+ ARR _post_ discount (i.e. $ spend, not credit usage).



An uptime SLA are not available to customers outside of these cases. You should certainly not agree to an SLA for customers on regular monthly contracts, and even for annual contracts it is not a given - it's one of multiple pieces you may have in play as you negotiate terms (much like a case study).

More details on how exactly the uptime SLA works can be found in our terms.

Payment method

For customers paying monthly, we only accept credit card payments, which will be taken automatically via Stripe at the end of their monthly billing period.

For customers purchasing credits upfront, we only take bank transfers because:


	For large payment amounts, the fees we incur are higher for credit card payments.

	Our Sales Ops automations are set up to handle bank transfer payments.



You should confirm ahead of the customer signing the order form that they are happy and set up to pay by bank transfer.  If they are absolutely unable to accommodate bank transfer we can accept credit card payments under the following conditions:


	We have a card on file which we can immediately charge for the full invoice amount.

	They pay immediately on the contract start date (i.e. no Net 30)



If your customer must pay via credit card, you absolutely _need_ to let Mine (Simon as backup) know ahead of the order form being signed as there is a lot of manual work needed up front to make this work.

We absolutely do not allow payment by check. This is made clear on order forms.


Contract buyouts

Are you a potential customer who wants to speak to us about a contract buyout? Get in touch with the Sales team via your shared Slack channel, or reach out directly.


Sometimes customers will be locked into a contract with a competitor, but want to switch to PostHog when their contract is up. In this case, we are willing to let them use PostHog for free for up to 6 months. This is beneficial to PostHog as well, as we can get them set up and using PostHog sooner, capitalizing on the momentum of their interest today, and giving them more time to get comfortable with the platform.

Some rules:


	They need to share a copy of their current contract/pricing/bank statement as proof.

	They sign up to an annual contract worth $20k+/year, paid up front. Their PostHog contract starts when their current one expires.

	Their usage in the overlap period needs to be proportionate to the contract they've signed, ie. if they sign a $50k contract and have 6 months to run, they get $25k of PostHog credit for free.

	The competitor they're using has to be 'real', ie. not some random side project. As a general rule, anyone we have written a comparison article about counts.

	Any buyout is subject to team lead approval before it goes on an order form.

	We have final discretion on deciding who gets the deal.

	We can still provide a standard free trial period of 2-4 weeks before they sign the contract, as they will likely need to figure out whether PostHog is right for them before committing.



Normal commission rules apply here - commission is paid in the quarter in which the customer pays their invoice.


New business renewal credits

If a customer is currently _not_ a paying user of PostHog, but is a user of one of our competitors, about to renew, and is shopping for a better deal, we are willing to significantly undercut the quoted renewal price. This is because those customers are not that likely to move over to us anyway, and quoting them a lower price works out in our favour either way:


	If the competitor matches our much lower offer, and the customer accepts, we've reduced their revenue by a significant amount

	If the customer accepts, we've gained net new revenue we otherwise would have missed out on, and we have the opportunity to sell more.



In order for this to not mess up later renewals, the way we do this is by giving them credit for the first year in order to reach a total discount of 40%. For example, if the quote from the competitor is $50k, and the total cost for our product (including other discounts) is $40k, we will give them additional credits worth $10k, in order to undercut the total quote by 40%.

In order to qualify for this, the customer needs to send us the full quote document from the competitor.

Credit over/under usage for contracts

When they don't have enough credit to cover their term

We have CreditBot alerts set up in #sales-alerts when a customer is going to run out of credit before their contract term ends, with the estimated runway remaining. The Vitally account owner (AE or CSM) will be tagged in this message. It's best to be proactive here so that the customer is right-sized well before the credit runs out:


	If they will run out of credit or wish to buy more within the first half of the contract term (1 year = 6 months, 2 years = 12 months, 3 years = 18 months), they can still take advantage of their initial discount. You'll need to have them sign a new order form which adds the additional credit, and it should expire on the date of the original order form.

	Example: Their original order form was signed on 1st January with a 12-month term. Their expansion order form could be signed on 1st June with a 7-month term. Make sure the end date lines up with the end date of the original contract to avoid any issues with the billing server and ARR calculation.

	If they will run out of credit with less than 2 months remaining on their initial term, as long as they sign a renewal order form to start at the end of the original contract term we will cover their usage for free until the renewal date, assuming the renewal order form is signed before they run out of credit and their new contract amount is equal to or greater than the current contract amount.

	If they fall in between the two cases above (running out of credit with <6 months and >2 months to go) then we need them to sign a new 12 month (or longer) order form lined up with their monthly billing date. This makes ARR calculation slightly trickier as there are two overlapping contracts in play at the same time.

	Example: Their original order form was signed on 1st January with a 12-month term and they run out of credits in September. We need a new 12-month order form in place with a Contract Start Date of September 1st.



For any of the above scenarios you should use our discounting principles which apply to the credit purchase amount.

In scenario one above, if their expansion credit purchase takes them into a higher volume discount tier, we should include this discount tier for them in the expansion contract. We won't issue a refund for the difference in discount when the expansion order form discount tier is greater than the discount tier of the original order form.


When they will end the contract term with credit remaining

We can roll up to half the amount of credit from the original order form to a new contract term, provided that the customer signs a renewal contract of equal or higher annual spend than the original contract.

When a customer doesn't renew their credit purchase

When a customer chooses not to renew a prepaid credit contract we automatically remove any remaining credits on the expiry date. Their account will then roll onto our standard monthly plan and they'll be charged for usage. It's the customer's responsibility to stop sending us events or cancel their subscription and downgrade to the free tier if they don't want to keep paying.

Varying contractual terms

When we vary terms

If a customer wants to vary either our standard template DPA, BAA, or MSA terms, it is a substantial effort for our legal team to review these suggested changes (also known as "redlines").

At a minimum, we will only do this for contracts above $20k a year, and we should expect even higher amounts of committed revenue if they are asking for big changes (e.g. changing significant provisions, adding Service Level Agreements, etc.). A customer needs to either be spending this amount at present, or agree to commit to this spend via an annual contract, in order to initiate legal review of suggested changes. We evaluate all requested changes proportionally against their annual committed spend with PostHog. A customers annual committed spend needs to be defined before proceeding to a negotiation over legal terms, otherwise there is no frame of reference for the negotiation.

We also sometimes receive unsolicited requests to vary our terms. In these instances the legal team will redirect the customer to work with their PostHog contact person for this, as we will only review redlines for a managed customer or opportunity where the potential annual revenue is understood.

See the guidance below if the customer asks to use their own contract instead of ours


How customers should suggest requested terms

The customer should redline the current .docx version of the document in question. You can find the latest versions of the templates in the Team Internal Info tab in the #team-sales Slack channel (do not save versions locally).

We don't accept redlines on our standard terms of service and if a customer has proposed this you should share the correct templates with them before involving legal.


Once they have returned the redlines to you first check to ensure that they have used the template which you provided, and then share the document for review in the #legal channel. There will usually be a few rounds of back and forth as we converge on an agreement. You will continue to represent PostHog's position to your customer throughout the negotiation. Please work with #legal on the appropriate responses and speak clearly to our customers.

What customers should expect

PostHog evaluates legal risk assumed against annual revenue received. In other words, contractual terms will be varied in proportion to the customer's committed annual spend with PostHog.

To illustrate with examples:


	A customer committing to spend just $20k USD annually should not expect significant deviations from PostHog's standard terms. Minor, clarifying edits will be acceptable. We will not spend our time going back and forth for this amount. We may respond to significant changes with a polite, "no," rather than negotiating, to communicate clearly.

	A customer committing to spend $80k USD annually would be able to request slightly more sigificant deviations from PostHog's standard terms, and we will evaluate the suggested terms through the lens of legal risk assumed against annual revenue received. This will be a negotiation, and we will represent PostHog's position clearly as we go along.

	A customer committing to spend $160k USD annually (or more) would be able request even more sigificant deviations from PostHog's standard terms, and we will evaluate the suggested terms through the lens of legal risk assumed against annual revenue received. This will be a negotiation, and we will represent PostHog's position clearly as we go along.



At any potential level of annual spend, PostHog will not proceed under unreasonable legal terms. Certain suggested terms may be non-starters for PostHog.

Varying terms for trials and proofs of concept (POCs) for prospective customers

We don't vary PostHog's standard terms for trials and proofs of concepts (POCs) for prospective customers.

All prospective customers are welcome to try PostHog for free and under our standard terms (including our standard DPA and BAA, if applicable).

We don't negotiate terms for trials and POCs for three reasons:


	Unlike many of our competitors, an annual subscription is not required to access PostHog, so a negotiated agreement is not necessary to use our services. Our product-led motion is designed to support customers trying PostHog.

	When evaluating custom legal terms, PostHog evaluates legal risk assumed against annual revenue received.

	Because prospective customers are paying us $0 for a free, sales-led trial or POC, there is no frame of reference for us to evaluate any potential custom terms. Spending our time and legal resources negotiating these terms is premature when a prospective customer doesn't know that they want to proceed with PostHog at all, much more at a qualifying level of annual usage.



Once the trial concludes, and per our guidance on varying terms, we will be happy to evaluate custom legal terms for an otherwise qualified PostHog customer.

Using non-PostHog contracts

If a customer requests to use a non-PostHog drafted contract for documents such as a DPA, MSA, Order Form, or BAA, we generally decline, except in special circumstances (see 'When we vary terms for customers'). We avoid doing this as it adds too much risk for us, and also because reviewing and negotiating non-standard terms introduces significant operational inefficiencies and doesn't scale well as we continue to grow. We typically do not even consider using customer paper unless the deal is over $200k annually or involves an extremely blue-chip company. It is best to manage this expectation early and just avoid entertaining the idea with customers as soon as possible.

We are somewhat more flexible when it comes to NDAs. That said, since we contract through our U.S. entity, we require customer NDAs to be governed by U.S. law. This is necessary to maintain consistency and ensure we’re not taking on legal or operational risk in jurisdictions where we don’t operate or fully understand the legal landscape. This is mainly about ensuring we can review and manage agreements efficiently with our limited legal resources.
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  Creating and managing contracts

For customers who want to sign up for an annual (or longer) plan there is some additional paperwork needed to capture their contractual commitment to a minimum term, and likely custom pricing as well. At a minimum, they should sign an Order Form which references our standard terms and privacy notice. In addition, they may want a custom Master Services Agreement (MSA) or Data Processing Agreement (DPA).

What about monthly customers?

Anyone on a monthly plan simply agrees to our terms and privacy policy when they sign up.

QuoteHog pricing calculator

While we offer transparent pricing available to all, you can use QuoteHog for customers who need a "formal quote," or who have very high volumes, or otherwise have bespoke needs.

Sign into QuoteHog via your PostHog Google account/SSO. Upon login, you will see a list of existing quotes, sorted by the created date. You can view a previously created quote or create a new quote using the "New Quote" button at the top right.

The quoting interface is intuitive and, of course, uses the same pricing we display publicly. Feel free to involve a customer in creating a quote if the opportunity presents itself and you think it would build trust.

Be sure to always click the "Save" button after making changes to a quote. QuoteHog does not autosave.


Quotes can be shared externally or embedded in an external source. Clicking the Dot Menu from a Quote and click "Share". If someone asks for a PDF version of a quote, you can view the external version and print it to PDF.

QuoteHog also provides Stripe reported usage and spend for existing customers. To do this, you need to first connect QuoteHog to Salesforce from the profile page. As you build a quote, click "Add customer info" and search for your customer account. This also allows you to link the quote to an existing Salesforce opportunity.

When building a quote for an annual plan conversion or renewal, consider:


	How is usage trending? Looking at the past 6 month's of usage (usage history tab in QuoteHog):




	If usage is trending up, calculate the growth rate and project expected volume for a year.

	If usage is stable, project based on the latest month's volume or the average or the maximum.



Note: QuoteHog's input expects monthly volume, so after estimating annual volume, don't forget to convert it to monthly volume.



	Is there opportunity to adopt additional products? How does that affect future usage?



You can create quotes with multiple options: e.g. one based on current usage, one with a higher tier to account for growth potential.

The legacy pricing calculator is available here.

Order form

An order form is a lightweight document that captures the customer details, credit amount, discount, term, and signatures from both PostHog and the customer. They are either governed by our standard terms or a custom MSA (see below).

You will likely need to use QuoteHog to get the correct credit amount to be included in the order form.

Creating an order form

We use PandaDoc to handle document generation, routing and signature. Ask Mine Katsu or Simon Fisher for access if you don't have it.


	The order form template to use is titled [Client.Company] PostHog Cloud Order Form - <MMM YYYY>

	When looking at the template, click the link to Use this template in the top bar.

	In the Add recipients box which pops up:

	Replace <MM YYYY> with the month and year the contract starts (e.g. March 2023)

	Add the Client email, first and last name

	Add the PostHog Signer email - normally the team member who is responsible for the customer (AE or CSM).

	Click continue

	In the pricing table, set the total amount of credit in the Amount box next to PostHog Cloud Credit

	Remove the Enterprise Plan line item if not needed.

	At the bottom of the pricing table, set the Discount % just above the Total

	On the right of the screen there is a sidebar, select the Variables tab and populate them as follows:




	Client Address Information - Needs to be their legal correspondence address (check with your customer contact)

	Client.Company - The legal company name

	Contract.Discount - The discount % (appears in the Additional credit purchase section)

	Startup credits - If the customer qualifies for the 2 free months when rolling off the startup plan, add up their total and discount as normal, and then add a note about the free credits in this format: "An additional credit in the amount of XXXXX (offered to customers in exchange for rolling off the Startup plan) to be applied to Customer's account upon signature with the same expiration date." For example, if a customer is signing a standard $20k annual contract to get the 20% discount, the total will be $25k, 20% discount of $5k, total cost to the customer would be $20k. In the notes, you would write: "An additional credit in the amount of USD $4,166.67 (offered to customers in exchange for rolling off the Startup plan) to be applied to Customer's account upon signature with the same expiration date."

	Contract buyout credits - If the customer is buying out a competitor contract, add the buyout credit to the Special Terms in this format: "Customer will receive a one-time and additional PostHog Cloud Credit of $XX,YYY (the "Contract Buyout Credit") to be applied against monthly usage expiring on the Credit Allocation Date." Any buyout is subject to team lead approval before it goes on an order form.

	Contract.EffectiveDate




	Set the start date of the contract in the format DD MMM YYYY (e.g., 01 Feb 2023). For a new customer, this would be the date they choose to start their subscription. For an existing customer, we have two options:

	Immediate Activation: If the customer wishes to start using the credits immediately, set the start date to the beginning of their current billing period. This backdating ensures that the credits are applied correctly to the current billing cycle.

	Next Billing Cycle: If the customer prefers to begin their annual plan at the start of their next billing cycle, set the start date accordingly. This option aligns the contract start date with the upcoming billing period.

	For example, let’s say it’s October 15 and you’re setting up an annual plan. You have a pay-as-you-go subscription that started on September 1, and the next billing date is November 1.

	If a customer wants to start using credits immediately for the October cycle, your contract start date should be October 1.

	If a customer wants to start using credits starting the next billing cycle, your contract start date should be November 1.

	If you set the start date correctly, our Zapier automation flow will create the invoices with correct dates so our revenue calculations are not affected from the transition.

	Note: Pay-as-you-go products are charged after the end of the period, while flat-rate subscriptions are charged at the beginning of the period. As a result the first two payments on a monthly schedule may occur within the same billing period as part of the transition. Make sure to send a note to the customer to ensure they're fully informed!

	Startup credits - If the customer qualifies for the 2 free months set the start date of the contract for 2 months in the future, to account for the two free months ahead of the contract.




	Contract.Term - The term in months of the contract (12 months by default)




	If they are paying monthly change:




	Payment Terms to 12 equal monthly payments from Contract start date.

	Payment Method to Credit Card.




	If an MSA is being used rather than the standard terms you will need to replace the following text:



PostHog Cloud License Terms appearing at: https://www.posthog.com/terms and Privacy Policy appearing at: https://posthog.com/privacy (collectively the “Agreement”)


with either

PostHog Cloud License Terms entered into by and between the Parties on or about the date hereof and Privacy Policy appearing at: https://posthog.com/privacy (collectively the “Agreement”).


or, if the Customer insists on including the exact date of the MSA to remove ambiguity,

PostHog Cloud License Terms entered into by and between the Parties on or about [INSERT DATE OF EXECUTION OF MSA] and Privacy Policy appearing at: https://posthog.com/privacy (collectively the “Agreement”).



	You should link the order form to the opportunity record in Salesforce using the Contract Link field in the "Opportunity Closure Details" so that we have a reference to the completed paperwork from our CRM.



Routing an order form for review and signature


	When viewing the order form, check the recipients tab in the sidebar. The Client and PostHog roles should be filled in.

	A signing order should also be set, with the Client signing first (so they can review it before we sign).

	Ensure Document forwarding and Signature forwarding are set to on so that our Contact can re-assign the document if needed.

	Click Send at the top of the document and add a message explaining the context of the order form.

	Once the Client and then PostHog have signed it you should get an email to confirm completion.

	Don't forget to link to an opportunity in Salesforce and mark the associated opportunity as Closed Won.

	Zapier will automatically add a record in the Annual Plan Table with the PandaDoc Order Form ID.

	Celebrate!



Manual upload of signed order form

We prefer to keep all signatures in PandaDoc, but sometimes clients may prefer to sign a PDF copy. One way to minimize this is to send contracts for initial review via PandaDoc when possible. It is ok to have multiple drafts in PandaDoc as long as we have the final signed copy in there as well. When a client signs an order form outside of PandaDoc, please follow these steps to complete the process:


	If you have previously created a draft, find the document from the Documents page in PandaDoc (note: you cannot change the status from Home or inside a document).




	Select "Change Status" from the three-dot menu on the right.

	Upload the signed PDF of the document.

	Mark the status as completed.

	Check Audit Trail to make sure the signed version is uploaded correctly.

	Link to an opportunity in Salesforce and close the associated opportunity as Closed Won.




	If no draft exists, upload the signed document directly ad a new document in PandaDoc.




	Mark the status as completed.

	Link to an opportunity in Salesforce and close the associated opportunity as Closed Won.



Once you the signed form in PandaDoc is marked as complete and the Salesforce opportunity status is set to Closed Won, the RevOps team will get a notification and handle setting up the subscription and invoicing. See the Billing page for steps on how the billing setup works for more information.

Using prepaid credits to cover an existing pay-as-you-go invoice

When a pay as you go customer wants to sign a prepaid contract and use their new credits to cover an invoice that is about to be issued, timing is important. Credits can only be applied cleanly to an invoice _before_ that invoice is finalized. Getting it wrong means the credits don't apply cleanly and RevOps has to do a manual override.

Flag insufficient credits before the invoice is issued

Monthly invoices are generated automatically at the end of each billing period. As the account owner, if you know a customer intends to purchase more credits to cover their current usage, you should check before the invoice issue date whether they will have enough credits on the account to cover it.

Credits added before billing period ends are applied automatically and the customer never has to pay the PAYG charge out of pocket. No further action needed here.

If they won't have enough credits to cover an invoice, and won't sign before the invoice issue date, you can ask the billing team to pause collection for a few days. Once the contract is signed and the credits are added, billing can release the invoice and the prepurchase credits will cover it. Flag this as early as possible. Billing can only pause an invoice that hasn't been issued yet.

Contract timing rules

For newly purchased credits to cover the intended invoice automatically, both of these must be true:


	Contract start date must match the first billing period the customer wants to cover. For an existing customer this usually means backdating the Contract.EffectiveDate to the start of the current billing period (see Immediate Activation above). If the start date doesn't line up with the period being covered, the credits won't map to that invoice.

	Contract must be signed before the period_end date of the invoice they want to cover. If it's signed after the period closes and the invoice has been issued, the automated flow can no longer apply the credits and an override is required.



If either condition can't be met, you'll need an override.

Overrides

An override is the manual process RevOps uses when credits couldn't be applied before an invoice was finalized. For example, the customer paid part of an invoice with credits, or signed after the invoice was already issued. Overrides are more complex than the standard flow: they can involve pausing or crediting the issued invoice, refunding card payments, and re applying credits in the right order.

The refund itself can be done self serve through billing admin. But in an override scenario a refund is not a clean solution. It's tied to metadata override and reapplying credits. So don't process an override refund in isolation: coordinate with the billing team so revenue recognition stays accurate. And don't refund a card payment until the replacement credits are confirmed.

If you're unsure whether a situation needs an override, ask the billing team in #team-billing before taking any action. Don't roll back charges, void invoices, or refund payments on your own.

Master Services Agreement (MSA)

Occasionally, customers will want to sign an MSA instead of referencing our terms in an order form.


	Download a copy of the PostHog Cloud MSA as a Word Document (legal teams prefer this format) and share it with your Customer contact.

	They may want to propose changes (also known as 'redlines'). Work with Hector or Fraser to get these agreed.

	Create a new document in PandaDoc, you can choose to either import from Google Drive or upload from your local machine. This should be the clean, non-redlined document as agreed by both parties.

	Change the name to be PostHog Cloud MSA - CUSTOMER LEGAL NAME.

	Add the Client and your name and PostHog email as roles.

	Add a Signature, Name and Title field for both PostHog and the Customer.

	Check the signing order (Client, then PostHog normally).

	Send for signature - so long as any proposed changes have been reviewed and approved by Hector or Fraser, you are free to sign on behalf of PostHog



Sometimes large customers will ask for changes to our MSA. We have a list of the kinds of changes we will/won't consider in a private repo in the company-internal sales contract changes directory that you can generally agree to without the Ops team reviewing. However, if you are ever in doubt, ask in #legal in Slack

Business Associate Agreement (BAA)

We offer HIPAA Compliance on PostHog Cloud and as such health companies will require us to sign a Business Associate Agreement with them. As this means we take on increased financial risk in case of a breach we ask them as a minimum to subscribe to one of the platform packages which is a guaranteed monthly payment. A maximum of one BAA per organization will be signed. Under most circumstances, it should be the company that owns the org/pays us.


	Ask the customer to subscribe to a platform package (as well as any other paid plans they wish to use). You can verify this in Vitally by ensuring that they are in the Teams Plan segment.

	Create a new document from the PandaDoc template.

	All you need to do it set the Client.Company variable and then send it to them for review and signature.

	It has been pre-signed by Fraser and will automatically add today's date as the date of signature for PostHog.

	You'll get a notification when everybody has signed it - we have automation in place to ensure that the HIPAA BAA Signed Date property on the customer's Salesforce Account record is updated.



We only provide our default BAA for platform package subscribers - customization requires >$20k annual spend. The BAA only remains active for as long as the customer is subscribed to a platform package - if they unsubscribe, we send them a message that their BAA will become inactive at the end of the month in which they cancelled. Customers on a platform package trial are not eligible to sign a BAA. You'll need to convert their trial to a regular subscription first, before they can sign it. If the lead is not sure whether they will need a custom BAA and their usage wouldn't put them at $20k, then it is worth pushing them to get legal feedback by sending them our BAA before moving forward, else you risk spending a lot of time on an evaluation that ends up at $250/month.


Non-disclosure Agreement (NDA)

In some cases, prospective or current customers require a mutual Non-disclosure Agreement (MNDA) in place before conversastion or product activity can proceed. Terms already specify Confidentiality and if there is still a situation where a documented agreement is requested this can be easily accommodated.


	Access PandaDoc and Create a New Document

	Use the current PostHog - NDA template

	Add your desired contact as a recipient and follow the usual PandaDoc process

	When document is complete, it will be stored in the Document library and can also be attached to the Salesforce account for future reference



Trust center approvals

Requests that originate from the Trust Center automatically get sent an NDA in the request from SafeBase to PandaDoc. Once the document is fully signed, access will automatically be granted.
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  Overview

We use Salesforce as our customer relationship management ('CRM') platform. If you need access, you can ask Mine Kansu for an invite.

As a first step, make sure you connect your Gmail account under your Salesforce settings. Go to Settings → Connected Accounts → Gmail and connect it. This ensures all your customer emails sync automatically with Salesforce. Next, make sure your Gmail account is connected in Vitally. This is essential so that we capture the full customer context and avoid duplicate or conflicting outreach.

As a general principle, we try to make sure as much customer communication as possible is captured in Salesforce rather than in individual email inboxes so that we make sure our users are getting a great experience (and not confusing or duplicate messages from different team members!). You should use the channel that suits the user, not us. Just make sure you keep Salesforce up to date with your interactions. We’ve found Slack messages usually get better response rates than email.

For existing customers, you'll sometimes send emails directly from Vitally. To ensure these also make it to Salesforce, first look up your _Email to Salesforce Address_ from the personal settings page in Salesforce, and then add it to your Vitally gmail settings.

All Slack messages sync up with the corresponding account in Salesforce. We use Pylon for this sync, so make sure Pylon is added to the customer Slack channel integrations and the channel is linked to the Salesforce account properly for the sync to work smoothly.

You are most likely to use the following regularly:


	_Tasks_ A task represents a potential sales follow up or engagement. Every new inbound inquiry (via form or email) is now created as a task on an account and contact.

	_Opportunities_ - An opportunity is a qualified lead that has been assessed and is considered a potential sales deal (with an estimated revenue and an expected close date). This is where we manage our customers through their buying cycle.

	_Contacts_ - Contacts are individuals who use PostHog or contacts we interact with. You can create contacts manually or convert a Lead to a Contact after evaluating the lead and deciding to continue working with them.

	_Accounts_ - You will also create an account record to associate with any contact. You can associate multiple contacts with a single account. If you enter the company's domain name, we have data enrichment in place to pull in additional data on the organization.



Salesforce offers a ton of resources if you want to dig deeper.

Managing our CRM

People currently come into Salesforce through one of the following ways:


	Email inquiries: messages sent to sales@posthog.com

	Website forms: when they complete a contact or demo request form on our website

	Product sign ups: All signups are saved as a contact record in Salesforce

	Manual Entry: When a team member manually adds a contact, such as meeting someone interested in PostHog at an event



New PostHog signups

When a user signed up (Cloud signup) event is ingested into PostHog we use the Salesforce App to sync contact data into Salesforce. We also populate the following Salesforce properties if they are set in the PostHog event:


	selected_deployment_type - usually cloud or hosted_clickhouse

	product_signup_ts - the time they signed up/purchased a license

	is_organization_first_user - whether they have created a new organization or joined an existing one

	role_at_organization - the role they self-selected when signing up (used in Lead scoring)



Completed contact form

We have a contact us form on posthog.com where we ask users can get in touch with us. The sales@ alias gets an email notification and a notification is also sent to #sales-leads in Slack when one of these forms is submitted.

These submissions are processed through the Default app and routed into Salesforce as tasks. Tasks are then automatically assigned to the right team member based on account ownership and territory (see below).

If the submission is clearly a support or billing request, you don’t need to reach out manually:


	On the task, select the disqualification reason Billing Support Request or Support Request.

	This automatically creates a Zendesk ticket for the correct team.

	No manual outreach is needed; automation handles it.



Zendesk Integration

If you add "sf-lead" tag to a ticket in Zendesk, a new lead will be automatically created in Salesforce. This helps streamline the process of converting support questions or tickets into potential sales opportunities directly from Zendesk.

If you see "Zendesk" as the lead source, please review the ticket under the Zendesk widget in Salesforce which allows you to view the full context within salesforce. It will also appear in sales_form_message field for quick review of last request before the Zendesk ticket is converted to a lead.

Forwarding sales opportunities

If you are not in the sales team but are engaged with a client and identify a sales opportunity, forward the email chain to sales@posthog.com. A new lead will be automatically created in salesforce and assigned to the appropriate AE based on existing criteria. This way we can smoothly hand off potential opportunities and track things properly!

Important: The email must be forwarded (not replied to), and sales@posthog.com must be in the "To:" field—not CC or BCC—for the automation to work correctly.

Task assignment logic

When a new task is created, we first check whether the associated account already has an owner:


	If the account has an owner, task is automatically assigned to that person.

	If the account is unowned, account and task are assigned to a salesperson via round robin within their territory.



This ensures we avoid double assignments and maintain clear ownership.

Territories


	U.S. West

	U.S. East

	Europe & Africa

	Asia & Middle East

	Australia & New Zealand (ANZ)

	Territory 1 (U.S. state unknown)

	Territory 3 (Unknown, but otherwise qualified)



Each territory runs its own round robin assignment for new, unowned accounts.

Stale task reassignment

If a task is assigned to a someone but remains untouched for 10 days, it will be automatically reassigned once via round robin. If it remains untouched after reassignment, it will be automatically disqualified with the Stale – Autoclosed reason.

Converting tasks to opportunities

If a task represents a qualified opportunity:


	Open the task and check the box labeled “Create new opportunity.”

	Choose the appropriate Opportunity record type:

	New Revenue for brand-new customers.

	New Revenue – Existing Customer for upsells, cross-sells, or expansions.

	Existing – Convert to Annual for pay as you go customers moving to an annual plan.

	Renewal for existing annual customers renewing their plan.

	This automatically creates and links the opportunity to the task.

	You can then click the opportunity link to add deal details (value, close date, etc.)



Use the following criteria (loosely based on traditional BANT qualification) to determine when a task should be converted to an opportunity:


	You've had at least one call with the customer to establish a relationship.

	There's a clearly identified problem that PostHog can solve.

	They have acknowledged that the problem is important enough to work on solving now.

	You've had a rough pricing discussion, and confirmed that their budget is in the same ballpark.

	The person you're in touch with is the decision maker, or has committed to introducing you to the decision maker.

	You have an agreed next step which moves things forwards such as:

	Signing up for a PostHog organization

	Implementing PostHog

	Getting an MNDA in place

	Accepting a Slack Connect invite and asking questions in a Slack channel

	Accepting a call invite with their boss/buying committee



All of the above criteria should be met before creating an opportunity.  By doing so you drastically increase the odds of bringing them onboard as a successful customer.

If you aren't able to confidently say that you have covered the above, you should keep them as a Lead in the Nurturing stage.

Task disqualification reasons (reference)

When you disqualify a task, choose the picklist reason that best matches the situation. Salesforce groups reasons into categories; full definitions are on the field in Salesforce. This table is a quick map so the team uses the same buckets.

| Category | What it means | Reasons (picklist) | | --- | --- | --- | | Auto-Dispositioned | System closed the task or sent auto emails without hands-on sales triage. | Below Threshold – Auto; Stale – Autoclosed | | Re-route | Send the conversation to another PostHog team. | Support Request; Billing Support Request; Existing Customer Inquiry; Event Request; Partnership Request | | Not a Lead | Not a commercial sales opportunity for this path. | Spam; Duplicate Lead; Non-Commercial; Startup Plan / YC; Self-Hosted Requirement; Business Closed; Feedback; BAA / DPA Request | | Unreachable | You cannot reach them or they stopped responding; split by whether they are worth revisiting. | No Response – Pass; No Response – Prospect; Invalid Contact Info | | Fit | You could assess fit; outcome is ICP, product, technical sponsor, or competitive situation. | Below Sales Assist Threshold – Pass; Below Sales Assist Threshold – Prospect; Not a Good Fit; No Technical Resource; No Product Fit; Using Competitor / Unsolicited RFP | | Timing / Economics | Fit may be fine later; budget, timing, or capacity block a deal now. | No Budget; No Current Need; Resource Constraints | | Other | None of the above; use sparingly. | Other |

Splits and follow-ups (pick Pass vs Prospect carefully so reporting and nurture stay accurate):


	No Response – Pass — No response and no meaningful signal (e.g. low lead score, no usage); terminal for active pipeline.

	No Response – Prospect — They showed qualifying signals but went dark; create a follow-up task with a date (revisit in roughly 3–6 months).

	Below Sales Assist Threshold – Pass — TAE judged under ~$20K potential with no signals worth revisiting.

	Below Sales Assist Threshold – Prospect — Same economic band but signals worth another pass (ICP, growth, usage); create a follow-up task (e.g. BDR or named list). If nothing happens within ~90 days, revisit whether this split is useful.

	Using Competitor / Unsolicited RFP — Locked in or chose a competitor; set a reminder to check in in about 9 months (see new sales playbook).

	Other — Requires a free-text comment when selected; if a large share of disqualifications land here, propose a new reason.



Manual entry

If you meet a potential customer elsewhere (e.g., events, introductions, referrals):


	Create the Account and Contact manually.

	Assign the correct Lead Source from drop down.

	Create a Lead Task for any action item or sales follow up.



Support and billing routing

For support or billing questions submitted via the sales channel, disqualify with Support Request or Billing Support Request as in Completed contact form (Zendesk ticket automation). If you still see legacy lead records from older flows, the same reasons apply; ticket creation may use this Zapier path for some automations.

Billing vs. finance: who owns what

Billing and finance questions look similar but go to different teams. Route by what the customer is actually asking for:


	Invoices → billing team Questions about what an invoice says or what information goes on it — line items, amounts, dates, the entity we bill under, or adding a PO number to an invoice. The  owns the invoice itself.




	Collections → finance team Anything about getting paid or where an invoice needs to go — requests to upload an invoice to a customer's payment portal (e.g. Zip, Coupa, Ariba), supplier-onboarding or vendor-setup forms, requests for extra documentation or information from us, and chasing overdue payments.



A quick test: if the question can be answered by reading or correcting the invoice, it's billing. If it asks us to send the invoice somewhere specific, complete a form, or provide extra information, it's finance.

Tax is owned by finance, who handle tax determination and compliance via Anrok. Billing only gets involved when a specific tax amount has to appear as an explicit line item on an invoice. For anything about tax rates, treatment, or whether tax applies, ask finance.

This comes up most with managed customers, where POs and payment notices sit at the intersection of sales, billing, and finance. These often arrive via the sales channel (the contact form or sales@) even though they belong to billing or finance — disqualify and re-route them using the split above rather than working them as leads.

Below Threshold – Auto (Customer.io)

When you should route someone to self-serve onboarding instead of hands-on sales, mark the task Below Threshold – Auto. That triggers the automated onboarding flow in customer.io, which guides them without manual outreach. Manual TAE judgment under the sales-assist threshold uses Below Sales Assist Threshold – Pass or Below Sales Assist Threshold – Prospect (see splits above), not this auto reason.

Spam

These mostly come into the sales inbox rather than the contact form. Whilst there is a Spam disqualification reason in Salesforce we can also prevent users from emailing the group again by banning them in the Sales Google Group. If you do ban someone bear in mind they won't be able to email our sales email until the ban is lifted so only use this for genuine spam (e.g. people trying to sell us competitor user lists).

Lead qualification criteria


	Do they match our ideal customer profile?

	Do they have a need that PostHog can help with?

	Have they shown interest in our product/service?

	Are they looking to make a purchasing decision within a reasonable timeframe?



Best practices


	Make sure all new leads are contacted within 24 hours.

	Keep all lead information up-to-date and accurate in Salesforce.

	Periodically review lead statuses and update them as needed.

	If you are actively working an existing customer as a lead make sure you add yourself as the Account Executive in Vitally (to avoid double assignment).



Handling time off (PTO)

By default, when you are out leads will still be routed to you, and as we have no expectation of you being available whilst on PTO leads may be missed and not followed up on.  To mitigate this we need to temporarily remove you from lead round robin:


	If you are out for 1 consecutive day or less:

	Ensure your calendar is up to date with your time off, so that Default doesn't schedule meetings for when you are out.

	If you are out for longer than 1 consecutive day:

	Ensure your calendar is up to date with your time off, so that Default doesn't schedule meetings for when you are out.

	Let Mine or Simon know 2 working days before you leave that you are out and need to be taken out of the round robin temporarily

	Mine or Simon will then set you to inactive on the Leads assignment tracker in Salesforce.

	They will also set a reminder to re-add you the day before you are back.



Opportunities

Opportunities track potential deals in Salesforce. Managing opportunities effectively is important for tracking progress, forecasting revenue, and ensuring accurate reporting. In our sales process, for each lead conversion we create an Opportunity. Correctly identifying the appropriate opportunity record type is important to optimize our processes.

Opportunity record types

New Revenue: Select this type when engaging with a customer who has never paid us before. This includes new customers and startup customers transitioning to a paid plan for the first time.

New Revenue – Existing Customer: Choose this type for additional credits to a customer who is already paying us. This includes upsells, cross sells, or expansion within the same account.

Existing - Convert to Annual: Choose this when discussing an annual contract with a pay-as-you-go customer.

Renewal: Choose this type when an existing customer is renewing their contract or subscription for our products or services. We automatically create a renewal opportunity if an 'Annual Plan' type opportunity is Closed (more on these later).

Opportunity types

Annual Plan: Select this type when the customer agrees to pay for a year-long+ subscription to our services.

Monthly Plan: Choose this type when the customer opts for a month-to-month subscription to our services. Amount field still reflects ARR here.

How to create an opportunity

Convert a task

If you're working a lead and want to create an opportunity from a task, simply check the Create New Opp checkbox and select the appropriate Opportunity Record Type from the dropdown.

This ensures the Lead Source is correctly carried over to the new Opportunity, and the task and opportunity remain linked for full visibility.

Creating an opportunity from scratch

You can also create an opportunity directly from scratch, but make sure to connect it to a Contact and an Account so all relevant data is linked properly. To do so:


	Go to the Opportunities tab by clicking on the App Launcher (the grid icon) and searching for "Opportunities."

	Click the "New" button and select the correct record type

	Fill in Opportunity Details:

	Opportunity Name

	Close Date: Choose the estimated date when the opportunity is expected to close.

	Term (Months): Default is 12, update for multi year deals.

	Total Credit Amount: Total value of the contract before discounts.

	Discount (%): Percent discount applied to the total.

	ARR Discounted: Automatically calculated annualized revenue after discount.

	Contract Start Date: Date the contract begins.

	Contract End Date: Automatically calculated based on Start Date + Term.

	Stage: Select the current stage of the opportunity in the sales process.

	Type: If you know whether they're interested in paying on a monthly or an annual basis (if blank this will be Monthly by default)

	Connect to an Account: In the "Account Name" field, search for and select the account associated with the opportunity. If the account does not exist, create a new account first.

	Connect to a Contact: link any specific contact you're in touch with regarding this opportunity by adding them to the "Contact Roles" list.



Opportunity stages

Stages will differ depending on the chosen Opportunity Record Type. The following stages are for the New and Existing Business Record Types:


	Problem Agreement - Buyer explicitly acknowledges they have a meaningful problem that can be qualified (e.g. "What happens if you don't solve this problem?")



Exit criteria:


	Identified & implicated pain with specific, quantifiable metrics (time/money/risk)

	Answer to "What happens if you do nothing?" documented with real consequence

	Buyer explicitly said "This is a problem we need to solve" (not just "interesting")




	Solution Agreement - Buyer confirms our solution is best suited to solve their problem. Can be as simple as "We think PostHog will work for us"



Exit criteria:


	Active product usage OR completed POC/trial

	Clear, documentable decision made for PostHog (with or without comparing alternatives)

	Economic Buyer identified (name + title)

	Champion identified (name)




	Priority Agreement - A senior decision-maker acknowledges the problem as a priority and validates our solution.



Exit criteria:


	Budget confirmed (amount range OR "yes, funded")

	Decision process mapped (who approves, what steps, timeline)

	Economic Buyer said this is a priority (exact quote documented)

	Champion tested (evidence they're advocating internally)

	Compelling event known (deadline: budget cycle, launch, renewal, etc.)




	Commercial Agreement - Mutual agreement is reached on price and all contractual terms.



Exit criteria:


	Price agreed in writing (email/quote with amount + terms)

	All commercial terms agreed (payment terms, contract length, prepaid amount)

	Paper process mapped (legal, security, procurement steps + owners + timeline)




	Vendor Approval - Buyer completes internal processes (legal, security, procurement) and contract is executed.



Exit criteria:


	Contract signed




	Closed Won (100%) - They have signed the contract and are officially a PostHog customer.

	Closed Lost (0%) - At some point in the pipeline they decided not to use us. The Loss Reason field is required for any opportunity to be marked as Closed lost.



Bolded exit criteria indicate the minimum standard for the opportunity to advance stages (for typically smaller, more transational deals). More detail is available on the stages and the exit criteria for each state in this spreadsheet

Forecast categories

Commit: PostHog is integrated and the buyer has stated an intent to purchase within the Close Date quarter.

Best case: PostHog is or is being implemented, volume justifies an annual commitment, and the buyer has stated interest in purchasing with the Close Date quarter.

Pipeline: Buyer is actively evaluating PostHog or intends to evaluate PostHog within the Close Date quarter and early volume/discussion indicates an annual contract could be justified.

Omitted: Not used. You can omit from Forecast by moving the Opportunity to a new quarter or marking it as Closed - Lost.

Forecast categories should be re-evaluated on an ongoing basis. While it is not ideal for Opportunities to move to an earlier category, we should do so if this reflects reality, especially as quarter end approaches. In addition, we should think about what we can do differently in future to make the forecast more accurate.

Renewal pipeline

When an opportunity with Annual Plan type is Closed Won, a Salesforce flow will create an opportunity associated with the contact and account from the original opportunity. The following fields will also be set:


	Amount - Copied over from the original opportunity

	ARR up for renewal - Copied over from the original amount; so that we can track expansion/churn

	Close date - 4 weeks in the future (may need adjusting if the opportunity record isn't closed on the contract start date)



The renewal pipeline stages are:


	Qualification (10%) - They have just became a PostHog customer and we're helping them getting set up.

	Meeting booked (20%) - They have reached a steady state where we consider them self-sufficient with PostHog.

	Product Evaluation (50%) - This step becomes relevant if decision makers have changed in organization or if new teams within the company are considering using us.

	Commercial & Legal Review (80%) - We are now working with them on contractual items such as custom pricing, MSAs etc.

	Closed Won (100%) - They have signed the contract.

	Closed Lost (0%) - At some point in the pipeline they decided not to renew. We should make a note as to the reasons why and optionally set a reminder task to follow up with them if we have improvements that could change their mind on our roadmap.



Opportunity notes

The "Opportunity Notes" section is to track key actions and next steps to manage an opportunity and avoid missed follow-ups. It has the following fields:


	Next Steps: Add actions or tasks required to move the opportunity forward. Be clear and concise to ensure anyone reviewing the opportunity understands what needs to happen next.

	For the New Business Sales Team, the Next Step should have three specific elements:  1) a timestamp  -- when was this change made, 2) the owner at the customer for the next step -- who do we expect to take the action? 3) a binary outcome - (what will we/you get) related to the stage, with the next step date reflecting when the outcome is expected.

	Next Step Date: Enter the date by which the next step should be completed. This helps in maintaining timelines and keeping follow-ups on track.



Opportunity closure details

This section is to add additional information for opportunities that are won or lost to capture context and details to setup customer account correctly:


	Loss Reason: A required field for any opportunity marked as "Closed - Lost." Pick the most appropriate option from the dropdown to help identify patterns.

	Additional Loss Context: Optional field to add further insights into the loss. It's great to include specific customer feedback if available.

	Contract Start Date: Especially important for correct account setup and tracking renewals. This date must match the start date of the customer’s current billing period for which they intend to apply credits. Setting this correctly ensures that any purchased or applied credits can be used immediately for the intended billing cycle.

	Example: if a customer’s billing period runs from September 21 to October 21, and they purchase credits on October 15, the contract start date must be September 21 for credits to be applied to their current billing period. If instead the start date is set to a later date, credits would only apply to the next billing period, meaning the customer won't be able to use them right away. see more info on under contracts

	Products: Select the products discussed/planned to be used as part of the opportunity. Make sure to include all addons so RevOps can ensure the customer’s subscription is set up correctly.

	Contract Link: Link to the contract in PandaDoc for easy access and reference.



Self-serve opportunities

If you feel like a customer doesn't fit a hands-on flow, then you mark the lead or opportunity as self serve. There are two ways to do this:

1. Self serve - no interaction

Use this checkbox when you decide to move a new lead to the automated self serve flow without any personal interaction or discussion. You can use this checkbox when a lead does not meet the necessary qualifications for direct engagement and the automated self serve emails would be sufficient for successful onboarding.

How to use:


	Go to the lead record in Salesforce.

	Click the checkbox labeled "Self Serve - No Interaction" under the Lead Details section.

	Once marked, the automated self serve email flow will be triggered, no need to do anything else.



2. Self serve - post-engagement

Use this checkbox if you have engaged with the lead in some form, such as a demo or discussion, but you believe they can proceed without further involvement.

How to use:


	Go to the opportunity record in Salesforce.

	Click the checkbox labeled "Self Serve - Post Engagement" under the Opportunity Information section.



Important notes:


	There are no automated email flows attached to this checkbox. Once you have spoken with a customer at least once, all future communications should come directly from you.

	Separately, these customers will still receive the standard onboarding emails from the app regardless of their self serve status in salesforce.



Points to consider when marking leads as self serve:


	Usage Volume: If their usage volume is around 5 million monthly events and 100,000 recordings, they should be hands-on.

	Annual Commitment: If they want an annual commitment, keep them in the hands-on pipeline.

	Guided Evaluation Help: If they need help with a guided evaluation and their potential value is high enough, create a Slack Connect channel to assist them during the evaluation and keep them in the hands-on pipeline.

	None of the Above: If none of the above apply, move them to self-serve.



When moving someone to self-serve we should set them up for success by using the Post Demo route to self-serve. This encourages them to sign up to PostHog Cloud and provides some helpful getting started pointers. If there were any follow-up questions from initial meeting we should answer those in this email as well.

If you move an opportunity to self-serve then it won't be included in your quota retirement/commission calculation (as you aren't working on it).


All done - now what?

This is just the beginning of what will hopefully be an awesome relationship with a new customer!

We are just getting started here, but a few things that you should do:


	If they are a large/target customer, they should already have a Slack Connect channel in our company workspace.

	Check in with them regularly and ensure they aren't blocked by support/other issues







  28. CSM + TAM rules of engagement

  Source: https://posthog.com/handbook/growth/sales/csm-tam-overlay-coverage

  
  Some accounts have both a CSM and a TAM. The point is depth: two people sharing the load so each can focus on what they're best at, and the customer gets a better experience than one person stretched across everything.

Both roles have a real relationship with the customer. Both are in the Slack channel. Both know what's happening on the account. The difference is _focus_, not ownership.

The customer should never have to figure out who to contact. They reach out to either person, and PostHog sorts it out internally.

What each role focuses on

CSM


	Operational health and health score monitoring

	Support escalation and follow-through

	Credit usage optimization

	Onboarding, training, getting new users set up

	Renewal process end-to-end

	Day-to-day responsiveness

	Health of the technical implementation

	Surface cross-sell signals from product usage and conversations to TAM



TAM


	Cross-sell strategy and execution

	Credit discount negotiation and deal structuring for new credit purchases, invoicing

	Use case discovery, mapping products to problems

	Multi-threading into new teams and stakeholders

	Account planning (quarterly in Vitally)

	Stakeholder management



Both


	General customer questions (whoever sees it first)

	Implementation reviews

	Retention. TAMs are not off the hook here. Understanding health and usage is a prerequisite for cross-selling, not work that gets delegated.



What good looks like


	Customer reaches out to either person and gets a fast, informed response. They never think about who to contact.

	Both go deeper on their focus area than either could alone

	Customer knows both people, trusts both, feels like they have a team

	Neither person is surprised by what the other communicated

	Both are visible in Slack, not just when they need something

	Both are aligned on the current state of the customer, risks, opportunities and what their counterpart is working on.

	TAM and CSM alignment on the account happens in public, not DMs



What bad looks like


	Customer gets told "that's not my area, let me get [other person]"

	Customer only hears from the TAM when PostHog wants to sell something

	Customer gets asked "how are things going?" by both people in the same week

	CSM discusses pricing without knowing the TAM had a deal in play

	TAM sends a cross-sell email without knowing the customer filed 3 support tickets yesterday

	Neither person responds because each assumed the other would

	TAM checks out on health because "the CSM handles that now"

	Customer has to explain the same thing twice







  29. How to respond to frequently asked questions

  Source: https://posthog.com/handbook/growth/sales/customer-faqs

  
  Here's how to respond to common customer requests. These usually arrive in the form of new contact form submissions but may also be asked by existing customers too.

Can you increase my rate limits?

Here's how we'd break down use cases:


	if the use case is exporting all the data so they can do further transformation or activation in other tools -> use batch exports

	if the use case is ultimately going to be accessing our API programmatically with a pre-defined query -> use endpoints product

	if the use case is essentially wrapping PostHog and allowing the customer to query whatever they want (in other words, if they want a different UI for querying PostHog data) -> use /query API endpoint



flowchart TD
    A{Is the API hitting <code style='padding: 4px; border-radius: 8px;'>/query</code> rate limits?}
    B{Does the use case fit endpoints?<br />(i.e. B2B2C user-facing analytics, data-powered APIs, internal home-grown dashboards)}
    C["Explain the use case in #team-data-modeling <br />(we're keen to talk to beta users!)"]
    D{Should they use batch exports instead?}
    E[Redirect them to start paying for batch exports.]
    F[1. Assume we're not increasing rate limits.<br />2. Reach out to #team-clickhouse with query details.]
    G["Go to the relevant team for that API<br />(Feature flags, Surveys, ..)"]

    A -->|Yes| B
    A -->|No| G
    B -->|Yes| C
    B -->|No| D
    D -->|Yes| E
    D -->|No| F

See RFC #438 for more context.

Do you have plans to add more hosting options outside of the US and EU?

Right now, no. The vast majority of our customers are happy to host on one or the other, with EU being the preferred domain for GDPR compliance. This is not a "never", just not in the near future.

Do you have a dummy account we can mess around with?

No, the best way to trial PostHog is to start sending your own data into it. When a trial is filled with dummy data, which isn't relevant to the specific team, the overall engagement and success of the trial is lower.

Does PostHog follow the MEDDPICC sales methodology?

Yes! But like everything we do here, it's not what you would expect. At PostHog, MEDDPICC means "Make every deal a delightful PostHog implementation - Charles Cook"





  30. New customer onboarding

  Source: https://posthog.com/handbook/growth/sales/customer-onboarding

  
  Sales-led

Day -1 - Session: Initial demo

Our moat is that we have a fully-integrated tool that allows customers to go across Analytics, Recordings and Experimentation easily.  We want new customers to see the value of this as quickly as possible when evaluating us against other solutions.

For high-touch prospective customers the following process will get them onboarded quickly so that they can experience the value we provide using their own product data.

The process should run for 2 weeks by default, but can be extended if we think it's worth the additional effort.

The aim at the end of the evaluation is to have them:


	Sending in auto or custom captured event data

	Enabled session recordings

	Created a trend chart tracking User Acquisition

	Created a funnel tracking Activation

	Added the above to a dashboard



At the end of the demo call

If at the end of a demo call we think a customer qualifies for high-touch onboarding we should outline our suggested evaluation approach.  If they aren't quite ready to kick the evaluation off then we should follow up with a templated email reminding them of the process, then check in with them after they've had some time to regroup.

High touch criteria

As a small team we have limited bandwidth to run customer evaluations so we need to focus on potential customers who:


	Are likely to contract above $20k with us.



(Ideally we qualify this by giving indicative pricing in the demo)


	Are likely to enter into an annual contract.



(This is quite a high-effort process for people just going month to month)


	Are ready to get hands-on with PostHog and will make a decision in weeks, not months.



Expectations of the customer

We'll need them to be able to demo their product to us, as well as attend two or more zoom calls where we scope out the data and help them get set up.

Ideally we will also have them in Slack Connect channel so that we can provide responsive support and expose them to the wider PostHog team.

Some customers may wish to use MS Teams rather than Slack - we can sync our Slack with Teams via Pylon to do this. First you will need an MS Teams licence - ask Simon for one. Then, follow the instructions on the link here to get set up. Before adding the customer into the channel, remember to test it on both sides to ensure the integration is working correctly.

Day 0 - Session: Kick off

At the start of the evaluation, we want to review their product to understand and advise on the best approach to tracking, as well as address any privacy concerns associated with session recordings.

By the end of the call we should have a plan for event capture/opt-out capture and an agreed timeline to get that set up.

Prerequisites

The customer should come prepared to demo their product to us, where we can help figure out the key tracking events needed for the evaluation to be successful.

If they don't already know about AARRR we should share our AARRR blog post and Tracking Plan and ask them to review it before the call.

Structure


	Review goals and structure of this session

	Review key concepts:




	Acquisition

	Activation

	User Identification

	Cohorts

	Groups

	Privacy / opt out capture




	Have customer demo their app to you, focusing on where the above information is captured




	During the demo agree where Acquisition/Activation/Identification take place

	Get the CSS selectors and pages of any items to opt-out of capture

	Agree any additional properties that need to be captured




	Recap and agree the tracking and other implementation details

	Agree the timeline to have tracking implemented and set up the following call (ideally 3 days after capture is implemented)



Deliverables


	A partially filled-in tracking plan detailing Activation and Acquisition

	A code snippet showing them how to implement tracking for their product (including Identification and Groups if applicable)

	Elements and pages to add opt-out-capture to



Day 3 - Session: Using PostHog

The aim of this call is to get the customer familiar with navigating PostHog as well as:


	Defining Actions

	Defining Cohorts

	Creating Insights

	Creating Dashboards

	Finding Recordings



As much as possible the customer should be sharing their screen and driving the session, by teaching them to fish they become comfortable and self-sufficient with PostHog.

Prerequisites

Tracking should be set up in line with what was shared after the previous call.

Structure


	Review goals/agenda

	Have them share screen and guide them through:




	Live events

	Creating actions

	(Optionally if using Autocapture) the toolbar

	Creating cohorts

	Creating their Acquisiton trend insight

	Creating their Activation funnel

	Adding insights to a dashboard

	Navigate from dashboard to insight to recordings

	Note any inconsistencies or missing tracking information and plan to follow-up to help get that set up 4

	Show them the billing page and their projected usage (pricing discussion)



Deliverables


	Updated tracking guidance based on issues discovered in the guided demo

	Updated pricing quote based on volume



Next Steps

Every trial should have an end date by which time we expect the customer to make a decision on whether PostHog is right for them.  If they need more time we first need to understand what they've not seen so we can proactively help them see everything they need to do make a decision (within reason).

If they do become a customer (yay!) then we should agree a regular check in call cadence with them from the start (it's much harder to do after they are in the steady state).

Customer Success-led

1-hr onboarding call

Customers with a platform package (and up) are entitled to a one hour kickoff/implementation call. This could include a high-level discussion of how PostHog fits into their stack, troubleshooting issues they've hit so far, or walking them through as they code it up, for simple setups. In practice we only need to worry about this for product-led / customers who haven't talked to sales before. [TO DO] Include a team calendly link in the welcome emails for Teams purchases or set up a separate campaign to email from a CSM.

Ongoing Training

Enterprise customers will also receive 1-2 hours of bespoke training per quarter according to their needs.  This can be delivered in a few formats depending on where the customer is in their PostHog journey:


	A deep-dive on a specific topic of their choosing.

	Question and Answer session with their CSM.

	An intro/set-up session for a PostHog product they've not used yet.



Sales to CSM "handoff"

Customer lifecycle handoff/ownership is described in the sales and customer success overview.





  31. In-person sessions with customers

  Source: https://posthog.com/handbook/growth/sales/customer-onsites

  
  In-person visits work best for accounts paying or likely to pay $50k+/year where you've identified specific opportunities for expansion, are navigating renewal conversations, or need to overcome significant technical or organizational hurdles. They're a high-effort, high-reward play - use them strategically.

This outline of what to consider and how to plan an in-person visit is designed to provide ideas, inspiration and avoid common pitfalls. It is not a framework nor a definitive guide - your intuition and experience should ultimately guide the who, what and how of in-person meetings.

Account manager driven vs customer driven visits

Account manager driven

Sometimes you'll be the driver for the visit happening, whether by pitching a specific outcome, or offering to 'drop in' when you're around. When this is the case, it's important that you have a tight, well defined schedule and some goals (whether shared with customer or not) for the visit. Don't leave your champion(s) to do the work of planning and scheduling the sessions - you want them to be able to join the session, have a positive and productive experience, and continue evangelising us without adding to their to-do list.

Customer driven

Sometimes the purpose of an onsite is defined clearly by the customer, for example overcoming a specific technical challenge, or building an analytical framework for a new product. In this situation, definitely schedule significant time to address their primary goal, but do not underestimate the opportunity to create less formal contexts with smaller audiences, especially your champions.

Formal Sessions

This section will cover the length, audience, purpose and content of sessions that you could include as part of your onsite - pick and choose like a menu. At a minimum you'll want a broader session with a big audience and a narrow session with the key stakeholder(s) and champions to progress a relationship with an account.

PostHog user analytics jam

Length: An hour, possibly longer with a small focused audience

Audience: Users of PostHog, the more the better, armed with laptops and logged in

Purpose: To level-up how users engage with our platform, spark new ideas and inspiration for customer teams, and expand usage and impact by enabling the audience on our tools.

Content: Set an explicit goal that you think is achievable within the session for you to work towards with the users. Invite ideas and suggestions to get the jam going, but make sure you have some solid ideas in your back pocket to get things started. Building a compound score (i.e Customer effort score, time to value, onboarding friction) can be a good one if the customer has no ideas. Do not start demoing, but do show users useful shortcuts (PostHogAI, Actions, Cohorts, Workflows, Realtime destinations etc) if relevant. Conclude by summarising progress, and suggesting some follow-up and continuation tasks to take it to the next level.

Check-in and planning with champions

Length: 30 minutes to an hour

Audience: The champions of PostHog at your account

Purpose: To level set about PostHog's reputation and role within the customer, and unearth any opportunities or risks, while building stronger relationships with champions. Also a chance to test the water for any cross-sell proposals, and ensure champions are aware of all of our products.

Content: Discovery and planning with the champions, potentially over a meal or in another less formal context - certainly not in front of their teams or boss, if relevant. Give the champions time to air any frustrations, and ask direct questions about renewal, their roadmap, any current or future needs in their team or beyond. This is a  good time to find out where you really are with a customer and what organizational challenges you may need to navigate, as well as expand their perception of what we can do. Some good questions to ask:

-"Do you intend to renew with PostHog? If not, why not?" -"What tools are other teams using alongside PostHog data to get the full picture of user behavior?" -"What goals and focus areas are on the table for the next year? How does PostHog fit into those?"

New user demo on your own data

Length: 40 minutes with time for questions

Audience: Customer employees who do not yet use PostHog, or are very new.

Purpose: To increase the number of PostHog users at the customer, and expand laterally into teams that may otherwise not use us.

Content: A demo on the customer's data. Tailor this and create insights or show features that'll be a good jumping off point for the audience to go further on their own. Make sure to note who your audience is and check-in with any that don't start logging in within a week or two.

Executive summary

Length: 30 minutes

Audience: Senior folks - csuite or VPs

Purpose: To improve the perception of our value to senior people, while discovering our position and estimation at the decision-making layer of the customer.

Content: A punchy, direct delivery of information focused on value that connects PostHog to the key goals and objectives of our customer.

Example: Connect PostHog usage to a metric the exec cares about: "Your team shipped 12 features last quarter. Using PostHog's feature flags and analytics together, the product team can now measure impact within 24 hours instead of waiting for your monthly business review. This means faster iteration and less risk of shipping things that don't move the needle on [their key metric]."

Manufacturing Informal Access

Why this matters

The formal sessions are theater - everyone is in meeting mode, and the group is usually to large for real candor. Deeper information comes out over lunch, walking between buildings, or after a drink: you need to create contexts where people forget you're "the vendor" and just talk to you like a colleague.

Making the invitation

Bad: "I'd love to take you to dinner to discuss PostHog's roadmap" Good: "I'm grabbing dinner at [specific place] after our session - you're welcome to join if you're around" Notice: You're doing it anyway, specific location, low pressure, no stated agenda.

Common mistakes to avoid


	Don't treat this as a sales pitch - if you're showing up just to close a deal, you're not expanding your relationship and understanding of the customer.

	Don't over-schedule - leaving buffer time for organic conversations is often more valuable than cramming in another session

	Don't show up unprepared on their data - spend time before the visit building something useful in their PostHog instance that you can show them



Follow-up

Make sure you take advantage of good will and being front of mind with the customer after the visit to followup on any outstanding goals, move any paused commercial conversations forward, or ask for access to any teams or key people you weren't able to reach while in person.





  32. Running product training sessions

  Source: https://posthog.com/handbook/growth/sales/customer-training

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Pre session work

	Understand what will make the session valuable

	Decide what to show

	Prep a dashboard

	Prep a session summary

	Confirm attendees have access

	Session 1: PostHog fundamentals

	Why it matters



  Purpose - Get new PostHog customers self-sufficient and primed to explore more of PostHog.


Format - Two live group sessions for up to 30 people across product, marketing, and engineering.


Total TAM time - ~2.5–3.5 hours live delivery, plus ~one hour prep per session.


This document tells you what to cover in a training session and why it matters. It's not a script or the only way to approach training. Consider this a good baseline but you will want to always run it in your own voice, in whatever order fits the customer's needs. Product training is a separate and optional activity you can run with an account if you believe it will increase usage and help them derive more value from PostHog.

PostHog AI and MCP should be woven into every demo and practical. Don't teach them as standalone features. Use them as the way you build things in front of the room. The goal is for everyone to leave thinking AI-assisted analytics is the normal way to work.

Pre-session work

Do this before Session 1. The prep is what separates a useful session from a product tour that is easily forgotten.

Understand what will make the session valuable

Gather answers to the following questions (you may know the answers but it's still worth asking the customer directly):


	"What are the three questions about your users you can't answer today?"




	"What tools are you replacing or supplementing with PostHog?" (GA4, Amplitude, LaunchDarkly, etc.)




	"Who on your team do you want using PostHog daily? What are their roles?"




	"How heavily have your teams adopted AI tools and workflows?" (This sets up the MCP conversation later.)



Decide what to show


	If the customer already has a PostHog instance, you may want to use it for the training session. It is easier for new users to understand how PostHog works if they're familiar with the data they're looking at. Make sure you have permission from an Owner or Admin before Session 1.




	Review their account in Metabase to get a better understanding of existing usage. Are events named consistently? Are they identifying users? Is autocapture on? Note the gaps – you'll address them in Session 1.




	If the customer's instance has not been well instrumented (poor event taxonomy, instrumentation gaps, or limited product adoption), it may be better to use a demo instance with data that closely resembles what the customer might have. If it's really bad, consider waiting to do training until you've helped them improve it.



Prep a dashboard


	Build a dashboard from their actual data (or something closely resembling it). Three to five insights that answer their key user questions above. You'll refine it live, but showing up with something already built saves 15 minutes of dead air and proves you did the homework.



Prep a session summary


	Generating a session summary can take a few minutes. Instead of doing it live during training, create one ahead of time that you can show.



Confirm attendees have access


	Confirm via admin panel that attendees can sign up by themselves (Authentication Domains have been configured) or that they've been invited.




	Consider sending attendees a welcome email if they're new to PostHog. Use this as an opportunity to tell them what PostHog is and how they can access it.



If possible, schedule both sessions in the same week. Monday/Thursday or Tuesday/Friday. A long gap between sessions kills momentum.

Session 1: PostHog fundamentals

Audience - Everyone. Product, engineering, marketing, data, leadership.

Duration - 90 minutes (65 min content, 15 min Q&A, 10 min buffer).

Deliverable - A working dashboard in their project. Every attendee knows how to build an insight and watch a replay.

Why it matters

This is the only session that's guaranteed. If they never show up for Session 2, this has to be enough to make PostHog stick. Every topic here maps to the most-visited pages in our docs.

Topics to cover

Intro to PostHog (5 min)


	We want to jump into the product as quickly as possible – keep this brief. It's not a sales pitch but rather an overview of the platform and why it can help product engineers build more successful products.




	Avoid talking through the individual products at this point. It's better to show them.




	Make sure everyone is able to sign into PostHog.



The data model (10 min)

Events


	Start on the Activity page and explain that Events are the backbone of how PostHog works. Differentiate between autocapture and custom events. Open an event to show that it has properties.




	Quick note on frontend vs. backend capture. Backend is more reliable. Frontend captures richer interaction data. Both have a place.




	Ask PostHog AI "What are the most common events in this project?". This will orient the room and let them see PostHog AI can access and understand their events.



Persons and properties


	Show the difference between identified and anonymous users. Explain how identify() stitches anonymous and known users together.




	Show them a person profile and what lives there. Point out what person properties are and give examples of useful ones in the customer's context.



Cohorts


	Build one live using PostHog AI: "users who signed up in the last seven days" or whatever matches their product. Give real examples of other useful cohorts they may want to explore (e.g. power users, early adopters, likely to churn, etc.)




	Explain that cohorts can be automatically updated and are reusable across different parts of PostHog. Create cohorts to learn from the behaviors of specific groups of users.



Pause for questions. Allow for some awkward silence.

Building insights (15 min)

The core of the session. Don't teach insight types in the abstract. Build them around a real question from the pre-session prep.

Trends


	"How many users signed up this week vs. last week?"




	Show total count, unique users, breakdown by property, and aggregation of property values.




	Flip through visualizations: line, bar, number. Same data tells different stories depending on the display.



Funnels


	"Where are users dropping off in our onboarding flow?"




	Build a three- to four-step funnel from their actual events.




	Show conversion rate, the drop-off step, how to click into the users who dropped off, and tie it back to cohorts.




	If the data supports it, show correlation analysis. ("Users with property X convert 2x better.")



For smaller audiences (~10 people), encourage attendees to build an insight themselves by prompting PostHog AI or clicking through the UI. Try: "Show me a funnel from page_view to sign_up to first_project_created in the last 30 days." For larger groups, this gets chaotic – demo it yourself and save the hands-on exercise for Session Replay.

Session Replay (15 min)

Connect Session Replay to the funnel you built. Show the numbers, then show the human behind the numbers.


	Mention the filters: by event, by person property, by error, feature flag, rage clicks, console logs. Plant the seed that PostHog products all work well together.




	Show how to create and save a playlist.



Ask the audience to build a Session Replay filter using PostHog AI or the UI.


	End this portion of the training by explaining AI session summaries. Show the real example from your prep work.



Dashboards (10 min)


	Take the insights you built and save them to the starter kit dashboard.




	Show sharing, date range controls, and pinning.




	Mention dashboard templates for teams that want something pre-built.




	Show subscriptions: schedule a weekly dashboard email to their team. (Single best way to keep PostHog in people's inboxes without any TAM effort.)



Quick overview of what else exists (5 min)

Don't demo any of these. Name them so the room knows what's available and that they're tied to events.


	Feature Flags and Experiments, including no-code web experiments (product + eng)

	Change your app and see the impact on Product Analytics data

	Web Analytics dashboard (marketing)

	Understand who is visiting your site, where they're coming from, whether they're converting, and if they become active users

	Surveys (product + marketing)

	Collect qualitative feedback by triggering in-app surveys based on user actions

	AI Observability (teams building AI features)

	Understand how people are interacting with your LLM-based features

	Error Tracking and Logs (engineering)

	Capture errors as events so that you can see how exceptions are influencing user behavior

	Data Warehouse and SQL editor (data / power users)

	Query other data, such as prod dbs or Stripe transactions, alongside your Product Analytics data

	MCP server (engineering teams using AI coding tools)

	CDP & Workflows



Q&A (15 min)

Open floor. If nobody asks any questions, mention some of the below examples as commonly asked questions. This may make people feel more comfortable.


	"How do I filter out internal users?" – Point to the tutorial. Top-10 docs page for a reason.




	"What's the difference between Web Analytics and Product Analytics?" – Web Analytics is the pre-built dashboard for high-level metrics. Product Analytics enables custom insights for deeper questions.




	"Can I share this with people who don't have PostHog access?" – Yes. Subscriptions, embeds, PNG exports.




	"Is it possible to group related events and analyze them as one?"




	"Do I need to involve engineering every time I want to track a new event?"



After Session 1


	Drop a screenshot and a link of the dashboard into the shared Slack channel within 24 hours. Tag the team lead.




	Send a follow-up with links to the three or four most relevant docs or tutorials based on what came up in Q&A.




	Send the MCP setup and share a Loom video of accessing PostHog data from Claude or ChatGPT.



---

Session 2: Pick your track

Duration - 60 minutes (40 min content, 15 min Q&A, five min buffer).

Offered as two tracks. The customer picks one, or runs both if they have the headcount. Schedule it two to four days after Session 1.

Session 2 is optional. Hype it up, but don't treat it as a dealbreaker. If a customer only does Session 1, they're still in solid shape.

Track A: Product + engineering

Audience - PMs, engineers, data scientists. Anyone who ships features.

Deliverable - A live feature flag targeting a real user segment, plus a draft experiment with a defined hypothesis.

Feature Flags (15 min)

The gateway to Experiments. Nail this first.


	Create a flag together targeting a real segment (beta users, a specific country, a percentage rollout).




	Walk through the lifecycle: create, roll out to X%, check analytics, roll to 100% or kill it.




	Briefly cover multivariate flags, payloads, early access feature management.




	For engineering-heavy rooms: mention local evaluation and bootstrapping. These are top docs pages because engineers want flags that resolve fast on the client.



Experiments (10 min)

Start from a hypothesis, not a feature. Ask the room: "What's something you're debating shipping right now?"


	Set up a draft experiment: hypothesis, primary metric (a funnel or trend), control and test variant.




	Walk through how to read results. When to call it. Use a real experiment with good data.




	Mention no-code web experiments for quick wins that don't need eng work.



AI Observability (10 min)

Big for any team building AI features. Clustering in particular can provide insights that are otherwise hard to come by.


	Show what gets captured automatically: conversations, token usage, cost per model, latency, error rates.




	Walk through a generation: input, output, tokens, cost.




	Show traces for multi-step LLM workflows.




	Connect it to Session Replay: "here's the replay of a user interacting with your AI feature, alongside the trace."



If they're not building AI features, skip this. Spend the time on Feature Flags and Experiments instead.

MCP


	Make sure everyone who wants to use the MCP server has either set it up already or knows where to find the docs.




	Ask for a volunteer to try using MCP to create a feature flag. "Create a feature flag called 'new-checkout-flow' with 20% rollout targeting users in the US." For teams already using AI coding tools, this will probably be the single biggest takeaway from the entire training.



Bonus topics if time allows


	Group analytics - Account-level analysis for B2B products (setting up groups, group properties, group-based flags). This is the most important bonus topic for B2B customers – if the customer sells to businesses rather than consumers, prioritize this over the others.




	Error Tracking - Auto-captured errors, stack traces, connecting errors to replays




	Data Warehouse - SQL Editor and bringing in data from other sources



Track B: Marketing + growth

Audience - Marketing, growth, content, demand gen. Anyone who cares about acquisition and conversion.

Deliverable - A Web Analytics dashboard configured for their site, plus a live survey draft targeting a real user segment.

Web Analytics (15 min)


	Walk through the pre-built dashboard: visitors, bounce rate, top pages, traffic sources, devices.




	Marketing analytics: UTM tracking, channel attribution, entry/exit pages.




	Web vitals: page load performance. (Matters for SEO, matters for ad spend efficiency.)




	Clarify the relationship with Product Analytics: Web Analytics is aggregate and pre-built, Product Analytics is custom and user-level. Same data, different lenses.



Advanced funnels for marketing (10 min)

Build on what they learned in Session 1, applied to marketing use cases.


	Funnel from landing page visit to signup (or whatever their conversion event is).




	Break down by UTM source to show which channels convert best.




	Correlation analysis: what properties predict conversion?




	Time-to-convert: how long from first visit to signup?




	PostHog AI moment – "why are users dropping off between step 2 and 3?"



Surveys (7 min)


	Create a popover survey targeting a real page or user segment.




	Targeting options: URL, user properties, event triggers, device type.




	Question types: open-ended, rating, NPS, multiple choice.




	Mention response limits, scheduling, custom appearance.




	PostHog AI moment – summarize responses using AI.



Session Replay for marketing (5 min)


	Filter replays to users from a specific traffic source or landing page.




	Show rage clicks and dead clicks on key conversion pages.




	"Watch three replays of users who hit your pricing page but didn't sign up" is a strong closer for marketing audiences.



Workflows (3 min)


	Reach out to users at the right time based on their behavior.




	Show templates.



After Session 2


	Follow up on any unanswered questions. Share docs to anything that piqued their interest.




	Reach out to anyone that was invited but didn't join. Share some of the most interesting learning / Q&A topics.



---

Engagement tips

For the "too busy" crowd

Offer a 15-minute micro session. If someone reschedules twice, don't push. Offer to screenshare and build one thing while they watch. Low commitment, high value. Most people who do a micro session rebook the full one.

For $80k+ customers who are in-office – pitch a half-day onsite. Frame it as "we'll sit with your team and build your analytics stack together." Informal one-on-one time at someone's desk is worth 3x a scheduled Zoom.

Gather feedback with Surveys

Set up a PostHog survey targeting training participants after each session. This does two things: it collects real feedback on the training, and it shows attendees a live example of Surveys in action on themselves. Good dog-fooding moment.





  33. Retention, Expansion & Cross-sell

  Source: https://posthog.com/handbook/growth/sales/expansion-and-retention

  
  As a Technical Account Manager, you'll spend as much time managing your existing book of business as you will closing product-led leads. Your first priority is retaining them - this is counter balanced to an upwards Land, Expand, Retain motion. We have to work twice as hard if we're trying to close new deals and make up for lost customers. You'll typically be assigned a bunch of customers who are paying monthly - this means they could turn off PostHog at any time.

Once you're confident that a customer isn't going anywhere, then you want to think about how you can expand their usage. Usually (but not always) this is after they've signed an prepaid credit contract.

In order of priority, your objectives should be following all points of "REREE":


	Retention - establish multiple strong lines of communication

	Expansion - cross-sell additional products

	Retention - secure a discounted, credit-based commitment (maybe, but not always - hard to do on just a single product!)

	Expansion - expand usage of the same product into new teams

	Expansion - expand usage of the same product in the same team



The reason why we put cross-sell so high up the list is that we have seen that by _far_ the happiest and best-retained PostHog users, including from a revenue retention perspective, are those who have adopted 2+ products. It makes sense - it's relatively straightforward to replace PostHog if you're just using product analytics, but it's much tougher if you're using analytics + experiments + session replay.

Retention

Your objectives are to:


	Get people to talk to you

	Get a longer term commitment (maybe!)



1. Get people to talk to you

We have a handy guide to this in the getting people to talk to you playbook.

2. Get a longer term commitment (maybe!)

Once you've established contact, you basically want to get them into the same flow as if they were a new customer (and give them the same level of attention). You will be doing a combo of discovery and commercial evaluation, as the customer will want to figure out whether a prepaid credit contract with PostHog makes sense vs. what they've already got.

Do not push for discounted, credit-based plan no matter what - consider what actually makes sense here! Some customers are very highly likely to stick with PostHog even if they are paying monthly, e.g. if they have many users regularly logging in, lots of product activity, multi-product adoption etc. Do not turn up to a new customer and the first thing they hear from you be 'would you like to pre-purchase credits?'


You'll also go through the same contracting process with them. We usually find that convincing a customer happily paying monthly to switch to prepaid credits is quite difficult, especially if they are a fast-growing startup (who tend to value flexibility over pure cost saving). This means that the discounts may not be as effective. If you're finding this is the case, you can get them on an prepaid credit plan but paying monthly or quarterly and halve the discount you offer.

Steady state retention

These are customers that are happily using PostHog long term, and are neither a churn risk nor likely to have expansion potential. Managing this group is much more automated and taken care of by CSMs, who do things like tracking usage and setting up alerts in Vitally to trigger outreach from us when a customer changes their usage behavior (either up or down).

An important part of retention here is also to ensure support issues are fixed in a timely manner. We deliberately don't want to invest a huge amount in hands-on customer success here, because that can often paper over cracks in the product experience or quality of our customer support, so staying hands-off here is an intentional strategy. In the future, we will build out this playbook a lot more.

Expansion & cross-sell

Note: AEs and CSMs also do expansion at PostHog therefore this is not a Product-Led Sales TAM only approach. This is because we all are constantly on a sales footing with customers - for the most part, we don't do steady state account management with an arbitrary 10% uplift at renewal team.


An overview of how to drive expansion with a customer can be found in the cross-selling pages.

Principles for visiting customers

If you offer to do a meeting in person with a customer, they’ll then feel obliged to introduce you to other people to make good use of your time. Trying to get them to adopt more products can be a good trigger, but generally you should be matching the cadence for in-person meetings with the size of contract (ie. more regular for Very Large, less regular for Large). If necessary you can request a budget for travel and accommodation in Brex.

Generally speaking you should be trying to regularly see customers in your book of business who are $100k+ annually, or could get there. Occasionally you can pull in James/Tim if they are traveling to SF/NY especially, or if the customer is in London.

If you regularly visit customers, you can (and should) take some sweet merch. You can self-serve this using a discount code pinned in our team Slack channel to get 100% off your order.

Make sure to log notes in Vitally when customer visits take place. This can be done by creating a new note with the "On-site" category and describing any key details and takeaways.





  34. Expansion strategies

  Source: https://posthog.com/handbook/growth/sales/expansion-strategies

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Overview

	Strategy 1: Go deeper on the existing team

	When to use it

	How to execute

	Signals that it's working

	Common mistakes

	Strategy 2: Build champions from the bottom up

	Strategy 3: Expand into new teams



  The Expansion and Retention page lays out the REREE priority order for managing your book: retain, expand (cross-sell), retain (commit), expand (new teams), expand (same team). The cross-sell motions page tells you what to sell. The use-case-selling playbooks tell you how to frame it. This page covers the layer underneath: how you structurally grow an account.

Not every account grows the same way. A 30-person startup with one engineering team is a completely different expansion motion than a 500-person company with four business units. You need to pick the right approach for the account you're working with, and sometimes run multiple strategies in parallel.

These four strategies are not mutually exclusive. Most accounts will involve a combination over time. But being deliberate about which one you're running right now, on this account, this quarter, makes it much easier to focus your effort and measure progress.

Overview

| Strategy | Core idea | Best for | |----------|-----------|----------| | Go deeper | Layer more products onto the team already using PostHog | Accounts with 1-2 products adopted, strong engagement, same team | | Build champions | Grow usage and advocacy from individual power users up | Accounts where you lack executive access, or where adoption is engineer-driven | | Expand into new teams | Replicate PostHog usage in a different team or business unit | Larger orgs with multiple engineering teams, product lines, or workloads | | Move upward | Engage leadership to drive org-wide adoption or commitment | Accounts with strong bottom-up usage ready for credit purchase or org-wide rollout |

Strategy 1: Go deeper on the existing team

The team already uses Product Analytics. You help them adopt Session Replay, then Experiments, then Error Tracking. Same people, same workload, more products.

When to use it


	Account has strong engagement but low product count (1-2 paid products)

	Your champion is receptive and has the ability to try new things without heavy approvals

	The team's workflows have natural gaps that other PostHog products fill



How to execute


	Review their current product adoption against the use-case-selling framework. Identify which use case they're closest to completing and what product fills the next gap.

	Tie the recommendation to something they've already told you. "You mentioned spending time reproducing bugs from user reports — Session Replay shows you exactly what happened" is better than "you should try Session Replay."

	Offer a trial incentive if needed. 2-3 months of credited usage for a new product removes the risk for them. See trial/evaluation incentives.

	Follow up with hands-on help. Don't just suggest the product — help them set it up, build their first dashboard or workflow, and show value in week one. A product training session can accelerate adoption if the team is large enough to justify it.



Signals that it's working


	New product shows up in their billing within 30 days

	Champion starts referencing the new product in conversations unprompted

	Usage is sustained (not a one-time spike)



Common mistakes


	Pitching products the team has no use for just to hit a product count target. If they don't need Surveys, don't push Surveys.

	Suggesting too many products at once. Pick the one with the highest likelihood of adoption and land that first.

	Not following up after the initial setup. Products adopted without guidance often get abandoned.



Each additional product above 1 adds 0.2x to the quota multiplier (from a 0.7x base). Going from 1 to 3 paid products moves the multiplier from 0.7x to 1.1x on the same ARR. This is the most direct way to improve your quota math.


Strategy 2: Build champions from the bottom up

You identify 2-3 power users inside the account who are getting serious value from PostHog, and you invest in making them successful. They become your internal advocates, and their enthusiasm pulls in more users and more products organically.

When to use it


	You don't have (or can't get) executive access

	The account is engineer-driven and decisions happen bottoms-up

	There are individual users who are clearly engaged but haven't been given direct attention

	Early-stage companies where the "champion" might be a founding engineer or product-minded CTO



How to execute


	Identify power users. Check who's logging in most frequently, who's creating dashboards and insights, who's asking questions in your Slack channel. These are your champions, whether they know it yet or not. If you're struggling to make initial contact, the getting people to talk to you playbook has specific tactics.

	Invest in them directly. Share tips specific to what they're building. Point them at features they haven't found yet. Help them build something impressive they can show their team. The goal is to make them look like heroes internally.

	Equip them to sell internally. When your champion wants to bring in Session Replay for their team, give them the ammunition: a short summary of what it does, rough cost estimate, and how to pitch it to their manager. The cross-sell motions page has product-specific discovery questions and value stories you can adapt for this.

	Ask for introductions. Once you've built trust, ask your champion to introduce you to other people in the org. "Are there other teams that might find this useful?" is a low-pressure way to open the door to multi-team expansion.



Signals that it's working


	Your champion starts CC'ing or introducing colleagues

	New users from the account start showing up in PostHog

	Your champion brings problems to you proactively rather than waiting for you to reach out



Common mistakes


	Over-relying on a single champion. If your one contact leaves, you lose the account. Always work toward having at least 2-3 relationships.

	Treating champion building as a substitute for commercial conversations. Champions are great, but at some point someone needs to talk about contracts and commitments. Don't avoid that conversation forever.

	Ignoring quiet power users. The person creating 20 dashboards a week but never responding to your messages is still a champion — they're just not talking to you yet.



Strategy 3: Expand into new teams

Engineering Team A uses PostHog for product analytics. You get introduced to Engineering Team B (different product line, different business unit, different workload) and replicate the adoption. Same org, net new usage.

When to use it


	The org has multiple engineering teams, product lines, or business units

	Your existing team's usage is mature and there's limited room to grow with them alone

	You've identified (or your champion has mentioned) other teams with relevant use cases

	The account is at a stage where workload expansion is the primary growth lever (typically $60k+ ARR)



How to execute


	Map the org. During discovery with your existing contacts, ask: "How many products or apps does your company maintain?" and "Which teams have their own engineering org?" Each product/app is a potential new workload. Your account plan should explicitly document known workloads and which teams own them.

	Get a warm introduction. Cold outreach to a new team inside an existing account almost never works. Ask your champion to introduce you, or use in-person visits (people feel obligated to introduce you to others when you're physically there).

	Treat the new team like a new customer. They have different needs, different stakeholders, different technical contexts. Don't assume that what worked for Team A will work for Team B. Run fresh discovery and consider offering a training session to get the new team up to speed.

	Start with the use case that fits, not the product the other team uses. Team A might use Product Analytics heavily, but Team B might need Error Tracking first. Let the use-case-selling framework guide the conversation.



Signals that it's working


	New projects created in the PostHog org for the new team's workload

	Event volume from new sources (different SDKs, different domains, different app identifiers)

	New admin users from a different team or department



Common mistakes


	Assuming the new team has the same priorities as the existing one. They probably don't.

	Trying to expand into new teams when the existing team's implementation is shaky. If Team A is unhappy or poorly set up, they'll warn Team B off.

	Not involving your champion in the introduction. Going around your existing contacts to reach new teams damages trust.



New team adoption is often the biggest single expansion lever in larger accounts. A new workload can mean an entirely new use case stack, which adds both ARR and product multiplier simultaneously.


Strategy 4: Move upward through stakeholders

You've built strong usage and advocacy at the IC and team lead level. Now you engage a VP Engineering, CTO, or Head of Product to drive an org-wide commitment: annual contract, standardization on PostHog, top-down mandate to adopt across teams.

When to use it


	Strong bottom-up adoption already exists (multiple users, multiple products, sustained usage)

	The account is large enough that an org-wide deal is meaningful ($60k+ ARR potential)

	You have evidence of value you can present to leadership (usage data, time saved, problems solved)

	There's a commercial event on the horizon (contract renewal, budget cycle, new fiscal year)



How to execute


	Build the business case before you ask for the meeting. Pull together usage data, product adoption, number of active users, and any concrete outcomes your champions have shared. Leadership doesn't care that Session Replay is cool. They care that it reduced bug reproduction time by 50% and saved 10 engineering hours a week.

	Get introduced, don't cold-call. Ask your champion to set up the meeting. "Would it make sense to loop in [VP] so we can talk about how PostHog fits into the broader engineering org?" Your champion's internal credibility is what opens the door.

	Frame the conversation around their priorities, not yours. Leadership cares about consolidation (fewer vendors, fewer contracts), cost predictability (annual plan vs. monthly surprises), and organizational efficiency (one platform for all teams vs. five point solutions). Lead with those.

	Have a specific commercial proposal ready. Don't go in with "we should do an annual deal." Go in with "based on your current usage of $X/month across these teams, here's what an annual commitment would look like, including the discount and what that saves you." See contract rules for discount structures, and remember that even after an annual deal is signed, additional usage beyond the annual run rate still counts toward your quota.

	Use the meeting to also open multi-team expansion. "Are there other teams that should be using PostHog but aren't?" is a natural question when you're talking to someone with org-wide visibility.



Signals that it's working


	Leadership agrees to a meeting and brings relevant people

	Conversations shift from "should we keep using PostHog" to "how do we roll this out more broadly"

	Procurement or finance gets involved (this is a good sign, even if it slows things down)



Common mistakes


	Going over your champion's head without their knowledge. This destroys trust and usually backfires.

	Trying to go upward before you have bottom-up proof. If leadership asks "do our teams actually use this?" and the answer is weak, you've wasted the meeting and it's very hard to get a second one.

	Treating the executive meeting as a product demo. Executives don't want a tour of features. They want to understand business impact and cost.

	Moving upward too early in the relationship. If you're still establishing trust with the IC team, forcing an executive conversation feels pushy and premature.



Choosing the right strategy

There's no formula here, but some patterns hold:

| Account situation | Start with | |-------------------|------------| | Small team, 1-2 products, strong engagement | Go deeper | | Low executive access, engineer-driven org | Build champions | | Large org, multiple teams or products | Expand into new teams | | Strong bottom-up usage, approaching renewal or budget cycle | Move upward | | New account, first 90 days | Go deeper (always start here) |

For most accounts under $40k ARR with a single team, go deeper is the right default. You're adding products to the team that's already bought in.

For accounts over $60k ARR with multiple teams, expand into new teams is usually where the biggest growth lives. You can only go so deep with one team before you hit a ceiling.

Build champions and move upward are not standalone strategies — they're how you enable the other two. You build champions so they can pull you into new teams. You move upward so leadership can mandate adoption across the org. They're force multipliers, not end goals.

The best TAMs are running 2-3 of these in parallel on their largest accounts. One team is going deeper on products. A champion in that team is introducing you to another team. And you're building toward an executive conversation that ties it all together into an annual commitment.





  35. Getting people to talk to you

  Source: https://posthog.com/handbook/growth/sales/getting-people-to-talk-to-you

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Why is it helpful for someone to talk to you?

	How to get people to talk to you

	Your first message where we've never had contact

	Asking for introductions

	Just been handed an account?

	Have you been ghosted?

	LinkedIn Sales Nav



  Product engineers, our ICP, are very self-serve and happy to implement PostHog themselves and read the docs without ever interacting with someone unless they have support queries.

Why is it helpful for someone to talk to you?

The reasons have to be _genuinely helpful_ ones - just 'having a point of contact' is not enough. Reasons include:


	You can save them money:

	They've implemented PostHog in a silly way and are consuming stuff they don't need

	They can pre-commit and get a discount on credit

	You can help them get more out of PostHog for the same amount of money, e.g. if they're ingesting loads of events but not using features to their fullest

	You can train their team on how to use PostHog, so they don't have to

	You can make them aware of upcoming or new products that are specifically useful for their use case

	You can be a shortcut to premium support, if they are in your book of business



If you go down the 'saving money' route, bear in mind two things:


	Prepaid credit never works as an opener - 'save money by fixing implementation' >>> 'save money by committing to credit at a discount'

	Buying a bunch of credits at a nice discount is much nicer to hear than 'please commit to a scary annual plan' - they can commit for a year, 6 months, whatever so long as they buy >$20k up front



How to get people to talk to you

This is usually the most difficult bit! Sometimes customers will proactively reach out to us because they see their bill rocketing, but we have many customers who have happily self-served to a very high level of spend without feeling any need to talk to us. In particular, engineers have no interest in jumping on a call with you 99% of the time.


	Offer to optimize their usage/reduce their billing - if they are pointlessly tracking a bunch of junk, tell them! Otherwise they'll just find out themselves and churn anyway.

	Tell them about new or upcoming features or products that they may not be aware of which you know could be a great fit for them (and let them try them out for free).

	Use multiple channels - email is usually the worst way to reach our ICP. Slack, in-app Surveys or even Telegram are all usually better. But try email first anyway.

	Ping everyone in the account individually (don't do group, no one will reply) - start with the most active users first. New users are also good.

	Loom videos sharing your observations about their usage/account provide a personalized and human touch which can go a long way to building lasting relationships.  Ask Simon for an invitation to our company account if you don't have access.

	Adding the contact on LinkedIn and sending a very human video or audio message can work really well - even for technical people (use the LinkedIn mobile app).

	Figure out what the non-technical people in their team need and then go out and talk to them - get someone who isn’t an engineer to talk to us given engineers don’t want to.

	If they submit a support request, jump in and respond yourself to try and build a relationship.

	Ask the wider team for help - we have to get creative here! You'd be surprised how often somebody knows someone...



Before you do any of this stuff, get to know your customer as well as you possibly can. Don't do clickbaity things or trick people into talking to you - it'll just annoy them. And definitely don't just offer a generic checkin 'to see how things are going'!


Ideally you want to get multiple people into a shared Slack channel, as we've found this enables the best communication and allows us to provide them with great support. Just adding a bunch people to the Slack channel is also a legit tactic - forgiveness, not permission.

Your first message where we've never had contact

Despite the organization using PostHog, they may not recognize you/PostHog, or may not even be the correct person to talk to about PostHog, which means your message needs to be well crafted.

When crafting a message, consider the following:


	Your initial outreach isn't about you, it is about them. Lead with customer-centered comms. Avoid leading with being attached to their account or telling them how you are there to help them. Tim has some great thoughts on this subject.

	Avoid fluff. "I'm just reaching out to", "I just wanted to" etc. are empty phrases that take longer to get to the point. Before you hit send, reread and see if there is anything you can cut out.

	Lead with value within the first sentence. If it takes a paragraph to get there, you won't get responses.

	Ask yourself, if I got this email to the sales@ email box, would I engage it? Would I even give it a second look?



Some examples of good emails that have worked:

Hello [name],


It looks like your Product Analytics usage has increased over the past month and I wanted to ensure that the increase was expected.


Here are some tools you can use to ensure you are collecting the correct events and getting valuable insights from them. We have a whole host of tutorials and guides to help you get the most out of PostHog.


If you have any questions, don't hesitate to ask.


[First],


Wanted to reach out direct since I noticed the [Company] team ramp up usage in PostHog recently.


We'll typically reach out to help with optimizing event capture and make recommendations with regards to instrumentation + querying in PostHog.


Up for a chat? Here's my calendar, feel free to grab a time that works best for you.


Cheers,


Asking for introductions

If you feel like you have done a good job with a customer, and have genuinely been helpful, it's ok to ask for a favor back. You can be specific and ask for a direct introduction to a person you want to talk to, or try go a bit more broad and ask the person if they know anyone who would benefit from some help with PostHog. Either way, a warm introduction from a colleague is always going to be better than reaching out on your own. Something like "Hey Leon, our session last week seemed to have landed well. I'm glad you found it useful. I was wondering if you could help me out. Your team is growing really quickly, and there's a bunch of new folks starting to use PostHog. I imagine not all of them are super comfortable with the platform yet and could use a helping hand. Could you introduce me to Simon, Charles and Scott?"

Just been handed an account?

Sometimes you'll get a customer in your book who was previously working with someone else on the PostHog team. A pre-existing relationship can help, but it's not guaranteed they'll want to talk to you.

We've found a message like this in Slack/email works well after the intro:

Thanks [PostHog team mate]


Hey [customer] :blob-wave: Excited to be working with you! As I take over, it would be a big help if we could schedule a quick 15–20 minutes intro call [link to your Calendly]. Just a chance for me to learn more and figure out how I can best support you going forward. Let me know if you'd be open to that.


We've found most people will respond to this.

Have you been ghosted?

If you've had a conversation with someone, there was interest on their side and then they suddenly go dark, using the John Barrows Ghosting Sequence can revivify them.


	After 2 weeks of valuable follow-up and you've not heard back, reply-all to the latest email thread.



Change the subject to: "Still interested?"

And put in the body:

[Name]





Still looking at options like PostHog to solve [business problem they previously acknowledged]?





Let me know either way.


That last line is very important because it gives them a safe option to say "no". About half will respond.


	If there's no response again after another week, change the subject again to "Did I lose you?"



Leave the body empty. This will pick up about 80% of people who go dark. If not, close out the opportunity 3 days after this final message.

LinkedIn Sales Nav

To get notified about new hires and other changes to the accounts you manage, you can set up lists of accounts to track in LinkedIn Sales Nav.


	Search for an account you want and click on their profile.

	Click the star icon on the left, and then choose a list to add them to.

	Optional, tailor the notifications you get in LinkedIn



You will now be notified any time a senior hire joins your account, which will be helpful for tracking folks to reach out to and give advanced signals around potential data science hires.
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  Use-case expansion playbook

The best PostHog accounts don't look like one team using Product Analytics. They look like an entire engineering organization running releases through Feature Flags, a product team measuring impact with Experiments and Session Replay, a growth team optimizing funnels with Web Analytics and Surveys, an AI team monitoring model performance with LLM Observability, and a data team piping everything into their warehouse with CDP. Multiple teams, multiple products, multiple use cases, all on one platform.

In larger orgs there are more specialized roles and teams, and you may have multiple different teams with the same exact use cases, or more variety across the entire org. In smaller teams, you have hybrid roles and many-hat-wearers, so you'll see a single team or person with multiple use cases.

Either way, the goal is for PostHog to be the platform of choice for as many of those use cases as possible, with buy-in from founders, executives, and senior leadership.

That's the gold standard. In reality, it's not a single motion or playbook but rather a cycle that you repeat as needed until full saturation is achieved.

Start with what brought them here

Every PostHog account starts because someone had a problem (or they love hedgehogs, or someone told them analytics were a must). Maybe a product engineer needed to understand why users dropped off after signup. Maybe an SRE needed error tracking that didn't cost six figures. Maybe a growth engineer wanted to run experiments without standing up a separate tool. Whatever it was, there's a use case that pulled them in. That's the Trojan Hedgehog.

Your first job is to figure out what that use case is. Not what products they're paying for (that's a billing question), but what problem they're trying to solve (that's a relationship question). Start by seeing who the users are by their role/title and then how they're specifically using PostHog. The fastest path is generally just talking to the customer directly.

The use-case selling framework gives you the language for all of this. There are seven use cases documented:


	Product Intelligence

	Release Engineering

	Observability

	Growth and Marketing

	AI/LLM Observability

	Data Infrastructure

	Customer Experience



Each maps to a core buyer persona and a set of PostHog products. Each has discovery questions, expansion paths, and competitive positioning.

Look at how they're actually using PostHog. A customer who only uses Product Analytics and Session Replay is living in the Product Intelligence use case. A customer who's heavy on Feature Flags and Error Tracking is living in Release Engineering. A customer sending all their data to Snowflake via Batch Exports is living in Data Infrastructure.

Once you know the use case, you know who the buyer probably is, what they care about, what their unmet needs look like, and where the expansion paths lead. You also know what not to pitch. Trying to sell LLM Observability to a product manager who came to PostHog for funnels is a waste of everyone's time. Showing that same PM how Surveys can answer the "why" behind their funnel drop-offs is solving their actual problem.

Fix the foundation first

A lot of customers are using PostHog wrong. And that's not a them problem, generally speaking.

They self-served the implementation and then nobody reviewed it. They're calling identify() on every page load and inflating their event volume. They have autocapture turned on but haven't defined a single action, so they're paying for events they never look at. They enabled Session Replay with default settings and are recording every bot visit and sub-second bounce. They're paying for Group Analytics but never implemented it. They have no reverse proxy, so ad blockers eat 15-30% of their data.

If you try to cross-sell a customer whose implementation is broken, two things happen. First, they don't trust their data, so they don't trust your recommendations. Second, their bill is higher than it should be, which makes every pricing conversation harder.

Fix the foundation first. Run an implementation health check. Look for the common problems: unnecessary event volume from misconfigured autocapture, inflated identify/group calls, replay capturing everything, missing reverse proxy, no feature flag fallbacks. Then help them fix it.

This feels counterintuitive. You're a TAM with a growth quota, and your first move is to reduce the customer's bill. But this is the single most trust-building thing you can do. When you tell a customer "you're paying $800/month for events you don't need, here's how to fix that," they stop seeing you as a vendor trying to expand their contract and start seeing you as someone who's actually on their side.

We track these "anti-revenue" optimizations internally because we believe they lead to long-term expansion. A customer whose implementation is clean, whose data they trust, and whose bill matches their actual usage is a customer who will say yes when you suggest they try Experiments next quarter.

Nail the first use case

Once the implementation is clean, go hard on their primary use case. That first use case, the problem they came to PostHog for originally, needs to be solidified before you eagerly push a new one. You can always cross-sell in parallel to other teams, but in most cases, it is a better investment to help them absolutely nail the first thing first.

If they came for Product Intelligence, don't immediately pitch Error Tracking. Instead, help them build the dashboards that answer their most important product questions. Help them set up their first experiment. Show them how to filter Session Replay by funnel drop-off so they can see why users leave, not just where. Get their PMs self-serving with PostHog AI. Make PostHog the place where their product decisions get made, not just where data passes through.

If they came for Release Engineering, help them build a proper feature flag workflow. Help them implement gradual rollouts, percentage-based releases, and proper fallback code. Show them how Error Tracking connects to specific flag variants so they can catch regressions instantly. Make PostHog the tool their engineers reach for every time they ship.

The point is to make PostHog indispensable for the thing they already care about. A customer who uses PostHog for one use case casually is at-risk. A customer who can't ship a release without Feature Flags, can't make a product decision without their PostHog dashboards, and can't debug an issue without Session Replay is not going anywhere.

This takes time. It takes multiple conversations, check-ins, training sessions, and sometimes getting on calls with their engineers to work through implementation details. It's not a one-and-done demo. It's a process of embedding PostHog into their workflows until it becomes infrastructure.

Go deeper, then go broader

Once a customer is locked in on their primary use case, two expansion motions open up. These map directly to the expansion strategies: going deeper is Strategy 1 (go deeper on the existing team), and going broader is Strategy 3 (expand into new teams).

Going deeper

Going deeper means continuing to expand within the same use case. It's bringing in more teams and users to adopt the same use case and layering in other products and features to supplement and enhance it.

The use-case playbooks each define a primary expansion path. For Product Intelligence, it's Product Analytics → Session Replay → Surveys → Experiments → Workflows. It's not always going to be in that order, but this is generally a trend that we see and makes sense intuitively. Each step solves a natural next problem: "I can see the drop-off" becomes "I can see why users drop off" becomes "I can ask them directly" becomes "I can test a fix" becomes "I can automate the solution."

Going deeper adds products, but more importantly, each additional product within a use case makes the customer stickier. Replacing one analytics tool is easy. Replacing an analytics + replay + surveys + experiments + workflows stack that's all integrated is a migration nobody wants to do.

Going broader

Going broader means expanding to a new use case with a different team. This is where the real organizational penetration happens. The use-case playbooks all have a cross-sell pathways section that shows how one use case naturally leads to another.

The most common patterns:

Product Intelligence → Release Engineering. The product team is deep in PostHog. Their engineers are already implementing Feature Flags for experiments. Show the engineering team that the same flag infrastructure can power their entire release process. This is a different buyer (engineering manager vs. product manager) with a different problem, but the platform is already there.

Release Engineering → Observability. Engineers are using Feature Flags and Error Tracking for releases. They start noticing that Error Tracking surfaces issues they'd normally find in their logging or APM tool. The pitch writes itself: "You're already catching errors here. Want to see the logs and traces too?"

Product Intelligence → Growth and Marketing. The product team is measuring user behavior. The growth team wants to measure acquisition funnels, run landing page experiments, and track marketing attribution. Same platform, different team.

Any use case → Data Infrastructure. Once multiple teams are in PostHog, someone wants all that data in their warehouse. Data Pipelines and Data Warehouse become relevant not as standalone products but as the connective tissue that makes PostHog the source of truth for product data.

The key insight is that each expansion uses a different entry point with a different champion. The PM who loves Product Analytics is not the person who decides to adopt Feature Flags for the engineering team. You need a new champion for each use case. The existing champion can introduce you (see getting people to talk to you), but the new buyer needs to hear the pitch in their language, tied to their problem.

The expansion cycle

The cycle can be summarized as:


	Identify the use case that brought them in (or the next one to pursue).

	Fix the implementation for that use case. Clean up billing waste, correct tracking issues, establish data trust.

	Go deep on that use case. Make PostHog indispensable for the problem they're solving. Add the natural expansion products.

	Find the bridge to the next use case. Look for signals: an engineering team that's already using Feature Flags for experiments, a growth team that keeps asking for funnel data, a support team that watches Session Replays to debug customer issues.

	Repeat with the new use case, starting from step 1.



Each cycle adds products, adds users, adds teams, and increases switching cost. The customer goes from "we use PostHog for analytics" to "we use PostHog for everything product and engineering related" one use case at a time.

Not every cycle works. Sometimes the bridge to the next use case doesn't exist yet. The engineering team might already have a deeply embedded feature flag provider and there's no forcing function to switch. That's fine. Work the use cases that have natural pull and don't force expansions that don't make sense for the customer. Forced cross-sells are how you lose trust.

Discount contracts as an expansion tool

Annual prepaid credit agreements (what we call "discount contracts") are not just a billing mechanism. They're one of the most effective tools for accelerating this cycle. See contract rules for discount structures and mechanics.

A customer considering a new PostHog product has two concerns. One, will this actually work for my use case? Two, what will it cost if we go all-in?

A discount contract addresses both. When a customer pre-purchases credits at a volume discount, the marginal cost of trying a new product drops to near zero. They've already committed the spend. Experimenting with LLM Observability or Surveys or Error Tracking doesn't feel like a new line item; it feels like getting more value out of something they've already paid for.

This changes the psychology of cross-selling. Without a discount contract, every new product pitch sounds like "spend more money." With one, it sounds like "use what you've already bought."

When a customer is on monthly billing and has expanded to 2-3 products, the annual contract conversation should lead with the use-case expansion angle, not the discount angle. "You're using Product Analytics and Session Replay today. With an annual commitment, you can experiment with Experiments, Surveys, and Error Tracking at no additional cost up to your credit limit. If those don't stick, you haven't paid extra. If they do, you've just consolidated three more vendors into PostHog."

For customers already on annual contracts who are approaching the credit boundary, the renewal conversation is a natural expansion moment. "You're going to exceed your current credits this quarter. Before we resize, let's look at whether there are new use cases we should plan for. If your engineering team is interested in Feature Flags for releases, we should factor that growth into the new commitment so you get the volume discount on the expanded usage."

This is where the use-case framework and the commercial motion connect. The use-case playbooks tell you what to pitch and when, while the discount contract gives the customer economic permission to try it.

Even after an annual deal is signed, additional usage ARR beyond the annual run rate still counts toward your quota.


When to go for the organizational sell

There's a point in the cycle where the motion shifts from "expand one team at a time" to "make PostHog a platform decision." This maps to Strategy 4: move upward through stakeholders in the expansion strategies page.

TAMs find this step daunting, because it can feel like if it doesn't land, the conversation is over with leadership. This isn't true.

There isn't necessarily a right or wrong time to attempt this, but it should be something on your mind with any account. Here are some conditions you can rely on to strategically time your organizational sell:

Multiple teams actively using PostHog as part of their day-to-day workflow. At minimum, this probably means two distinct teams and two distinct PostHog products.

Multiple products with meaningful spend. The quota multiplier gives you a rough proxy: if a customer is at 1.1x or above (3+ paid products above $200/month), they have enough product breadth that platform consolidation starts to make sense.

An internal advocate with a leadership title who cares about the platform story. If you don't have this and currently only have a user-champion (growth person, PM, senior engineer, etc.), your task is to find the leader who can be the sponsor. This is generally a VP of Engineering, a Head of Product, or a CTO. Someone who sees the value of having one platform for product analytics, experimentation, error tracking, and session replay instead of paying for four separate vendors with four separate contracts, four separate data models, and four separate support channels.

A commercial forcing function. A contract renewal, a budget cycle, a vendor consolidation initiative, a procurement review. Organizational decisions don't happen in a vacuum. They usually need a moment where the decision maker has a reason to evaluate. It's your job to know enough about the customer to know when these things are happening internally.

If all of the above are present, the organizational sell is straightforward: "You already have three teams on PostHog across five products. Here's what it would look like to standardize, including the cost savings from vendor consolidation and the volume discount from a larger annual commitment."

If you're missing one or more, keep working the cycle. Add another team. Add another product. Build another champion. The organizational sell usually happens pretty naturally when those things are aligned, but it is something that you have to actually go out and do.

What this looks like in practice

An idealized trajectory (each account is different, but the shape is common):

Trojan Hog phase

Identify the primary use case. Run an implementation health check. Fix billing waste and tracking issues. Build trust by saving them money and improving their data quality. Get the first use case working properly.

Depth phase

Expand within the primary use case. Add 1-2 products along the natural expansion path defined in the relevant use-case playbook. Get 5+ active users in PostHog from the first team. Identify potential champions on adjacent teams.

Breadth phase

Open a second use case with a different team. Repeat the implementation review for the new use case. The existing champion makes the introduction; you build the relationship with the new buyer. If the customer is on monthly billing, this is often where the annual contract conversation happens.

Platform phase

With two or more teams active, start the organizational sell conversation. Connect the existing champions with the executive sponsor. Frame the annual contract renewal (or first annual commitment) around the expanded platform footprint.

Shampoo phase

There's always another team, another use case, another expansion path. The cycle doesn't end. Even gold-standard accounts have adjacent teams who haven't adopted PostHog yet, new products they haven't tried, and new use cases emerging as PostHog ships new features. Rinse and repeat.

Realistic expectations

Not every account will reach the gold standard. Some customers have one team, one use case, and no appetite for expansion. Some have organizational dynamics (strong platform team, preferred vendor agreements, decentralized buying) that make the organizational sell impractical. Some are just not big enough for multi-team, multi-use-case adoption to matter.

But your task is to gather enough information to be absolutely sure that this is the case. See the account planning framework for how to systematically think through these questions.

The framework still applies at whatever scale is appropriate. A customer with one team using Product Analytics + Session Replay + Surveys well is better than a customer with three teams using PostHog poorly. Depth before breadth. Quality of adoption before quantity.

The gold standard is the north star. Every step of the cycle, from fixing an implementation issue to adding a second product to opening a second team, creates value for the customer and growth for PostHog. The organizational sell is the ultimate outcome, but each intermediate step is still a big win.
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  Source: https://posthog.com/handbook/growth/sales/historical-import

  
  Historical import

Since our system does not experience a huge variance in incoming traffic aside from the occasional instrumentation bug, it's important to give the pipeline team a heads up in advance, since we may rate limit the requests. Additionally, we need to clarify a few commercial and technical points before giving the green light.


	Make sure they have their product questions answered first, ie, they are not relying on historical import data to validate their use case. It's ok for this to be a contingency of them using the product/paying us, but we should be pretty sure that they are committed so we can avoid asking pipeline team to spend (sometimes considerable) effort managing an import only to have a user decide we're not a good fit.

	Customer should answer the following:




	When is this scheduled for (strong preference for weekdays with the most EU-timezone overlap)

	Regarding the actual request(s), what can we expect around:

	batching

	distinct_id variance, specifically, max events per distinct_id for the top few users (eg select count(*), distinct_id from events group by distinct_id order by count(*) desc limit 100 or similar)

	event types (some require more consideration to process than others, eg $create_alias , $identify etc)

	Will you have apps enabled

	What will be the peak rate and total duration of calls

	What will the ramp-up profile look like



If the count of events for a given distinct_id is too high, we may relax the constraint that events for a single distinct_id are always sent to the same kafka partition, which means these events might not be processed in the correct order. This can be problematic for merging events, where order of ingestion matters (eg an alias event arriving before an identify event on which it depends). This will need to be communicated to the customer.

Load testing

If a customer mentions load testing, get answers to the above and then alert the pipeline team asap, so that accommodations can be made, as this may require scaling up to handle properly. If a customer plans to send a large volume of single capture requests all at once, rather than ramp up to a peak over some time period, that is not a load test but more like a denial of service (DoS).
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  Discovery

The discovery mindset

Discovery isn’t walking through every PostHog feature. It’s having real conversations with customers to figure out if PostHog will be a good fit for them. Learn their problems, see how they solve things today, and find the people who’ll get excited enough to bring us in.

This is meant to be a guide, not a rule-set. Each person has their own unique style. The goal here is to surface the right insights by providing a framework for how to go about _asking the right questions_ vs. a talk-track for how to run discussions with customers.

Core principles:


	Curiosity over pitching - Be genuinely interested in their challenges

	Find the pain - People buy solutions to problems, not features

	Identify champions - Someone needs to sell internally when you're not there



Discovery isn't one-sided questioning - it's give and take. You learn something, you show something, you ask questions, repeat. The goal is understanding what customers are trying to accomplish so we can focus on relevant features rather than discussing everything PostHog can do.


Why discovery matters

PostHog is a broad product suite with common combinations depending on the use case. Discovery can help us provide customers with a better experience by understanding their specific needs so we can:


	Conduct a demo that actually matters - No one wants to sit through features they'll never use

	Draw connections between their problems and our products - There are 10+ products (and counting), we want to help them find the right combination

	Skip the irrelevant stuff and get to the good bits - Customers' time is valuable, and generic sales calls aren't

	Reduce time & effort needed for them to make a confident decision - By understanding requirements upfront, we can address concerns early and focus on what matters most to stakeholders



Timeline

We don't need to cram every question into the first call. Discovery is always happening and we have many customers who stay with us long term. Use each touchpoint to learn something new.

Other channels

Beyond the 1st call, there are other spaces where we frequently communicate with customers:


	Zoom / Phone

	Email

	Shared Slack channel

	DMs in Slack / LinkedIn / X

	Text / SMS



Most customers are preferential towards Slack while others like email/Zoom. Slack is central to communications at PostHog and tends to be a great place to offer real-time support and ask questions.


Before your 1st call

Prep work

Discovery includes preparation. Before speaking with any new customer interested in engaging further with PostHog, it's helpful to gather some basic knowledge to help with demoing relevant features and determining if it's a good fit.

Examples:


	Learn more about our ICP

	Cross-reference Vitally, PostHog, Slack and Salesforce for any prior engagement or current activity/status

	Learn more about who you're speaking with via LinkedIn/X

	Visit the company's website, learn about their product, who they are marketing/selling to, language they are using. Familiarize yourself with what may be important to them

	Use ChatGPT, Perplexity, Claude, etc. to help research the company, their industry, macroeconomic factors and potential use cases for PostHog



Asking questions

Discovery is about understanding the real problem through natural conversation. The goal is to be genuinely curious about their situation, not to interrogate them.

Question principles:


	Use "what" and "how" to signal curiosity rather than judgment

	Start questions with "tell me...", "explain to me...", or "describe to me..." to avoid yes/no answers

	Focus on understanding their current state and challenges

	Ask about consequences and impact naturally as the conversation flows



Understanding customer goals

Instead of asking about room for more PostHog products, ask about what the customer is trying to accomplish. Questions like "what's coming up in your roadmap over the next few months?" get better intel without feeling like an upsell and it's just generally a much more natural conversation.

When you understand their goals, you can frame PostHog around outcomes instead of features. For example, if you learn they're launching a jobs board and their GTM leans on niche SEO, you can shape the demo around using web analytics to nail that launch. You're telling a story where PostHog helps them succeed, not just showing what buttons do.

Goal-discovery questions:


	"What's coming up in your product roadmap over the next few months?"

	"What's the biggest thing your team is trying to accomplish this quarter?"

	"What does success look like for your team right now?"

	"What's keeping you up at night with work?" (only if you have genuine rapport)



When to use these:


	In prep — research their roadmap, recent launches, and blog posts beforehand, then confirm on the call

	During discovery — weave into the opening conversation naturally

	At the end of a call — as a lightweight follow-up: "before we wrap, anything big coming up I should know about?"

	In follow-up comms — as part of a warm intro or handoff (e.g. TAM introducing to the engineering team)



Important: This only works if you're genuinely curious. It's not a checklist item for every call — forced interest is gross and salesy. But when the connection is there, it's a much better place to frame what we offer from.

What makes PostHog different

The demo

Demoing PostHog is an important part of our sales process and how we first introduce PostHog to customers. It brings immediate value to a call, is consistent with other messaging and builds credibility with technical folks.

A demo can also be a great format where questions bubble naturally.

Principles:


	Leverage PostHog's technical credibility by showing vs. telling

	Uses the demo as a conversation starter rather than a monologue

	Be adaptable



Examples:


	Demo of Product Analytics: _Showing a funnel analysis_

	Questions: "Is there a conversion flow you're currently struggling to understand?"

	Demo of Session Replay: _Showing user session with errors_

	Questions: "How do you know if users are struggling with your product?"

	Demo of Web Analytics: _Showing UTM sources breakdown_

	Questions: "How are you currently attributing conversions across channels?"

	Demo of Autocapture: _Showing retroactive insight creation_

	Questions: "How much dev time do you currently spend on instrumentation?"

	Demo of Data pipelines: _Showing how to create a destination_

	Questions: "Is there anywhere you'd ideally like to send data back out to?"

	Demo of Error Tracking: _Showing error dashboard_

	Questions: "How are you prioritizing bugs to fix first?"

	Demo of Data warehouse: _Showing available sources_

	Questions: "Are there other data sources that would be valuable to query alongside PostHog data?"

	Demo of Experiments: _Showing Experiment dashboard_

	Questions: "How are you currently cross-referencing test results with other user-behavior data?"

	Demo of LLM Observability: _Showing LLM Dashboard_

	Questions: "How are you gathering data for your AI/LLM products?"



Other questions you could ask while demoing:


	"Who else would find this valuable?"

	"How does this compare to how you're handling this today?"

	"Of what was covered, what did you find most valuable?"



Qualifying

A key component of discovery is qualifying customers to ensure they are a good fit and whether they're speaking with the right people at PostHog. You can find more about how we qualify at PostHog in the new sales qualification guide.

Qualifiers:


	They fit the ICP

	Path to $2k/mo or $20k/year in spend

	Clear problem that PostHog can solve

	Have technical resources to assist with instrumentation of PostHog

	Budget and timeline in place (or keen on moving quickly)



Disqualifiers:


	No path to >=$20K annual spend - Our team looks after customers who are paying or could pay >=$20k+/yr

	Not in ICP - You can gather great product insights when chatting with people in other roles, but we tend to work best with our ICP

	Can't meet technical requirements - To be successful, the customer needs to (at minimum), be able to implement PostHog via the JS/SDKs

	Support request - Be helpful, but if it's better suited for support, you can send them thru the available Support channels

	Startup program - For companies who qualify, we have a special program designed for startups interested in PostHog

	Needs to vary our terms - Either to start an evaluation/PoC of PostHog or generally but without a path to >=$20k in annual spend

	No engineering resources - There is some coding required for a tool like PostHog and customers will need some engineering support to be successful

	Strict compliance constraints - A customer may ask for a very niche security or privacy certification that we don't have

	Need self-hosted - PostHog's self-hosted open-source deployment is made for hobbyists and since we're a small team, we can only provide limited support for it



Identifying your champion

Champions aren't just customers you're friendly with - they're people who will actively sell PostHog internally. While you won't always find a champion, working with one when possible can streamline deals and provide us with valuable feedback along the way.

Examples

Questions to identify champions:


	"Who else is affected by this problem?" (Look for advocacy in their response)

	"How do you typically evaluate new tools at [Company]?" (Champions know the process)

	"What would need to happen for this to get approved?" (Champions understand internal politics)

	"Who would be most excited about solving this?" (Champions will often name themselves)



Characteristics to listen for:


	Using "we" and "us" language (ownership)

	Asking for detailed technical / instrumentation questions

	Mentioning budget or approval processes prior to you asking

	Referencing internal stakeholders by name

	Expressing personal frustration with their current state

	Have a vision for what future state needs to look like



Follow up questions for champions:


	"What's your role in making this decision?"

	"How have you handled similar evaluations in the past?"

	"What concerns might others have about changing tools?"

	"Besides you, who else would we need to win over?"

	"What questions should I be asking that I haven't asked yet?"

	"If you were me, how would you go about positioning PostHog?"

	"What's the best way to position this to [insert stakeholder here]"

	"How can I help you build your internal case for PostHog?"



While you can start identifying potential champions early in the process, building the relationship is an ongoing effort.


Discovery call structure

Give yourself enough time to demo - it can make all the difference!


1. Opening & understanding the situation (~5-7mins)

Goal: Get rapport, learn about their setup, and uncover any frustrations.

Potential questions to flow between:


	"What prompted you to reach out to PostHog?"

	"What are you using for analytics today and how's it working?"

	"What's your experience with tools like PostHog?"

	"Who on your team uses this data and for what?"

	"What decisions are you trying to make that you can't make today?"

	"How does your team typically evaluate new tools?"

	"Is there anyone else who should be part of these conversations?"



2. PostHog demo (~15-20min)

Goal: Show PostHog, focus on relevant features, establish technical credibility, get feedback and ask questions.

Reference the demo section above for how you can incorporate discovery into your demo and learn more about how we do sales in the initial demo playbook.

3. Closing and next steps (~3-10min)

Goal: Establish timeline, confirm mutual fit and next steps.


	If it's not a fit, that's okay! We want to ensure we're not wasting anyone's time. Get alignment from the customer and there may be an opportunity in the future

	If there is a clear opportunity, offer up some actionable next steps (free trial, invite to Slack, generating a quote, help reduce spend, scheduling a call etc.)

	Set expectation that you'll follow up via email or Slack

	Gain an understanding of their timeline

	Route the customer to the next best channel if they are better handled by a separate team (Support, Startup program etc.)



We like to keep things conversational - if you're genuinely curious about their situation, this should all come naturally!

Summary

Discovery can help with addressing gaps in your knowledge about a customer and makes efficient use of both your time and theirs. By understanding their actual needs, challenges, and decision-making process upfront, you can:


	Keep conversations focused

	Avoid wasting time on irrelevant features or solutions

	Build trust through genuine understanding

	Identify the right internal champions

	Move deals forward more efficiently



Helpful docs for more learning:


	Overview

	Account planning

	Outbound sales

	Inbound sales







  39. How to pitch self-driving

  Source: https://posthog.com/handbook/growth/sales/how-to-pitch-self-driving

  
  This is a living page for how we pitch PostHog as a self-driving product. It covers the core pitch, how to run it, and a reverse demo format that lets the customer experience self-driving on their own data. We're still early, so treat this as a starting point and iterate on it as we practice the pitch and learn what lands.

The core pitch

Keep it simple. Something like this:

PostHog already has all the behavioral data about how people use your product. We turn that data into signals, feed those signals to an agent running in a sandbox, and it automatically opens PRs that improve your product. That's a self-driving product, and the more you put into PostHog, the better the signals get.


That last line is the flywheel line. Every event, flag, and replay you capture sharpens the signals the agent works from, so more data in means better PRs out.

Why it works

The pitch resonates because the customer connects the dots themselves. You don't have to convince anyone that behavioral data is valuable, because they already believe it. You're just showing them the obvious next step, which is that data shouldn't sit in a dashboard waiting for a human to act on it. It should drive changes to the product directly.

When it goes well, the customer arrives at the conclusion before you finish. We've seen this play out on an on-site: as the pitch unfolded the team worked through it out loud, described the exact signals use case back to us, and then started sequencing their own rollout, ending with asking whether they should do a Fable 5 audit of all their instrumentation first to make sure they're tagging everything and getting as much as possible into PostHog.

When the customer starts planning their instrumentation rollout unprompted and immediately, you know pitch has landed!

How to run it


	Lead with the data they already have. Start from the behavioral data they're capturing in PostHog today, not from the agent. The agent is the payoff, not the opener.

	Draw the line from data to PR. Walk through it: data goes to signals, signals to an agent in a sandbox, and the agent to PRs that ship improvements. Let them follow the chain rather than asserting the conclusion.

	Land the flywheel. Make sure they leave understanding that more data means better signals means better PRs. This is what turns it from a feature into a reason to instrument everything.

	Let them sequence the rollout. The strongest outcome is the customer proposing their own instrumentation audit. When they get there, help them plan it, since that's the start of the flywheel.



The reverse demo

A reverse demo (a term Clay recently popularized) flips the usual script: instead of you driving a polished demo environment, the customer drives their own data. It's a faster path to the aha moment because the value shows up in their product, not a sandbox account.

The honest catch for us is that a reverse demo only works once there's enough clean data in PostHog for the agent to act on. Clay can have someone build a lead list on the first call before they're even a customer; we can't conjure signals out of an empty project. That makes the reverse demo a great fit for existing customers who already have the data flowing (a natural play for TAMs), and a tougher one for prospects who haven't connected anything yet (TAEs will usually need to get data flowing first, see the pre-call prep below).

Pre-call prep

The whole demo depends on there being real signals to work from, so set that up before the call:


	Ask them to turn on error tracking and session replays for a window of time ahead of the call, so the agent has fresh, real signals to act on by the time you meet.

	Have them get PostHog Code downloaded and their GitHub and PostHog connected, so they can kick off a PR live.

	Frame the cost honestly: offer to credit any usage on errors and replays during the demo window, since you need them on to show it at its best, and they can turn them back off after. If it wows them, they'll want to keep them on anyway, and that's the flywheel starting.



Running it

Let them drive the whole way. You narrate, they click.


	Have them open the PostHog Code inbox.

	Walk them through what they're seeing in the reports and PRs tabs, using their own data.

	Have them pick a report to inspect and kick off a PR from it themselves.

	Explain the self-driving part: they can set it up to handle bugfix and maintenance PRs automatically, while humans still drive product decisions and new features. (This is the same line as "robots do maintenance, humans do creative work" below, made concrete.)



Because they're looking at their own product the whole time, the conclusion lands on its own, which is exactly the same dynamic that makes the core pitch work.

How to frame it

These are framings that help the pitch land. Reach for them when a customer needs help picturing what self-driving actually means for their team.


	Autonomy from instruction, not from the engineer. Self-driving means the bots don't need to be told every step, not that they ship without you. Nothing gets Yolo-merged without your approval, so the engineer stays in control.

	Robots do maintenance, humans do creative work. Bots are great at fixing bugs and making optimizations, while people are best at building new features. Self-driving is compelling because it puts maintenance mode on autopilot and frees you up to be in build mode.

	It belongs in a shared workspace. The Slack app is a hit because it brings self-driving behavior into a space the whole team shares. Marketers can prompt work, engineers can help steer it, and everyone gets to feel like an F1 driver.

	It's more than cruise control. Agentic workflows from other companies are basically cruise control, keeping you in the lane you already picked. Self-driving takes you down a road you didn't know was there.



Iterating on this page

We're actively refining this pitch. If you run it and learn something, whether what resonated, what fell flat, or a better way to frame the flywheel, add it here so the whole team gets sharper.





  40. How we work

  Source: https://posthog.com/handbook/growth/sales/how-we-work

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Roles

	Technical Account Managers

	TAM Territory Review

	Handing off customers to Technical CSMs

	How commission works Technical Account Managers

	TAM book of business rules

	Team lead quota

	Travel to see customers



  This page covers more of the operational detail of how the Technical Account Manager team generally works - for a broader overview of roles and responsibilities, visit the overview page. If you're looking for how the New Business Sales team (Technical Account Executives and BDRs) works, see their How we work page.


Roles

We have three types of roles:


	Technical Account Executives - closing new business from inbound and outbound leads and expanding their usage of PostHog in the next 12 months

	Technical Account Managers - expansion from existing customers, closing new business from product-led leads

	Business Development Reps, aka BDRs - generating leads for new business, including via cold outbound



Technical Account Managers

Each TAM is assigned up to 15 existing customer accounts to work with. Additionally, you will manage inbound leads as they are assigned to you in your territory. Overall, the hard cap on existing book + new leads is 25 accounts, so staying extremely focused is important.

We use the "AM Managed" Segment in Vitally to show that an account is part of somebody's book of business and therefore included in individual and team quota calculations.  AMs should not assign this themselves (that's up to Simon or Ben), but can add themselves as the Account Executive in Vitally to make it easier to track things you're working on.

For Product-led leads we will only add them to your book for quota purposes if you have a solid plan in place for conversion to prepaid credit or cross-product adoption. Account Owners can use the "Leads" Segment in Vitally to separately track these from the main managed book.

At the end of each quarter we will review your accounts and look to hand off some to bring your focus account list back down to 10.  Simon and Ben will also review everyone's accounts each month proactively to make sure that the balance of accounts across the team makes sense.

TAM Territory Review

In addition to the weekly sprint planning meeting on a Monday, we do a weekly territory review standup on Wednesday. A Technical AM is picked at random and runs through the following for each customer in their book of business in Vitally:


	Rate your relationship with them (no connection yet/made contact/answering their questions in Slack/trusted advisor)

	What's your next step with that customer (annual plan, cross-sell etc).

	Are they a churn risk and why?



The objective of the meeting is to hold each other to account, provide direct feedback, and also support each other. It is a great place to ask for help from the team with thorny problems - you should not let your teammates fail.


Handing off customers to Technical CSMs

We want to ensure the expansion potential of a customer has been thoroughly exhausted before moving to a Technical CSM for more steady-state retention.  When you want to move a customer off your book you should talk it through with Simon. Here are the things we will be looking at:


	Have you tried multiple times to make contact with all of the active users in an account?




	An _Active User_ is someone who has been seen in Vitally in the past month

	When you reach out, demonstrate how you can help that person out, be specific to their role/usage of PostHog.




	Are they using all PostHog products?




	If they have been customers for a while they may not be aware of new products like Surveys and Data Warehouse.  Look at their usage and see if there are any obvious cross-sell opportunities.

	Could they benefit from some of the advanced capabilities and training/support available in Teams/Enterprise?




	Is there an opportunity to cross-sell to a different team?




	Have a look at what they are tracking with PostHog.  If it's an app then maybe get in touch with the marketing team to talk about Web Analytics or No Code Testing

	Are they a multi-product company?  Find out if there are other teams who aren't using us who could benefit from PostHog today, and then use your current users as an internal reference.



If the answer to any of the above questions is 'no' then it's likely that there is more work to be done with a customer, but we will use a common sense approach here.

A customer being negative/difficult to work with isn't a reason to remove them from your book.  It's your job to turn them around to being a happy customer (AKA be their favorite).


How commission works - Technical Account Managers

General principles


	When thinking about commission, we want to particularly incentivize:

	Cross-selling new products - all-in-one is how we will beat the competition.

	We aim for a 50/50 split between base/commission when calculating OTE by default.



This plan will almost certainly change as we scale up the size and complexity of our sales machine! This is completely normal - we will ensure everyone is always treated fairly, but you need to be comfortable with this. For now we are generally trying to optimize for something straightforward here so it’s easy for PostHog (and you) to calculate commission. Fraser runs this process, so if you have any questions, ask him in the first instance.


Variables


	Your quota is set as _the additional $ on a usage basis you are expected to add to your book of business_ - ie. any new product usage counts. This is different from TAEs, because here we care about the invoiced usage _not_ the actual $ amount.

	For example, if you start a quarter with $700k in ARR and are set a target to grow this by $200k ARR, your commission is based on your attainment towards the $200k figure based on amounts invoiced.

	We measure the change in annualised quarterly ARR. Take Q1's usage ARR x4, compare it to Q2's usage ARR x4 - the difference in these numbers is your attainment towards quota.

	Where a customer is new and has <3 periods in the previous quarter, we will use the number of periods to calculate the ARR. eg if it has one month it is that month multiplied by 12, if it has two invoices, then its the total of those two months multiplied by 6.

	When a customer has churned eg they have no revenue in the final period of the month and/or they have cancelled their subscription, then that quarter will count as $0 ARR.

	This means you can hit quota by a combo of bringing in new business and expanding existing. Because your target is based on invoiced usage, this means that even if you have an annual customer in your book, you can still expand their usage and get recognized for that.

	It also means that you are less likely to totally neglect existing customers because if they reduce usage, it hurts your overall ARR figure.

	We apply a multiplier to each invoice in the calculation based on how many of our primary products they are paying for, to incentivise cross-sell.

	Primary products are: Product Analytics, Session Replay, Feature Flags, Surveys, Error Tracking, AI Observability, Data Warehouse, CDP Destinations, Workflows, Logs, and PostHog AI.

	We start off at a base of 0.7x for customers with only 1 paid product, as it represents a bigger churn risk.

	We then apply an additional 0.2x for each paid product above 1 (ie, 3 paid products = 1.1x)

	A product is counted as paid if the invoice amount for that product is greater than $200

	Commission is _uncapped_ and paid out based on the % of your quota you hit, on a sliding scale. Hit 100% commission, get 100% of commission. 0% for 0%. And 200% for 200%. Ways to hit quota:

	Increase ARR for your monthly customers

	For customers already on annual plans, additional usage ARR _beyond_ their annual run rate - for example, if you have a customer on a $120k annual contract, but they are being invoiced $20k/mo for their usage, you will get recognized on the additional $10k/mo

	Your quota will depend on your OTE

	Commission is paid out quarterly, and in any case after an invoice is paid

	We don't want TAMs to throw invoice chasing to a finance person - you should make friends with the finance person on the customer's side too

	For monthly customers, commission is only paid after the first 2 invoices have been paid (ie. you don't get commission due to a random spike)

	To clarify, this means the first 2 invoices the customer has ever paid, ie. you still get commission from 'your' month 1 if you inherit a paying monthly customer

	Commission is still paid out quarterly even if the customer pays monthly

	If we have to give a customer a big refund, we’ll deal with your commission on a case by case basis - in the future we may introduce a more formal clawback

	Commission payments are made at the end of January, April, July, and October - at the end of each quarter, we'll monitor how many invoices actually get paid in the first two weeks of the next quarter. Fraser will send you an email that breaks down your commission into the above 4 buckets and how you did.

	In your first 3 months you are expected to retain your existing book and have closed at least one deal (either a cross-sell opportunity or a prepaid credit conversion) - you'll be paid 100% OTE fixed. You can find more info on how quotas work in your ramp period in the new hire FAQ



Your quota and assigned customers are likely to change slightly from quarter to quarter. In any case, your quota will be amended appropriately (up or down) to account for any movement. We will also be flexible in making changes mid-quarter if it's obviously the sensible thing to do. If you inherit a new account, you have a 3 month grace period - if they churn in that initial period, they won't be counted against your quota.





If you have a customer you converted from monthly to annual under the old, non-usage-based commission plan, you won't _also_ get recognized for additional usage beyond their annual run rate in the first year - no double dipping!


If you believe there is a justifiable reason to vary these rules, then in the first instance talk them through with your team lead.  Simon (Ben as backup) will be the decider here.

You can see how we are tracking on the TAM Quota Tracker dashboard.

Here is an illustrative example of how quota calculation works. Let's look at a customer's invoice history:

| | Month | Jan | Feb | Mar | Apr | May | Jun | |---|---|---|---|---|---|---|---| | (A) | Invoice Amount | 2300 | 2200 | 2500 | 2700 | 2800 | 3000 | | | Number of Products | 1 | 1 | 1 | 2 | 1 | 3 | | (B) | Multiplier | 0.7 | 0.7 | 0.7 | 0.9 | 0.7 | 1.1 | | (A × B) | Quota Invoice Amt | 1610 | 1540 | 1750 | 2430 | 1960 | 3300 |

For your Q2 quota calculation:

| Metric | Calculation | Result | |---|---|---| | Q2 Starting ARR | 4 × (1610 + 1540 + 1750) | 19600 | | Q2 Ending ARR | 4 × (2430 + 1960 + 3300) | 30760 | | Q2 Quota ARR Diff | 30760 − 19600 | 11160 |

In this example, this customer increases your attainment towards your Q2 quota by $11,160. We do this same calculation for every customer in your book of business to determine the overall attainment towards your quota in a quarter.

TAM book of business rules


	Only accounts with the AM Managed segment in Vitally will be counted towards your quota.  Simon adds this manually after reviewing with you and your team lead.

	All accounts in the AM Managed segment need an account plan in Vitally, which is updated and reviewed with your manager regularly.

	If you are assigned an account with no previous owner, you have up to 3 months to figure out whether they should be in your book or not. Don't ask for the AM Managed segment to be added until you're happy that there is growth potential there.

	If you are assigned an account with a previous owner, work with them on the handover process.  If the customer isn't in a healthy state usage and engagement-wise, feel free to push back and ask for the previous owner's help in getting them to a good state before taking ownership.  If you really can't resolve this, then talk first to your team lead. If you can't resolve it, Simon will be the tie breaker.  It may be that we need you to work on the account regardless but will treat it as a lead with the same rules as point 3 above.

	Accounts which you've previously been paid quota on need to stay in your AM Managed book until they are handed over as per 3 above, or until they churn/fall below $20K ARR.  In this case, we will keep them in the AM Managed segment for quota calculation purposes and then remove them after the quarterly calculations are complete.

	Nominally, you should have 15 accounts/around $1.5m in ARR in your AM Managed book.  There is some wiggle room here, but if you find yourself with 25+ accounts, it's unlikely that you'll be able to give them the level of focus we expect from a TAM, so you should be prepared to hand some over to another team member.

	You can have accounts added to your book at any time, if you are comfortable that there is growth potential there.  Removal of accounts should only happen at the end of the quarter so that quota can be calculated.

	If you actively work to reduce a customer's spend with us by optimizing their usage, we may exclude that usage drop from quota calculation.  We will review this on a case by case basis but at the very minimum you'll need documented evidence of the work you did to optimize their usage before it dropped.  This should first be reviewed with your team lead who will then ask for approval from Simon.  To make the process easier, drop the details of your optimizations as a note on the customer record in Vitally.



We have a bunch of accounts where they are declining for reasons that have nothing to do with a TAM’s actions. We also have a bunch where they are growing in the same way. These even each other out in the bigger picture of hundreds of accounts, if anything in favor of the latter.  If they fit the criteria for having a TAM assigned, you should be prepared to continue to manage both types of customers in your book, as churn prevention is a key part of the TAM role too.


Team lead quota

From your first full quarter as a team lead in Sales, you will move to a 60% base 40% commission split in reflection of your new player/coach role.  This will be based on your team's quota attainment although you will still have your own individual quota target.

Your individual quota will be lower than others in the team as you'll be spending more time on managing the team, but we still want you to demonstrate the sales individual contributor skills to your team.  You should aim for 80% team management, 20% IC work, and the quota will reflect that.


To calculate the team quota, we combine the quota of all team members with proration applied if they are still ramping:


	For fully ramped team members we add 100% of their quota to the team quota.

	For team members who begin the quarter still in their first three months in the role we add 50% of their quota to the team quota.



Example: With a flat quota of $250,000 and 3 fully ramped people, and 1 ramping, the team quota would be $875,000 (($250,000 * 3) + $125,000)

If someone leaves the team, we may recalculate the team quota depending on how their accounts and opportunities are reallocated to others in the team. If someone joins the team, we don't change the team target, and don't count their contribution towards the existing target, to keep it simple.


Travel to see customers

You are likely to need to travel a lot more than the typical PostHog team member in order to meet customers. Please make sure that you follow our company travel policy and act in PostHog's best interests. We trust you to do the right thing here and won't pre-approve your travel plans, but we do keep track of what people are spending and the Ops team will follow up with you if it looks like you are wasting money here. We are not a giant company that pays for fancy flights, accommodation, and meals so please be sensible.

As a TAM, we want you to get in front of customers in person on a regular cadence. As a baseline:


	Visit local customers (those near you) once a quarter. If a customer is within easy travelling distance, it's a great opportunity to see them regularly. Even if they aren't directly your customer, showing up with donuts helps develop strong relationships.

	Visit your big customers twice a year. Your largest accounts warrant more face time, so plan to see them at least twice a year even if they aren't local to you.

	Visit your closest tech hub (SF, London, etc.) once a year. A lot of customers and prospects cluster around major tech hubs, so make a point of getting to the one nearest you at least annually and stacking up meetings while you're there.



These are guidelines, not limits — if it makes sense to see a customer more often, do it. Use your judgement, be sensible with spend, and prioritize the trips that will have the biggest impact on retention and expansion. As a general rule, larger customers justify more regular visits.

Working with engineering teams

We hire Technical AEs. This means you are responsible for dealing with the vast majority of product queries from your customers. However, we still work closely with engineering teams!

Product requests from large customers

Sometimes an existing or potential customer may ask us to fix an issue or build new features. These can vary hugely in size and complexity. A few things to bear in mind:


	Engineers at PostHog talk to customers. It's much better to bring engineers onto calls to speak to a large customer to talk to them directly than just do the call yourself and copy and paste notes back and forth. This is especially useful if a) the team was already considering building the feature at some point, b) it's an interesting new use case, or c) the customer is really unhappy for valid reasons and could churn.

	Provide as much internal context as you can. If a customer sends a one-liner in Slack, don't just copy and paste into a product team's channel - find out as much as you reasonably can first, ask clarifying questions up front etc. Otherwise the relevant team will just ask you to do this anyway.

	We already have principles for how we build for big customers - if you have a big customer with a niche use case that isn't applicable to anyone else, you should assume we won't build for them (don't be mad!)



Finally, if you are bringing engineers onto a call, brief them first - what is the call about, who will be there. And then afterwards, summarize what you talked about. This goes a long way to ensuring sales <\> engineering happiness.

Complicated technical questions

You will run into questions that you don't know the answer to from time to time - this is ok! Some principles here:


	Try to solve your own problems. Deep dive the docs, ask PostHog AI, ask the rest of the sales team first - a bit of digging is a valuable opportunity for you to learn.

	Similar to the above, don't just copy and paste questions from Slack with no context. Add some commentary - 'they have asked X, their use case is generally Y, I think the answer might be Z - is that right?'. Do some of the lifting here, rather than putting all the mental load on an engineering team.

	If you open a ticket in Zendesk and know which team the ticket needs to go to, make sure to select "escalated" on the ticket so that it will bypass support and go straight to that team.



Working with customers in Slack

Most of our customers use Slack, and it's a great way for us to be responsive to them. Qualifying customers and prospects can get a shared Slack channel, and you should set one up as early as it makes sense in your relationship with them.

We share channels via Slack Connect and add SupportHog so that both PostHog and the customer can raise support tickets directly from a Slack thread — react with the :ticket: emoji or mention @SupportHog. This syncs the conversation into Zendesk so our Support and Engineering teams can work on customer issues in a familiar context.

See Shared Slack channels with customers for the full setup steps, including channel naming, who to invite, and how to support customers who use MS Teams instead.

It's your job to ensure your customer issues are resolved, make sure you follow up with Support and Engineering if you feel like the issue isn't getting the right level of attention.






  41. Lead routing & scoring

  Source: https://posthog.com/handbook/growth/sales/lead-scoring

  
  Lead routing

Generally speaking, companies already using PostHog and spending money will be routed to the product-led sales team. Leads where the customer is earlier in their lifecycle with us, e.g. using PostHog but not spending money, will go to the new business sales team.

We frequently tweak these rules and experiment with different signals to see which work best. Generally you should be aiming for a 20% conversion rate from these types of leads.


They follow the normal territory assignment rules in Salesforce, and are routed either to Technical Account Executives or Technical Account Managers depending on the type.

Product-led sales team


	Customers with MRR between $500-1,667, employee count > 50, user count > 7, based in ICP country, and has been paying for at least 3 months

	Customers who have high ICP score and subscribe to the Scale plan

	Customers with MRR >$1K and >50% forecasted spend increase this month

	Unmanaged customers with >$20K ARR who raise a support ticket



New business sales team


	Completed the book a demo form (organic inbound, paid ads campaign, or outbound)

	Onboarding specialist referral

	First signup from a company with 500+ employees who have ingested at least 1 event and invited at least 1 person

	Customers who have used 50% or more of their startup credits and had a last invoice greater than $5000

	Customers set to roll off startup plan in the next ~100 days with last invoice between $2k–$5k

	Customers who are set to roll off the startup plan in the next two months and had a last invoice greater than $1500

	AE named lists

	Emailed sales@



BDR team

Campaigns are all tracked in Lemlist - these change week-to-week.

Lorena's focus:


	Engineering Managers (VPs, Directors, Heads of) who follow us on LinkedIn but are not (yet!) customers

	Website showed intent

	Competitor takeouts



Backlog:


	High spenders in Stripe network with <$500 PostHog MRR that doesn't trigger an TAE/TAM lead

	Filled contact sales but then went silent, never talked to an AE (next: AE Campaign to warm back up)

	Future Event attendees - June 11th

	Closed lost opportunities (new biz _and_ renewals) 5+ months old where reason was 'unresponsive'

	Tried PostHog but did not convert - signed up but went inactive, never paid, never talked to an AE in DW (next: more filtering on this list)

	Companies with recent fundraising activity - good opportunities, but very noisy



Automated (Abhischek):


	(Coming soon) Requests for Trust Center access that require an NDA

	Paused - Job switchers - (need to filter more)

	Paused - Warmbound - $100-499 MRR at some point in the account's history (need to filter more)



Anyone at PostHog can also manually flag an account as a high potential lead. This includes new or low spend accounts with strong net new potential or existing paying customers with credible expansion potential. To create a lead, go to the customer's Vitally record and add a Segment for AM referral (product-led sales) or AE referral (new business).

Demo booking

Customers that want to book a demo and show strong ICP fit signals are automatically get shown a booking link for a demo with a TAE. Those <20 are for the TAE to manually review and schedule. Default is our contact form submission routing system for managing this.


	We have an AI qualifier step to classify submissions as sales/support/spam. If 'support' or 'spam', it'll skip round robin - 'support' will auto create Zendesk tickets, 'spam' are dropped.

	Accounts also have to match 2/3 requirements for revenue, title, and/or industry to see the instant scheduler.

	If an account has had a lead disqualified within the last month, we no longer show the scheduler.



Lead scoring

We calculate lead scores in Salesforce to help us prioritize our inbound book of business.  Put simply, the higher the score the higher value a potential contract with a customer should be. We use Clearbit to enhance our contact information as it is created and then compute a score out of 70 in Salesforce based on the following parameters:


	Employee count - larger companies are more likely to have a bigger customer base and more usage data to capture.  They are also more likely to need an Enterprise plan.

	Ability to pay - indicates whether a company is likely to pay for a product like PostHog to solve their problems.  This is computed from the estimated company revenue.

	Role - from experience we sell best to people in an engineering, product or leadership role.

	Country - from experience we know that certain countries have a higher inclination to pay for software so we weight those.



Note that we also calculate an ICP score in Salesforce.  This is more marketing aligned and designed to show us whether we are capturing who we are building for as inbound leads.


| Metric         | Value                                                                                                          | Score | |----------------|----------------------------------------------------------------------------------------------------------------|-------| | Employee Count | 1-10                                                                                                           | 0     | |                | 11-1000                                                                                                        | 10    | |                | 1000+                                                                                                          | 20    | | Ability to pay | Estimated Revenue $0m-$1m                                                                                      | 0     | |                | Estimated Revenue $1m-$10m                                                                                     | 5     | |                | Estimated Revenue $10m-$100m                                                                                   | 10    | |                | Estimated Revenue $100m+                                                                                       | 20    | | Role           | engineering                                                                                                    | 10    | |                | product                                                                                                        | 10    | |                | leadership/founder                                                                                             | 10    | |                | marketing                                                                                                      | 5     | |                | other                                                                                                          | 0     | | Sub-role       | data_science_engineer                                                                                          | 10    | |                | project_engineer                                                                                               | 10    | |                | software_engineer                                                                                              | 10    | |                | web_engineer                                                                                                   | 10    | |                | founder/ceo                                                                                                    | 10    | |                | other                                                                                                          | 0     | | Country        | Austria, Canada, France, Germany, Japan, Norway, Sweden, UK, USA                                               | 10    | |                | Australia, Belgium, Estonia, Finland, Georgia, Guernsey, Netherlands, New Zealand, Poland, Portugal, Singapore | 5     | |                | Other                                                                                                          | 0     |
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  This page covers more of the operational detail of how the New Business Sales team (Technical Account Executives and BDRs) generally works - for a broader overview of roles and responsibilities, visit the overview page. If you're looking for how the Technical Account Manager team works, see their How we work page.


Roles

We have three types of roles:


	Technical Account Executives - closing new business from inbound and outbound leads and expanding their usage of PostHog in the next 12 months

	Technical Account Managers - expansion from existing customers, closing new business from product-led leads

	Business Development Reps, aka BDRs - generating leads for new business, including via cold outbound



Technical Account Executives

TAEs work with:


	People who email sales@ directly

	People who book a demo via contact sales

	Other triggers we see in product, supplemented by data from Clay



Cold outbound leads generated by our BDRs are routed to TAEs to work with too. Customers move off of a TAE to a TAM or CSM 3 months after closing on a prepaid contract (usually annual) - you have to ensure they are well set up, not just contract signed!

TAE Territory Review

In addition to the weekly sprint planning meeting on a Monday, we do a weekly territory review standup on Wednesday. A Technical AE is picked at random, and we spend 30min going through:


	Brief, mid-week announcements (if any)

	For one random Technical AE as chosen by the wheel of names - SFDC Hygiene check — is the deal value, stage, and close date accurate? Are the next steps up to date? No story time here, just data.

	Biweekly, we review all larger ($50k+) opportunities across all Technical AE. For each opportunity, the person reports and discusses:




	Opportunity value and close date - why this value? when do we think it will close?

	Progress towards exit criteria of the current stage

	Concerns and questions about the opportunity




	On alternate weeks from the larger deal review, we run wheel of names again (excluding the Technical AE selected for the hygiene check), and the selected Technical AE reports and discusses the opportunities in their pipeline, including:




	Starting with later stage opportunities, discuss opportunity value and close date - is the value solid? and what confidence do we have in the close?

	Progress towards exit criteria of the current stage

	Concerns and questions about the opportunity



The objective of the meeting is to hold each other to account, provide direct feedback, and also support each other. It is a great place to ask for help from the team with thorny problems - you should not let your teammates fail.


How commission works - Technical Account Executives

General principles


	When thinking about commission, we want to particularly incentivize:

	Landing new customers

	Quickly expanding them into new products using the relationship you've developed in onboarding them as customers.

	We aim for a 50/50 split between base/commission when calculating OTE by default.



This plan will almost certainly change as we scale up the size and complexity of our sales machine! This is completely normal - we will ensure everyone is always treated fairly, but you need to be comfortable with this. For now we are generally trying to optimize for something straightforward here so it’s easy for PostHog (and you) to calculate commission. Fraser runs this process, so if you have any questions, ask him in the first instance.


Variables


	Your quota is set for the year and then divided by 4 - this means you don't have to cram deals into the end of a quarter.

	Commission is _uncapped_ and paid out on a sliding scale based on the % of your quota you hit. Hit 100% quota, get 100% of commission. 0% for 0%. And 200% for 200%.

	Quota is based on $ amount sold, not credits/product usage, so you can't in theory sell a $500k deal with an 80% discount and claim the full $500k to your quota, for example. Ways to hit quota:

	The invoice payment amount for any pre-purchased credit deals in the first 12 months after they become a paying customer.

	If the purchase is a renewal of an earlier credit purchase (i.e. at the end of the first year) then you'll get recognised on the difference between the initial purchase and renewal purchase.

	ARR from monthly customers for the first _12 months_ after you sign them up as a monthly customer as long as you are the primary account owner.

	For multiyear contracts, we will true the quota ARR up to the year 1 equivalent amount as you'll have given a deeper discount but there is more committed revenue for PostHog which is a good thing.

	The way we work this out is by taking the annual credit purchased by the customer and applying the standard 1 year discount to it.

	Your quota will depend on your OTE

	Commission is paid out quarterly, and is subject to clawbacks if the invoices remain unpaid.

	We want you to secure upfront payment - which helps PostHog and helps you.

	If you close an annual contract with monthly payments, you will still get recognized for the full commission amount, but the actual payout of your commission will be quarterly.

	We want you to ensure the customer has paid, and we don't want AEs to throw invoice chasing to a finance person

	This means you should make friends with the finance person on the customer's side, and ensure all payment paperwork is in order to allow for the customer to pay.

	For monthly customers, commission is only paid after all 3 invoices have been paid

	Commission is still paid out quarterly even if the customer pays monthly

	Overdue invoices from the current quarter will be excluded from commission payouts, with the cutoff being the 14th of the calendar month following the quarter (January, April, July, and October)

	Invoices that are issued in the final period of the current quarter, but are due at a date beyond the 14th of the calendar month following the quarter (January, April, July, and October), will be paid on the good faith assumption that the customer will pay on time and you will assist in securing timely payment. If the invoice becomes overdue in a future quarter, it will be subject to a clawback in that quarter.

	If we have to give a customer a big refund, we’ll deal with your commission on a case by case basis or via clawback.

	Commission payments are made at the end of January, April, July, and October. Fraser will send you an email that breaks down your commission and explains how you did.

	In your first 3 months, you'll be paid 100% OTE fixed. You can find more info on how quotas work in your ramp period in the new hire FAQ



Performance expectations for Technical Account Executives

There are cultural and role-based expectations for TAEs at PostHog. We also now have enough data to define minimum performance exceptions for TAEs relative to the annual commmission targets.

After your ramp period, you should expect to have a performance conversation with your lead and Ben if:


	You are under 80% of your annual quota, _and_

	You have finished two consecutive quarters under 70% of your quarterly target



These standards are likely to change as the TAE role evolves. Any changes will be reflected in the handbook. We will always consider any relevant context when having these conversations with you - quota does not exist in a vacuum!

How commission works - BDRs

General principles


	When thinking about commission, we want to particularly incentivize:

	Generating high quality leads

	Getting people in who fit our ICP, ie. are easier for us to sell to

	We aim for a 70/30 split between base/commission when calculating OTE by default.



In your first 3 months, you'll be paid 100% OTE fixed. You can find more info on how quotas work in your ramp period in the new hire FAQ

This plan will almost certainly change as we scale up the size and complexity of our sales machine! This is completely normal - we will ensure everyone is always treated fairly, but you need to be comfortable with this. For now we are generally trying to optimize for something straightforward here so it’s easy for PostHog (and you) to calculate commission. Fraser runs this process, so if you have any questions, ask him in the first instance.


Variables


	Quota is based on the number of sales qualified opportunities you generate - basically when an account moves into the Opportunity stage in SFDC

	Your quota is set for the year and then divided by 4 - this means you don't have to cram meetings into the end of a quarter.

	Commission is _uncapped_ and paid out on a sliding scale based on the % of your quota you hit. Hit 100% quota, get 100% of commission. 0% for 0%. And 200% for 200%.

	Commission is paid out quarterly.

	There is no guaranteed commission during ramp, as the ramp period for BDRs is much shorter than for TAMs/TAEs.



Team lead quota

From your first full quarter as a team lead in Sales, you will move to a 60% base 40% commission split in reflection of your new player/coach role.  This will be based on your team's quota attainment although you will still have your own individual quota target.

Your individual quota will be lower than others in the team as you'll be spending more time on managing the team, but we still want you to demonstrate the sales individual contributor skills to your team.  You should aim for 80% team management, 20% IC work, and the quota will reflect that.


To calculate the team quota, we combine the quota of all team members with proration applied if they are still ramping:


	For fully ramped team members we add 100% of their quota to the team quota.

	For team members who begin the quarter still in their first three months in the role we add 50% of their quota to the team quota.



Example: With a flat quota of $250,000 and 3 fully ramped people, and 1 ramping, the team quota would be $875,000 (($250,000 * 3) + $125,000)

If someone leaves the team, we may recalculate the team quota depending on how their accounts and opportunities are reallocated to others in the team. If someone joins the team, we don't change the team target, and don't count their contribution towards the existing target, to keep it simple.


Travel to see customers

You are likely to need to travel a lot more than the typical PostHog team member in order to meet customers. Please make sure that you follow our company travel policy and act in PostHog's best interests. We trust you to do the right thing here and won't pre-approve your travel plans, but we do keep track of what people are spending and the Ops team will follow up with you if it looks like you are wasting money here. We are not a giant company that pays for fancy flights, accommodation, and meals so please be sensible.

Working with engineering teams

We hire Technical AEs. This means you are responsible for dealing with the vast majority of product queries from your customers. However, we still work closely with engineering teams!

Product requests from large customers

Sometimes an existing or potential customer may ask us to fix an issue or build new features. These can vary hugely in size and complexity. A few things to bear in mind:


	Engineers at PostHog talk to customers. It's much better to bring engineers onto calls to speak to a large customer to talk to them directly than just do the call yourself and copy and paste notes back and forth. This is especially useful if a) the team was already considering building the feature at some point, b) it's an interesting new use case, or c) the customer is really unhappy for valid reasons and could churn.

	Provide as much internal context as you can. If a customer sends a one-liner in Slack, don't just copy and paste into a product team's channel - find out as much as you reasonably can first, ask clarifying questions up front etc. Otherwise the relevant team will just ask you to do this anyway.

	We already have principles for how we build for big customers - if you have a big customer with a niche use case that isn't applicable to anyone else, you should assume we won't build for them (don't be mad!)



Finally, if you are bringing engineers onto a call, brief them first - what is the call about, who will be there. And then afterwards, summarize what you talked about. This goes a long way to ensuring sales <\> engineering happiness.

Complicated technical questions

You will run into questions that you don't know the answer to from time to time - this is ok! Some principles here:


	Try to solve your own problems. Deep dive the docs, ask PostHog AI, ask the rest of the sales team first - a bit of digging is a valuable opportunity for you to learn.

	Similar to the above, don't just copy and paste questions from Slack with no context. Add some commentary - 'they have asked X, their use case is generally Y, I think the answer might be Z - is that right?'. Do some of the lifting here, rather than putting all the mental load on an engineering team.

	If you open a ticket in Zendesk and know which team the ticket needs to go to, make sure to select "escalated" on the ticket so that it will bypass support and go straight to that team.



Working with customers in Slack

Most of our customers use Slack, and it's a great way for us to be responsive to them. Qualifying customers and prospects can get a shared Slack channel, and you should set one up as early as it makes sense in your relationship with them.

We share channels via Slack Connect and add SupportHog so that both PostHog and the customer can raise support tickets directly from a Slack thread — react with the :ticket: emoji or mention @SupportHog. This syncs the conversation into Zendesk so our Support and Engineering teams can work on customer issues in a familiar context.

See Shared Slack channels with customers for the full setup steps, including channel naming, who to invite, and how to support customers who use MS Teams instead.

It's your job to ensure your customer issues are resolved, make sure you follow up with Support and Engineering if you feel like the issue isn't getting the right level of attention.
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  Your first few weeks

Welcome to the PostHog Sales team!  We only hire about 1 in 400 applicants, so you've done well to make it here!  Unlike a lot of companies, we don't have a super-long onboarding process and would prefer you to be up and running with your customer base as quickly as possible.  Here are the things you should focus on in your first few weeks at PostHog to help you achieve that.

Ramping up is mostly self serve - we won't sit you down in a room for training for 2 weeks. If you're not sure who is supposed to make something below happen, the person responsible is almost certainly you!

How to fail

But first...

Sales at PostHog isn't like most other software companies! These are some of the things that you _shouldn't_ do:


	Wait til you're ready to talk to customers. Jump in sooner than you feel comfortable - it is by far the fastest way to learn. A great, low-risk way to practise is chat to inbound leads who you think aren't going to be high paying customers - the cost of doing badly is very low!

	Lazily forward customer questions to engineering teams without any context. That's super annoying. Instead:

	Try to solve the problem yourself, read the Docs etc.

	Try asking in #ask-max Slack channel

	Ask the rest of the Sales team

	_Then_ forward to the relevant engineering team _and add context_ - are they a huge oppo, evaluating or already paying, technical/non-technical etc.? Help them help you

	Bonus points for: 'I think [this] is the answer, am I on the right track?'

	Execute your previous company's playbook. We're trying to do things differently from 90% of the industry. But please do tell us what has _and_ hasn't worked at previous places.

	Keep information to yourself - share openly and frequently the things you are learning, what you've got right or wrong. We don't do lone wolfing here. PostHog is a huge product, so it's ok to ask dumb questions - so long as you've tried to figure it out yourself first!

	Use sales BS language - if you don't know the answer that's fine! Don't promise features. Don't use vague, non-specific language. Talk to our customers like real human beings, not 'prospects'. And don't be discouraged if they say 'can we talk to someone more technical'!

	Being slow to reply to customers - even if it's just to acknowledge their message. Make sure you have notifications turned on for _all_ messages in your customer Slack channels (not just for mentions).



Technical Account Executive ramp

Day 1


	Meet with Ben who will run through this plan and answer any questions you may have.  In addition, come equipped to talk about any nuances around how you prefer to work (e.g. schedules, family time etc.).

	Setup relevant Sales & CS Tools

	If you start on a Monday, join your first PostHog All Hands (at 4.30pm UK/8.30am PT) and be prepared to have a strong opinion on whether pineapple belongs on pizza.

	If you start on a Monday, join your first Sales standup.

	We fill in a GitHub issue every week before this meeting so we are prepared for the discussion topics.  Simon will add your GitHub handle to the template.



Rest of week 1


	Ask team members in your region to be invited to some customer calls so you can gain an understanding of how we work with customers.

	Check out some Buildbetter calls and add yourself to a bunch of Slack channels - get immersed in what our customers are saying.

	Learn and practise a demo of PostHog.

	Read all of the Sales section in the Handbook, and update it as you learn more.

	Meet with Ben, the lead responsible for Sales, CS, and Onboarding.

	Meet with Simon, Sales Lead

	PostHog integration exercise - by the end of week 1:

	Find/build a blank app which doesn’t yet have PostHog integrated.  You should be able to vibe code something simple with React using Cursor or Lovable.dev

	Once you’ve got your app up and running get PostHog deployed and capturing events and replays.  Default config is fine.

	Implement a custom event

	Implement user identification

	Record a loom showing what you’ve done and share it in our team channel



Week 2


	During your first week, Ben will go through the sales process with you and answer any questions you may have about the playbook.

	Shadow more live calls and listen to more Buildbetter recordings

	Towards the end of the week, schedule a demo and feedback session with Ben.  We might need to do a couple of iterations over the next few weeks as you take on board feedback, don't worry if that's the case!

	Get comfortable with the PostHog Docs around our main products.

	We'll start routing new Salesforce Leads to you at the end of week 1.  Start to review these and reach out, using a shared booking link with someone else from your region so they can back you up in the first few weeks. This is a great option to practise and fail.

	Make sure you're comfortable with the Shared Processes section of the Handbook

	Once you start getting leads / accounts, ping Simon to be added to the TAM quota tracker.



In-person onboarding

Ideally, this will happen in Week 3 or 4, and will be with a few existing team members (depending on where we do it) and will be 3-4 days covering:


	Demo practice session with the team.

	The data we track on customers in PostHog and some hands-on exercises to get you comfortable using PostHog itself.

	Deep dive on Vitally tracking.

	No stupid questions session.



Weeks 3-4


	Focus on taking more and more ownership on calls so that team members are just there as a safety net.

	Continue to meet with customers and reaching out to new leads.

	Add your Calendly link to your Slack profile so customers can book in with you directly (this works!)



How do I know if I'm on track?

By the end of month 1:


	Be leading customer calls and demos on your own

	Have evaluations in flight (with support from the team if needed)

	Have closed your first prepaid credit deal of any size



By the end of month 2:


	Be leading evaluations on your own

	Seeing strong conversion from your outreach to new leads

	Have closed multiple contracts by this point through the whole process



By the end of month 3:


	You've built out a strong pipeline and plan, looking 1-2 quarters ahead

	On track to hit 100% quota by the end of month 6



Technical Account Manager ramp

Day 1


	Meet with Landon who will run through this plan and answer any questions you may have.  In addition, come equipped to talk about any nuances around how you prefer to work (e.g. schedules, family time etc.).

	Setup relevant Sales & CS Tools

	If you start on a Monday, join your first PostHog All Hands (at 4.30pm UK/8.30am PT) and be prepared to have a strong opinion on whether pineapple belongs on pizza.

	If you start on a Monday, join your first Sales standup.

	We fill in a GitHub issue every week before this meeting so we are prepared for the discussion topics.  Simon will add your GitHub handle to the template.



Rest of week 1


	Ask team members in your region to be invited to some customer calls so you can gain an understanding of how we work with customers.

	Check out some Buildbetter calls and add yourself to a bunch of Slack channels - get immersed in what our customers are saying.

	Learn and practise a demo of PostHog.

	Read all of the Sales section in the Handbook, and update it as you learn more.

	Meet with Ben, the lead responsible for Sales, CS, and Onboarding.

	Meet with Simon, Sales Lead

	PostHog integration exercise - by the end of week 1:

	Find/build a blank app which doesn’t yet have PostHog integrated.  You should be able to vibe code something simple with React using Cursor or Lovable.dev

	Once you’ve got your app up and running get PostHog deployed and capturing events and replays.  Default config is fine.

	Implement a custom event

	Implement user identification

	Record a loom showing what you’ve done and share it in our team channel



Week 2


	During your first week, Simon will figure out your initial book of business (10 accounts).  We will review these at the start of your second week, and make sure you understand how your targets are set.

	Shadow more live calls and listen to more Buildbetter recordings.

	Towards the end of the week, schedule a demo and feedback session with Landon.  We might need to do a couple of iterations over the next few weeks as you take on board feedback, don't worry if that's the case!

	Prioritize your current book of customers, and start reaching out!

	Get comfortable with the PostHog Docs around our main products.

	We'll start routing new Salesforce Leads to you at the end of week 1.  Start to review these and reach out, using a shared booking link with someone else from your region so they can back you up in the first few weeks. This is a great option to practise and fail.



In-person onboarding

Ideally, this will happen in Week 3 or 4, and will be with a few existing team members (depending on where we do it) and will be 3-4 days covering:


	Demo practice session with the team.

	The data we track on customers in PostHog and some hands-on exercises to get you comfortable using PostHog itself.

	Deep dive on Vitally tracking.

	No stupid questions session.



Weeks 3-4


	Focus on taking more and more ownership on calls so that team members are just there as a safety net.

	Continue to meet with your book of customers and inbound leads.

	Add your Calendly link to your Slack profile so customers can book in with you directly (this works!)



How do I know if I'm on track?

By the end of month 1:


	Be leading customer calls and demos on your own

	Have evaluations in flight (with support from the team if needed)

	Successfully made contact with _everyone_ in your book of business



By the end of month 2:


	Have closed your first prepaid credit deal of any size (net new or conversion to)

	Be leading evaluations on your own

	Have identified some opportunities to add to your book from self-serve signups who aren't paying yet



By the end of month 3:


	Have closed multiple contracts by this point (either new or expansion/renewal) through the whole process

	Be driving multiple opportunities for cross sell through your accounts, ie. at least one customer is actively using a product they weren't before you started (at any scale)



By the end of month 4:


	On track to hit 100% quota by the end of month 6



Getting your equipment setup right

In addition to following the guidance in the spending money section of the Handbook, there are a few things you should do to make sure you're set up to give high quality demos that look professional:


	Buy a webcam. These are cheap, but significantly better than those built into your Macbook. Logitech is perfectly fine here. This should cost up to $100.

	Buy a microphone. The mic on your Airpods will not do it. Rode do good quality, affordable mics - nice thing about these is that you can plug in wired headphones so you can still hear yourself talk. Again, up to $100 should be fine.

	If you prefer to use headphones with a built-in boom mic instead, that's also ok.

	Take calls at your desk. Don't dial in from your garden because it's a nice day and then spend the call apologizing for the lousy WiFi.

	You don't have to go all ring light, but think about your background a bit. You don't have to construct some elaborate bookshelf situation behind you, but consider using one of our nice wallpapers.



Alerting setup (for team leads)

We have certain automations in Vitally that your team lead needs to add you to. Please ask your team lead to add you.


	Vitally name trait playbook: create a new branch that matches assigned AE to new team member. In this branch, add action to update account trait AE name to name of the new team member. This is used to populate account owner info in tickets created by customers we own, so support knows who to reach out to.



New hire frequently asked questions

How does my quota work during my ramp period?

Your first three months of commission are paid at 100% fixed OTE. This will be calculated based on the date you start. If you start before the 15th of a month, you will get 100% fixed OTE for that month and two of the subsequent months. For example, if you start on Jan 13th, you will get 100% fixed OTE for Jan, Feb & Mar. If you start _on_ Jan 17th, you would get two months of 100% fixed OTE for Q1 and one month of 100% fixed OTE for Q2 in addition to two months of your quota'ed commission.

<img src="https://res.cloudinary.com/dmukukwp6/image/upload/q_auto,f_auto/shapes_at_26_01_14_12_45_06_b0c13c36a5.png" alt="New hire quota ramp visual" className="my-6 rounded-md shadow-md" />

How does support work at PostHog?


	Generally, you're expected to be able to be the first line of support for customers at PostHog. You should be able to answer _most_ yourself - that's why we hire _Technical_ AEs and AMs after all! #ask-max in Slack can often help too.

	If you can't solve a customer's problem (it happens) then follow our standard support process.



Can I login as a customer?


	Visit the /admin/ endpoint on the cloud they are on.  You can then search for them via email and log in.  Be careful clicking around here as you can accidentally delete a person/organization! You need to get their permission first unless it's an emergency, i.e. to resolve an incident.



Are there any influential folks in our space I should read/listen to?


	Join the #newsletters channel in Slack for updates from a curated collection of influential folks in our industry.
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  We build PostHog for product engineers. While many non-technical folks use PostHog successfully every day, our sales process is built with technical folks in mind. Once implemented, a customer may use PostHog for all manner of things (and we hope they do!).

Three other general principles to bear in mind:


	Aim to drive the sales process as much as possible. Most of our customers in our core segment don't regularly buy software like PostHog, so you will need to guide them through the process - for fast growing startups, this may be their first time. Even for much larger customers, this still may be the case. Remember that we've sold software hundreds of times - it's ok to guide the customer here. Inbound leads =/= the customer wants to drive.

	Discovery is an ongoing process - you want to be finding out useful information at each stage, not just going through a checklist at the beginning. Asking 'why' can be a really powerful tool, and you should be curious throughout, not just selling.

	At the end of each conversation with a customer, you should aim to be really specific and prescriptive about next steps. If you haven't identified a next step, the opportunity is Closed - Lost. Waiting for a customer to come back to you is not a valid next step - instead you should be saying things like "at this point, usually the next best step is for us to do X".



Maximizing your chance of success

Selling software, especially to larger companies, can be a complex process with lots of stakeholders involved.  When moving your deal along you should aim to know as much about the following as possible given where you are in the process (inspired by MEDDPICC):


	Pain - Do they have a problem?

	Is it painful enough right now that they are willing to adopt a new solution to solve it?

	Will PostHog solve this problem for them?

	Timeline - When do they want to have a contract signed/solution in place?

	Pricing - We should know the rough size of the opportunity, and that that is in line with expectations and budget of the customer.

	Champion - Are you working with a champion who is going to sell internally?

	Are they the buyer (see below) or do they know who the buyer is?

	Decision - How are they evaluating us?

	Is it competitive?  Who?

	What is their criteria for success?

	Economic Buyer - Sometimes your Champion has to convince upper management to spend money.

	Is that person aware of PostHog and on board with signing a contract if an evaluation is successful?

	Paper process - After a successful evaluation what happens next?

	Do they need a Custom DPA/BAA/MSA?

	Is there a security review needed?

	Who signs the Order Form?



These are presented in the most likely order that you will be able to discover them, although that is not a hard and fast rule.

They are also available as Opportunity fields in Salesforce and as such you should keep them up to date when you learn more.

Always follow the lead to opportunity conversion guidelines when creating opportunities in Salesforce


Sales process

This is an overview for what you should actually be doing with a customer at each stage of the sales process. For details on how to manage this in our CRM, visit our Salesforce docs. The steps are:


	You get a lead

	You qualify

	First call (30 minutes) - Discovery & initial demo

	Second call (60 minutes) - Technical deep dive (if needed)

	Product evaluation

	Security & legal review (only if asked - skip otherwise)

	Commercial evaluation

	Closed - Won or Lost



1. You get a lead

We're constantly experimenting with the best lead types, documented in lead scoring. Info on _how_ leads are assigned can be found here.

2. You qualify

Once you have been assigned a lead, you'll want to qualify them before scheduling a call. Things to consider:


	What is their Lead Score?

	Which products are they looking to use? What's their use case?

	How large is their company? Revenue? Have they raised funding? (ie. will they pay >$20k for PostHog?)

	What is the role of the person who filled out the form?

	Are engineers already involved in the sales process, or will they need to be brought in?



Most companies add friction here by making customers jump on a call first to qualify them. We don't do this when we are confident that product engineers are, or will become, involved in the sale. We may ask for a 2nd call with the engineers involved if we're confident that PostHog can help and want to make sure they agree.

It's also totally fine to ask a customer questions over email in advance of the demo to make sure you're making the best use of their time - just be specific. A few clarifying questions is fine, a 30 question survey is not.

Examples of good discovery questions


- What is the problem? What is this problem affecting?


- What metric is impacted as a result of this? What metric would be improved as a result of PostHog?


- How important is this problem to the wider team?


- What attempts have been made to fix this so far? Why has no attempt been made to fix this?


- Why fix this now? Why fix this ahead of the other important things happening at your company?


- Are you looking at {product} as a point solution that would slot into the rest of your stack, or are you looking to consolidate multiple tools and have a single source of truth?


- What does the rest of your stack look like? What other tools or data would you want PostHog data to connect to?


- Who owns that data stack? Do you have a data team or data engineers?


- Who will be the consumers of PostHog data? How are they currently answering their questions, and how easy is it for them to do so with existing tooling?


If you're pretty sure that they should be qualified out of our sales process, you should still be helpful over email - some customers just use the form to get in touch and don't want to actually have a demo (e.g. they have a billing question or are asking about compliance things like HIPAA.) There is a Claude skill that can help draft genuinely helpful responses to folks like these - it will put together helpful resources from our docs and blog posts that can help customers get started, even if they don't qualify for a call with a salesperson.

Requests for Proposals (RFPs)

There are two types of RFPs:


	We have context on what they're trying to accomplish and where we have qualified their specific needs ahead of time. These are solicited RFPs, and we generally reply to these.

	We just get an RFP randomly without any context. These are unsolicited RFPs, and we generally don't reply to these.



If it's an unsolicited RFP where we haven't had any prior contact or usage from the company then it is highly likely that you will burn a lot of time for nothing and you are free to decline.  If you find the unsolicited RFP otherwise compelling and want to proceed, the suggested approach here is to see if anyone from the company has recently signed up to PostHog. If so, then make contact with them to see if they are aware of the RFP and can provide more information on PostHog's inclusion.

If you can't identify anyone who has recently signed up to PostHog, then ask the person who sent you the RFP for a call to gather more context before making a decision on whether to fill it in.  If they aren't willing to get on a call then it's likely that we are not their vendor of choice, and they are using us to make up the numbers in a tender process.  As such, we shouldn't spend time on this kind of activity. If you choose to spend time with these, timebox your effort to ensure you are not devoting a week to a 500 question RFP where we have very slim chances of success. Your time is your most valuable asset.

If it's a solicited RFP, you're free to proceed so long as the opportunity is qualified as a whole and you carefully balance the level of effort required in the RFP against the opportunity for you & PostHog. Again, a 500 question RFP may not be worth it if they plan on spending <$20k for PostHog (a 50 question RFP may not even be worth it in this instance)! Use your best judgement, and it is generally still wise to timebox your effort.

Bigger Opportunities at Bigger Companies

When you're working a deal north of $100k at a larger company, the playbook shifts. Generally, expect to challenge their stated evaluation criteria early, as well as sell to multiple people and functions within the organization. You need to dig past the surface-level requirements they may list and get to the real decision drivers. Question the "why" and "how" behind their stated criteria, because committee-driven procurement processes can hide the actual priorities behind "just so" rubrics that can obscure the real reasons they will buy (or disqualify).

On the relationship side, you need a strategy for engaging their leadership and developing champions at multiple levels within the account. If a key leadership stakeholder goes dark, escalate to PostHog leadership to help re-engage. If needed, don't be afraid to translate PostHog titles to something they would understand (e.g. Generic Exec Person = COO). For deals this size, on-site presence can also matter — you should attempt to build relationships in person, not just over Zoom.

Lastly, take a prescriptive and consultative approach to their evaluation process. The larger the opportunity, the more proactive you need to be about controlling the process. Ask for help from your lead, your team, and in Slack. These opportunities take a team effort.

Startups

If they're eligible for the Startup Plan, route them to the application form and disqualify them as it's not an immediate opportunity (but we sincerely hope they grow into loyal PostHog customers). If their usage will burn through their credits quickly, you should feel free to switch their lead status to Nurture and keep close tabs on them. Per our usual approach to sales, we want to make sure they're successful in this "high-use" scenario and are building with us for the long-term.

You can also redirect them to use the In-app support modal if they have a product-related question - this will then be routed to the right team, as well as showing them CTAs to upgrade for high priority support.

Leads below the sales assist threshold (less than $20K ARR)

We often get requests for demos from leads or existing customers who are below our sales assist threshold, and who don't have a defined use case for PostHog. It usually comes in the form of "show me all the features" or "I need someone to demo to me." These can be large time sinks because they are non-technical, don't have a clear idea of what they want, and are unlikely to ever grow into a sales-assist level customer.

We also want to be helpful to our current or potential customers, regardless of spend. Time permitting, we can offer a demo if they are willing to give us the information we need to put something together:


	What tech stack are you on?

	What features / products are you interested in?

	What questions do you have?



This makes the demo actually valuable and can be an opportunity for you to learn more and get some demo practice. You'll also find that 90% of these requesters never respond because they are either unable or unwilling to engage with the questions, which allows you to avoid the biggest time sinks.

If you realize that they will be too small (<$20k) to go through our sales-led process and you are unable to get this information from them, you should route to self-serve.

3. First call (30 minutes) - Discovery & initial demo

Your goals on this call depend on who shows up. You should know who's coming ahead of time and be prepared to change your approach based on the actual attendees.

The ideal outcome is getting engineers to be hands-on with PostHog as quickly as possible.

Path A: Engineers are present on the first call

When you have engineers on the call from a qualified company (ICP fit or otherwise highly qualified), your goal is to get them using PostHog immediately.

Structure:


	Intro & Qualification (5-10 min)




	Friendly banter

	Focused discovery on their use case

	Articulate PostHog's vision and how it relates to their needs

	Show PostHog in a technical demo as soon as possible




	Technical Demo (15 min)




	Highly tailored to their use case

	Light on pitching, heavy on showing docs and GitHub

	Use our Demo Project linked to Hogflix

	Start with their biggest problem first, stay there until they're happy




	Call Close (5-10 min)




	Part 1: Confirm they agree PostHog solves their problem; scope what success looks like for their trial; answer questions, particularly around pricing: Secure BANT

	Part 2: Ask for trial signup or PostHog org conversion; confirm next steps on the call; ensure that any "give" by PostHog receives a "get" from the customer (typically feedback on the trial at this phase)

	Answer questions and objections



Success looks like:


	They commit to using PostHog in a reasonable timeframe

	You have a plan to get their feedback on the product as soon as they use it



Path B: No/minimal engineers present (non-technical stakeholders)

When engineers aren't on the call, your goal is to earn a second call with their engineering team, while also being helpful to the non-technical stakeholders in discussing PostHog.

Structure:


	Intro (5 min)




	Friendly banter

	Get BANT info upfront (Budget, Authority, Need, Timeline)

	Articulate PostHog's vision

	Scope their use case




	Qualify or Disqualify (10 min) - we do this politely and constructively. The customer's time is valuable and we know best who succeeds with PostHog, so we're driving the sale.




	Qualify if: They have technical capability to succeed, engineers will be involved in the sales process, and there's product/solution fit

	Disqualify if: They're non-technical with no engineer involvement, or there's no product/solution fit




	Demo (10 min)




	If qualifying: Show enough to validate required functionality and earn the next call with engineers

	If disqualifying: Show what's needed to validate the lack of fit




	Call Close (5 min)




	If qualifying: Schedule the next call, ensure engineer attendance, set initial scope for technical demo

	If disqualifying: Direct them to better resources, politely thank them for their time, ask them to reach back out when engineers are involved



Success looks like:


	If qualifying: You have a call with their engineers on the calendar (Step 5 below) and they understand why it will be helpful

	If disqualifying: They understand why PostHog isn't a fit right now and appreciate your helpful transparency



Important: If you can't get a second call scheduled, be skeptical of the opportunity. Keep the task in nurture status until it's on the calendar - only convert to an opportunity after the call is confirmed.


General demo tips

We have various slide templates - ask someone on the Sales team for an invite to our Pitch account. Use the deck as scaffolding, pulling out relevant slides. Do not spend the demo presenting a deck with an engineering team - most people at PostHog spend 90% of the demo call actually in product or talking to the customer about their needs. But sometimes, there is a legitimate need for a deck.

Before you demo, make sure there is enough data to properly showcase our features. If needed, you can use Hogbot to generate more synthetic data. This is built by the sales team for the sales team, so if you see anything you want to improve, don't hesitate to submit a PR!

You should give a relevant and pointed demo - don't just throw everything in, as the customer will get overwhelmed. If you don't show what's important first, people on the call will become distracted.

For example, a customer may say "we need to see how our customers are using our platform". In this case, a good approach is to go straight to Session Replay, then tie Replay into Analytics, then go from there.

Start with what their biggest problem/request is, stay there until they are happy, then move on to point two. We don't want to fall into the trap of doing the same demo for each customer regardless of what they say at the beginning.


Make sure you cover:


	Who is there and what their roles are - in particular, are they the decision-makers?

	Why do they _need_ PostHog?

	Demo specific product features according to what they asked for

	Consider complementary products, e.g. analytics + replay; analytics + warehouse; surveys + flags

	Don't promise things we can't/don't want to deliver

	How pricing works with an indication of their potential spend if you have enough information

	Next steps - this is really important, don't just end the demo with no clear follow-up action



4. Second call - Path B (60 minutes) - Technical deep dive

This call happens when engineers weren't on the first call. Your goal is to qualify the opportunity through the engineers and get them hands-on with PostHog.

Structure:


	Intro (5 min)




	Friendly banter

	Confirm everyone's roles and responsibilities

	Set context from the previous call

	Reiterate PostHog's vision




	Discovery (15 min)




	Confirm use case(s) relative to the engineer's understanding

	Dig into the engineer's role in shipping and their workflow

	Confirm BANT, particularly timeline as it relates to the PostHog implementation

	Understand their technical stack and how PostHog fits in




	Technical Demo (30 min)




	Given the likely mixed audience, you can take a broader view of PostHog and how it supports technical and non-technical users alike.

	Even so, cater to the engineer's role in the project and the power of PostHog for product/engineering teams

	Show relevant documentation and GitHub integrations

	Check for engagement from the buyer persona - note any disengagement

	Start with what their biggest problem is, stay there until they're happy, then move on




	Call Close (10 min)




	Ask for trial signup or PostHog org conversion - be specific in asking for clarity here.

	Ensure that any "give" by PostHog receives a "get" from the customer

	Answer questions and objections as they arise, particularly around pricing.

	Be specific about next steps



Success looks like:


	You've met the engineers and understand their role

	You've qualified the customer's use case and involvement in the project

	You know when the engineers hands will be on keyboards trying PostHog

	You know how/when the opportunity will convert



BANT

By the end of either the 1st or 2nd call with a customer, you should have a defined idea about:


	Budget - Calculate and share a rough ballpark figure based on which products they'll use and their expected usage. Articulate the process by which a sales-led trial will help them refine the estimate.

	Need - Is PostHog a good fit? Be politely honest if we're not, to avoid wasting everyone's time.

	Authority - Who will make the decision at the customer organization? Who holds the budget?

	Timeline - When does the trial start? When are they looking to make a decision/have a contract in place?



It's really easy to convince yourself that you've got a well-qualified opportunity after a demo goes well.  Everybody has been laughing and having fun so they must love PostHog right?  You need to be more objective than that - ask the AI in the call recording to rate you on BANT qualification to see whether you actually got all of the information you need to confirm that a real opportunity exists here.  If you are missing any qualification information, don't be afraid to go back and ask your champion for additional context here.  It'll save you wasting a whole bunch of time helping a customer in an evaluation where they aren't serious about buying PostHog, and the inevitable Closed - Lost which comes as a result of that.


5. Product evaluation

Once qualified, and if you think they are a good prospect for our sales-led process, your first priority is to try and get them into trial of PostHog with a shared Slack channel as quickly as possible. If you close them, a shared Slack channel will also be their primary channel for support. Add the Pylon app to the channel and it will automate the support bot and channel description. React with a 🎫 to customer messages or tag @support to create a ticket in a thread. Generally it's better to seek forgiveness than ask permission for adding people to a Slack channel - use your judgement.

Some customers may wish to use MS Teams rather than Slack - we can sync our Slack with Teams via Pylon to do this. First you will need an MS Teams licence - ask Simon for one. Then, set up a Slack channel. Then, follow the instructions here to get set up. Before adding the customer into the channel, remember to test it on both sides to ensure the integration is working correctly.

You should then follow up with a standard email/Slack message that:


	Summarizes what they’re after and how Posthog is a great/bad fit

	Lays out next steps on both sides

	Shares a proposed timetable for the evaluation and onboarding process

	Includes any useful links (e.g. Docs page, competitor comparisons, relevant case studies)



Probably as a separate message, you should set out the criteria for the product evaluation to be considered a success - the evaluation will almost certainly fail if you just leave the customer to noodle around trying PostHog.

If the customer isn't super clear on how to articulate the success criteria then use the following as inspiration:


	Product/web analytics + session replay: get tracking set up, turn on replay, privacy controls, figure out user ID, get set up insights/dashboards.

	Feature flags + experiments: snippet, FF in the code, person ID and properties for targeting, deploy flag, run the experiment.

	Surveys: deploy a survey, view and analyze the results

	Data warehouse: set up the warehouse, sync at least 1 data source or pull additional person data in to enrich an insight



Don't be over-reliant on support during the evaluation.  As the AE, you should be highly focused on customers during their evaluation to maximize your chance of success.  We deliberately hire people we know customers will love working with, so now is your time to shine.



	Guide them on how to set up tracking depending on their app paying attention to common points of friction such as:




	Anonymous vs Identified events.

	Tracking pageviews in single page apps.

	Deploying a reverse proxy.




	Guide them on creating insights either based on:




	Metrics they've shared that they need to see or;

	Things we know companies often want to track (e.g. the AARRR framework).




	Once you have a week's worth of data in, calculate pricing based on their actual usage and proactively share this.

	A week before the trial period ends have a wrap-up call to ensure that they have seen everything they need to see, and identify any last remaining areas you can help them with, and next steps after the trial ends.



In an ideal world this involves multiple calls per week during the trial period so that you can build a trusted relationship with the customer, but don't force that if they prefer to use Slack/Email.

If non-technical people such as Product Managers, Marketing, etc. are involved we know from prior experience that the PostHog UI, while powerful, can be overwhelming, especially if they have used similar tools in the past.  You should be prepared to run multiple remote or in-person sessions with these people to ensure that they get what they need out of the evaluation.


We usually set up the following trials depending on likely contract size:


	$20-60k - 2 weeks

	$60k+ - 4 weeks



5. Security & legal review

Most customers don't need this beyond sharing our existing documentation. This step often occurs in parallel with product evaluation. Usually only bigger companies ask for this.

You do not need an NDA to share PostHog internal policies - by default most of these should be publicly available in the Handbook anyway, though some are only stored in Drata. If a customer asks you to sign their NDA, you can sign, but have our counsel review it first. As a starting point it must be governed by US law, and mutual.


If the customer requires a vendor questionnaire or security questionnaire then it's best for the AE involved to try and fill it out. If a company reaches out initially with this request, it's often best to try and understand if the customer has an intention to pay or at least grow into a paying customer before investing a lot of time filling it out. If there are any questions that are unclear post the specific question in #team-people-and-ops channel. It is easy to get driven into filling out security questionnaires for accounts that would come in below the sales assist threshold. If the lead is pushing security review without having had any commercial discussions, be transparent up front and let them know that we only do security review for accounts at $20k annual spend or greater. We are happy to work with them to understand their usage, and at that point, further entertain security discussions or point them towards a self serve path.

Some customers may need payment details up front as part of their vendor onboarding process. Stripe allows you to generate these ahead of them signing the contract — you can see how to do it in the billing guide for applying credits.

If you need help with anything data privacy or MSA-related, ping Fraser for help.

6. Commercial evaluation

The Contracts page has full guidance on the nuts and bolts of how to put together a commercial proposal - we use PandaDoc.

Don't be the AE who gets to this point and suddenly realizes you have no idea who the buyer is! You should already know this, their budget, their purchasing process etc. already as part of your discovery - if you're finding out now, hopefully it's not too late...

By this point, you may have run into some additional objections. These are the most common, and how to handle:


	Gap in the product - introduce the customer to the relevant product engineer to build together (but first agree with product team if it’s a reasonable ask). We have found this approach works exceptionally well for our newer products.

	Pricing issue - understand their budget; our discounts section had the different levers you can pull to get a customer to the right price point. You can also help them tune their usage to lower costs. We don't buy customers out of existing contracts, and we don't do deals where year 1 is super cheap then we ratchet up the price in year 2.

	Performance (e.g. slow dashboards) - for very large customers, usually get Tim involved, or he can loop in the right engineer to help.

	Confidence in PostHog - often this Handbook page is enough. For Very Large companies who need to be sold a bit more on the company vision, you can get James H involved.

	Unsure how much credit they need - suggesting the customer pay monthly for one or two months can help here, especially when there is not a technical driver that can do the mental math to figure out volumes. It's also a good expectation to set at the end of the trial that they will roll onto monthly, which can be pitched as a way to de-risk for the customer if there are still loose ends or a deal is dragging.



Ahead of the contract being signed, you'll also need to understand the customer's invoicing process.  Companies will typically have a Finance or AP team who should be the billing contact in Stripe.  Make sure you are also aware of any special invoicing requirements (e.g. a Purchase Order number) well ahead of the invoice being generated. Follow our contract rules here - e.g. no payment by check, ever.


7. Closed - won

Hooray! This is defined as when the contract is signed by _everyone_. 'They're about to sign' - NOT CLOSED. 'I've sent a DocuSign' - NOT CLOSED EITHER.

If an opp moves forward with PostHog on a month-to-month basis, but is below $20k annual spend, change the type to "Monthly Contract" and mark it as closed - won in Salesforce.

Once the contract is signed, it lives in PandaDoc. Next step - get them set up with billing.

Now it's time to set up an onboarding plan. We will templatize this, but for now you should send them something in the first week that includes:


	How to manage billing/credits

	Set up regular calls/checkins

	$60k+ - every 1-2 weeks for the first 6 months, then every month

	$20-60k - every month for the first 3 months, then quarterly

	Schedule training for the champion and/or additional people as needed - the more people you get successfully using PostHog, the more likely they are to retain



Here is minimum checklist of things that we find customers should know how to do:


	Actions

	Cohorts

	Data taxonomy

	Notebooks

	Activity log

	Internal and test user filtering



Post-onboarding, you'll want to change gears to start thinking about retention, expansion and/or cross-sell.

Simon and Ben review accounts every month to see if/when it makes sense to reassign accounts once they've closed.

7. Closed - lost

Oh no! It's ok - the most important thing here is that we learn. You should capture the reason in the Salesforce opportunity - this could be:


	Product/feature gap

	Performance concerns

	Security/privacy concerns

	Pricing

	They chose to stick with current setup

	Champion left

	Business restructured/disappeared

	Don’t know (disappeared)



Add detailed comments as well, including what, if anything, we could have done differently (even if not realistic - e.g. build an entirely new product).

For certain categories, you should create followup tasks:


	If they went with a competitor, create a reminder to check in with them in 9 months’ time.

	If it was a feature gap, contact them when that thing is built using the sub-categories above.

	If it was a security/privacy concern, contact them when we get the relevant certification etc.

	If they chose to stick with current, check in again every 6 months.



Share info about closed-lost people internally where it will help us learn - this may be with the sales team, relevant product team, or the company as a whole in Slack. The important thing is not to blame each other for losses, it's to find opportunities to do better next time!





  45. Outbound sales

  Source: https://posthog.com/handbook/growth/sales/outbound-sales

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Woah woah woah, we're doing outbound?

	Let's get on the same page what is outbound?

	What we're doing today

	How TAEs talk to outbounded prospects

	1. We do research & get context

	2. We are human & transparent when we meet them

	3. Explore their role & current state/stack find the pain

	4. Qualify or disqualify



  Woah woah woah, we're doing outbound?

Yes! But do not be afraid:


	We are not doing this to 'go enterprise' - for now we're trying to reach more of our ICP.

	Our investors did not ask us to do this - we came up with it ourselves.



_So why are we doing it now? I thought our inbound pipeline was good?_

Outbound sales is a thing we will need to get really good at as we continue to scale PostHog, as 100% inbound eventually dries up. We are not going to be the first company in history to build a huge Saas business with zero outbound, and most companies like us start thinking about outbound around our ARR. Even the largest, most beloved devtool products of all time do this - they just do it in a smart way.

We want to start doing outbound now because, if we wait til inbound slows down, we’ll panic and make bad decisions, trash the brand, and copy and paste what other boring companies have done in a short-sighted way that doesn't work for our audience.

Outbound is helpful because it is a good way to generate more leads in a semi-predictable way - and there are lots of cool ways to do it in 2025 using GTM engineering, agents etc. We should view outbound as a type of hyper-focused _marketing_ that generates sales opportunities.

Let's get on the same page - what _is_ outbound?

‘Outbound’ means a few different things. This is how we think about it in relation to customers:


	Using PostHog and spending a lot of money

	Using PostHog and spending a little money

	Using PostHog with good engagement/high ICP, but not spending any money

	Person signed up at some point, but not really using, usually just kicking the tires

	Not signed up, but has heard of PostHog

	Not signed up, never heard of PostHog



None of these people are currently talking to us - that's why they are under the umbrella of 'outbound'.


We’ll call 1-3 ‘warm’ outbound and 4-6 ‘cold’ outbound.

What we're doing today

Our model is:


	TAMs do warm outbound to group 1-2

	BDRs do warmish outound to groups 3-5

	TAEs do cold outbound to a top 10 list in groups 5-6



Our focus today is on inbound leads, getting much better at warm outbound (we have a huge number of leads that we could be converting better), and experimenting with colder outbound. Lorena Viana is leading our experiments today with the .

Check out the leads page for more detail on lead types, where they go, and the specific outbound campaigns we're running. These are changing very frequently as we figure out what does and doesn't work.

How TAEs talk to outbounded prospects

Remember, we contacted them — be transparent about our process and who we build for. How well we do discovery in our initial conversations will dictate how well (or poorly) we position PostHog.

If they’re interested, we’ll show them how to try PostHog and help them along the way; if they’re not a fit, we’ll say so honestly. We need to earn the right for each step and not assume their interest.

So, what does that mean for a first conversation? We:


	Do research & get context

	We are human & transparent when we meet them

	Explore their role & current state/stack

	Qualify or disqualify

	With explicit permission, give a brief PostHog pitch

	Ask the hard question

	Provide a relevant next step & schedule it on the call

	Action the task

	Rinse, lather, and repeat



Goal: help them decide if PostHog solves a real problem, not close in one call.

In order:

1. We do research & get context

Do basic account research:


	Prompt your LLM of choice for facts (especially with MCP access). Ask:

	What's their tech stack? (Job postings, BuiltWith/Wappalyzer, 1Password)

	Recent company news (funding, launches, hiring)

	Their role + tenure (LinkedIn, their website)

	Why did they agree to this meeting? (Read Dmytro Sitalo’s notes in the New Business Slack)

	What problem or pain did Dmytro Sitalo flag?



Use this to form a call hypothesis.

2. We are human & transparent when we meet them

We contacted them. This call only makes sense if we can solve a real problem for them. Start with:

"Hey [name], thanks for making the time. I know this was a cold outreach from [Dmytro/our team], so I really appreciate you giving me 30 minutes."

"Before we dive in, I'm curious - what made you decide to take this call?

Often this is enough. If they’re vague or skeptical, get specific with your pre-prepared hypothesis:

"[Dmytro mentioned/I saw] that [specific trigger - e.g. you're growing team/launching new product/scaling analytics]. We work with companies at your stage who struggle with [specific pain - e.g. fragmented analytics tools/poor data quality/lack of actionable insights]. I wanted to understand if that's actually a problem you're facing."

"If it is, I can share how other companies like yours have solved it. If it's not a problem, I'll tell you honestly (or you can tell me) and we'll keep this short. Will that work for you?"

If they answer clearly, set a simple agenda:

"Got it. Here's what I was thinking for today: I'd love to understand how you're handling [your role/the use case behind the trigger] now, what's working and what's not, and then share how other companies like yours have approached it. If it seems relevant, we can go deeper. If not, I'll tell you honestly and we'll keep this short. Sound fair?"

3. Explore their role & current state/stack - find the pain

As Charles Cook  says, companies don’t buy software; humans do. Start with their role/team.

"Tell me more about your role and team."

Then move to the trigger/use-case:

“How are you thinking about [use-case/trigger] in that role/team? What do you need to understand about your product/users/customers?"

Other prompts:

"What are you using for [use-case/trigger] today? And how'd you end up with that setup?”

"What do you love about it? What drives you crazy?"

You’re digging for pain, urgency, and priority in this part of the conversation. Drill in as needed:


	What's the pain and is it urgent/quantified? - "You mentioned [pain]. Help me understand the impact. What's that costing you - in staff time, in missed opportunities, in money?"

	Is it a priority, and do they have a sense of timeline? - "How much is [frustration] actually getting in the way? Is it blocking you or just annoying?" "Is there a timeline or trigger that makes solving this more urgent?"

	What does the decision process look like? - "Hypothetically, if you did decide to switch tools, how does that work at [company]? Who gets involved?" "Who controls the budget for this kind of thing?" "Have you ever bought a tool like this before at [company]? What was that process like?"



4. Qualify or disqualify

Run a quick mental evaluation of their answers on the call. Assess four factors:


	Specific pain identified

	Line of sight to impact (time/money)

	Timeline (next 6 months)

	Authority or direct line to buyer



If unclear, ask directly, e.g. timeline:

Why is this a problem you're trying to solve this / next quarter?

Their answer tells you if this is a priority.

If you have fewer than four, disqualify politely.

"Based on our conversation, and being completely honest, I don't think we're the right fit because [reason]. My recommendation: [alternative]. If [use-case/trigger] changes, do please reach out."

If you have all four, ask permission to pitch.

Disqualify outbound tasks that won’t convert.

Bonus: end early if they’re disqualified or disinterested. If highly qualified and eager, skip the pitch and go straight to a next step.


5. With explicit permission, give a brief PostHog pitch

Open with what you heard and ask for permission to pitch:

"Based on what you shared - [their pain] - let me tell you how PostHog works and you tell me if it's relevant. Does that work for you?"

Pivot to a tailored elevator pitch (below is generic):

"PostHog makes dev tools that help product engineers build successful products. These include many discrete tools that help with user behavior and analytics, product engineering, communication and data - all in one platform.”

"Companies switch for three reasons: (1) tired of fragmented tools, (2) want engineers and product teams to have direct access to data, (3) our transparent, usage-based pricing."

6. Ask the hard question

Ask:

"Does that sound like it solves the problem you described?"

If they’re uncertain, emphasize the free trial:

"Knowing that we offer folks like you a free trial period to evaluate PostHog for yourself, does it sound like PostHog solves the problem you described?"

Wait. Embrace the pause. And, get their answer. If we don't solve a problem for them, this isn't worth continuing.

7. Provide a relevant next step & schedule it on the call

If qualified and interested, propose a next step and book it on the call:

"What makes sense as a next step? Demo? Trial? Talk to your team?" "Okay, I'll [take action]. Let's reconnect on [book specific date/time now]."

If hesitant or marginal, ask:

"Here's what I'm hearing: [summary]. Not sure if we're a fit yet. What would help you figure that out?"

If they disqualify themselves post-pitch, disqualify:

"Based on our conversation, and being completely honest, I don't think we're the right fit because [reason]. My recommendation: [alternative]. If [use-case/trigger] changes, do please reach out."

8. Action the task in PostHog's Salesforce

This is internal hygiene. Track tasks to reflect the opportunity:


	If qualified + next step, create an opportunity in Problem Agreement and use stage exit criteria

	If marginal/no next step, switch task from In progress to Nurturing and progress them toward an opportunity

	If not qualified, disqualify with reason and share feedback with Dmytro Sitalo in Slack



9. Rinse, lather, and repeat

You should always aim to get them into a shared Slack channel or establish a regular communication cadence with them (call/email). Nothing will happen if we aren't talking.

Where else you take a qualified outbound sales opportunity is dependent on the specifics of your conversation.

Your process may resemble later stages of the new business sales process.

Otherwise, you can:


	Book a technical demo with the person’s team

	Ask for an introduction to the best contact at the company

	Record a Loom of specific features to show how PostHog works

	Ship them documentation and a code sample to demonstrate how PostHog can be configured

	#domoreweird in a delightful way

	Schedule a kickoff to get their trial started

	Ship them merch



What won’t change: qualify each step, solve a real problem, and don’t assume interest just because a task became an opportunity. Stay focused on their pain and you’ll earn the right to keep moving.

How TAEs accept and work BDR opportunities

Whether a BDR-sourced meeting becomes an opportunity is dependent on a set of fixed criteria to ensure the consistent and smooth handoff of qualified pipeline vs. simply converting oops based on vibes.

When a BDR meeting becomes an opp

Create an opportunity in Problem Agreement only when all of the following are true:


	The meeting was held - No-shows are not qualified. If rescheduled, fantastic - the meeting must happen before opportunity creation.

	ICP fit is confirmed — the account matches who we build for or the "fit" for PostHog is otherwise undeniable.

	A specific pain is identified — there is a concrete problem PostHog addresses.

	The prospect agrees the problem is worth exploring -- as we're reaching out to these folks, they need to tell us it's a big enough problem to solve.

	There's a known timeline — they intend to do something about it inside a defined window (roughly the next two quarters).

	You have access to authority — you're talking to, or have a confirmed path to, whoever decides or could champion PostHog internally.

	A mutually-agreed next step is on the calendar — demo, trial kickoff, technical eval, with a date. Ideally, we secure a verbal commitment on the call, and this is an emphasis point for TAEs. No committed next step, no opp.



How our outbound data pipelines work

So far we run three automated pipelines that enrich accounts, surface timely signals, and qualify targets. Abhischek Thottakara manages these.

Salesforce enrichment (weekly)

Every week, we pull all Salesforce Accounts and enrich them via the Harmonic API with company info like funding history, headcount, and traction metrics. Our SSoT of Accounts (Single Source of Truth) is the Salesforce Accounts table.

Before enriching, we filter out personal email domains (Gmail, Yahoo, etc.) and normalize website domains so matching is consistent.

Job switchers → Clay (daily)

A daily query (Clickhouse + Customer.io) detects job-change signals — someone who was at a company using PostHog just moved to a new role. Only changed or new records are sent to a Clay webhook so we stay within Clay's submission limits.

Why this matters: when someone who already knows PostHog changes jobs, that's a timely outreach moment. They're evaluating tools at their new company and already have context on what we do.

Product-led outbound → Clay (daily)

First, a daily Warmbound query pulls a base set of target accounts filtered by revenue band (MRR $100–$499), company size (50+ employees), and company type.

Then a second qualification step filters those accounts against product signals. Only accounts that pass both steps and have changed since the last sync are sent to Clay.

An account passes the second step if it shows buying intent through signals like:


	Using two or more PostHog products

	High event volume

	Two or more new team members in the last 30 days

	Adopting new products they weren't using before



This focuses outbound on accounts that are already engaged with the product (i.e warmbound), not just random companies that match a firmographic profile.

Where data lives and flows

graph LR
    SF[Salesforce Accounts - SSoT]
    H[Harmonic API]
    PG[Postgres]
    CH[ClickHouse]
    Q[Qualification]
    CL[Clay]
    LL[Lemlist]

    H -- "enrichment (weekly)" --> SF
    SF -- "accounts" --> Q
    PG -- "billing data" --> CH
    CH -- "usage & signals" --> Q
    Q -- "qualified targets (daily)" --> CL
    CL -- "selected accounts" --> LL

| System | Role | How often updated | |---|---|---| | Salesforce | Account records, opportunity tracking, enriched fields | Weekly (enrichment), real-time (sales activity) | | Harmonic | Company enrichment data (funding, headcount, traction) | Weekly via enrichment pipeline | | ClickHouse | Product usage data, job-change signals, ICP scoring | Daily via pipeline queries | | Postgres | Organization and billing data | Continuous | | Clay | Outbound qualification and personalization | Daily via webhook syncs | | Lemlist | Email sequencing and outreach delivery | Via Clay |

Appendix: full GTM data flow

This is the broader picture of how data moves across all our GTM systems, not just the outbound pipelines above.

graph TD
    subgraph PostHog
        PH[New signup in PostHog]
        CDP[CDP Destinations - Events, Person Info, Org Info]
        CF[Contact Form]
        BILLING[New customer in billing]
    end

    subgraph Enrichment
        HARMONIC[Harmonic]
        CLEARBIT[Clearbit]
        CLAY[Clay]
    end

    PH -- "PH destination" --> SF
    PH -- "new org" --> BILLING
    CDP --> DEFAULT[Default app]
    CF --> DEFAULT
    DEFAULT --> SF

    SF[Salesforce - Contacts + Accounts]

    SF <--> HARMONIC
    SF <--> CLEARBIT
    SF <--> CLAY
    BILLING --> SF

    SF --> VITALLY[Vitally]
    CIO[Customer.io] --> VITALLY
    ZENDESK[Zendesk] --> VITALLY
    PYLON[Pylon] --> VITALLY
    GMAIL[Gmail] --> VITALLY
    STRIPE[Stripe] --> VITALLY





  46. Overview

  Source: https://posthog.com/handbook/growth/sales/overview

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Our teams

	Our vision

	Things we want to be great at

	Things we're interested in trying out

	Things we don't want to spend time on

	How to work with different types of customer

	'Enterprise' customers

	Who we are



  Our primary focus is on making our paying customers successful, not forcing sales through. This mostly means an inbound sales model, but we are also running some outbound sales experiments.

While this means working with a smaller number of users than typical B2B SaaS companies, we know that the people we talk to are mostly already pre-qualified and genuinely interested in potentially using PostHog.

Our teams act as genuine partners with our users. We should feel as motivated to help and delight users as if we were on their team. In practical terms, this means:


	No BS sales-y talk - we are direct, open and honest with customers. We share as much as possible publicly, rather than hiding it behind a mandatory demo call. We are honest when we don't know the answer, or if we're not sure that PostHog is the right solution for a customer.




	Speed - we are weirdly responsive. If a customer is in a rush, we do our best to work at their pace. We are clear about expectations, and do not promise what we cannot deliver to close a deal.




	Engineers helping engineers - there is nothing more frustrating than talking to a salesperson who can't give you all the answers. We keep 'let me find out from the team' to an absolute minimum.




	Being power users of PostHog is a must - otherwise we won't be credible. PostHog is a big and growing platform, so this is a challenge to stay on top of!




	We prioritize getting people set up on multiple products as early as is feasible, as this makes PostHog far more valuable to them and increases our chances of retaining them.




	We don't do margin negative deals in order to win - this doesn't set us up for a successful long term relationship with a paying customer if we're ultimately losing money to land them. Yes, this includes fancy companies whose logos would make us look good.



Our teams

We're not one big Sales team. We're several small teams, each owning a different part of the customer journey:


	New Business Sales – our Technical Account Executives (TAEs) own initial inbound contact and make it easy for users to become paying customers. Our business development representatives (BDRs) sit here too, running warm outbound and handing qualified leads to the TAEs.

	Product-led Sales – our Technical Account Managers (TAMs) grow and retain a book of existing customers. We run this as two regional teams, East and West, to cover both time zones.

	Customer Success – our Customer Success Managers (CSMs) focus on retaining customers, split across Europe and North America.

	Onboarding – our Onboarding Specialists support hundreds of newer customers at scale, getting them set up and on track for long-term success.



Each team has its own Slack channel for day-to-day work: #team-new-business-sales, #team-product-led-sales, #team-customer-success, and #team-onboarding. Anything that spans all of us goes to #group-cs-sales-support.

Our vision

Things we want to be great at


	Technically capable: We deliver genuinely useful insights about things those customers care about (can be purely PostHog-related, but also general advice). Our ICP are ‘self-servers', so ideally we teach them how to do something, rather than doing it for them. A great support experience is part of this.




	Speed: We want to be highly reactive, low process, and reliant on other teams as little as possible to ship things. We want to get stuff wrong quickly, then iterate.




	Cross sell: PostHog gets much more powerful as customers adopt multiple products that all share the underlying data. And they stick around longer. It's a win win.




	Warm outbound to product leads: We get hundreds of ICP signups to PostHog every week, and we want to make sure we're laser focused on ensuring they have the best possible experience with PostHog by proactively reaching out to them based on certain triggers. Some people call this 'warm outbound'.



Things we're interested in trying out


	Cold outbound: Most companies do this really badly. We're interested in seeing how we could do this the PostHog way.



Things we don't want to spend time on


	Events: These _may_ be a good way for us to reach more of our ICP in future, done in the right way, e.g. by giving talks. However events are not a scalable/automatable channel, and are slightly in the zone of 'outbound sales'.




	Winning the deal at all costs: We have overall ARR targets at PostHog, but these are not exclusively achieved by the Sales, CS & Onboarding teams - the vast majority of our paying customers come in without ever talking to us. This means that revenue isn't these teams' responsibility alone, so we don't have to close deals where we get a short term bump to revenue in exchange for long term pain/churn (e.g. forcing a non-ICP deal to close with extremely discounted pricing).



How to work with different types of customer

We look after customers who are paying or could pay $20k+/yr. This means sometimes we will work with existing smaller accounts if we see potential to grow them into larger ones.

We've written an internal playbook for how to manage different types of customers - this goes into a lot more detail about company style, how they work, likely PostHog adopters, how to communicate etc.


'Enterprise' customers

As we get bigger, we're getting more inbound demand from larger organizations which have a very different buying process from our smaller customers. If we want to reach our ambitious revenue goals, we'll need to get good at selling to this segment of customer. However, we need to do this without compromising our focus on building a great product for our ICP.

To prevent us going down the wrong path with deals like these, we follow 4 simple principles:


	We don't contract deliverables. Otherwise a single customer could have too much of an impact on team morale and priorities.

	We will build things for a big customer, as long as we are confident they won’t be the only user of that thing.

	Customers need to try PostHog before they ask us to change things. We love feedback from customers. We don't love big requirement documents from people that haven't used our product before.

	We don’t care about losing deals. If we have to walk away from a deal because we'd have to compromise on these principles, we will. We can do this because we have a really strong growth engine with our ICP customers.



We'd typically define a deal as a large deal if it has most of the following:


	The customer puts us through a lengthy procurement process (3+ months)

	The customer wants us to build new features

	There are multiple stakeholders on the customer side, some or all of whom are not engineers

	The deal is larger than $250k/year



Who we are

Our people are spread across the teams above, each with its own small team page. In addition to people who share PostHog's culture, we also value:


	People who have very high empathy with product teams and their needs

	People who are happy to choose their own objectives if it meets a business goal

	Low ego, and a willingness to turn around even the most disgruntled and unreasonable customer

	Hands-on people not motivated by managing a team

	We would want to buy PostHog from them - this is more important than cool logos



Staying current with what we ship

Being a power user of PostHog means knowing what just shipped and what's about to land. Two internal Slack channels make this easy, and we recommend everyone on the Sales, CS & Onboarding teams joins both:


	#changelog – what's just shipped. Owned by the Docs & Wizard team and updated constantly as PRs merge.

	#coming-soon – what's shipping soon. Owned by the Marketing team and posted as a daily digest.



Both channels are populated by agentic workflows that scan merged PRs and feature flag changes and summarize them into the channel. Authors can also opt in or out using the Publish to changelog? and Alert Sales and Marketing teams? checkboxes on the posthog/posthog PR template, or via the @posthog Slack app. See how to publish changelog.





  47. Product enablement

  Source: https://posthog.com/handbook/growth/sales/product-enablement

  
  Overview

PostHog has a broad and growing set of products, and folks in GTM roles need to develop and maintain deep product knowledge for each individually, as well as understand how they work together. This deep understanding helps us drive initial adoption of PostHog as well as cross-sell and expansion.  Without a structured enablement process, we face several challenges:


	Onboarding gaps: New joiners lack a clear path to learn our products systematically

	Keeping current: With continuous product development, it's difficult for team members to stay up to date on changes and new features

	Uneven expertise: Knowledge levels vary across the team, leading to inconsistent customer experiences

	Missed opportunities: Without comprehensive product knowledge, we may miss adoption and expansion opportunities with customers



Rather than hiring an external sales enablement person (who would need significant time to ramp up on PostHog and wouldn't speak with customers regularly enough), we're leveraging internal expertise to build and maintain our enablement program.


How it works

Subject-Matter Experts (SMEs)

Each product area has a designated SME from the Sales, CS, or Onboarding teams. The SME is responsible for:


	Coordinating content creation for their product area (not necessarily creating everything themselves)

	Keeping content current as products evolve

	Facilitating knowledge sharing through regular updates

	Being a bridge between GTM and Product to ensure a two-way feedback loop exists



Important: SMEs are enablers, not gatekeepers. The goal is to level up the entire team, not to create dependencies on specific individuals.


Content areas

For each product, SMEs should develop and maintain content covering:


	Sales messaging for customers not currently using the product

	Demo best practices showing how to effectively demonstrate their product

	AI features how to use PostHog AI for maximum effect within their product

	Implementation considerations to help customers avoid common issues

	Real-world use cases demonstrating practical applications

	Competitive positioning relative to alternative solutions

	Customer stories highlighting successful implementations

	Product updates covering new features and changes



Content should be primarily recorded (Loom, Gong) or visual (Pitch) to support our async, distributed team.

New hire onboarding

New joiners to Sales, CS, and Onboarding teams go through PostHog GTM Academy, which incorporates product training content from SMEs in a structured learning path. This ensures consistent foundational knowledge across the team.

Staying current

It's on the SME to schedule a regular (nominally monthly, but this may vary by product - use your judgement here) update call with the GTM team and someone from their product team to cover:


	Share recent developments and new features

	Demonstrate new capabilities

	Hold a "no stupid questions" session for team members to ask anything about the product



We're a global team. Try to schedule the meeting to get as many folks live as possible (8-10 AM Pacific time is an ideal slot here), but also ensure it is recorded.


Content storage


	Handbook: This page lists SMEs and links to training materials

	Video content: Stored in Loom

	Written/visual content: Stored in Pitch or Google Drive

	Last updated dates: Displayed alongside each product area's materials



All content should include a "last updated" date so team members know they're working with current information.

As we develop content, we can link directly to it from this page.


Product areas and SMEs

| Product Area | SME        | Last Content Update | |--------------|------------|---------------------| | Product analytics | Ben Smith  | - | | Web/Customer analytics | Jon        | - | | Session replay | Dana        | - | | Feature flags | Sachin     | - | | Experiments | Sachin     | - | | Error tracking | Sean M | - | | Enterprise & Platform | Leon        | - | | Data pipelines (batch and realtime) | Ryan       | - | | Data warehouse | Ryan       | - | | AI Observability | Leo        | - | | Workflows | Phil        | - | | PostHog Code | Landon     | - | | Logs | Sean | - | | Legal and Compliance | Christophe | - |

For SMEs

Getting started as an SME

If you've volunteered to be an SME for a product area:

First of all, thank you!



	Connect with the product team - Consider joining sprint planning calls to stay informed

	Audit existing content - Review what training materials already exist

	Identify gaps - Determine what content needs to be created or updated

	Recruit help - Enlist others (team members, product team, etc.) to help create content

	Establish a cadence - Plan regular content reviews and updates



Best practices


	Don't work alone: Work with product teams and other GTM team members to develop comprehensive materials

	Stay connected: Join product team sprint planning calls if helpful and time zones allow

	Gather feedback: Channel top feature requests to product teams (but don't act as a gatekeeper)

	Keep it fresh: Review and update content at least quarterly



What this is NOT

This enablement program is not:


	A replacement for individual expertise: Everyone should use SME content to develop their own product knowledge

	An expert escalation path: SMEs aren't brought into customer conversations as specialists; the goal is to enable everyone to be effective independently

	A one-person show: SMEs coordinate content creation but shouldn't develop everything themselves

	Cross-sell playbooks: That's a separate initiative

	Customer-facing content: This is internal enablement; customer-specific demos should be created by account owners as needed



New products

When a new product is approaching customer availability:


	Identify an SME early in the development process (bonus points if you self identify with a handbook PR)

	SME coordinates with the product team to understand capabilities and use cases

	SME develops initial training content before general availability

	SME delivers a new product training session to the wider GTM team

	Product area is added to the table above



Switching SMEs

If you don't want to be an SME for a product area anymore, or want to switch with someone else to stay fresh, first identify someone else who is willing to step in and make the change as a PR to this page.





  48. PLG lead qualification

  Source: https://posthog.com/handbook/growth/sales/product-led-lead-qualification

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What you're actually deciding

	Step 1: Size the opportunity

	Step 2: Evaluate the company

	Step 3: Check the implementation

	Step 4: Check for existing engagement

	Step 5: Is it qualified?

	What makes a strong opening message



  Most product-led leads land in your queue because they crossed an automated threshold (MRR, ICP score, employee count), a manual referral from Onboarding, Engineering, or elsewhere, or some other qualification. Once it lands in your lead task queue, your job is to decide whether this account meets the criteria for TAM ownership.

This covers the things TAMs look at to make an informed decision. Note: Disqualification can happen really quickly, but often it takes a bit more time to decide if it's qualified. Some accounts will have immediate opportunities and be ready to engage, and some may require more nurturing.

A note on existing resources: Several handbook pages cover the diagnostic tools you'll use during qualification. The Metabase account analysis playbook walks through event composition, billing breakdowns, and project mapping. Checking the health of a customer's deployment covers $identify/$groupidentify patterns, autocapture noise, and implementation quality. Those pages answer "how healthy is this account's implementation?" This page answers a different question: "given what I see, should I invest my time here?"


What you're actually deciding

TAMs have a soft cap of 15 managed accounts. Every lead you take on means less time for the rest of your book. You're asking one question: does this account have a realistic path to $20k+ ARR and meaningful expansion potential across multiple products?

If the answer is no, simply mark the task as "disqualified" with your reasoning. If the answer is "not yet," change status to "nurturing" and come back. If the answer is yes, change status to "in progress" and move fast.

Step 1: Size the opportunity

Open the account in Vitally. You need three things:

Current MRR and trajectory. Check current MRR, forecasted MRR, and the delta between them. A $600 MRR account growing 30% month over month is more interesting than a flat $1,200 account. Look at the last 3 months of invoices, not just the current snapshot.

Revenue composition. Go to Metabase and look at the per-product spend breakdown (see the Metabase playbook for how to navigate this). You're looking at whether revenue is concentrated in one product (fragile) or spread across multiple (sticky), and whether the spend comes from intentional usage or a misconfiguration.

Credit and contract status. Are they on startup credits? How much remains and when do they expire? Monthly plan and growing? That's an annual conversion opportunity. See startup plan roll off for how to handle those accounts specifically.

Quick filters to deprioritize:


	MRR under $500 with no growth trend

	All spend from a single product under $200

	Startup credits with 12+ months remaining and low burn

	Already has a TAM or active sales engagement in Vitally (always check before reaching out. If they have an Onboarding Specialist assigned, coordinate with them to ensure no double reach-out is happening)



Step 2: Evaluate the company

Engineer count and company size. Check Harmonic/Clearbit data in Vitally (employee count, headcount growth). Companies with 50+ employees and a meaningful engineering org are more likely to expand. A 10-person startup spending $800/mo might get to $20k ARR eventually, but the timeline is long.

Growth trajectory. Recent funding (harmonic_last_funding_date), aggressive hiring (compare harmonic_headcount vs harmonic_headcount_180d), and early-stage companies with significant capital can qualify even if current spend is below threshold. The new business team learned this the hard way: their inbound lead skill was incorrectly disqualifying well-funded, engineer-heavy companies because it relied too heavily on stated MAU. They added a growth trajectory override for exactly this reason.

Business type and use case fit. The company type tells you which expansion path to lead with. The cross-sell motions page lists the profile of accounts where cross-sell works best: smaller/startup-size without existing tooling, engineer-heavy with direct technical contacts, heavily engaged users pushing the limits of PostHog. The use-case selling guide helps you map teams/roles to the problems they are trying to solve with PostHog.

ICP score. Use it as one signal among many. ICP score is rigid and data completion is always an issue. A -5 ICP score on a well-funded, engineer-heavy company should not stop you.

Step 3: Check the implementation

The Metabase account analysis playbook and deployment health checks cover the mechanics of each diagnostic in detail. Here, the question is different: you're reading these signals to decide whether to invest your time, not to diagnose a support issue. If the high spend is a result of a poor configuration with too much unnecessary volume, you're likely to invest time where there isn't future growth. Helping customers is never a bad thing, but it won't be a high ROI activity for you as a TAM. Though, there are potential opportunities to offer them FDE services (for a cost).

Event composition. High autocapture percentage with zero Actions means they haven't invested in instrumentation. That's both a risk (they might not be getting value) and an opportunity (optimization advice is the strongest opening message you can send). High custom event percentage often means they are more serious, and more importantly, have engineering resources available to invest into PostHog.

Products activated vs. products paying. Check paidProducts in Vitally. Single-product users with obvious cross-sell fit are prime targets. Also check if they've turned on products they're not yet paying for. Experimentation with products, even if in the free tier, shows intent.

Billing limits and conservatism. Fewer billing limits means less friction to growth. Limits set very close to current usage means they're cost-conscious, which gives the annual discount conversation a natural hook. It's also an opportunity to reach out to let them know they are close to possibly losing valuable data.

Data destinations. Data flowing out to a competitor (Amplitude, Mixpanel) is a risk signal. Data flowing to a warehouse (Snowflake, BigQuery) or an ad platform is a stickiness signal.

Project count and workloads. Multiple active projects mean multiple workloads, which means a bigger expansion surface area.

Step 4: Check for existing engagement

Before you reach out, confirm nobody else is already working this account:


	Vitally: Check segments (TAM/CSM Candidate, Annual Plan, Active Trial), Key Roles, active conversations, and recent notes

	Slack: Look for a channel following the #posthog-[company] convention

	Salesforce: Check for an existing lead task or opportunity



Product-led leads can overlap with onboarding referrals, TAE pipeline, and CSM accounts. The sales handover page documents how the onboarding team evaluates these same accounts from their side. If someone is already engaged, coordinate before reaching out.

Step 5: Is it qualified?

Qualify and start working when:


	Realistic path to $20k+ ARR based on current spend trajectory

	Multi-product expansion opportunity is clear (not speculative)

	Company profile suggests they can grow with PostHog (funding, headcount, business type)

	You have a plausible first message that leads with specific value



Qualifying a lead means you're investing time in it. It does not mean adding it to your managed book yet. Add yourself as the Account Executive in Vitally and use the "Leads" segment to track it separately. You have up to 3 months to figure out whether a new lead belongs in your book.

Add to your managed book when you have traction:


	You've established contact and have an active relationship

	There's a concrete plan for prepaid credit conversion or cross-product adoption

	Spend trajectory and engagement back up the expansion thesis you started with

	You're confident enough to put an account plan in front of your lead and Simon



The AM Managed segment is what triggers quota tracking. Adding an account too early, before you have real traction, locks you into carrying it against your 15-account cap without a clear path to quota credit. Simon reviews and approves AM Managed additions, so come with evidence, not just potential.

Track as a "nurture" but don't add yet when:


	Spend is growing but still under $1,000 MRR

	Implementation is too early (mostly autocapture, few custom events)

	Company has potential but no urgency signal

	Set a Vitally task to revisit in 30-60 days



Pass or disqualify when:


	Spend is flat or declining with no expansion lever

	Company is too small to realistically hit $20k ARR

	Usage looks like a misconfiguration, not intentional adoption

	Already being worked by someone else



For accounts you qualify, see getting recognized on the deal and getting people to talk to you for next steps. You need to demonstrate concrete sales activity to get the account added to your book. Sending a couple of emails and one call is not enough.

What makes a strong opening message

When you qualify a lead, the signals you found during qualification are your conversation starters:


	Optimization opportunities: High autocapture percentage, $identify over-calling, session replay without minimum duration. Leading with "I noticed something that could reduce your bill" builds trust fast.

	Missing products that fit their use case: B2B without Group Analytics, mobile app without Mobile Replay, AI product without AI Observability, engineering team with flags but no experiments.

	Growth anomalies: A product that just spiked in usage (new product activated, event volume doubling). Screenshot it and include it in your outreach.

	Billing page visits: In the org event stream, filter for path name contains 'billing'. Recent billing page views mean they're thinking about cost, which is a natural opening for an annual plan conversation.



See the communication templates for feature adoption for message structures that work.





  49. Product-led Sales

  Source: https://posthog.com/handbook/growth/sales/product-led-sales

  
  A large proportion of our paying customer base sign up to a paid plan without ever talking to the Sales team.  We don't want to force these customers through a sales process if they don't need it, but we also know that having a human to help them through the process on hand is likely to maximize the chances of retaining them as a paying customer long term. Longer term, we know that customers who have worked with a member of the PostHog sales team retain better, and are much more likely to expand their usage through cross-sell.

Product-led lead generation

Product-led leads can be generated in different ways - see this page for more info.

Some product-led leads might have already chatted with someone on our team. Before reaching out, take a quick look in Vitally to see if there’s any prior activity, and check in with the AE or team member who was involved to get the full picture if needed. Every lead has a "Vitally account URL" field in Salesforce which links directly to their Vitally profile for easy review.


Working with the customer

Just as with the inbound sales process, it's on you to decide how you qualify the lead.  If you think they have potential to end up paying more than $20k a year then you should reach out to introduce yourself and offer help.  As they have likely done a lot of research themselves, they may not need a demo so a 30-minute discovery is probably more appropriate here.

Getting people already happily using PostHog to talk to you can be challenging - here are a few things you might want to try.


If it's a viable opportunity then you should convert the lead to an opportunity and then follow the New sales process. Bear in mind that you can join it at any point depending on where the customer is at in their buying journey (e.g. you might skip product evaluation if they are ready to buy). If they are eligible for a shared Slack channel and they do not already have one, set one up.

Even if after speaking with them you think they may not end up at $20k+, you should educate them on how to get help, as well as the value of adding our Scale, Boost, and Enterprise plans.

Startup plan roll off

Customers who are rolling off the startup plan present a unique opportunity, as they are already using PostHog and may well be spending >$20k annually. Just like any other customer, we want to help them reduce spend and get the most out of their existing usage, while also educating them on the savings involved with an discounted, credit-based plan.

For customers that may have started implementation late, or ran into issues during their startup period, at our discretion, we can extend the life of their credits by 3 months. To do so, visit that customer's billing admin page (linked in Vitally), scroll to the bottom, and click the extend startup plan button.

Getting recognized on the deal

As they have already shown intent by signing up/subscribing, you will need to demonstrate that you have actively worked on the opportunity to include it in your book of business.  We will use a common sense approach here but sending a couple of emails and 1 call won't be classed as 'actively working'. We want to ensure there is concrete sales activity going on with this customer. Simon will make the call here, escalating if needed.





  50. Professional services

  Source: https://posthog.com/handbook/growth/sales/professional-services

  
  Some potential customers either expect to pay for professional services to help them get set up. There are others who don't ask for this, but where we can tell it would be helpful for them.

For now this is only a service we offer to potential customers by default, so this will mainly be of interest to the .


Who we can offer professional services to

A good candidate for this probably has some combination of the following:


	ARR in the $100k+ region, either today or in the next 12 months (actual spend, not credit)

	Large-ish company with complex needs

	Have explicitly asked about paid implementation services and training

	The team adopting PostHog work in person at a single location

	They are not set up with PostHog yet, ie. we would be helping them implement PostHog in their codebase

	They are able and willing to give our team access to their codebase

	We are helping them get set up with session replay, feature flags, AI Observability, and/or error tracking



If you are working with someone where this might be applicable, ping Ben and Simon first, as we can offer to send a forward deployed engineer to work with them to help get set up. Please don't just offer this to anyone without checking in, as we don't have unlimited capacity.

For ongoing training, this is something that we are solving for separately, but is not within the scope of professional services at the moment.

What work is included

Typically, we will send a forward deployed engineer to work with a customer for a week in person. What we charge depends heavily on the nature and scope of the implementation, but in any case starting at $10k. Simon will work with you to figure out the relevant scope of work and contractual terms.

We don't offer this for free, because it is a valuable service that customers expect to pay for. We also don't offer it as a freebie negotiation tactic, because that devalues it for all other customers.

The specific checklist of what will be implemented depends on the customer, but the following sections detail the broad topics we can cover.

Implementation scoping

This should be conducted ahead of time to ensure that we deliver services according to the customer's needs.  We will document a plan for:


	PostHog SDK implementation.

	User identification.

	Privacy controls.

	Sampling.

	Autocapture tuning.

	Custom event instrumentation.

	Identifying key insights/dashboards to be created.



At the end of this session we should have a good plan and understanding of any onsite work which needs to take place, as well as who in the customer our engineer will be working with, and what level of access to customer systems they require.

Technical implementation

Here we make sure that PostHog is correctly integrated into the codebase using one or more of our SDKs.  We should also:


	Implement any user identification or privacy controls that are required.

	Ensure they are only tracking the events which they need to (including implementing custom events where necessary).

	Integrate the first set of feature flags into their application.

	Set up the relevant dashboards and insights as documented in the scoping phase.

	Ensure that everything is set up according to our best practice guidance.



Getting started training

Once data is integrated, we should provide an intro to PostHog session to the customer to teach them the basics of how to use PostHog.  This will be tailored to their needs but should provide a baseline understanding of how to navigate the UI, where to find events, create insights, filter replays, etc.

Whilst Sales and CS folks also provide ongoing training to customers in their book of business, it's important to ensure they have a basic understanding of PostHog, especially if they are brand new.


Migration

Whilst it's crucial to get live data flowing in to PostHog, the customer may also want to bring over historic data to PostHog from their previous tools.  This will normally be product analytics data, and we have both managed and manual processes for this depending on the incumbent tool.

Longer term it's expected that forward deployed engineers will own the managed migration tools and also build out that capability.


Once data is migrated, we may also need to implement dashboards and insights from the previous tool.  There's no automated way to do this currently, so we will need a login to the previous tool to understand and recreate the visualizations they need to move over.

If the customer is replacing a feature flagging tool and has existing feature flags in place, we will need to migrate the flags in the codebase and ensure that the flags and targeting are set up correctly in PostHog.

Data connectivity

This will normally involve the setup of realtime and batch export destinations for other tools in the customer's stack.  We'll need API keys for the relevant tools as well as an agreed criteria for choosing which events will go to which destination.

This may also involve getting data into PostHog without using our SDKs, for example, by using the Webhooks or Data Warehouse sources.

SQL Query implementation

Some customers aren't able to write SQL themselves and don't want to rely on PostHog AI.  We can scope and write the SQL queries that they need, as well as creating the relevant views and person joins so that all of their data is connected.

Statement of work

Before any onsite work we will need to document a Statement of Work (SOW) which outlines the scope of work and the agreed terms of service.  We should incorporate what we learn in the scoping phase into this to ensure we have all the customer's needs covered and allocate the right amount of time to the project.





  51. Refunds

  Source: https://posthog.com/handbook/growth/sales/refunds

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Learning curve

	Unexpected stardom

	Under attack

	Wrong setup

	Eligibility criteria

	Repeat incidents

	Request channels and processing

	Processing credits or refunds



  We know things happen and sometimes you might need to issue a refund. Here’s how we handle common scenarios:

Learning curve

Just got off of the startup plan/new client accidentally used us a lot.

We issue refunds or credits in this category if this is the first bill >$1 and/or they meet eligibility criteria as explained below.

Unexpected stardom

Side project sudden volume spike

We issue refunds or credits in this category if this is the first bill >$1 and/or usage spiked by >200% compared to their average usage over the past three months, and the company doesn't have any revenue, or is a hobby project.

Under attack

Bot spike/abusive user drove traffic which in turn increased PostHog usage

We flag accounts with unusual activity spikes for review, and refund or issue credits to cover the overage amount once the issue has been resolved. The issued amount covers any amount exceeding the average usage of the three months preceding the spike.

Wrong setup

New feature trial with incorrect configuration

We issue refunds or credits in this category if the customer was charged for features they didn't intend to use due to default settings or configuration errors, and this is the first occurrence of unintended usage charges.

Eligibility criteria

Customer must meet the following criteria to get a refund:


	The request is made within 30 days of the billing date.

	The customer provides a reasonable explanation for the request, fitting into one of the scenarios.

	The account does not show signs of fraudulent activity or abuse of PostHog services.

	In cases of volume spikes, the unusual usage has ceased and there is evidence that the customer has taken measures (like implementing a billing limit or managing event volume).



Repeat incidents

For first incident response, we follow standard policy above and provide guidance for preventing future incidents (e.g. ask them to implement billing limits)

Subsequent incidents:


	First, check if the customer has acted on PostHog’s earlier recommendations.

	If they have not yet fixed the issue, refunds are conditional. Give them a window to implement the fix, and offer a partial refund (up to 50%) while they address it.

	If they have made good faith fixes but the issue still occurred, then we issue a full or partial refund depending on severity.

	Always warn that repeated incidents may not be refunded again.

	For third incident and beyond, refunds may be declined unless there are extraordinary circumstances (e.g. a PostHog bug).



Request channels and processing

Refund requests can come through different channels:

In-app ticket


	Support team reviews the request, issues refund or credits based on the eligibility and criteria outlined above, and responds to customer.



Contact sales form or email to sales@posthog.com Account Executives can direct these to the Support team using the ticket emoji in the #website-contact-sales Slack channel to auto-create a Zendesk ticket

Large account requests


	For large accounts managed by an AE, AE may lead the customer conversation and can loop in Support or RevOps team as needed to process credits or refund in Stripe.



Processing credits or refunds

How to calculate overage amount

Review customer usage

Before doing a refund, review customer's usage. Some useful sources:


	If you have access to Vitally, find the customer's Metabase dashboard link under the 'Usage Dashboard Link' trait. The 'Event counts by type last X days' insight is particularly useful here - you can change the lookback period to see a longer time range.

	This dashboard for an overview with usage reports and invoice history.

	This dashboard to help identify issues for customers with many projects

	You can also make a copy of this PostHog insight and use organization id to review account usage. Note that the org usage report can run 2-3 times per day, so numbers may be duplicated/inflated.



What's "normal" vs "weird" usage:


	Normal: Gradual increase, weekly patterns

	Suspicious: Sudden 10x jumps, severe spikes

	Bot attack: Lots of similar events



Identify baseline usage


	Calculate the average usage over the past three months to establish a baseline.

	Cross check the amount calculated with the last two invoices paid by this client to make sure they're consistent.



Calculate overage


	Subtract the baseline usage from the spike amount to find the total overage. Example: If average monthly usage was 1 million events per month and a spike resulted in 3 million events, the overage amount would be 2 million events.



For event-specific overages (optional):

If you want more precision when a single event type is inflated, use the 'Event counts by type last X days' insight in the Metabase dashboard:


	Change the lookback days to find the baseline period before the spike

	Identify the inflated event type and compare its spike volume to the baseline

	The difference is your overage amount for that event type



Calculate the amount to refund/credit


	Use the pricing calculator to calculate the total price for baseline and overage volumes. The difference between the two will be the refund amount.

	Alternatively, you can use QuoteHog - go to the usage history tab, build a price option from a specific month's usage, and subtract the inflated volume to see what the bill would have been without the spike.

	Don't just put in the overage amount in the calculator - doing this would give you the wrong amount because of our tiered pricing structure. Calculating the difference between regular usage and usage with overage is the accurate way to calculate actual amount.

	Add a note in the Zendesk ticket with a breakdown of calculations, the baseline average, and the overage. This transparency can be helpful if the customer has questions.



Refund or credit?


	Issue credits if the customer's period hasn't ended yet and the invoice isn't finalized. It is much easier and better for users and us to avoid payment if we can!

	If invoice is finalized and this is a first time request, issue a refund via a credit note (do not use the refund button, this is important for correct revenue attribution).

	If the customer has overdue invoices and needs changes on that, we need to apply credit notes. Escalate such cases to RevOps.



How to issue refunds or credits

Prerequisites

You need Support specialist level access to Stripe, ask Simon for access.

Issuing credits


	Go to billing admin

	Next to 'Credits', click on 'Add'

	In the 'Customer' field, use the drop-down menu to find your customer

	In the 'Amount' field, set an amount of credits you wish to issue for this customer

	In the 'Reason' field, select a reason which best describes why you're issuing the credits

	Add an optional note in the 'Notes' field

	Include an optional link in the 'Reference link' field, e.g. Zendesk ticket, Slack message link, etc.

	Click 'Save and view'

	Confirm that the credits were successfully added to the customer's balance in Stripe under 'Customer invoice balance'



Issuing a refund

Refunds are now initiated through Billing Admin and finalized in Stripe via a credit note.

There are two ways to reach the Add Refund screen.

Option A:


	Navigate to Billing Admin → Customers.

	Find the right Customer (search by organization ID or customer ID).

	Once in the Customer view, scroll down to _Related invoices_ section. Find the right one (you can identify it by its id, dates or amount).

	Click on "Start refund"



Option B:


	Navigate to Billing Admin → Invoices.

	Find the right invoice (search by invoice ID, organization ID, etc).

	Click and open the invoice view.

	Once in the view, click on the top right button "Start refund"



Once you do that (through any of the two options), you'll land on the "Add refund" screen. From there, you can continue with the refund:


	Allocate refund amounts per product. Refunds must be issued per product. Enter the refund amount for each affected product. You may need to do more math here: for an event spike refund may span Product Analytics, Person Profiles, and Group Analytics. Billing Admin does not automatically split refunds across products, you must do the math and allocate amounts manually. As you enter per product amounts, the total refund amount updates automatically.

	Select refund reasons: Choose a Stripe refund reason (required) and select an internal reason (used for internal reporting and analysis)

	Add any relevant notes or context (e.g. Zendesk ticket, Slack link, short explanation)

	Once you review everything and all looks good save the refund in Billing Admin. This will issue a Stripe credit note, which is processed as a refund to the customer’s default payment method. Stripe automatically sends a notification email to the customer.



Fixed fee product refunds

For fixed-fee subscriptions (e.g. Boost plan), Stripe’s default proration behavior can cause double crediting.

Example: A customer subscribes to a fixed fee add on by accident and requests a refund. After we issue a credit note, they cancel their subscription. When this happens, Stripe automatically creates a prorated “unused time” line item on the next upcoming invoice. This results in the customer being credited twice:


	once via the manual credit note

	again via the prorated unused time credit



To prevent overcrediting, we need to manually delete the pending invoice item that Stripe creates after the subscription cancellation.

Steps:


	Find customer profile in Stripe (you can search by organization id)

	Locate the proration adjustment under Pending Invoice Items.

	Manually delete the line item.

	Add a note in Zendesk documenting that the proration line was removed to avoid double crediting.



Spotting suspicious stuff - watch out for:


	Multiple accounts that seem connected - easiest way to spot this is to look up user profile in Vitally and check connected accounts. If one email is connected to multiple accounts it is good to check previous requests and refunds on all related accounts as well.

	High refunds notice in Stripe (This will appear as a yellow box notification next to the customer's name on the customer page in Stripe)

	Usage that doesn't make sense for customer size, or business details don't add up



When to escalate to RevOps


	Something seems off

	They've asked for multiple refunds lately

	The case doesn't match the simple cases above

	It's a big customer (spending $1,667+ monthly)

	Need to create or modify an invoice for the correction. Support team should not create or modify invoices. Invoicing responsibilities will be handled by RevOps to maintain accuracy.



Tag Mine Kansu in Zendesk and share what you checked, what you think we should do, and any other relevant context. RevOps will review usage trends and customer lifecycle (e.g. new client, high-value account) to figure out next steps.

Our approach

We'd rather fix unexpected usage issues than have customers pay one massive invoice and then reduce spending or leave us. The goal is to maintain a fair, transparent relationship that works for everyone in the long term.

Trial periods and usage spikes


	We're generous with trial periods for actively engaged new ICP customers

	Tag accounts as "trial" in the billing system. If they're already paying when actively testing the product, inform Mine/RevOps for proper tagging and revenue recognition

	If you spot accidental usage spikes, proactively reach out and work with customers to reduce their spend to fit their budget and needs

	When you're unsure about handling a specific case, ping Mine/RevOps directly for review







  52. Risk mitigation and churn prevention

  Source: https://posthog.com/handbook/growth/sales/risk-mitigation-and-churn-prevention

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Risk mitigation (proactive)

	Quarterly account planning

	Early warning signals

	Drive adoption of behavioral products

	Implementation health

	De risking common churn scenarios

	Churn prevention (reactive)

	When to flag an account as at risk



  If you're actively thinking about churn prevention in response to a customer churn threat or major red flag, it's already way too late.

Churn prevention is best done from early, and often, risk mitigation practices.

We should default to flagging "at risk" accounts using the "Churn Risk" segment in Vitally well before the customer has told you they are exploring alternatives. If you have the slightest inkling that something may look off or something has you feeling a bit uncomfortable, flag it. This could be anything from not taking action on a recommendation you gave them for too long, down-trending volume with no apparent seasonality cause, only one or two core users of the platform, or no Slack activity for an extended period. To name a few.

There are a few risk-mitigation strategies you'll want to incorporate that serve as early detection and proactive mitigation, as well as a process for what to do when an account is actively at risk.

---

Risk mitigation (proactive)

Risk mitigation is about building habits that surface problems before they become emergencies. If you're doing this well, you'll rarely need the reactive playbook below.

Quarterly account planning

Every AM Managed account should have an Account Plan note created in Vitally once per quarter. You should also review this weekly with your manager.  This forces you to step back and evaluate the account holistically rather than just reacting to whatever's in front of you.

Title format: Q[X] Account Plan - [Company Name]

Use the Account Plan template in Vitally, which auto-populates key fields from the account record. The template covers:

Account overview


	ARR, business description, website, HQ location

	Business type (B2B SaaS, E-commerce, Marketplace, Developer Tools, Fintech, Healthcare, etc.)

	Key metrics relevant to their business model

	Business stage and funding



Business objectives


	What they're trying to achieve with PostHog (specific goals, not vague "analytics")

	How PostHog connects to their larger business objectives

	Whether value aligns with their expectations

	Obstacles they're facing, both in using PostHog and in their broader goals

	Upcoming constraints (budget freezes, code freezes, migrations, seasonality)

	Future needs over 6-18 months



Stakeholders and users


	Admin emails and total user count

	Percentage of active users (30 days)

	Key contacts with their priorities, goals, and preferred communication

	Multithreading status: do we have two-way dialogue with technical stakeholders, budget holders, and end-users?

	Record of multithreading attempts and progress



Current usage and cross-sell


	Products adopted (Product Analytics, Feature Flags, Group Analytics, Error Tracking, Session Replay, Surveys, Data Warehouse)

	Usage notes on how they're actually using each product

	Cross-sell opportunities with specific use cases, next steps, and relevant content to share

	Optimization opportunities for existing products (underused features, configuration improvements)



Risks


	Document each risk with: the challenge, what's at stake, plan of action, and next key date



Action items


	Multithreading: who, why, progress, anyone at PostHog who can help

	Finding new opportunity: what are you doing to find new revenue?

	Mitigating risk: what are you doing to uncover and mitigate risk?



If you can't fill out most of this template, that's a signal you need to dig deeper into the account. An incomplete account plan usually means incomplete understanding of the customer.

Early warning signals

These aren't emergencies yet, but they should make you pay closer attention. Many of these are also tracked automatically as risk indicators in Vitally.

| Signal | Why it matters | |--------|----------------| | Recommendation not actioned for 2+ weeks | They're not engaging with your guidance | | Down-trending event volume (no seasonality) | Usage decline is a leading indicator of churn | | Only 1-2 active users | Single point of failure, low organizational buy-in | | No Slack activity for 14+ days | Relationship is going cold | | Billing page visits without context | They're evaluating costs, possibly shopping around | | Champion changed roles or left | Your internal advocate is gone | | Support tickets spiking | Something is broken or frustrating | | Single product usage | Low switching cost, easy to replace | | Data exported to external warehouse only | PostHog becomes a pipe, not a destination |

When you notice any of these, don't wait. Reach out, dig in, and address it before it compounds.

Drive adoption of behavioral products

Not all PostHog products carry the same switching cost. Customers who primarily use PostHog as a data pipe to an external warehouse are structurally riskier. If their analysts query Snowflake or BigQuery, PostHog becomes invisible and replaceable.

Behavioral products create stickiness because they're used directly in PostHog's UI and embed into day-to-day workflows:

| Product | Why it's sticky | |---------|-----------------| | Surveys | Active feedback collection tied to user segments. Hard to replicate externally. | | Cohorts | Saved user segments used across insights, feature flags, and experiments. Accumulated investment. | | Workflows | Automated actions triggered by product events. Operational dependency. | | Feature flags & experiments | Engineering teams build release processes around them. Deep integration. | | Session replay | Qualitative context that doesn't exist in a data warehouse. Unique value. |

When you see a customer heavily reliant on data pipelines and external analytics, proactively introduce behavioral products. Frame it as expanding what they can do, not replacing their warehouse workflow. The goal is to make PostHog the place where decisions get made, not just where data passes through.

Practical moves:


	Show them how cohorts can power targeted surveys or experiments

	Demo how session replay answers "why" questions that SQL can't

	Introduce workflows for automated follow-ups based on product events

	Help them build dashboards they actually use inside PostHog



If they're doing all their analysis in Looker or Mode, ask why. Sometimes it's habit, sometimes it's a gap we can fill. See communication templates for new feature adoption for outreach examples.

Implementation health

A lot of customers self-serve without ever talking to a PostHog human. This means they can implement PostHog in ways that cause problems down the road: inflated bills, inaccurate data, or features that don't work as expected. Left unchecked, these issues lead to avoidable churn.

Proactively check for common implementation issues, especially for newer accounts or accounts that haven't had a technical review. See checking the health of a customer's deployment for the full checklist.

Billing waste:


	Group Analytics enabled but not implemented. We have a Vitally risk indicator for this. If they're B2B and could benefit, help them implement it. If not, tell them to remove the add-on.

	Autocapture noise. If >50% of events are autocapture and they haven't defined any autocapture actions, they're likely paying for events they don't use. Help them tune or disable it.

	Session replay capturing everything. Default settings capture all sessions. At minimum, recommend setting minimum duration to 2+ seconds to filter out low-value recordings.



Tracking issues that erode trust:


	Calling identify() on every page. Inflates event volume dramatically. They only need to call it once per session.

	Calling group() on every page. Same problem. Once per group per session is enough, or when the group changes.

	Calling posthog.reset() before identify. Creates unlinked anonymous users. Common culprit when web-to-app tracking seems broken. See guidance in the JavaScript library features guide.

	No reverse proxy. Best practice is to use PostHog's managed reverse proxy or configure their own. Events from their own domain improve reliability and ad-blocker resistance.



Feature flag resilience:


	No fallback code. If flags fail to load, the app should still work. Check that they're falling back to working code when flags return unexpected values.

	No local evaluation (server-side). Server-side local evaluation ensures flags work regardless of network status. Important for reliability.



When you find implementation issues, don't just tell them what's wrong. Help them fix it. A customer who had a billing problem you solved is more loyal than one who never had a problem at all.

De-risking common churn scenarios

Most churn follows predictable patterns. See common churn reasons for the full list. Here's how to de-risk the scenarios we have some control over:

| Churn scenario | De-risking strategy | |----------------|---------------------| | Champion leaves | Multi-thread relationships across teams. The more users actively in PostHog, the less one departure matters. | | Champion isn't the decision maker | Identify and build relationships with actual decision makers. Your champion can help with introductions. | | Customer builds internally or switches to competitor | Drive multi-product adoption. Harder to replace five products than one. | | Poor customer experience | Stay on top of open issues proactively. Circle back before they have to follow up. Rebuild trust through responsiveness. | | Customer can't extract value | Offer workshops, training, or hands-on help building specific insights. Don't wait for them to ask. | | Missing critical feature | Loop in the relevant PM and engineering team. Be transparent about what we can and can't do. Make sure the request is also tracked in Vitally | | PostHog isn't trusted as source of truth | Dig into data discrepancies. Often an implementation issue. If they're exporting everything to another tool, they're one step from leaving. | | Privacy/compliance concerns | Help them understand data controls, masking, privacy controls, cookieless tracking, and data deletion options. Often they assume they can't use features when they actually can. |

For scenarios outside our control (acquisition, company shuts down, not ICP fit), document what happened and share learnings with the team. There's usually something we can learn even when we couldn't have changed the outcome.

---

Churn prevention (reactive)

When an account is actively at risk (they've told you they're evaluating alternatives, usage has cratered, or you've lost a champion) you need to move fast and follow a clear process.

When to flag an account as at risk

Add the account to the Churn Risk segment in Vitally if any of the following are true:


	Customer explicitly mentions evaluating alternatives or considering churning

	Usage has dropped 30%+ with no seasonal explanation

	Key champion has left and no replacement relationship exists

	Payment has failed and they're unresponsive

	They've asked for a full data export

	Health score has been "Poor" for 4+ consecutive weeks

	Contract is up for renewal in <90 days with negative engagement signals

	They're not using PostHog as source of truth (all analysis happens externally)



When in doubt, flag it. It's easier to remove a flag than to explain why we didn't see a churn coming.

Internal process

1. Add churn risk segment in Vitally

When you flag an account as at risk, add a note in vitally  with:


	Account name and ARR

	What triggered the risk flag

	What you know about the situation

	What help you need (if any)

	What you are doing to mitigate the churn



The churn risk bot should automatically post this in the #customer-churn slack channel. This keeps the team informed and surfaces accounts that might need additional support or visibility.

2. Weekly at-risk account review

We hold a weekly team meeting to review all accounts in the Churn Risk segment in Vitally. Come prepared to:


	Give a 60-second status update on each at-risk account you own

	Share what you've tried and what's working or not

	Ask for help or ideas from the team



The objective is accountability and support. If an account has been at-risk for 4+ weeks with no improvement, we need to either escalate for additional support or accept the loss and document learnings.

3. Escalation

Escalation means getting support at a higher level, not handing off the account. You remain the owner and primary contact. Use your best judgment on when to pull in additional resources:


	Engineering involvement: If there's a technical issue, bug, or feature gap that's driving the churn risk, loop in the relevant engineering team directly. Tag them in Slack, share context, and ask for their help.

	Product involvement: If the customer needs a feature we don't have or is struggling with product limitations, bring in the relevant PM. They may want to join a call to understand the use case.

	Leadership involvement: For strategic accounts or situations that need executive attention (pricing negotiations, product commitments, relationship rescue at the exec level), loop in your team lead. For accounts >$50k ARR at serious risk, involve Ben or Simon to get their perspective and support.



The goal of escalation is to get the right people involved to help you save the account, not to pass the problem to someone else. You're still driving the relationship and the recovery plan.

Recovery playbook

Once flagged, your job is to diagnose and act:

Diagnose the root cause. Is this price, product, relationship, implementation, or business change? You can't fix what you don't understand. Use the churn scenarios above as a checklist.

Get on a call. Don't try to save accounts over email. Get face-to-face (or video) time to have a real conversation.

Listen more than pitch. Understand their perspective fully before proposing solutions.

Be honest about gaps. If we can't do something they need, say so. Credibility matters more than closing a save. This aligns with our sales principles: we don't care about losing deals if we'd have to compromise on our principles.

Create a recovery plan. Document specific actions with dates and owners. Share it with the customer so they know you're taking this seriously.

Follow up relentlessly. A save isn't done until the risk is resolved and usage is stable. Check in weekly until you're confident.

When churn happens

Not every at-risk account can be saved. When a customer churns, write a retro and share it in #customer-churn as soon as possible while the details are fresh. See learn from churn for the template and guidance.

---

Summary

| Activity | Cadence | |----------|---------| | Account Plan note in Vitally | Quarterly | | Implementation health check | At onboarding + annually | | Early warning signal monitoring | Ongoing | | Behavioral product adoption push | Ongoing (especially for warehouse-heavy accounts) | | #customer-churn posts | As needed when flagging risk | | At-risk account review meeting | Weekly | | Recovery calls with at-risk accounts | Within 48 hours of flagging | | Churn retros in #customer-churn | Within 1 week of churn |

The best churn prevention is never needing to prevent churn. Build the habits, check implementation health, drive behavioral product adoption, and catch problems early.
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  Running trials at PostHog

A trial creates space for you and the customer to validate technical fit, agree on success criteria, and close the deal. This guide covers when to offer trials and how to run them effectively.

When to offer Trials

Offer a trial when:


	Qualified for sales-assist (>$20K ARR potential)

	Clear decision makers and timeline identified

	Customer wants technical validation

	Customer is ready to invest time in an evaluation of PostHog



Skip the trial when:


	Below sales-assist threshold (route to self-serve)

	No clear timeline or decision process

	They are price shopping with no technical criteria

	They are already committed to buying



Trial length: 2 or 4 Weeks?

We default to 2 weeks ($20-$60K ARR) unless there's a compelling reason for 4 weeks.

Extend to 4 weeks when:


	Deal value >$60K ARR

	Customer has a complex technical environment requiring extended implementation

	Multiple stakeholder validation required

	They are evaluating PostHog alongside other products



Trial "must-haves" and "should-haves"

Every trial _must_ include:


	SDK installed and events firing - Can't trial without data. This is a non-negotiable, and should occur as a "Day 0" item requiring completion before proceeding to any of the recommended timeline steps below.

	Documented success criteria - Define what "winning" looks like for them. What do they need to see for the trial to be considered a success. Leaving them to their own devices and hoping they envision their success with PostHog in the way that we do is not likely to work.

	Documented timeline - Define the "when" for each of the success criteria in #2.



Every trial _should_ include:


	Kickoff call - Use this time to align on the "must-haves": success criteria, timeline. An understanding of "how" they will evaluate is just as critical as what you can be doing throughout the trial to help check off the success criteria. Using this time to collaboratively build the success criteria ensures alignment and mutual understanding.

	Shared Slack channel - Set up before kickoff if possible, so that there's a more "live" way to communicate that comes with better and more accessible support. See Shared Slack Channels with Customers for additional guidance.

	Onboarding success plan - Use the 30-day onboarding success plan template as a starting point, then iterate where appropriate. Adapt for trial length, and share with the customer as a Slack canvas in the shared Slack channel.



Suggested timeline

Note: Per above, the trial shouldn't progress past this point until the SDK is installed and event data is being sent to PostHog.


Days 1-3: Kickoff & Review


	30-min kickoff with key stakeholders

	Review settings and configuration aligned with trial goals (Identified events, Session Replay controls, Group analytics etc.)

	Custom events (real KPIs) and properties instrumented (not just pageviews)

	This is crucial. We want to be able to tie back event data in PostHog to actionable business insights stakeholders care about.

	Build initial dashboards together with customers



Days 4-7: Initial validation


	Additional insights created (trends, funnels, paths)

	Complimentary products introduced (session replay, error tracking, AI Observability, data warehouse etc.)

	Start to gather initial feedback from test group

	Start to validate success criteria



Business process happens in parallel

As customers are technically validating PostHog, you should also start to work with them on initiating procurement, reviewing legal requirements and aligning on price.


	Ask: "What does the procurement process look like?"

	Validate: Build and agree on a quote together in QuoteHog based on expected volumes. Does pricing make sense and work within their budget?

	Identify: Who approves? What legal/security requirements exist?

	Timeline: Confirm we're still on track to close by trial end. "How long does procurement typically take?"



Days 7-14: Close


	Feedback session with stakeholders

	Confirm their success criteria has been met

	Address any remaining concerns

	Validate procurement is in motion

	Mutually aim to get an order form signed by trial end



Support approach

Different customers may need and/or request different levels of support during their trial. We should match the customer's energy accordingly:

Hands-on (larger deals, less technical teams):


	Weekly check-ins

	Proactive dashboard building

	Regular training sessions

	Frequent Slack engagement



Self-serve (technical teams, smaller deals):


	We're available when needed

	Very quick response times

	Async support via Slack



Most trials fall somewhere in-between. It's up to us to read the room and adapt.

Monitoring engagement

It's important to have visibility into a customer's usage and engagement in order to validate whether or not they will be successful with PostHog.

These signals are not guaranteed to always indicate success. Some teams are chattier than others, some teams like to keep comms over email, others enjoy regular Zoom meetings - see above for notes on Hands-on vs. Self-serve approaches.

Pro tip: You can always use session replay to also check their activity and learn how they are using PostHog! Leverage PostHog AI to help you analyze multiple user sessions. Look for things like:



	How well users are onboarding

	Points of friction, confusion, or frustration

	Product usage & discovery - are they doing the things they said they wanted to?



High engagement signals:


	Active Slack channel (questions, wins, feedback)

	High insight creation volume

	Extensive event instrumentation

	Regular meetings scheduled



Low engagement signals:


	Quiet Slack channel

	Limited insight creation

	No logins for 3-5+ days



If engagement drops, be proactive:


	Build dashboards tied to their KPIs and share with stakeholders

	Send Loom videos showing interesting insights from their data or record your own demos

	Ask directly: "Is this still a priority?"



Your time is valuable. If timing isn't right, it's okay to pause the trial and reconnect with them at a later date.

Extensions

It's common that a customer needs more time to validate PostHog. People get sick, take vacations, priorities change. There are a number of reasons why a customer may need an extension and we're happy to be amenable to them while getting a good understanding of the path to trial end, win or lose.

When considering granting extra time (7-30 days), we should ask for something in return. Examples include:


	Introduction to key stakeholders

	Commitment to start procurement process in parallel

	Verbal confirmation they're moving forward

	Weekly check-in calls until trial end



Always understand: Why do they need more time? What specifically needs to be accomplished?

Wrapping up the trial

Whether it's a 14 or 30-day trial, you should already be getting clear signals that the customer will choose PostHog halfway through. Schedule a feedback session to confirm the technical win and understand what else needs to happen before we make things official.

In your feedback session, be sure to:


	Confirm they've achieved what they need to in order to buy PostHog

	Address any remaining concerns

	Discuss next steps and validate timeline

	Confirm that procurement is in motion



Don't wait for the trial to end to start closing conversations. If success criteria are met early, no need to wait. You can always start moving towards the required closing steps (order form, amount, where to send invoices, etc.) at the customer's pace.
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  Sales, CS & Onboarding Tools

Here are the common tools the Sales, CS, and Onboarding teams use daily.

Tools through Google and Single Sign-On (SSO)


	Metabase US and EU

	PostHog US and EU instances. Login to both as this is needed for admin access

	PostHog App + Website reference within PostHog US instance

	Pylon - use Slack SSO

	QuoteHog

	Salesforce

	Vitally - once you've logged in once with Google ask your Team Lead to upgrade your role to Team Member

	Zendesk

	Zoom

	Note: Add yourself to group emails sent to sales@posthog.com or cs@posthog.com by joining the corresponding Google Group (sales@ or cs@). It's important you don't mark these emails as spam as Google will unsubscribe you from these group emails.



Tools requiring approval

You can self-serve access requests to the following tools using Zluri through Slack (type /zluri in any channel to start the request)


	Gong - you will need a Zoom pro account as well.

	Download the Gong Meeting Manager extension to trigger a user consent page when joining calls

	Connect your Calendly link (if using one) with the Gong consent page through this guide on Slack

	PostHog Billing

	Stripe

	PandaDoc

	Pitch



Tools that you may find useful and not required

Unless otherwise indicated, you can self-serve access requests to the following tools using Zluri through Slack (type /zluri in any channel to start the request)


	BuildBetter for historic meeting recordings

	Calendly.com for shared meeting booking links

	Clay for account and contact enrichment

	Granola (app) for AI note-taking in meetings

	In Your Face (app) don't miss meeting notifications

	LinkedIn Sales Navigator

	Loom for short videos

	Microsoft Teams - for linking Slack with Teams when customers only use Teams - ask Simon for access

	Scratchpad for AI agents and a friendlier SFDC UI

	spark (app) AI powered inbox

	Superhuman (app) AI powered inbox

	Wappalyzer for identifying tech stack on customer sites (also as a Chrome/Firefox extension). Credentials in 1Password

	Alfred / Raycast for automated workflows. - Just download and install.

	An IDE, like VS Code, Zed, or Cursor. It will come in handy for coding and development tasks.

	Your next favorite tool!



Useful Slack channels


	#team-customer-success - the Customer Success team.

	#team-new-business-sales - the New Business sales team.

	#team-product-led-sales - the Product-led sales team.

	#team-onboarding - the Onboarding team.

	#group-cs-sales-support - cross-team discussion for everyone who owns customers.

	#sales - for general sales topics.

	#incidents - for notifications of incidents which may impact customers.  Make sure you set this to alert you for every message so that you know when something is up.

	#sales-alerts - automated notifications from Vitally.

	#sales-leads -  automated notifications for new sales leads.

	#legal - for requests from our legal folks.

	#closed-won - yay!

	#closed-lost - boo!

	#customer-churn - discussion of potential and actual customer churn.

	#changelog - product launches.

	#today-i-learned - where we share our learnings.
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  Overview

This page outlines how we manage customers, differentiating those who make contact via booking a meeting with us (hands-on) versus those who sign up and get going themselves (self-serve).

If you are looking for guidance on how to manage customers in HubSpot specifically, visit our CRM page.

Hands-on Process


	Customer will either:

	Fill in the contact form on the contact page, which captures what they are interested in as well as metrics such as MAUs, event count etc.

	Email us directly at sales@

	We'll do some ICP scoring and either route them to self-serve or email them introducing ourselves and answering any questions they've shared as well as offering up a call/demo to discuss their needs further.

	On the initial call we'll spend some time understanding what they want and then optionally give a demo if that's what they are there for.

	Ensure call notes go into HubSpot against the contact/company/deal so that they are shared amongst the wider team

	If they are ready to get started with PostHog, we should either:

	For lower volume customers we should send them a getting started templated email which providers pointers on how to get set up as well as where to get help if they get stuck.

	For higher volume customers we can create a Slack Connect channel in our Company Slack, this allows us to provide more focused support to ensure that they are successful.

	As a priority we should get them sending data in from production (even just a small part of their app) so that they can see the value of PostHog quickly (decreasing time to revenue) see how we do this in the Onboarding section below.



Self-serve Process

For customers that sign up themselves, and begin using the product, we provide a number of self-serve resources, including:


	Docs

	Tutorials

	Pre-recorded demo

	Community page



Additionally, all users can contact us for support/bugs/feedback using the ? icon in the top right of the PostHog app. This is routed to the appropriate team in Zendesk.

Ensuring customers see value quickly

Most potential customers will show up because they want to replace an existing analytics product, or start doing product analytics from scratch.  In either case, we should show them the power of PostHog as quickly as possible.  To that end, getting live production data through our pipeline and available for analysis should be our top priority.


	Help them get set up with tracking their production site/app using one of our client or server libraries.

	JavaScript / Autocapture is the easiest - also make sure to turn on Session Replay.

	If people aren't sure what they want to track, AARRR is a great framework to use and will give people a good taster on the types on insight they can see.  We have a number of supporting resources:

	A blog post on getting started with the framework.

	A sample AARRR tracking plan which we can give to customers to fill in.  It shows how we do things at PostHog and may help inspire people who don't know how to get started.

	Encourage them to create dashboards for them to show off PostHog in the wider organization.

	Keep on top of any support requests / blockers they may have.



Free trials?

Generally speaking we don't need to do anything around free trials as our free tier has a generous 1m events, 1m feature flag calls, and 5k sessions.  If a customer is going to go over this limit pretty quickly then we can agree to give them 2 weeks of free usage - this can be done in the billing service.  See the billing page for more info (and the latest on this).

Figuring out the best solution for a customer

Assuming PostHog is the best solution for a customer, you should look at their level of scale and if they have any specific security needs to determine the most appropriate plan for them.

In general, PostHog Cloud is the best option for customers. It is much more scalable than self-hosted instances, doesn't require devops time to configure, monitor, and run, and is also the only way to use all of PostHog's paid features. In certain cases, the open source / free product may be the best choice, if customers are very technical, and also have a strong data control requirement.

What about Open Source?

Open Source will be appealing to customers who want to self-host, but are happy with 1 project only and community-based support.

By contrast, paid has premium features around collaboration - such as user permissions so people can't delete everything, multiple projects to keep data tidy, basically functionality to keep things running smoothly when you have lots of logins.

Okay, they're using PostHog. Now what?

Congratulations, this is the best part! Now we focus on making customers successful at unlocking insights into their product.

Read about how we do this in the dedicated handbook section, Ensuring Customer Delight at PostHog.

How we measure revenue

We typically use two top-level metrics when looking at revenue: MRR (monthly recurring revenue) and NRR (net revenue retention).

The easiest way to see these is on the go/revenue dashboard. These queries were built by Tim

FAQs

_Can I give a customer a discount?_

Again, no need - we already have usage-based pricing which is _heavily_ discounted at higher volumes, and we only bill month-to-month, so customers don't need to feel locked in to a longer term contract.  If it's high volume (B2C) we can do this on an ad-hoc basis.

_How do I work with a customer who wants to sign an MSA?_

This occasionally happens when we are dealing with very large companies, who may prefer to sign an MSA due to their internal procurement processes or to have the security of a locked-in contract from a pricing perspective. We have a contract version of our standard terms and conditions that we can use for this - ask Ben.

We'd only really look to do this with people spending $20k+ per year - we don't do it below this value because of the legal effort required.

_How do I find out a customer's usage?_

The tool we use for this currently is Pocus, which combines revenue, PostHog, HubSpot data all in one place. You can search for the org/user/domain using cmd + k and the popover should give a deep dive into usage across products, revenue, engagement, etc.

_Can a customer transfer from self-hosted (e.g. Open Source) to Cloud?_

Yes! See migration tools repo for events and the migrate meta repo for everything else.

_Can a customer transfer from Cloud to Self-hosted?_

Yes! Raise a support ticket in the app under Data Management.

_What if the customer knows their user volumes but has no idea about number of events?_

A good approach is to point them to our Downsampler app and set it to say only capture 1% of users. If they then go to their billing page, they can see the events count. Multiplying this by 100 will indicate their actual likely volume, without creating a ton of risk that they spend too much money.

We also did a study on PostHog Cloud and most companies were within the range of 50-100 per user per month.

_What privacy features does PostHog offer?_


	Self-hosting so no data needs to go to a 3rd party

	You can block Auto Capture on certain elements

	You can use PostHog without cookies

	You can mask IPs

	We make it trivial to delete a user's data if requested to do so



_What apps are available?_

We have the full list here. We also accept apps built by the community, which we audit first before adding to the list.
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  DemoHog is an internal tool for spinning up a PostHog project filled with realistic, made-up event data. Describe an app in plain English, and it generates events, dashboards, insights, cohorts, Surveys, Feature Flags, Experiments, and (optionally) a hosted demo site wired for Session Replay.

When to use it

Two reasons to reach for DemoHog:


	Tailored demos. A dashboard showing the prospect's funnel, personas, and events lands harder than a generic ecommerce demo. Describe their product, generate the data, walk into the call with a project that already tells the story.

	Take-home sandboxes for prospects. Sometimes a prospect wants to click around before they instrument anything. DemoHog hands them a populated project to explore Product Analytics, Session Replay, Feature Flags, and Experiments with zero setup.



Sandboxes are a fallback, not the goal. Read the next section before you hand one out.

Sandboxes carry real risk

First prize is always getting prospects to send their own data. Two things break when they don't:


	Lower commitment. Installing the SDK is the moment a prospect actually invests in PostHog. Skip it and they're one click from walking. Instrumented prospects convert at much higher rates than sandbox-only ones.

	It doesn't feel like the real product. The data is plausible but it isn't theirs. Numbers won't match anything they recognize, edge cases in their funnel are missing, and the "aha" moment from spotting something real in their traffic never happens.



Push for real instrumentation first. Offer to pair on the SDK install. Send them the relevant installation guide. Only fall back to a sandbox when they genuinely can't instrument yet (pre-launch products, procurement gates, locked engineering time).

If you do hand one over, frame it as a tour, not a trial.

The four-step wizard

Open demohog.vercel.app and click Start wizard (/wizard). The home page also lists past demos under Scheduled and Sandboxes so you can resume or extend a run.

1. Describe your app

Write a paragraph covering:


	What the product does

	1 or 2 personas

	The main journey (sign up, do thing, convert)

	Any specific events, Surveys, or Experiments you want to show off



Your prompt can be as simple as:

A prediction market site with a theme related to buying or selling predictions based on what hedgehogs will or won't do.

You can add significantly more detail if you want a more deterministic output:

A prediction market site with a theme related to buying or selling predictions based on what hedgehogs will or won't do. Below is an example of the events and event properties that should be instrumented for capture and imported.

**Basic**
- `signup`, `buy_trade`, and `sell_trade`. Add relevant properties based on below information.

**Discovery & Education**
- `market_viewed`: `category`, `market_id`, `source` (browse, search, deeplink, push notification, email), `time_to_close`, `total_volume`, `is_trending`
- `search_performed`: `query_text`, `results_count`, `result_clicked` (bool)
- `market_shared`: `share_method` (link copy, twitter, embed), `market_id`
- `education_tooltip_viewed` / `explainer_opened`: `user_tenure_days`

**Pre-Trade Deliberation**
- `order_book_viewed`: `depth_viewed`, `time_spent_ms`
- `position_calculator_used`
- `price_chart_interacted`: `timeframe_selected`, `zoomed`, `hovered_on_event_marker`
- `order_started_but_abandoned`: `amount_entered`, `price_entered`, `abandon_reason` (navigated away, changed mind, insufficient balance)
- `contract_details_expanded`

**Portfolio & Position Management**
- `portfolio_viewed`: `total_positions`, `unrealized_pnl`, `frequency_per_day`
- `position_closed_early`: `pnl_at_close`, `time_held`, `market_time_remaining`
- `limit_order_placed` vs. `market_order_placed`
- `deposit_initiated` / `deposit_completed` / `deposit_failed`: `method`, `amount`, `is_first_deposit`, `time_since_signup`
- `withdrawal_requested`: `amount`, `remaining_balance`, `trigger_event`

**Engagement & Return Triggers**
- `notification_received` / `notification_opened`: `notification_type` (price alert, market resolution, new market in category), `time_to_open`
- `watchlist_added` / `watchlist_removed`: `market_category`, `current_price`
- `market_resolved_viewed`: `user_had_position` (bool), `pnl_on_resolution`, `next_action_within_5min`
- `referral_link_generated` / `referral_converted`: `referrer_lifetime_volume`

**Trust & Friction Signals**
- `kyc_step_completed` / `kyc_step_abandoned`: `step_number`, `time_on_step`, `document_type`
- `support_ticket_opened`: `category`, `user_tenure`, `recent_trade_count`
- `terms_or_rules_page_viewed`: `from_context` (during trade, during dispute, idle browsing)

You'll also be asked to fill in:


	Customer name (required). Labels the saved config (e.g. prospect name).

	Date range. How far back (and forward) synthetic history should span. Defaults to roughly 3 months back through 1 month ahead.



Click Analyze my app. DemoHog uses an LLM to infer pages, events (with property specs), objects, personas, funnels, key events (signup, revenue, churn), audience (B2B vs B2C), a dashboard spec, trend/funnel/retention insights, and dynamic cohorts.

2. Review inferred data

Check the inferred cards (pages, events, funnels, key events, audience) and fix anything that's off. For full control, open Edit inferred JSON to edit dashboard, insight, and cohort definitions directly in the model.

Set:


	Number of users. Synthetic users in the dataset (default 100).

	Events per session. Custom events per session (default 5).



Keep custom event names in snake_case so they match PostHog conventions. Click through to save the config.

3. Connect PostHog and generate

Enter:

| Field | Where to find it | | --- | --- | | Host | Ingest host, e.g. https://us.i.posthog.com or EU (https://eu.i.posthog.com) | | Project ID | PostHog → Project settings | | Project token (phc_…) | PostHog → Project settings → Project token (needed for upload; add it here or on Results) | | Personal API key (phx_…) | PostHog → Personal API keys |

The personal key needs these scopes:


	dashboard:write

	insight:write

	cohort:write

	survey:write

	feature_flag:write

	experiment:write



Click Generate demo data. DemoHog will:


	Create (or reuse) a survey, feature flag, and experiment in the project via the PostHog app API.

	Produce JSONL for the date range, validate it, and auto-repair (up to 5 attempts) if validation fails.



Generation doesn't upload events yet. If the end date is still in the future, a daily job gets scheduled automatically (see Optional extras).

4. Results

On Results:


	Download JSONL (optional) to inspect the file.

	Upload to PostHog. Sends events to /batch using the project token. Needs the phc_… token if you didn't set it earlier.

	Create dashboard, insights & cohorts. Available after upload. The UI waits ~30 seconds for ingest, then creates the inferred dashboard plus trend, funnel, and retention insights and dynamic cohorts.

	Session Replay demo site (optional). Provisions a generated Next.js app on a Fly.io Sprite with posthog-js and session recording enabled, wired to your host and project token. Provisioning takes a few minutes. Click around the live URL for at least 10 seconds and move between pages so replays land in PostHog (and confirm Session Replay is enabled in the target project).



Done. You've got a populated project with analytics resources; replays show up once someone (or automation) uses the demo site.

What gets generated

Beyond pageviews and custom events, synthetic data can include:


	Groups (B2B-style organizations)

	Feature flag / experiment exposure ($feature_flag_called) aligned with the created flag and experiment

	Survey responses tied to the created survey

	Revenue and subscription-style events

	LLM-style usage events

	Error events at a low baseline rate



State carries over between runs so scheduled generation stays coherent (same synthetic users and groups over time).

Optional extras

Daily scheduled generation

If the config end date is after today, DemoHog schedules a daily job when you generate (default 03:00 in the job timezone). Production runs this on Vercel cron.


	First scheduled run: backfills from the range start through today (or the range end, whichever is sooner).

	Later runs: 1 new day of events per run until the range end.

	Each day gets validated, repaired if needed, queued, and uploaded in the same cron run.



The home page Scheduled tab shows active jobs and lets you extend the end date to keep a sandbox alive for prospects who come back over a week or two.

Hosted demo site (Sprites)

Provisioning kicks off from the wizard Results step. It needs a Sprites API token on the DemoHog server (SPRITE_TOKEN or SPRITES_TOKEN in the deployment env, not something you paste per demo). If provisioning fails with a missing-token error, ping whoever maintains DemoHog.

The generated site mirrors your inferred pages and events and is built to produce real PostHog Session Replay in the same project you connected.

Automated browser sessions (Browserbase)

If the DemoHog deployment has BROWSERBASE_API_KEY set, the server fires 5 headless Stagehand sessions against the demo URL after Sprite provisioning, and again after scheduled runs that generated new data (when a sandbox URL exists). Those sessions drive the instrumented demo site so PostHog gets events and replays without you clicking manually. Replays also show up in the Browserbase dashboard for debugging.

Optional infrastructure on the shared DemoHog instance, not a per-user setting in the wizard.

Picking the right project

For tailored demos, generate into a fresh project so the data doesn't pollute anything else. Don't reuse a project from a previous prospect.

For prospect sandboxes, create the project in an org the prospect can be invited to, and set realistic timezone and currency so the data feels right.

Getting help

DemoHog is maintained as an internal tool. Code lives in the demohog repo.
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  PostHog is now available on AWS Marketplace for SaaS products. The way we've chosen to list our product is that it is not available as a public offering and instead is "listed" but only available via AWS "Private Offers", which means we create custom order forms for each customer through AWS that they accept via their portal.

AWS Marketplace lets vendors use their own terms and MSA. For now, PostHog team members set the price as a lump sum credit purchase for annual pre-payment only. Down the road, if we change our listing to public on the marketplace, we could set up usage-based billing through AWS (but that's future state).

Why this matters


	Our ICP lives in AWS - Product engineers already have AWS access and budget. Adding PostHog to their AWS bill just makes sense since we're part of their product infrastructure stack

	Procurement bypass - Organizations have bigger, more flexible AWS bills. Way easier to add a line item there than set up a whole new vendor

	Customer kickbacks - Buyers get ~3% of purchase price back as AWS credits (sweet deal for them)

	TAM incentives - AWS TAMs get SPIF'd for marketplace sales (we should apply to ISV Accelerate to fully capitalize on this)



Current requirements

For now, we're keeping it simple:


	Annual contracts only (upfront payment)

	Minimum $100k deal size (this is flexible, but let's start here)



Using Clazar for private offers

Since AWS Marketplace can be a pain to navigate, we're using Clazar to manage this. Clazar ties private offers directly to Salesforce (something AWS doesn't do natively). Future state: would be nice if QuoteHog could create these directly too!

Initial setup

Before you start:


	Make sure you have access to Clazar

	Have signed order form from customer with "AWS Marketplace" selected as the billing method

	Have the customer's AWS account ID ready



Creating a private offer via Clazar

Option 1: Direct from Salesforce (recommended)


	Open the opportunity in Salesforce

	Navigate to the AWS Private Offers widget (should be on the opportunity page)

	Click "Create Private Offer" - Clazar pre-fills most fields from the opportunity

	Fill in the required fields:




	Buyer AWS Account ID (critical - double check this and it should be their management/root account ID)

	Offer Name - Something clear like "PostHog Annual - [Company Name] - MM/YYYY"

	Contract Duration - 12 months (we're annual only right now)

	Expiration Date - Expiry on the offer itself. Usually 30 days out is fine.




	Configure pricing:




	Set as upfront payment (non-FPS offer)

	Enter the negotiated price

	Currency: USD (can do EUR, GBP, JPY if needed)




	Choose EULA type:




	Use Standard Contract for AWS Marketplace unless legal says otherwise

	If custom EULA needed, upload the PDF (max 5 docs)




	Review and submit - Takes ~45 minutes to generate in AWS (yes, really takes that long sometimes)



Option 2: Via Clazar platform

If you need more control or Salesforce isn't cooperating:


	Log into Clazar at app.clazar.io

	Navigate to Private Offers in the main menu

	Click "Create New Private Offer"

	Fill in buyer details:




	Company name

	AWS Account ID (must be exact)




	Configure offer details:




	Friendly offer name

	Expiration date (when offer becomes void)

	Contract duration

	Start date (first service day if net new, day of renewal otherwise)

	Offer type: Choose "Contract" with upfront payment




	Set dimensions and pricing:




	Add your product dimensions

	Set prices for each dimension

	For annual deals, configure as single upfront payment




	Legal terms:




	Select EULA type (Standard Contract or Custom)

	Upload any additional documents if needed




	Review the status tab - Should be green when ready

	Submit the offer



After creating the offer


	Wait for generation (~45 minutes)

	Clazar sends notifications when the offer is live

	Share with customer:




	Send them the private offer URL

	Include the Offer ID for reference

	Remind them to log into the AWS account specified




	Track in Salesforce - Status syncs automatically via Clazar



Common issues & solutions

Customer can't see the offer:


	They're not logged into the right AWS account

	Offer expired (check expiration date)

	Wrong AWS account ID used (most common issue)



Offer needs changes after creation:


	Can't edit accepted offers

	Create an Agreement-Based Offer (ABO) for modifications

	Customer accepts ABO, which cancels the previous agreement



Payment not showing up:


	AWS disbursements take time (check the disbursement schedule)

	Verify the offer was actually accepted in AWS



Pro tips


	Double-check AWS Account IDs - This is where most mistakes happen

	Set realistic expiration dates - 30 days is standard, but adjust based on deal timeline

	Keep offers simple - Complex payment schedules = more room for error

	Document everything in Salesforce - Let Clazar sync do the heavy lifting







  58. Shared Slack Channels with Customers

  Source: https://posthog.com/handbook/growth/sales/slack-channels

  
  We offer shared Slack channels to customers and prospective customers in several circumstances:


	Prospective, new customers can have a shared Slack channel for the duration of a trial period, and keep a shared Slack channel after the trial if they qualify with at least $20k in annual, committed spend OR a subscribe to a support package which includes a shared Slack.

	Product-led customers can earn a shared Slack channel by growing beyond $20k in annualized spend.

	Existing customers can earn a shared Slack channel by committing to $20k in annual spend OR growing beyond $20k in annualized spend.



We use shared Slack channels to provide timely support and to build relationships with those at our customers shipping things with PostHog.

Shared Slack channels allow many folks at PostHog to support our customers.  And, a shared Slack channel must be configured correctly in order for this support to work.

Setting up a Shared Slack Channel via Slack Connect

We use Slack Connect to share Slack channels with our customers.

To get a shared Slack channel going, follow these steps:


	Create a new Slack channel - the expected syntax for the name is posthog-[customername].

	When determining the [customername], make sure to make it searchable (avoid acronyms, if possible).

	Obviously, invite the relevant customer folks! Be sure that you're inviting them to the channel you've created and not our Slack workspace.

	Invite certain leaders who want to help monitor the channel, including: Tim, Ben, Abigail, Simon, your team lead and anyone else internal who may be connected to the customer. PostHog folks will sometimes join the channel if they're interested in the customer or the use-case

	Invite SupportHog to ensure those from PostHog and the customer can create support tickets from Slack threads - use a slash command in Slack to invite it: /invite @SupportHog. Once it's in the channel, a ticket can be raised by reacting to any message with the :ticket: emoji or by mentioning @SupportHog in a thread.

	Set your preferences to "Get notifications for all messages" in the channel -- this will ensure you don't miss a message and allow for speedy support.

	Ensure that the Slack channel name is recorded on the relevant Salesforce Account record in the Slack Channel field.

	Grab the Admin Panel link (from Vitally under PostHog Default Dashboard) and in the channel add this as a new link. Name it Org Link and add a new folder called Support. This is helpful to our Support Team for quickly accessing the customer's account when questions are posted in Slack.

	Add your role and title to the channel description (e.g. Technical CSM: FirstName LastName). This will help team members identify who's the main point of contact for this customer.



If you have any questions as you go, ping your colleagues for support in your team channel.

Using MS Teams

Some customers may wish to use MS Teams rather than Slack. SupportHog works in Teams without a separate app - as long as SupportHog is in our Teams instance, customers can raise tickets by mentioning @SupportHog in a channel thread. Note that the :ticket: emoji reaction is Slack-only; in Teams customers should @mention SupportHog to raise a ticket.

First you will need an MS Teams licence - ask Simon, or Dana for one. Then follow these steps:


	In Teams go to "See all your teams" and then "Create team". When naming the team the expected syntax is [CustomerName-PostHog]. Make sure to set the team type to Public and name the first channel "Shared" then finish creating the team.

	Test that mentioning @SupportHog in the channel raises a ticket correctly before adding the customer.

	Once you've confirmed it's working, invite the relevant customer folks by adding them as members to the team!



Onboard Your Customer to Slack Support

Welcome them to the channel when they join!

Set context for the channel's purpose and timing (if applicable). Let them know that they may hear from anyone at PostHog who is monitoring the channel, and also don't miss the opportunity to train them how to open a ticket with SupportHog.

A message like this one does wonders to help them understand how to open a ticket if you're not online to help yourself:

We also have an app here that will open a support ticket if I'm sleeping. You only have to add the :ticket: emoji to the thread and it will open a ticket automatically, and capture the back and forth in the specific Slack thread that received that emoji. You can also mention @SupportHog in a thread to open a ticket as well. It's a good habit to get into in order to make sure our distributed team can help.


The New sales playbook has more on ensuring that the customer is set up for success.





  59. TAM excellence

  Source: https://posthog.com/handbook/growth/sales/tam-excellence

  
  A question we often get asked is: "What makes an excellent TAM?" This touches almost every stage of the role, from candidates (what would I have to do to succeed at this potential role?) to new hires (where should I be spending my time?) to folks in their first year (how do I know I'm doing well?) to old-timers (how do I keep up with the rest of the team?)

An excellent TAM:

| General Principle | Specific Examples | |---|---| | Distinguish yourself from other vendors with personalized outreach | Record personalized videos, submit PRs for a customer's software, send personalized food or merch, sign up for their product, invite them to events, or make donations in their name | | Dig into a customer, find what will be valuable to them, and surface it in a way that deepens the relationship | Get the content right — saving money, expert recommendations, ideas for success beyond PostHog — and deliver it in a way that earns attention | | Take ownership of a customer problem and see it through to resolution | Even when a full fix isn't possible, owning the issue and driving it to conclusion builds trust — people notice when you see things through | | Build relationships for the long term so that today's work pays off a year from now | Don't write off a quiet or unresponsive customer — the relationship being built now is for next year's expansion, not this quarter's | | Balance cross-sell with non-sales value so customers feel helped, not sold to | Avoid making every interaction a revenue conversation — give them value that doesn't require opening the wallet | | Show sincere interest in the customer's business and back it up with real knowledge | Congratulate them on product launches, give feedback on their product, leave them reviews — and actually know their product well enough to do so | | Have the technical depth to get hands dirty and help with technical questions | You shouldn't be implementing for customers as a rule, but being capable of it demonstrates you understand enough to be genuinely useful | | Don't accept "we're good" as a final answer — keep engaging to find where you can help | "Talk to us in 6 months" usually means "don't upsell me" — respond with concrete suggestions on cost reduction or real pain points instead | | Regularly share learnings — both wins and failures — publicly with the team | When you learn something (especially from a mistake), sharing it helps others avoid the same issues and raises the whole team's effectiveness | | Develop a sense for when an account is at risk and act proactively | Be close enough to your accounts that you can detect when something feels off, and address it before it becomes a problem | | Balance directness and transparency with knowing when to give a customer space | Understanding what the right balance looks like for each individual customer is the art of the role | | Spot gaps in the sales process and proactively fix them rather than complain | An excellent TAM doesn't sit on process frustrations — they take ownership and make improvements | | Identify the customer's key business goals and align PostHog directly to those outcomes | If a customer wants to increase conversions or grow premium plans, show specifically how PostHog helps reach that goal — make it essential, not just a nice-to-have | | Enable and upskill your customer champion so they look good within their org | Do the hard work for your champion, then let them take all the credit | | Be a relentless advocate for customer interests internally | TAMs are closest to customers — engineers need to hear from you about how customers are actually feeling | | Continuously grow your PostHog expertise to keep pace with the product | PostHog is constantly changing — never shy away from selling a new product because of unfamiliarity; learn it |





  60. Team lead responsibilities

  Source: https://posthog.com/handbook/growth/sales/team-leads

  
  General principles

As team lead in a customer-facing role you'll be responsible for making sure that your team is exceeding expectations when it comes to their specific role at PostHog.  This generally means that:


	They have a solid plan for any managed customers in their book of business or deals in their pipeline

	They are proactively building relationships with their customers, even those who are hard to engage with

	They are flagging any potential churn as soon as they become aware of it

	You are proactively helping them when they are struggling with what to do next on a customer or deal

	You are providing continuous feedback to them, especially when their performance is below expectations



Team-specific responsibilities

Product-led Sales

Technical Account Managers (TAMs) own a book of business of nominally around 15 customers with an ARR of $1.5m, and also look to bring new customers into that book via product-led leads.


	Once a TAM has hit 15 managed customers or ARR of $1.5m, we should stop generating new product-led leads for them to allow them to focus on and grow their existing book.  Flag this to Simon (Mine as backup) when this needs to happen.

	If a TAM's book of business is too big then your first port of call should be to balance customers across your team, failing that ask for help from your peers in other teams (Simon as backup).

	TAMs will want to bring new leads into their book of business so that they count towards their quota.  It's your job to make sure that they have a solid relationship with the customer and a plan in place for growing them too.  Once you're happy, then let Simon know who will review and add them to the quota tracker.

	With big customers over $100k in ARR you should be prepared to lean in and help the TAM with that customer more directly, owning different levels of the relationship.

	Take the lead in driving churn risk and cross-sell team calls, ensuring that we stick to planning and next steps rather than storytelling.

	Ensure that TAMs are on top of any credit renewals well before they expire.

	Check the TAM quota tracker to see if there are any discrepancies and encourage your team to do so regularly as well.

	Coming up to the end of the quarter, work with your team to identify any customers that are ready to be owned by a Customer Success Manager.  Review these with Simon ahead of quarter end so that we can make for a clean transition of customers.

	Set the New Owner trait in vitally to EU CSM or US CSM based on geography.



Customer Success

Customer Success Managers (CSMs) own a book of business of around 30 customers with an ARR of $1.5m and focus mainly on keeping them as customers (retention).


	Once a CSM's book is full, work to balance customers across the team ideally with a reasonable timezone overlap with the customer.

	Take the lead in driving churn risk team calls, ensuring that we stick to planning and next steps rather than storytelling.

	Ensure that CSMs are on top of any credit renewals well before they expire.



Onboarding

The Onboarding team operates at scale, supporting hundreds of customers whose MRR falls below the TAM/CSM threshold. As a result, the number of customers in the program, as well as the ARR represented, can fluctuate from month to month. The team is currently focused on customers whose first bill is forecasted at $500+ MRR. Its north star metric is maintaining 90% logo retention through customers’ first three months.


	Make sure the Onboarding Specialists prioritize work effectively, engage with customers ahead of renewal, and prevent accounts from falling through the cracks.

	Ensure the Onboarding Specialists adapt to customer needs, continue providing value, and maintain a high-quality bar.

	Lead the team’s continuous improvement efforts across internal processes and the overall onboarding program.

	Ensure high-spend accounts are properly qualified for Sales handoff and that the handoff process runs smoothly.

	Monitor team coverage and customer volume to identify and flag hiring needs proactively.



Other things we collectively need to stay on top of

Tracking new products

When we know that a new product is being launched, we need to ensure that Vitally tracking is in place for that product before it is launched.  This involves:


	Updating the Postgres integration to ensure that we are tracking the following traits for the product:




	product_name_ltv added to the completed CTE - the lifetime value of the product

	product_name_forecasted_mrr added to the forecasted CTE - the MRR forecasted for the product

	product_name_last_month added to the last_month CTE - the last month payment for the product

	product_name_billing_limit added to the main query - the current billing limit for the product

	also add the traits from the 3 CTEs above into the main query




	Once the traits are in place, create a success metric to capture the product's data usage if applicable.




	Sum of a property on events -> billing usage report -> product_count_in_period over the last 30 days




	If there is a specific engagement to track how people use the product in PostHog add it to the Vitally engagement events Action




	If you do this, also ensure there is a corresponding success metric for this (Total event count over 14 days)



Incident comms

We need to ensure that teams are able to proactively follow our incident comms process.  We're not quite ready for a full on-call rotation yet, but Simon or Dana take the lead as Communications Manager On-Call (CMOC) when an incident is declared in EU working hours, and Landon or Tyler take the lead when it's during the US working day.





  61. Trials

  Source: https://posthog.com/handbook/growth/sales/trials

  
  Prerequisites


	Customer needs to have an Organization set up on the EU or US Cloud

	You need access to the billing admin (billing.posthog.com).  Ask Raquel or Simon for access.



Process for giving a customer a free trial:


	Log in to Billing with your Google SSO login.

	Click the Trials link on the left sidebar.

	Click the Add Trial button (top right).

	Fill out the trial form




	Customer: search for customer by Organization Name or ID

	Status: set to Active

	Target: set to whatever is needed (paid, teams, enterprise)

	Type: set to Standard

	Expiration date: set it to whatever is needed (2 weeks, 4 weeks for larger ($100k+) customers, etc)

	Check Silence notifications if you don't want them to get trial notifications




	Click Save

	The next time that Customer visits PostHog, their AvailableFeatures will be updated to reflect the standard premium features (they might have to refresh their page to properly sync the new billing information).

	Once this date passes their AvailableFeatures will be reset to the free plan unless they have subscribed within this time.



Additional steps for existing customers with paid subscriptions For customers with existing paid subscriptions we need to complete additional steps to make sure they are billed correctly.

Important: Ask Mine to update Stripe and billing admin so she can make sure revenue numbers are unaffected and customer isn't billed while on trial.


	Follow the steps above to create a trial.

	Remove Stripe Subscription ID in the Billing Admin (keep the Stripe Customer ID).

	Set all products in the product map to a free status.

	Cancel subscription in stripe: Ensure the subscription is canceled in Stripe so they are not billed during the trial.

	Create new subscription before trial ends and update Billing Admin so customer experience isn't affected when transitioning back to a paid plan.



If they need a shared Slack channel as part of the trial, follow these instructions.

Consider framing a collaborative method for progressing in the trial period with timed objectives. If it's new and depending on the level of engagement, we can use a detailed success plan.





  62. Turning knowledge into agent skills

  Source: https://posthog.com/handbook/growth/sales/turning-knowledge-into-agent-skills

  
  Our documentation is a critical piece of PostHog's context flywheel – a system that connects our codebase to our docs, which then feeds into our AI agents, the Wizard, and PostHog Code. When documentation is outdated, the agents that help customers integrate PostHog become outdated too.

This means your knowledge directly powers our AI tools. When you write down what you know, it doesn't just help humans – it helps robots help customers faster.

Why your contributions matter

The  team has automated writing documentation from PR merges using InKeep, which indexes our codebase and docs to create first-pass drafts. But there's knowledge that only comes from working directly with customers:


	Common integration patterns and gotchas

	Real-world use cases and configurations

	Cross-selling playbooks and discovery questions

	Troubleshooting steps for edge cases



This knowledge lives in your head. When you write it down in the handbook, it can be transformed into skills – portable packages of context that the AI Wizard can use to help customers.

How to contribute

1. Write it in the handbook first

The handbook is the appropriate place to document playbooks, processes, and tribal knowledge. We have Markdown rendering for both the documentation and handbook, so content can flow between them.

Good things to document:


	How you help customers solve specific problems

	Discovery questions that uncover customer needs

	Common configurations you walk customers through

	Troubleshooting steps for issues you see repeatedly



2. Make it actionable

The context mill transforms handbook content into skills for the AI Wizard. To make your content skill-ready:


	Be specific: Include actual steps, not just concepts

	Show examples: Real code snippets and configurations help

	Explain the "why": Context about when to use something helps the AI apply it correctly

	Use clear structure: Headers, bullet points, and numbered steps work better than walls of text



For example, the Logs skill is just a root prompt with some reference material – it's that simple.

3. Think about automation

When you write something down, ask: "Could an agent do this automatically?"

For example, if you write a playbook for gathering a customer dossier, that could become an automated web search agent task. If you document how to identify cross-sell opportunities, that becomes a skill the Wizard can use.

What gets turned into skills?

Skills are defined using a YAML specification that allows for different variants based on app detection and context. The  team currently has over 60 skills the Wizard can use.

Your handbook contributions can become skills that:


	Help customers integrate specific products

	Run migration analyses from competitors (Amplitude, Sentry, etc.)

	Diagnose common issues

	Generate tracking plans based on customer needs



The Wizard and how it helps customers

The AI Wizard is a one-line npx command that runs an agent to integrate PostHog:

npx -y @posthog/wizard@latest

Here's what it does automatically:


	Instruments multiple products like Product Analytics, Web Analytics, Session Replay, Error Tracking, and others)

	Installs the right SDKs for their stack

	Scans their codebase to understand their product

	Creates 10-15 custom events based on product flows it identifies

	Writes both client-side and server-side code for full-stack implementations

	Creates an insight and dashboard in PostHog



This dramatically reduces manual integration work – what might take 3-5 hours happens in minutes. And it produces customized code tailored to each customer's setup.

The Wizard is agentic software that runs on our docs. When you write something down, the Wizard can execute it as a skill – it's like turning documentation into executable code.

So ask yourself: if an agent can read, analyze, and understand a user's codebase, what else could it  discover or build to help the user get value from PostHog faster?

Those answers can become Wizard skills – and new ways of creating customers.

How this helps you help customers

Close the gap in customer conversations

The Wizard and skills architecture lets you close the gap between customer-facing hypotheticals and technical diagnostics without needing engineering present. If a customer asks "how would I track X?", you can point them to the Wizard or a specific skill.

Portable diagnostics

If customers are hesitant to run an agent on their codebase, they can receive the open-source skills package directly. This gives them 80-95% of the Wizard's functionality to run locally with their own tools.

Better onboarding

For new customers, the Wizard provides an excellent launchpad – 10-15 best-practice events that help them overcome the initial difficulty of deciding what to track. The best approach is to:


	Run the Wizard first

	Review what it did together with the customer

	Come up with a plan and tweaks



The Wizard helps you get past the blank page. It's much easier to iterate from there!

Getting started


	Identify something you repeat: What do you explain to customers often?

	Write it down: Create a handbook page or add to an existing one

	Make it specific: Include actual steps, code, or configurations

	Let the  team know: Share in Slack that you've added something that might make a good skill



The written-down knowledge also enables automation beyond the Wizard – like having agents gather customer dossiers based on your specifications or analyze competitor implementations before a call.

Your knowledge is valuable. Write it down, and it becomes executable.





  63. User event streams

  Source: https://posthog.com/handbook/growth/sales/user-event-streams

  
  Using PostHog's data pipelines (CDP), you can create a real-time feed of customer activity directly in Slack. This lets you monitor how users in your book of business are engaging with PostHog without constantly checking dashboards or running queries.

This is valuable for getting a pulse on account health and engagement patterns. You'll see who's actively using the product, which features they're exploring, and when they might be hitting friction points. It's not meant to replace proper data analysis, but it gives you the "vibes" and can help you time your outreach more effectively. For example, if you notice someone reading a lot of feature flag docs and then creating several flags, you know they're actively working on something and might appreciate a quick check-in.

A word of caution: don't be a creep about this. Use it to inform when and how you reach out, not to surveil every click. If you notice someone's activity suggests they need help, check in naturally without revealing you're monitoring their every move.

How to set up your event stream

1. Get your account organization IDs

Query PostHog's data warehouse to pull Salesforce data and create a CSV of all PostHog organization IDs for accounts you own. This gives you the list of orgs to monitor.

2. Create a CDP destination

Set up a new data pipelines destination using a webhook endpoint. This is where you'll send the filtered events.

3. Filter for your accounts

Configure the destination to filter for all events where the organization ID matches your CSV list of org IDs. This ensures you only see activity from your accounts.

4. Select relevant events

Add filters for events that represent meaningful user actions across product areas:

Product analytics & insights:


	insight created

	cohort created

	action created

	annotation created

	dashboard created



Session replay:


	recording analyzed

	viewed recordings from experiment



Feature flags & experiments:


	feature flag created

	experiment created

	experiment launched

	experiment completed

	experiment viewed



Surveys:


	survey launched



AI & Max:


	chat with ai

	AI generation (LLM)

	ai_hog_function_prompted

	ai_hog_function_accepted

	sql-editor-accepted-suggestion

	LLMa events for seeing user prompts



Data pipelines:


	batch export enabled

	batch import created

	export succeeded



Error tracking:


	error_tracking_issue_created



Engagement & product intent:


	person viewed

	user showed product intent

	Pageview (where url contains "docs")

	toolbar mode triggered



Billing & account health:


	billing product activated

	billing limits updated

	Hit billing limit

	billing addon removed

	billing subscription paid

	billing subscription cancelled

	billing invoice payment failed

	annual plan credit purchase

	billing trial activated

	autocapture_opt_out team setting updated

	session_recording_opt_in team setting updated

	autocapture_exceptions_opt_in team setting updated



Team growth:


	team member invited



5. Customize the payload

Modify the webhook payload to include:


	User email

	Event name

	Current URL

	Any other properties valuable for your real-time stream (e.g., organization name, event properties)

	You can link right to replays (docs), just know they may not be available immediately



6. Route to Slack

Send the data to a Slack App endpoint, Zapier, or Relay.app to transform and redirect the events to your personal channel like your-name-alerts or your-name-user-event-stream.

What you'll get

A real-time feed of user activity that helps you:


	Identify active power users and champions

	Spot when accounts are exploring new features (cross-sell opportunity)

	Notice declining engagement patterns early

	Time your outreach when users are actively working on something

	Get a general sense of account health without diving into dashboards



Remember: this is supplementary context, not a replacement for proper account analysis and data review.





  64. Matching PostHog to a business type

  Source: https://posthog.com/handbook/growth/sales/utilization-by-business-type

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	B2B SaaS

	Common business problems & personas

	Key business problems

	Primary personas & their pain points

	Key metrics & PostHog

	MRR/ARR (monthly/annual recurring revenue)

	CAC (customer acquisition cost)

	LTV (lifetime value)



  This guide provides detailed instructions on how to achieve key business metrics using PostHog. Each business type has specific metrics that matter most, and this guide shows you exactly how to set up PostHog to track and optimize for those metrics.

B2B SaaS

Common business problems & personas

B2B SaaS companies often grapple with a core set of challenges that directly impact growth and sustainability:

Key business problems


	High churn rates – Customers discontinuing subscriptions, leading to revenue loss and reduced customer lifetime value.

	Low trial-to-paid conversion – Users not converting from free or trial plans to paid subscriptions.

	Poor feature adoption – Users not utilizing key features that drive product value and stickiness.

	Long sales cycles – Extended time from initial lead engagement to customer conversion.

	Low customer satisfaction – Reflected in poor Net Promoter Scores (NPS) and negative customer feedback.

	Inefficient onboarding – Users dropping off or struggling during initial setup and product adoption.

	Expansion revenue challenges – Difficulty identifying opportunities or successfully upselling and cross-selling existing customers.

	High support ticket volume – An elevated number of support requests, often indicating underlying product issues or user friction.



Primary personas & their pain points

Product managers


	Pain points: Inability to identify which features drive retention, difficulty prioritizing roadmap items, lack of data on user behavior and product usage.

	PostHog solutions: Comprehensive feature usage tracking, granular cohort analysis, session recordings for in-depth UX insights, robust A/B testing for feature optimization and validation.



Customer success managers


	Pain points: Reactive churn management, challenges in proactively identifying at-risk customers, limited visibility into overall customer health.

	PostHog solutions: Data-driven churn prediction models, customizable customer health scoring, proactive engagement tracking, automated alerts for at-risk accounts based on behavioral signals.



Sales teams


	Pain points: Extended sales cycles, inefficient lead qualification processes, difficulty understanding specific prospect needs and product fit.

	PostHog solutions: Product usage-based lead scoring, detailed prospect behavior tracking, optimization of conversion funnels to accelerate deal velocity.



Marketing teams


	Pain points: High customer acquisition costs (CAC), inaccurate campaign attribution, difficulty measuring the true return on investment (ROI) of marketing efforts.

	PostHog solutions: Advanced UTM tracking, comprehensive conversion funnel analysis, cohort analysis by acquisition source, customizable campaign performance dashboards.



Executives


	Pain points: Lack of holistic visibility into business health, challenges in making data-driven strategic decisions, cumbersome stakeholder reporting.

	PostHog solutions: Intuitive executive dashboards, real-time key metric tracking, automated reporting, and actionable business intelligence insights.



Key metrics & PostHog

MRR/ARR (monthly/annual recurring revenue)

Importance: Measures the predictable revenue a SaaS business generates monthly or annually. It's crucial for forecasting, valuation, and understanding the company's financial health and growth trajectory.

PostHog approach: Track subscription events (subscription_created, subscription_upgraded, etc.) with properties like plan_tier, amount, and currency. PostHog helps analyze conversion funnels (e.g., trial_started to subscription_created), visualize revenue retention with cohort analysis on dashboards, and set up alerts for significant MRR changes. For non-technical users, autocapture on pricing pages and CTAs can power no-code funnels and session recordings to optimize conversion flows and pricing interactions.

CAC (customer acquisition cost)

Importance: The average cost to acquire a new customer. Understanding CAC is vital for marketing efficiency, profitability, and ensuring sustainable growth.

PostHog approach: Track marketing touchpoints (ad_clicked, demo_scheduled) and lead generation form submissions with properties like source, campaign, and UTM parameters. Integrate marketing spend data into PostHog for a unified view. Use funnel analysis to identify efficient acquisition channels and dashboards to visualize CAC trends by channel. Autocapture can track landing page visits and form submissions, enabling non-technical users to analyze lead quality by traffic source and optimize landing page UX with session recordings.

LTV (lifetime value)

Importance: The total revenue a business expects to generate from a single customer relationship over their lifetime. A high LTV indicates strong customer relationships and product value, enabling higher CACs and more aggressive growth strategies.

PostHog approach: Track all revenue-generating activities (subscription_payment, addon_purchase, upgrade) with customer segment and acquisition properties. Conduct cohort analysis for revenue retention and correlation analysis to identify high-value behaviors. PostHog's predictive analytics can forecast LTV. For non-technical users, autocapture can track feature usage and upgrade page visits to understand engagement patterns that correlate with high LTV, allowing for dashboards showing feature adoption by segment and alerts for potential churn signals impacting LTV.

Churn rate

Importance: The rate at which customers cancel their subscriptions or cease to use a service. High churn is detrimental to growth and directly impacts MRR/ARR and LTV, highlighting product-market fit or customer experience issues.

PostHog approach: Monitor engagement and usage patterns (feature_used, login, session_started) with properties like user_activity_level and feature_adoption. Use session recordings to understand behavior of churned users and correlation analysis to pinpoint churn indicators. Set up automated churn prediction models and alerts for at-risk users. Non-technical users can leverage autocapture to track declines in activity, analyze pages churned users stop visiting, and use session recordings to review churned user journeys.

NPS (net promoter score)

Importance: A widely used metric to gauge customer loyalty and satisfaction, indicating a customer's willingness to recommend a product or service. High NPS often correlates with retention and expansion revenue.

PostHog approach: Implement in-app NPS surveys using PostHog's survey feature. Track nps_survey_submitted events with user segment and usage properties. Analyze correlations between NPS and product usage patterns. Non-technical users can easily create surveys, configure triggers, and track completion rates. Dashboards can show NPS trends by segment, and session recordings can analyze user interactions with survey prompts to optimize feedback collection.

Feature adoption

Importance: Measures the extent to which users discover, use, and continue to use specific product features. High feature adoption indicates that users are deriving value, which is crucial for retention, upsell opportunities, and validating product development efforts.

PostHog approach: Track granular feature usage (feature_accessed, feature_completed) with feature name and user segment properties. Use funnel analysis for onboarding flows and session recordings to identify friction. Implement feature flags for controlled rollouts and A/B testing for optimization. Non-technical users can use autocapture for feature page visits and button clicks, analyze user journeys to feature discovery, and create dashboards for adoption rates. Alerts can be set for changes in feature usage.

B2C SaaS

Common business problems & personas

Key business problems


	High user churn – Consumers canceling subscriptions after initial excitement

	Low activation rates – Users not completing key onboarding steps

	Poor user engagement – Users not returning to use the product regularly

	High customer acquisition costs – Expensive to acquire individual consumers

	Low viral coefficient – Users not referring friends and family

	Poor mobile experience – Mobile users having difficulty with the product

	Seasonal usage patterns – Inconsistent usage throughout the year

	Difficulty scaling support – High volume of individual user support requests



Primary personas & their pain points

Product Managers


	Pain points: High user churn, low activation rates, poor user engagement, difficulty understanding consumer behavior

	PostHog solutions: User behavior analysis, activation funnel optimization, engagement tracking, consumer journey mapping



Growth Teams


	Pain Points: High CAC, low viral coefficient, poor user acquisition, difficulty scaling growth

	PostHog Solutions: CAC analysis, viral coefficient tracking, user acquisition optimization, growth loop identification



Customer Success Teams


	Pain Points: High support volume, poor user satisfaction, difficulty scaling support, low user retention

	PostHog Solutions: Support ticket analysis, user satisfaction tracking, automated support optimization, retention analytics



Marketing Teams


	Pain Points: Poor campaign attribution, high CAC, ineffective user acquisition, seasonal usage challenges

	PostHog Solutions: Campaign attribution tracking, CAC optimization, user acquisition analysis, seasonal trend identification



Mobile Teams


	Pain Points: Poor mobile experience, low mobile engagement, mobile-specific bugs, app store optimization

	PostHog Solutions: Mobile experience analysis, mobile engagement tracking, mobile bug monitoring, app store performance analytics



Key metrics & PostHog

User Activation Rate

Importance: Measures the percentage of new users who complete key onboarding steps and experience the product's core value. High activation is crucial for retention and indicates a successful onboarding experience.

PostHog approach: Track activation events (account_created, onboarding_completed) with properties like activation step and acquisition source. Use funnel analysis to optimize time-to-value, and cohort analysis to track activation rates on dashboards. Session recordings can help identify activation friction points, and alerts can be set for activation rate drops. Non-technical users can use autocapture for onboarding page visits and tutorial interactions to create no-code funnels and analyze user behavior.

Daily/Monthly Active Users (DAU/MAU)

Importance: Measures user engagement and product stickiness by tracking the number of unique users who interact with the product on a daily or monthly basis. A high DAU/MAU ratio indicates strong, consistent user value.

PostHog approach: Track user activity events like session_started and feature_used with properties such as user segment and session duration. Create dashboards for real-time DAU/MAU tracking and trend analysis. Calculate stickiness (DAU/MAU ratio) and use cohort analysis to track engagement over time. Alerts can be configured for significant engagement drops. Autocapture can track page visits and feature interactions, enabling non-technical users to analyze engagement patterns and identify popular features.

Customer Lifetime Value (CLV)

Importance: Represents the total revenue a business can expect from a single customer account throughout their relationship. CLV is a key indicator of long-term profitability and customer loyalty.

PostHog approach: Track all revenue events (subscription_started, purchase_made) with properties like purchase amount and acquisition source. Use cohort analysis to analyze CLV by acquisition month and correlation analysis to identify high-value behaviors. PostHog's predictive analytics can be used for CLV forecasting. For non-technical users, autocapture on purchase pages and upgrade buttons helps track the user journey to purchase and identify which features drive upgrades, with session recordings providing insights into purchase behavior.

Viral Coefficient

Importance: Measures the number of new users an existing user generates, indicating the effectiveness of viral loops and word-of-mouth growth. A coefficient greater than one signifies exponential growth.

PostHog approach: Track viral events like referral_sent and invitation_accepted with properties such as referral type and conversion rate. Use funnel analysis to optimize referral flows and A/B test referral incentives and messaging. Dashboards can show viral coefficient trends. Non-technical users can use autocapture to track share button clicks and referral page visits, using session recordings to understand and optimize referral behavior.

User Retention Rate

Importance: The percentage of users who continue to use the product over a given period. It's a critical metric for sustainable growth, reflecting long-term product value and user satisfaction.

PostHog approach: Track retention events like user_returned and session_started. Create retention dashboards with cohort analysis by acquisition source to track trends over time. Use session recordings to understand the behavior of retained users and correlation analysis to identify key retention-driving features. Set up automated alerts for retention drops. Autocapture allows non-technical users to track user return patterns and feature usage that correlates with retention.

Mobile App Performance

Importance: Measures the responsiveness, stability, and overall user experience of a mobile application. Good performance is essential for user satisfaction and retention on mobile devices.

PostHog approach: Track mobile-specific events like app_opened and app_crashed with properties such as app version and device type. Use PostHog's real user monitoring for performance and Core Web Vitals tracking. Create mobile performance dashboards, set up crash monitoring with alerts, and use session recordings to identify mobile-specific UX issues. Non-technical users can leverage autocapture to track mobile interactions and compare mobile vs. desktop usage patterns.

E-commerce

Common business problems & personas

Key business problems


	High cart abandonment rates – Customers adding items but not completing purchases

	Low conversion rates – Visitors not converting to customers

	Poor product discovery – Customers unable to find products they want

	High return rates – Products being returned frequently

	Seasonal inventory issues – Over/under stocking during peak periods

	Poor mobile experience – Mobile users having difficulty shopping

	Low customer lifetime value – Customers making only one purchase

	Ineffective marketing attribution – Difficulty tracking which campaigns drive sales



Primary personas & their pain points

E-commerce Managers


	Pain points: Can't identify why customers abandon carts, struggle to optimize product pages, lack visibility into customer journey

	PostHog solutions: Cart abandonment funnels, session recordings for UX insights, conversion rate optimization, customer journey mapping



Marketing Teams


	Pain Points: Poor campaign attribution, difficulty measuring marketing ROI, ineffective retargeting campaigns

	PostHog Solutions: UTM tracking, conversion funnel analysis, cohort analysis by traffic source, retargeting audience creation



Product Teams


	Pain Points: Poor product page performance, low product discovery, ineffective search functionality

	PostHog Solutions: Product page heatmaps, search behavior tracking, product recommendation optimization, A/B testing for product pages



Customer Service Teams


	Pain Points: High support ticket volume, difficulty understanding customer issues, poor customer satisfaction

	PostHog Solutions: Customer journey analysis, session recordings for issue identification, customer satisfaction tracking, support ticket correlation



Inventory Managers


	Pain Points: Poor demand forecasting, seasonal inventory issues, over/under stocking

	PostHog Solutions: Product performance tracking, demand pattern analysis, seasonal trend identification, inventory optimization insights



Key metrics & PostHog

GMV (Gross Merchandise Value)

Importance: Represents the total value of all goods sold over a specific period. GMV is the primary measure of an e-commerce platform's scale and is essential for understanding top-line growth and market share.

PostHog approach: Track all purchase events (product_viewed, add_to_cart, purchase_completed) with properties like product category, price, and quantity. Connect to your e-commerce platform for comprehensive data. Create dashboards for real-time GMV tracking and product performance analysis by category. Use cohort analysis to track customer value over time and set up alerts for unusual GMV patterns. For non-technical users, autocapture on product pages and "add to cart" buttons can track the conversion journey and identify popular products, with session recordings helping to optimize product pages.

AOV (Average Order Value)

Importance: The average amount spent each time a customer places an order. Increasing AOV is a key strategy for maximizing revenue without increasing the number of customers, directly impacting profitability.

PostHog approach: Track cart and purchase events (cart_updated, purchase_completed) with properties like cart value and discount applied. Use funnel analysis to optimize the cart and identify abandonment points. A/B test pricing and product recommendations to find effective upselling strategies. Use correlation analysis to identify behaviors of customers with high AOV. Non-technical users can use autocapture to track interactions on the cart page, analyze abandonment patterns, and use session recordings to optimize the checkout flow.

Conversion Rate

Importance: The percentage of visitors who complete a purchase. This is a critical metric for gauging the effectiveness of the entire customer journey, from landing page to checkout, and is a primary indicator of site performance and user experience.

PostHog approach: Track all steps in the conversion funnel (page_viewed, product_viewed, add_to_cart, checkout_started, purchase_completed) with properties like traffic source and device type. Create comprehensive conversion funnels to identify drop-off points and use session recordings to understand checkout friction. A/B test checkout flows and product pages to optimize the user path. Non-technical users can use autocapture to track all funnel page visits and interactions, creating funnels and using session recordings to optimize conversion paths with no code.

Cart Abandonment

Importance: The rate at which users add items to their cart but leave without completing the purchase. A high cart abandonment rate often indicates friction in the checkout process, unexpected costs, or a poor user experience.

PostHog approach: Track cart interactions like add_to_cart and remove_from_cart. Use session recordings to understand the behavior of users who abandon their carts, and implement exit-intent surveys to gather direct feedback on abandonment reasons. Create funnels that specifically track the checkout process to pinpoint exact drop-off points. This data can inform cart abandonment recovery strategies. Non-technical users can use autocapture to track all cart page interactions and build abandonment funnels to analyze user behavior.

Customer Lifetime Value

Importance: The total revenue a business can expect from a single customer throughout their relationship. CLV is vital for making strategic decisions about marketing spend, customer acquisition, and retention efforts, ensuring long-term profitability.

PostHog approach: Track all customer interactions, including purchase_completed, return_requested, and support_contacted, with properties like purchase history and acquisition source. Create cohort analyses by acquisition month to understand how customer value evolves. Use correlation analysis to identify behaviors of high-value customers and PostHog's predictive analytics for CLV forecasting. Non-technical users can use autocapture on account and order history pages to track engagement patterns and use session recordings to understand high-value customer behavior.

Marketplace

Common business problems & personas

Key business problems


	Supply-demand imbalance – Too many buyers/sellers on one side of the marketplace

	Low trust and safety – Users concerned about fraud or poor quality

	Poor matching algorithms – Buyers and sellers not connecting effectively

	High customer acquisition costs – Expensive to acquire both buyers and sellers

	Network effects challenges – Difficulty achieving critical mass

	Payment and escrow issues – Complex payment flows and trust concerns

	Quality control problems – Inconsistent service/product quality

	Geographic expansion challenges – Difficulty scaling to new markets



Primary personas & their pain points

Marketplace Operations Managers


	Pain points: Can't balance supply and demand, struggle with quality control, lack visibility into marketplace health

	PostHog solutions: Supply-demand analytics, quality metrics tracking, marketplace health dashboards, operational insights



Trust & Safety Teams


	Pain Points: High fraud rates, poor user verification, difficulty identifying bad actors

	PostHog Solutions: Fraud detection patterns, user behavior analysis, trust score tracking, automated risk alerts



Product Managers


	Pain points: Poor matching algorithms, low user engagement, ineffective search and discovery

	PostHog solutions: User behavior analysis, search optimization, matching algorithm improvement, engagement tracking



Growth Teams


	Pain Points: High CAC for both sides, poor network effects, slow marketplace growth

	PostHog Solutions: Network effects measurement, growth loop optimization, viral coefficient tracking, user acquisition analysis



Customer Success Teams


	Pain Points: High support volume, poor user satisfaction, difficulty resolving disputes

	PostHog Solutions: User journey analysis, satisfaction tracking, dispute resolution insights, support optimization



Key metrics & PostHog

GMV (Gross Merchandise Value)

Importance: Represents the total value of all transactions between buyers and sellers on the platform over a specific period. It is the primary indicator of a marketplace's scale, liquidity, and overall health, reflecting its ability to facilitate transactions and generate value for its users.

PostHog approach: Track marketplace transaction events like listing_viewed, booking_requested, and transaction_completed with properties such as category, price, seller_id, and buyer_id. Integrate with payment processors for comprehensive data. Use PostHog to create real-time GMV dashboards with breakdowns by category, set up seller and buyer performance tracking, conduct cohort analysis to monitor marketplace growth, and create alerts for unusual transaction patterns. Non-technical users can use autocapture to track listing views and booking requests, creating funnels to analyze the path to a completed transaction and using session recordings to optimize the user journey.

Take Rate

Importance: The percentage of GMV that the marketplace captures as revenue (commission or fees). It is a crucial metric for understanding the marketplace's business model effectiveness and profitability. Optimizing the take rate is key to sustainable growth.

PostHog approach: Track commission events like commission_earned from transaction_completed events, with properties for transaction amount, commission percentage, and category. Analyze revenue and profitability by category on dashboards. This allows for identifying opportunities to optimize the take rate, for example by analyzing its drivers with correlation analysis and setting up alerts for significant changes. Non-technical users can build dashboards to monitor take rate trends across different product categories or seller tiers, helping to inform pricing strategy without writing any code.

Supply/Demand Balance

Importance: Measures the equilibrium between the number of sellers (supply) and buyers (demand) on the platform. A balanced marketplace ensures a good user experience for both sides, preventing situations like too few products for buyers or too few customers for sellers, which can lead to churn.

PostHog approach: Track supply-side events (listing_created, service_offered) and demand-side events (search_performed, booking_requested). Use properties like category, location, and search terms to analyze supply-demand gaps on dashboards. Funnel analysis can reveal booking conversion rates, while alerts can notify of imbalances, helping to identify and act on new market opportunities. Non-technical users can create dashboards that visualize searches with no results, providing a simple way to spot unmet demand and guide supply-side growth efforts.

Network Effects

Importance: Measures how the value of the platform increases for users as more people use it. Strong network effects create a powerful competitive advantage (a "moat") and are the engine of sustainable, viral growth for marketplaces. It's what makes a marketplace more valuable as it scales.

PostHog approach: Track network interaction events like user_referred, invitation_accepted, and cross_side_activity (e.g., a user being both a buyer and seller). Use properties to distinguish user types. Dashboards can visualize network growth and viral coefficients. Cohort analysis is key to measuring how network effects develop over time for different user groups, and alerts can highlight opportunities for growth. Non-technical users can use autocapture on referral pages and share buttons to analyze the effectiveness of viral loops and optimize the user flow with session recordings.

Trust & Safety Metrics

Importance: Trust is the currency of a marketplace. These metrics, such as user ratings, review rates, fraud reports, and dispute rates, measure the level of safety and reliability on the platform. High trust is essential for encouraging transactions, retaining users, and building a strong brand reputation.

PostHog approach: Track trust-related events like review_submitted, dispute_filed, and fraud_detected, enriched with properties on user reputation and transaction history. Dashboards can monitor trust scores and fraud rates. Session recordings are invaluable for investigating suspicious user behavior and understanding how trust is built (or broken) in user flows. Set up alerts for fraud signals and use correlation analysis to identify key indicators of trust. Non-technical users can create surveys to collect user feedback on trust and use session recordings to review the user journey for those who file disputes.

Developer Tools

Common business problems & personas

Key business problems


	Low developer adoption – Developers not integrating or using the tool

	High API error rates – Poor API performance and reliability

	Poor documentation engagement – Developers struggling to understand the product

	Low community engagement – Lack of developer community growth

	High support ticket volume – Developers needing extensive support

	Poor onboarding experience – Developers dropping off during setup

	Low feature adoption – Developers not using advanced features

	Difficulty measuring developer success – Hard to track developer outcomes



Primary personas & their pain points

Developer Relations Teams


	Pain points: Low developer adoption, poor community engagement, difficulty measuring developer success

	PostHog solutions: Developer adoption tracking, community engagement analytics, developer success metrics, community health monitoring



Product Engineers


	Pain points: High API error rates, poor performance, difficulty debugging issues

	PostHog solutions: API performance monitoring, error tracking, real user monitoring, performance optimization insights



Technical Documentation Teams


	Pain points: Poor documentation engagement, developers struggling to find answers, high support volume

	PostHog solutions: Documentation usage analytics, search behavior tracking, content performance analysis, support ticket correlation



Developer Success Teams


	Pain points: High support ticket volume, poor onboarding experience, low feature adoption

	PostHog solutions: Support ticket analysis, onboarding funnel optimization, feature adoption tracking, developer journey mapping



Growth Teams


	Pain points: Low developer acquisition, poor retention, difficulty measuring developer LTV

	PostHog solutions: Developer acquisition tracking, retention analysis, developer LTV measurement, growth loop optimization



Key metrics & PostHog

Developer Adoption

Importance: Measures the rate at which developers start using a tool, from initial signup to making their first API call. It's the most critical top-of-funnel metric for developer tools, as it indicates the health of the onboarding process and the tool's initial appeal. High adoption is a leading indicator of future growth and product-market fit.

PostHog approach: Track key developer touchpoints like account_created, sdk_installed, and api_call_made with properties for tech stack and company size. Create adoption funnels to analyze the journey from first contact to active use, identifying drop-off points. Use cohort analysis to track developer retention over time and map the developer journey to understand common paths to success. Alerts can signal developer churn risk. Non-technical users, like DevRel teams, can build these funnels and dashboards without code to monitor adoption trends and measure the impact of their initiatives.

API Usage

Importance: Tracks the frequency, volume, and patterns of API calls made by developers. This metric is vital for understanding which features are most valuable, how developers are integrating the product, and the overall health and performance of the API. It directly reflects product engagement and stickiness for a developer-focused product.

PostHog approach: Instrument all API endpoints to track events like api_request and api_error, with properties for the specific endpoint, response time, and error type. Create API performance dashboards to monitor usage, latency, and error rates in real-time. Set up alerts for performance degradation or spikes in errors. Use correlation analysis to understand which usage patterns are associated with retention or expansion. Non-technical users can use dashboards to see which endpoints are most popular and identify which customers are experiencing the most errors.

Documentation Engagement

Importance: For developer tools, documentation is the product. This metric measures how developers interact with documentation, including page views, search queries, and time spent on pages. High engagement indicates that the documentation is useful and helps developers solve problems, which is critical for adoption and reducing support load.

PostHog approach: Track documentation interactions like docs_page_viewed, code_sample_copied, and tutorial_completed, with properties for the page, search terms, and user segment. Use session recordings to see where developers get stuck or confused. Analyze search patterns to identify content gaps and create dashboards to monitor documentation effectiveness. Non-technical users, like technical writers, can use these insights to prioritize content updates and improve the developer experience without needing to write code.

Community Growth

Importance: Measures the health and vibrancy of the developer community around a product (e.g., on GitHub, Slack, Discord). A growing, active community provides social proof, drives word-of-mouth adoption, offers scalable support, and is a rich source of product feedback. It acts as a moat and a powerful growth engine.

PostHog approach: Track community interactions from various platforms by sending events like forum_post_created, github_issue_opened, or community_event_attended. Use properties to segment by contribution level and topic. Create dashboards to monitor community engagement and growth trends. Use cohort analysis to track member retention and identify "power users" who can become community champions. Non-technical users, like community managers, can easily track these metrics to demonstrate the value of their programs.

Support Ticket Volume

Importance: The number of support tickets created by developers. While some tickets are expected, a high volume, especially on recurring themes, points to friction in the product, confusing documentation, or a poor onboarding experience. Analyzing this data is key to improving the product and reducing operational costs.

PostHog approach: Integrate your support system (e.g., Zendesk, Jira) with PostHog to track support_ticket_created and support_ticket_resolved events. Enrich these events with properties like ticket type, priority, and resolution time. Use correlation analysis to link support tickets to specific in-product behaviors or documentation pages, identifying the root cause of developer friction. Dashboards can help monitor support trends and efficiency. This allows non-technical team members to identify which product areas are generating the most support load.

Fintech

Common business problems & personas

Key business problems


	High fraud rates – Sophisticated fraud attempts and false positives

	Poor compliance tracking – Difficulty meeting regulatory requirements

	Low transaction success rates – Payment failures and processing issues

	High customer acquisition costs – Expensive to acquire and verify customers

	Poor user trust – Users concerned about security and data privacy

	Complex onboarding flows – Lengthy KYC/AML processes causing drop-offs

	Low feature adoption – Users not utilizing advanced financial features

	Regulatory reporting challenges – Difficulty generating required reports



Primary personas & their pain points

Risk & Compliance Teams


	Pain points: High fraud rates, poor compliance tracking, regulatory reporting challenges

	PostHog solutions: Fraud detection patterns, compliance monitoring, regulatory reporting automation, risk assessment analytics



Product Managers


	Pain points: Poor user trust, complex onboarding flows, low feature adoption

	PostHog solutions: User trust analysis, onboarding optimization, feature adoption tracking, user experience improvement



Engineering Teams


	Pain points: High transaction failure rates, poor API performance, security concerns

	PostHog solutions: Transaction monitoring, API performance tracking, security event monitoring, error rate optimization



Customer Success Teams


	Pain points: High support volume, poor customer satisfaction, complex issue resolution

	PostHog solutions: Support ticket analysis, customer satisfaction tracking, issue resolution insights, customer journey optimization



Growth Teams


	Pain points: High CAC, poor conversion rates, difficulty measuring customer LTV

	PostHog solutions: CAC analysis, conversion funnel optimization, customer LTV measurement, growth loop identification



Key metrics & PostHog

Transaction Volume

Importance: Measures the total number or value of transactions processed by the platform. This is a fundamental indicator of a fintech product's adoption, usage, and overall scale. It directly impacts revenue and is a key signal of market traction and business health.

PostHog approach: Track all financial transaction events like transaction_initiated, transaction_completed, and transaction_failed with detailed properties such as transaction type, amount, currency, and user segment. Use dashboards for real-time monitoring of transaction volume and success rates. Correlation analysis can help understand what user behaviors lead to more transactions, and alerts can be set for unusual spikes or dips in activity. Non-technical users can build funnels to analyze the transaction flow and identify drop-off points without writing any code.

Fraud Rate

Importance: The percentage of transactions that are fraudulent. In fintech, managing fraud is critical for financial stability, maintaining user trust, and meeting regulatory obligations. A low fraud rate is essential for long-term viability and building a reputable platform.

PostHog approach: Track fraud and risk-related events such as fraud_detected, risk_assessment_failed, or verification_completed. Enrich this data with properties like risk factors, fraud type, and user behavior patterns. Session recordings are invaluable for investigating suspicious user behavior to understand fraud vectors. Create dashboards to monitor fraud rates in real-time and set up alerts for emerging fraud patterns. Non-technical risk teams can use session recordings to review suspicious sessions flagged by alerts.

Compliance Metrics

Importance: Measures adherence to financial regulations like KYC (Know Your Customer) and AML (Anti-Money Laundering). For fintech companies, compliance is not optional; it's a license to operate. Tracking these metrics is crucial for avoiding fines, legal penalties, and reputational damage.

PostHog approach: Track all compliance-related events, such as kyc_started, kyc_completed, and aml_check_failed. Use properties to log the compliance type, status, and user segment. This creates a detailed audit trail for regulatory purposes. Dashboards can provide a real-time view of compliance status and help monitor the efficiency of these critical flows. Alerts can be configured to flag compliance failures, allowing teams to act quickly. Non-technical compliance officers can use funnels to analyze and optimize the KYC process.

Customer Acquisition Cost

Importance: The total cost to acquire a new, verified customer. Fintech often has high acquisition costs due to marketing, compliance, and verification expenses. Understanding and optimizing CAC is crucial for ensuring profitability and scaling the business sustainably.

PostHog approach: Track the entire acquisition funnel, from ad_clicked and account_opened to verification_completed and first_transaction. Enrich these events with properties like acquisition source, campaign, and verification costs. Use funnel analysis to identify drop-off points in the onboarding and KYC process. A/B testing can be used to optimize landing pages and onboarding flows to reduce CAC. Non-technical marketers can use dashboards to compare the CAC and LTV across different channels.

Regulatory Reporting

Importance: This tracks the ability of the company to generate accurate and timely reports for regulatory bodies. Efficient and reliable reporting processes are essential for demonstrating compliance and avoiding penalties. While PostHog doesn't generate the reports, it can monitor the internal processes that do.

PostHog approach: Track internal events related to the reporting process, such as report_generated, audit_trail_requested, and compliance_check_completed. Use properties to specify the report type and its status. This provides visibility into the operational health of the reporting systems. Dashboards can be used to monitor the success and timeliness of report generation, and alerts can be set up to flag any failures or delays in the process, ensuring the compliance team is aware of any issues.

Healthcare/Medtech

Common business problems & personas

Key business problems


	Poor patient outcomes – Patients not achieving desired health results

	Low user adoption – Healthcare providers not using the system effectively

	Compliance violations – Difficulty meeting HIPAA and other regulatory requirements

	Poor clinical workflow efficiency – Inefficient processes causing delays

	Data accuracy issues – Incorrect or incomplete patient data

	High training costs – Expensive to train healthcare staff on new systems

	Poor integration – Systems not working well with existing healthcare infrastructure

	Security concerns – Patient data privacy and security risks



Primary personas & their pain points

Clinical Teams


	Pain points: Poor clinical workflow efficiency, data accuracy issues, difficulty tracking patient outcomes

	PostHog solutions: Workflow optimization, data quality monitoring, patient outcome tracking, clinical efficiency analytics



Compliance Officers


	Pain points: Compliance violations, poor audit trails, difficulty meeting regulatory requirements

	PostHog solutions: Compliance monitoring, audit trail automation, regulatory reporting, data access tracking



IT/Engineering Teams


	Pain points: Poor system integration, security concerns, performance issues

	PostHog solutions: Integration monitoring, security event tracking, performance optimization, system health monitoring



Training Teams


	Pain points: High training costs, poor user adoption, difficulty measuring training effectiveness

	PostHog solutions: User adoption tracking, training effectiveness measurement, onboarding optimization, learning analytics



Product Managers


	Pain points: Poor user experience, low feature adoption, difficulty measuring clinical impact

	PostHog solutions: User experience analysis, feature adoption tracking, clinical impact measurement, product optimization



Key metrics & PostHog

Patient Outcomes

Importance: This is the core metric for any healthcare product, measuring the actual health impact on patients. Demonstrating positive patient outcomes is crucial for clinical validation, provider adoption, regulatory approval, and building patient trust. It is the ultimate measure of product value and efficacy.

PostHog approach: Track key events in the patient journey, such as treatment_plan_started, outcome_measured, and follow_up_completed. Use properties to segment by treatment type, patient demographics, and specific outcome metrics. Cohort analysis can track how outcomes trend over time for different patient groups. Dashboards can visualize progress towards clinical goals, and correlation analysis can help identify which product features are linked to better outcomes. Non-technical users, like clinicians, can use dashboards to monitor patient progress without writing code.

Compliance Metrics

Importance: Healthcare is a highly regulated industry (e.g., HIPAA in the US). Compliance metrics track adherence to these regulations, particularly around data privacy and security. Failure to comply can result in severe penalties, loss of trust, and legal action, making it a foundational requirement for any MedTech product.

PostHog approach: Track all compliance-related events, such as hipaa_audit_trail_accessed, data_access_logged, and patient_consent_obtained. Properties should include the user role, type of data accessed, and audit results to create an immutable log. Dashboards can provide a real-time view of compliance activities, and alerts can be set up for any unauthorized access attempts or compliance failures. Non-technical compliance officers can use these dashboards to monitor activity and generate reports.

User Adoption

Importance: Measures how effectively healthcare providers (doctors, nurses, etc.) are integrating a new tool into their daily work. Low adoption by clinicians can undermine the intended benefits of a technology, regardless of its potential. High adoption is key to realizing efficiency gains and improving patient care at scale.

PostHog approach: Track user interactions such as feature_used, workflow_completed, and training_module_completed. Segment by user role (e.g., doctor, nurse) using properties. Adoption funnels can show where users drop off during onboarding. Session recordings are invaluable for understanding how clinicians use the product in a real-world context. Alerts can flag low adoption in specific departments. Non-technical training teams can analyze session recordings to improve their training materials.

Clinical Workflow Efficiency

Importance: Measures the time and effort required for clinicians to complete tasks using the product. In the high-pressure healthcare environment, time is a critical resource. Improving workflow efficiency can reduce clinician burnout, lower operational costs, and allow more time for direct patient care.

PostHog approach: Track workflow events from start to finish: workflow_started, step_completed, workflow_completed. Use properties to capture the duration of each step and the user role. Funnel analysis is perfect for identifying bottlenecks where users get stuck or take too long. Dashboards can monitor average completion times for key workflows. Non-technical managers can use these funnels to identify areas for process improvement without needing technical assistance.

Data Accuracy

Importance: In healthcare, critical decisions are made based on patient data. Inaccurate or incomplete data can lead to misdiagnosis, incorrect treatment, and serious patient harm. This metric tracks the integrity and reliability of the data within the system, which is fundamental to patient safety.

PostHog approach: Track data entry and validation events like data_entered, data_validated, and error_detected. Use properties to specify the data type, validation method, and error type. Create dashboards to monitor data quality trends and error rates. Correlation analysis can help identify if specific user roles or workflow steps are associated with higher error rates. Alerts can notify teams of spikes in data entry errors, allowing for swift investigation.

Content/Media

Common business problems & personas

Key business problems


	Low content engagement – Users not consuming or interacting with content

	Poor content discovery – Users unable to find relevant content

	Low subscription conversion – Free users not converting to paid subscribers

	Poor ad performance – Low click-through rates and ad revenue

	High content production costs – Expensive to create quality content

	Poor user retention – Users not returning to consume more content

	Ineffective content recommendations – Poor personalization algorithms

	Seasonal content challenges – Difficulty maintaining engagement year-round



Primary personas & their pain points

Content Teams


	Pain points: Low content engagement, poor content discovery, high production costs

	PostHog solutions: Content performance analytics, engagement tracking, content discovery optimization, ROI measurement



Product Managers


	Pain points: Poor user retention, ineffective recommendations, low subscription conversion

	PostHog solutions: Retention analysis, recommendation algorithm optimization, conversion funnel analysis, user journey mapping



Marketing Teams


	Pain points: Poor ad performance, low subscription conversion, ineffective content marketing

	PostHog solutions: Ad performance tracking, conversion optimization, content marketing ROI, audience segmentation



Editorial Teams


	Pain points: Poor content performance, difficulty understanding audience preferences, seasonal engagement challenges

	PostHog solutions: Content performance analytics, audience preference analysis, seasonal trend identification, editorial optimization



Revenue Teams


	Pain points: Low subscription revenue, poor ad performance, difficulty monetizing content

	PostHog solutions: Subscription optimization, ad performance tracking, monetization strategy insights



Key metrics & PostHog

Engagement Rate

Importance: Measures how actively users are interacting with content beyond just viewing it (e.g., likes, shares, comments, time spent). It's a key indicator of content quality and audience resonance. High engagement suggests that the content is valuable, which is crucial for building a loyal audience and driving retention.

PostHog approach: Track engagement events like content_viewed, time_spent_on_page, video_played_to_75%, and article_shared. Use properties to segment by content type and user segment. A custom "engagement score" can be created using formulas in PostHog to weigh different interactions. Cohort analysis can track how engagement evolves for different user groups. Non-technical editors can use dashboards to see which articles are most engaging to inform their content strategy.

Content Performance

Importance: Provides a holistic view of how individual pieces of content contribute to business goals, from views to conversions. Understanding what content performs well is essential for optimizing content strategy, allocating production resources effectively, and maximizing the ROI of content creation.

PostHog approach: Track the content lifecycle with events like content_published, content_viewed, and content_shared, enriched with properties like category, author, and format. Use correlation analysis to identify the attributes of successful content (e.g., "how-to" articles over 1500 words drive the most shares). Dashboards can rank content by performance, and alerts can notify teams when a piece of content starts trending. Non-technical content teams can use these insights to double down on what works.

User Retention

Importance: Measures the percentage of users who return to the platform over time. For media companies, retention is the lifeblood of the business, as it's far more cost-effective than acquisition. High retention indicates that users find ongoing value in the content, which is key for long-term growth and subscription revenue.

PostHog approach: Track retention by monitoring user_returned or session_started events. Use PostHog's retention cohorts to analyze how retention differs by acquisition source or first content consumed. Correlation analysis can identify behaviors (e.g., subscribing to a newsletter) that are leading indicators of retention. Churn prediction models can help proactively identify at-risk users. Non-technical marketers can use cohorts to understand the long-term value of users from different campaigns.

Ad Revenue

Importance: For ad-supported media companies, this metric directly measures financial performance. Optimizing ad revenue involves balancing user experience with monetization, making it crucial to track metrics like impressions, click-through rates (CTR), and revenue per user.

PostHog approach: Track ad-related events like ad_impression, ad_click, and ad_revenue_generated. Use properties to segment by ad type, placement, and user segment. A/B test different ad placements and formats to see what generates the most revenue without harming engagement. Dashboards can monitor ad performance in real-time, and alerts can flag underperforming ad units. Non-technical revenue teams can use these dashboards to track progress against revenue goals.

Subscription Metrics

Importance: For subscription-based media companies, metrics like conversion rate, subscriber LTV, and churn are the ultimate measure of business health. They track the ability to convert casual readers into paying subscribers and retain them, directly reflecting the perceived value of the premium offering.

PostHog approach: Track the entire subscription funnel with events like paywall_hit, subscription_started, subscription_renewed, and subscription_cancelled. Use funnel analysis to identify drop-off points in the conversion process and properties like plan type to segment subscribers. Cohort analysis is essential for tracking subscriber LTV and churn over time. Non-technical product managers can use funnels to optimize the checkout flow and A/B test different paywall strategies.





  65. Who we do business with

  Source: https://posthog.com/handbook/growth/sales/who-we-do-business-with

  
  We firmly adhere to laws in countries where we do business, and welcome everyone abiding by those legal restrictions to be our customers - paid or free, in all but a few very exceptional circumstances:


	The customer is engaging in illegal or unlawful behavior.

	The customer is encouraging violence or discriminating against legally protected groups.



In these cases, we may choose not to do business with the customer.

Sanctioned countries and companies

US laws mean we may also be prohibited from working with certain companies, due to ongoing US sanctions. In this case we do not have discretion - we are banned from working with these companies entirely.

If you need to check if a particular company appears on a US sanctions list, you can use the US Treasury's Sanction Search. In particular, you should be mindful of companies that sign up which are based in the following territories:


	Balkans

	Belarus

	Burundi

	Central African Republic

	Crimea

	Democratic Republic of the Congo

	Iraq

	Libya

	Lebanon

	Myanmar (formerly Burma)

	Russia

	Sudan

	South Sudan

	Somalia

	Ukraine

	Venezuela

	Yemen

	Zimbabwe



US sanctions mean that we are not allowed to offer services at all to _any_ companies based in:


	Cuba

	Iran

	North Korea

	Syria



Update for June 2024 US sanctions against Russia

In June 2024, the US Treasury's Office of Foreign Asset Control issued updated sanctions against Russia which prohibit the sale or supply of services to individuals or organizations in Russia. The sanctions take effect on September 10, 2024 and continue indefinitely.

We must comply with these sanctions, so in August 2024 we contacted impacted individuals to let them know we would make the following changes on September 9th, 2024:


	We no longer accept any payments from individuals or organizations based in Russia

	We block access to PostHog for all individuals in Russia, based on their IP

	We terminated paid accounts with all customers located in Russia



There are some exemptions to the sanctions including any service to any entity located in the Russian Federation that is owned or controlled, directly or indirectly, by a U.S. person.

If a customer believes they've been incorrectly impacted by our response to these sanctions, or have further questions about them, ask them to contact sales@posthog.com so we can investigate.


Checking whether we can do business with a customer

If you work in Sales, CS & Onboarding, or Support and are not sure if we are able to work with a customer you are dealing with, ask in #legal and one of the team will be able to let you know either way. For the most part, these edge cases are to do with customers attempting to work around sanctions in their country, though other edge cases can also occur.

Customers who track adult or other potentially offensive content aren't automatically excluded - we have content warnings set up in Zendesk for them. If you are working with their account more regularly as part of the Sales or CS & Onboarding teams, we also recommend that you avoid logging in as them, and that you provide any training using demo data.





  66. Why buy PostHog

  Source: https://posthog.com/handbook/growth/sales/why-buy-posthog

  
  AKA our Value Proposition, these are some of the things we've found useful to share when chatting to customers about why PostHog is different and better than our competitors. As a company, the primary user persona we are building for are Product Engineers, so we focus on them first. We then provide messaging for the other roles we may encounter in an inbound sales cycle, and still want to be successful when selling to them.

Product Engineers

One-liner

We help you debug and ship your product faster.


Summary

By integrating PostHog into your app, you’ll be able to track and diagnose errors, roll out and test new features and gain a better understanding of your user behavior.  With that greater understanding, you'll then be able to take action on it and respond to your user needs quickly and effectively.  Getting all of these capabilities through one SDK means you reduce the overhead of maintaining your app and can focus on shipping your product.

Use cases


	Automated error tracking for front and back end, coupled with other capabilities like product analytics and session replay lets you understand where the biggest issues are in your app, see them happening in real time and then diagnose and fix them.

	Target new features at a segment of your user base, see them experiencing them in real time and get feedback via surveys on what’s working and what’s not.

	Test out new features by splitting old and new experiences between users - PostHog’s statistical model will help you understand which variant of a feature to choose and then safely roll that out to all of your users.

	Understand and debug how your users consume AI in your product and monitor performance and cost when using different models.

	Respond to churn by triggering a survey when a subscription is canceled to understand what went wrong for them and how you can improve your product.



Product Managers

One-liner

Self-serve analytics without needing to ask your engineers or data team for help.


Summary

After your engineers integrate the PostHog SDK, you’ll be able to self-serve analytics without asking your data team for insights.  We automatically track user interactions with your app and then let you tag key events for use in analytics.  You’ll also be able to navigate from the data to individual user interactions to see how users interact with your app and make informed product decisions, and then finally use behavioral triggers to send feedback surveys and more all without engineering effort.

Use cases


	Create trends, funnels and other insights without asking your engineers to instrument events.  We automatically track pageviews, clicks, rageclicks etc and then make it easy to visualize these with insights Product Managers will be familiar with.

	Easily uncover user friction by following the drop-offs in a funnel to replays to understand what the user experiences.  Surface any errors to your engineering team via issue assignment to get your user problems solved quickly.

	Enrich your product data with revenue and other data to gain a deeper understanding of what drives revenue growth in your product.  It’s only a few clicks to integrate most data sources and then you’ll be able to enrich your user data with additional metrics without a data team.  We do the heavy lifting for you.

	Ask questions of your product - We create the insights for you, all you need to do is ask PostHog AI questions about your product.

	Respond to churn by triggering a survey when a subscription is canceled to understand what went wrong for them.

	Create event-driven workflows to automatically reach out to customers who hit a certain point in your product journey.



Marketing

One-liner

A familiar analytics experience with all of the integrations you need to decide where to focus your marketing efforts.


Summary

By deploying our simple JavaScript snippet on your website you’ll capture all of the data you need to measure channel performance, and then visualize that data in a familiar format without any additional report writing.  Optionally hook up Stripe or other revenue sources to measure revenue attribution.

Use cases


	Replace Google Analytics to get a view on your marketing data which is familiar to experienced marketers.  Recent updates to GA4 have not sat well with that persona so folks are looking for something more familiar.

	Define conversion funnels to understand which content drives your users to sign up to your product.

	View aggregated page engagement with heatmaps and scroll depth tracking understanding what’s popular in your content.

	Ad platform connection provides pre-built insights to help you understand your campaign performance and associated costs.



Data Engineers

One-liner

A complete developer platform which fits into your existing data stack.


Summary

Using PostHog's CDP lets you aggregate data from multiple technologies and platforms.  It takes a few clicks to set up exports of that data to your data warehouse, and your product and engineering teams can self-serve their own analytics from within PostHog.

Use cases


	Aggregate your user and error data from web and mobile apps, backend systems, ad platforms and others into your data warehouse via our simple to set up batch exports.  Avoid needing to set up ETL jobs from disparate sources and figuring out APIs.

	Let your engineers and product team self-serve analytics and error tracking from within a familiar platform.



General talking points for all roles


	By having all of the products you need in one place, you reduce the burden of navigating and paying for different tools on all of your teams.

	We only build products which we know people use today already (e.g. have product market fit) but provide them in an integrated and cost-effective manner.

	Analytics is an after-the-fact passive activity, but your events in PostHog can be so much more than that. You can use PostHog events to react to customer behaviors, without investing engineering time to make those workflows.

	Our usage-based pricing means that you’ll only pay for what you use and have full control of those costs, unlike opaque software contracts, where the prices go up every year with zero innovation attached.

	Plus, the way we do sales is different.



Per-product sales enablement

The product marketing team has created sales enablement materials, covering some product information and general objection handling for specific products. These exist as Google Docs as they are living documents, but are listed below.


	Managed data warehouse (DuckDB)



If there are additional products you'd like to see this sort of material for, let the team know in the #team-marketing Slack channel.





  67. AI/LLM Observability

  Source: https://posthog.com/handbook/growth/use-case-selling/ai-llm-observability

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is the job to be done?

	What PostHog products are relevant?

	Adoption path and expansion path

	Entry point

	Primary expansion path

	Alternate expansion paths

	Business impact of solving the problem

	Personas to target



  What is the job to be done?

"Help me understand how my AI features perform, what they cost, and how users interact with them."


	Track model performance: latency, cost per query, token usage, error rates across providers and models

	Evaluate AI output quality and detect regressions after prompt or model changes

	Understand how users actually interact with AI-generated output (not just whether the model responded)

	A/B test prompts, models, and parameters against real user behavior metrics, not just model-level metrics

	Monitor cost attribution by user, organization, or feature so you know where your OpenAI bill is going

	Catch model failures, hallucinations, and timeouts alongside traditional application errors



This is the fastest growing segment of our customer base. AI-native companies are adopting PostHog at a high rate, but often only for LLM Observability or only for Product Analytics. The cross-sell opportunity is significant because AI products have unique observability needs that span multiple PostHog products.

The buyer persona is distinct: AI engineers care about model-level metrics (latency, cost, token usage, accuracy) first, user-level analytics second. Leading with the AI story opens the door to everything else.

What PostHog products are relevant?


	LLM Observability (core) — Model performance, cost tracking, latency monitoring. Trace individual LLM calls with inputs, outputs, token counts, latency, and cost. Aggregate views by model, provider, feature, user, or organization.

	AI Evals — Score and evaluate AI outputs, proactively surface quality issues and user struggles. Run automated evaluations after prompt or model changes to catch regressions that look "fine" from an error rate perspective but degrade user experience. This is a bridge product: its primary home is AI/LLM Obs, but it unlocks value in Product Intelligence (surface where users struggle based on output quality) and Release Engineering (catch quality regressions after prompt/model changes).

	Product Analytics — User behavior around AI features. How do users interact with AI-generated output? Do they accept suggestions, reject them, regenerate? Which users/organizations drive the most AI usage (and cost)? Funnels and retention for AI-powered flows.

	Experiments — A/B test prompts, models, and parameters against real user behavior metrics. "Does GPT-4o produce better outcomes than Claude for this use case?" measured not by model benchmarks but by user conversion, retention, and satisfaction.

	Error Tracking — Catch model failures, hallucinations (if detectable), timeouts, rate limit errors. Traditional error tracking applied to the AI layer. When combined with LLM Observability, you get both the exception and the model-level context.

	Session Replay — See the user experience of AI features. Watch how users interact with AI-generated content: do they read it? Copy it? Regenerate? Leave? This qualitative layer is especially valuable because AI feature UX is hard to quantify with events alone.

	PostHog AI — Query model performance data in natural language. "Which prompts have the highest latency and cost?" or "Show me the error rate by model this week." Useful for AI engineers who want fast answers about their own AI infrastructure. (Example prompts)



Adoption path and expansion path

Entry point

Usually LLM Observability or Product Analytics. Two common patterns:


	Model-first: AI engineer wants to understand model performance: latency, cost, token usage. They start with LLM Observability for tracing and cost attribution, then realize they need to understand how users interact with the output (Product Analytics), whether the output is actually good (AI Evals), and how to test improvements (Experiments).

	Product-first: AI product team is building a product with AI features and starts with Product Analytics to track user behavior. They realize they need model-level metrics alongside user metrics, which pulls in LLM Observability. From there, they want to evaluate quality (AI Evals) and test prompt/model changes (Experiments).



Primary expansion path

LLM Observability → + AI Evals → + Product Analytics (user behavior) → + Experiments (prompt/model testing) → + Error Tracking → + Session Replay

The logic of each step:


	LLM Observability → AI Evals: They can see model performance metrics (latency, cost, tokens). They need to know if the output is actually good. Evals score quality and detect regressions after changes.

	AI Evals → Product Analytics: They know the model is performing well technically. But are users actually getting value from the AI features? Product Analytics tracks how users interact with AI output: acceptance rates, regeneration rates, downstream conversion.

	Product Analytics → Experiments: They've identified differences in AI feature performance. Now they want to test improvements: different prompts, different models, different parameters. Experiments lets them A/B test with real user behavior as the success metric, not just model benchmarks.

	Experiments → Error Tracking: They're iterating on AI features. Error Tracking catches model failures, rate limit errors, and timeouts. Combined with LLM Observability, they get the full picture: exception + model context.

	Error Tracking → Session Replay: They're catching errors and measuring metrics. Session Replay shows them how users experience AI features, especially in ambiguous cases where the model didn't error but the output wasn't helpful.



Alternate expansion paths

Starting from Product Analytics: An AI product team already using PostHog for product analytics. They add LLM Observability to get model-level metrics alongside their user behavior data. From there, AI Evals and Experiments are natural adds.

Starting from Error Tracking: Team catching model failures with Error Tracking. They realize traditional error tracking misses quality regressions (model responds but with worse output). AI Evals fills this gap, pulling in LLM Observability for the full model-level context.

Business impact of solving the problem

AI-native companies are the fastest growing customer segment. Getting in early with LLM Observability means PostHog becomes the default platform as these companies scale. AI-native startups that adopt PostHog at seed stage often grow into significant accounts.

The cross-sell opportunity is uniquely strong. AI products sit at the intersection of multiple PostHog use cases: model observability (AI/LLM Obs), user behavior analytics (Product Intelligence), release management for prompt/model changes (Release Engineering), and error tracking for model failures (Observability). One AI customer can reasonably adopt products from 4+ use cases.

No one else has this combination. Langfuse and Helicone do LLM tracing. Amplitude does product analytics. Sentry does error tracking. No one connects model performance → output quality → user behavior → business outcomes in one platform. That's PostHog's pitch.

AI Evals is the bridge product. For any account building AI features, AI Evals connects AI/LLM Observability to Product Intelligence (are users struggling based on output quality?) and Release Engineering (did a prompt change cause a quality regression?). It's a natural entry point into multiple use cases from a single product.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | AI Engineer | ML Engineer, AI Engineer, Applied AI | Model performance, cost optimization, latency, quality | "Can I see cost per query by model, trace individual calls, and detect quality regressions?" | | AI Product Manager | AI PM, Product Lead (AI features) | User experience of AI features, adoption rates, business impact | "Can I see how users interact with our AI features and whether they drive retention?" | | AI Founder | Founder, CTO at AI-native startup | All of the above. Cost control. Speed. Not paying for 5 tools. | "How fast can I set this up and how much does it replace?" | | AI Product Engineer | Full-stack engineer building AI features | Instrumentation, debugging, prompt iteration cycle time | "How easy is it to instrument? Can I see trace-level detail for debugging?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | LLM Observability is active | Product usage data | AI/LLM Obs use case is live. Full expansion path available. | | Company tags include "AI" or "LLM" or "ML" | Company info / tags | AI-native or AI-building company. This use case is likely relevant even if they haven't adopted LLM Observability yet. | | High Product Analytics usage + AI company | Product usage + company type | They're using analytics but haven't connected model-level metrics. LLM Observability is the add. | | Customer mentions Langfuse, Helicone, or "LLM costs" in notes | Vitally notes / conversations | Direct signal. They're thinking about AI observability and may be using a competitor or building it in-house. |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | LLM-related custom events (e.g., llm_generation, ai_response) | Event property explorer | They're tracking AI events in Product Analytics. LLM Observability would give them model-level detail. | | High LLM Observability trace volume | Product usage metrics | Active AI instrumentation. Ripe for AI Evals and Experiments. | | Experiments on AI-related features | Experiments list | They're already A/B testing AI features. Validate they're using LLM Obs for model-level measurement. | | Error Tracking exceptions from AI/model code | Error tracking events | Model failures are happening. LLM Observability gives context beyond the stack trace. |

Command of the Message

Discovery questions


	What AI/LLM features are you building? How central are they to your product?

	How do you track model performance today? Cost, latency, token usage — where does that data live?

	When you change a prompt or switch models, how do you know the output quality held up?

	Can you tell which users or organizations are driving the most AI cost?

	How do you decide whether to use GPT-4o vs. Claude vs. a smaller model for a given feature? Is that data-driven or gut feel?

	When your AI feature produces a bad output, how do you find out? User complaint? Manual testing?

	Do you A/B test different prompts or models? How do you measure success — model benchmarks or actual user behavior?

	How do users interact with AI-generated output in your product? Do you track acceptance rates, regeneration, or downstream actions?



Negative consequences (of not solving this)


	AI costs grow unchecked because there's no visibility into cost per query by user, feature, or model

	Prompt or model changes degrade output quality but nobody notices until users complain

	Model-level metrics (latency, tokens) are tracked separately from user behavior, so the team can't answer "are users actually getting value from the AI feature?"

	A/B testing prompts or models relies on model benchmarks, not real user outcomes, leading to optimizations that don't translate to business results

	AI failures (timeouts, rate limits, hallucinations) are caught ad hoc instead of systematically



Desired state


	One platform for model performance, output quality, user behavior, and business outcomes

	Cost attribution by user, organization, and feature so the team knows where the AI budget goes

	Automated quality evaluation after every prompt or model change

	A/B testing of prompts and models measured against real user behavior, not just model benchmarks

	AI errors caught proactively alongside traditional application errors

	The full picture: model trace → output quality score → user interaction → business outcome, all connected



Positive outcomes


	AI costs decrease through visibility and optimization (knowing which models/prompts to use where)

	Quality regressions caught before they reach users at scale

	Faster AI iteration cycle: change a prompt, evaluate quality, measure user impact, all in one tool

	Better model selection decisions based on user outcomes, not just model benchmarks

	Consolidation of AI observability (Langfuse/Helicone) with product analytics and error tracking into one platform



Success metrics

Customer-facing:


	AI feature usage and adoption rates improve (users get more value from AI output)

	AI costs per unit of value decrease (better model selection, prompt optimization)

	Quality regression detection time decreases (evals catch issues faster)

	Prompt/model experiment velocity increases



TAM-facing:


	Customer expands from LLM Obs-only to multi-product (Product Analytics, Experiments, Error Tracking)

	AI Evals adoption grows (quality evaluation is active, not just tracing)

	Experiment count on AI features increases

	Non-AI products start being adopted (Session Replay, Feature Flags) as the broader platform becomes familiar



Competitive positioning

Our positioning


	Model performance + user behavior in one platform. Langfuse traces your LLM calls. PostHog traces your LLM calls AND shows you how users interact with the output AND lets you A/B test improvements AND catches errors. No one else connects the full stack.

	Real user outcomes, not just model metrics. Other AI observability tools optimize for model performance (latency, cost, perplexity). PostHog lets you optimize for user outcomes: did the user accept the suggestion? Did they convert? Did they come back?

	Experiments on prompts/models measured by business metrics. A/B test GPT-4o vs. Claude measured not by BLEU score but by user conversion and retention. This is what actually matters for AI product decisions.

	AI observability + traditional observability. Error Tracking catches model failures. Session Replay shows the user experience. Product Analytics measures business impact. It's one platform, not AI observability siloed from everything else.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | Langfuse | Open-source LLM tracing, prompt management, evals | Broader platform (product analytics, experiments, replay, error tracking); user behavior metrics; not just model metrics | More mature LLM-specific features; open-source community; purpose-built prompt management | | Helicone | LLM request logging, cost tracking, caching | Broader platform; user behavior connection; experiments; not a single-purpose tool | Simpler to set up for basic LLM logging; built-in caching/rate limiting features | | Braintrust | LLM evals, logging, prompt playground | Broader platform; user behavior metrics; production monitoring not just offline evals | More mature eval framework; better prompt playground and iteration workflow | | Datadog LLM Monitoring | LLM tracing as part of broader APM | Product analytics integration; user behavior; better pricing for AI-native startups | Full APM stack; enterprise-grade; part of existing Datadog deployment for bigger companies |

Honest assessment: Our strongest position is with AI-native startups and teams building AI features inside existing products. The pitch is "one platform for everything" instead of Langfuse + Amplitude + Sentry + a flag tool. We're weaker against teams that want the deepest possible LLM-specific tooling (Langfuse's prompt management and eval framework are more mature). We're also weaker against enterprise teams already embedded in Datadog. Our sweet spot is AI teams that want model performance connected to user outcomes in one place, without managing 4 vendors.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | LLM Observability feature set is newer than Langfuse | Teams expecting Langfuse-level prompt management and eval detail may find gaps | Be honest about maturity. Position the breadth of the platform (analytics, experiments, replay) as the differentiator. Langfuse is great for pure LLM tracing; PostHog is better when you also need to understand user behavior and business impact. | | AI Evals may not support all evaluation frameworks | Teams with custom eval pipelines may want more flexibility | Check current eval capabilities. For custom frameworks, PostHog's API and data warehouse can integrate with existing eval pipelines. | | Session Replay for AI chat interfaces can be noisy | Chat-based AI products generate a lot of replay data per session | Configure sampling rules. Focus replay viewing on sessions with error events or low AI quality scores. |

Getting a customer started

What does an evaluation look like?


	Scope: Instrument their primary AI feature with LLM Observability tracing. Set up cost attribution by model and feature. If they have a prompt change planned, set up AI Evals before and after.

	Timeline: 1 to 3 days to start capturing LLM traces. 1 to 2 weeks for meaningful cost and performance data. Eval comparisons depend on the change cycle.

	Success criteria: Can you see cost per query by model? Can you trace individual LLM calls with inputs and outputs? Can you detect a quality regression after a prompt change?

	PostHog investment: LLM Observability free tier covers 100K events/month. Product Analytics free tier covers 1M events. Experiments are included with Feature Flags.

	Key requirement: They need to instrument their LLM calls using the PostHog SDK or API. See the AI Engineering docs for integration guides by framework.



Onboarding checklist


	[ ] Instrument primary AI feature with LLM Observability tracing

	[ ] Verify traces are capturing: model, inputs, outputs, token counts, latency, cost

	[ ] Set up a cost attribution dashboard: cost by model, by feature, by user/organization

	[ ] Configure AI Evals for output quality scoring on the primary AI feature

	[ ] Build a "Model Health" dashboard: latency, cost, error rates, quality scores

	[ ] Enable Error Tracking for model failures, timeouts, and rate limit errors

	[ ] Set up Product Analytics tracking for AI feature user interactions (accept, reject, regenerate, downstream actions)

	[ ] Enable Session Replay to watch how users interact with AI output

	[ ] Plan first Experiment on an AI feature: different prompt, different model, or different parameter



Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | LLM Observability only | AI Evals | They can see model metrics but don't know if the output is actually good | "You can see your model's latency and cost. But do you know if the quality held up after your last prompt change?" | | LLM Obs + AI Evals | Product Analytics | They know model performance and quality. They don't know how users interact with the output. | "Your model is fast and the quality is high. But are users actually accepting the suggestions and converting?" | | LLM Obs + Product Analytics | Experiments | They see model metrics and user behavior. They want to improve. | "You can see GPT-4o costs more but users seem to prefer it. Want to run a proper A/B test to quantify the difference?" | | AI feature releasing changes | Release Engineering (Feature Flags) | They're changing prompts/models and want controlled rollout | "When you change your prompt, do you ship to everyone at once? Feature flags let you roll out to 5% first and measure before going wide." | | AI features in PostHog | Product Intelligence (for the product team) | AI team is in PostHog. The broader product team should be too. | "Your AI team uses PostHog for model metrics. Has the product team seen what they can do with funnels and retention for non-AI features?" | | Error Tracking for AI errors | Observability (full stack) | They're catching AI errors but not traditional application errors | "You're tracking model failures. Are you also catching the non-AI exceptions? Error Tracking works for your entire stack." |

Internal resources


	LLM Observability docs: AI Engineering

	Product Analytics docs: Product Analytics · Funnels · Retention

	Experiments docs: Experiments

	Error Tracking docs: Error Tracking

	Session Replay docs: Session Replay

	PostHog AI docs: Enable PostHog AI · Example prompts

	Competitive battlecard: To be added: Langfuse / Helicone competitive positioning



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | "You need to understand your model costs, catch quality regressions, and see how users interact with your AI features, all without hiring a data team or buying 4 tools." Speed and simplicity. One platform. | LLM Observability, AI Evals, Product Analytics, PostHog AI | Founder, AI engineer, founding PM | | AI Native — Scaled | "You're scaling AI features across your product. You need cost attribution by team/feature, automated quality evaluation, prompt/model experimentation, and the ability to connect model performance to business outcomes." | LLM Observability, AI Evals, Product Analytics, Experiments, Error Tracking, Session Replay | Head of AI/ML, AI PM, VP Eng | | Cloud Native — Any (building AI features) | "You're adding AI features to an existing product. PostHog already tracks your users. Now connect model performance to user behavior so you can optimize the AI experience alongside everything else." The pitch here is extending their existing PostHog usage, not adopting a new tool. | LLM Observability, AI Evals (added to existing PostHog stack) | Engineering team building the AI feature, PM who owns the AI feature |





  68. Customer Experience

  Source: https://posthog.com/handbook/growth/use-case-selling/customer-experience

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is the job to be done?

	What PostHog products are relevant?

	Adoption path and expansion path

	Entry point

	Primary expansion path

	Alternate expansion paths

	Business impact of solving the problem

	Personas to target



  What is the job to be done?

"When a customer runs into an issue, we're able to quickly understand exactly what happened, identify the problem, and verify a fix, without bouncing between multiple tools or wasting engineering time trying to reproduce it."


	Build a repeatable debugging workflow where support, product, and engineering share the same context

	Give support teams the ability to see what actually happened, not just what the user reported

	Connect technical debugging (errors, logs) to user behavior (replay, analytics) and satisfaction signals (NPS, CSAT)

	Trace AI-powered workflows end to end when things go wrong



Most companies don't have a customer experience system. They have tickets in one place, errors in another, logs somewhere else, analytics owned by product, and engineers manually trying to reproduce bugs. The goal of this use case is to help a company build a unified debugging workflow where support, product, and engineering share the same context.

What PostHog products are relevant?


	Product Analytics (core) — Understand what a user was trying to do before something broke. Identify patterns in drop-offs, error frequency, and issue clustering across users or accounts.

	Session Replay — See exactly what the user did, not what they think they did. Capture console logs and network calls alongside the visual recording. The single most impactful product for support and debugging workflows.

	Error Tracking — Capture frontend and backend exceptions tied to users and releases. See whether other users have been experiencing the same issue. Structured, queryable error data instead of ad hoc log searches.

	Group Analytics + Person Profiles — Give support and CS a clean, holistic view of a user or account. See all events, replays, errors, and properties for a specific person or organization.

	Logging beta — Inspect structured backend logs connected to the same user session. When replay and error tracking show what happened on the frontend, logs show what happened on the server.

	LLM Observability — See prompts, outputs, latency, and token usage for AI-powered workflows. When an AI feature misbehaves, trace it back to the specific generation.

	Surveys — Capture frustration signals (NPS, CSAT) and tie them directly to broken flows. When someone leaves a low score, you can click through to their session and see what went wrong.

	Experiments — Validate that fixes actually improved the experience. After resolving a class of issues, measure whether user satisfaction and completion rates improved.



Adoption path and expansion path

Entry point

Usually Session Replay or Product Analytics. Common entry scenarios:


	"We can't reproduce bugs": Support needs to see what happened instead of relying on screenshots and user descriptions. Session Replay is the direct answer.

	"Something is breaking but we don't know why": Product notices drop-offs or support volume spikes and needs visibility into what's causing them. Product Analytics surfaces the pattern, Session Replay provides the detail.



Primary expansion path

Product Analytics → + Session Replay → + Error Tracking → + Logs / LLM Observability → + Surveys

The logic of each step:


	Product Analytics → Session Replay: They know what happened (drop-offs, error rates). They need to see why. Session Replay provides the qualitative context behind the quantitative signal.

	Session Replay → Error Tracking: Seeing something break visually isn't enough. They want structured, queryable errors tied to users and releases. Error Tracking makes debugging systematic instead of ad hoc.

	Error Tracking → Logs / LLM Observability: Now they want to see what happened server-side or inside AI workflows. Logs provide backend context. LLM Observability traces AI-specific issues (hallucinations, prompt regressions, latency spikes).

	Logs / LLM Observability → Surveys: After stabilizing debugging, they want a simple way to detect frustration and measure whether reliability improvements are being felt by users. Surveys close the feedback loop.



This expansion happens naturally because each step removes a layer of uncertainty.

Alternate expansion paths

Starting from Session Replay as a replacement for another session recording tool. They adopt Session Replay to replace Hotjar, FullStory, or LogRocket. Expand by introducing autocapture (Product Analytics), Error Tracking for structured bug data, and Group Analytics for account-level views.

Business impact of solving the problem

Engineering time savings. If bug reproduction drops from 2 hours to 30-60 minutes, teams get fewer context switches, fewer escalations, and more roadmap velocity. Even modest improvements here can easily justify the cost of the entire PostHog contract.

Escalation reduction. When support can view replay, check errors, and inspect logs, they resolve more issues without pulling in engineering. That means the roadmap doesn't stall and customer response times improve.

Revenue protection. When enterprise customers report issues, speed and clarity matter. Being able to say "here's exactly what happened and here's the fix" builds trust. Slow, unclear debugging erodes it.

AI risk mitigation. For AI-powered products, LLM Observability catches the things that would otherwise go unnoticed: hallucinations that are hard to trace, prompt regressions, and latency spikes. Without it, product credibility degrades quietly.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | | --- | --- | --- | --- | | Support Leader | Head of Support, Support Ops | Faster resolution, fewer escalations | MTTR, escalation rate | | Engineering Lead | EM, Staff Eng | Reproducible bugs, fewer interruptions | Debugging time, context switches | | Product Manager | PM, Product Lead | Understanding friction, user-reported issues | Drop-off rates, issue frequency | | AI Lead | Head of AI, Applied AI Eng | Model reliability, output quality | Output quality, latency, trace coverage | | CS Leader | VP CS, Head of CS | Customer trust, proactive issue resolution | NPS trends tied to product issues |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | | --- | --- | --- | | Users with a support title | User list in Vitally | They're already bringing support folks into PostHog. CX workflow is emerging organically. | | High session replay spend / volume | Product spend breakdown, usage metrics | They're investing heavily in replay. This use case helps them get more value from that spend by connecting replay to errors, logs, and surveys. | | High support ticket volume | vitally.custom.supportTickets | They're dealing with a lot of customer issues. PostHog can help them debug faster. | | Multiple user roles in PostHog (eng + support + product) | User list, admin emails | Cross-functional usage signals that CX workflows are already forming. |

PostHog usage signals

| Signal | How to Check | What It Means | | --- | --- | --- | | Session Replay filtered by error events | Replay usage patterns | They're connecting replay to debugging. The CX workflow is clicking. | | Person profile lookups increasing | Product Analytics usage | Support or CS is investigating individual users. Group Analytics could formalize this. | | Error Tracking adoption alongside replay | Product spend data | They're building the debugging stack. Logs and surveys are natural next steps. | | Console log / network tab usage in replays | Replay engagement metrics | They're using replay for technical debugging, not just UX review. Strong CX signal. |

Health score implications


	Event volume: Should stay relatively similar (this use case doesn't fundamentally change event instrumentation)

	User engagement: More users spending more time in PostHog (support, CS, and product teams joining engineering)

	Product count: Should drive adoption of Error Tracking, Group Analytics, Logs, Surveys, and more



Command of the Message

Discovery questions


	How do you currently investigate a reported issue? Walk me through the workflow.

	How long does it take to reproduce a bug reported by a customer?

	How many tools do you open to debug one ticket?

	Can support see backend errors or do they escalate everything to engineering?

	Can you trace an AI output back to its prompt and context?

	When someone leaves a low NPS score, can you see what went wrong in their session?

	How do you confirm that a fix actually worked for the users who were affected?



Negative consequences (of not solving this)


	Engineering time wasted on reproduction instead of shipping

	Constant escalations and interruptions from support to engineering

	Enterprise deals slowed or lost due to reliability concerns and slow issue resolution

	AI features degrading silently with no visibility into output quality

	Customer frustration that shows up only at churn, not when it's actionable



Desired state


	Support shares one link (replay + errors + logs) and engineering has full context in seconds

	Engineers see replay + errors + logs without switching tools or asking "can you try that again?"

	AI output is traceable end to end: prompt, context, output, user reaction

	Fixes are validated against real user behavior, not just "it works on my machine"

	Frustration signals (low NPS, rage clicks) are visible immediately and tied to specific sessions

	Debugging becomes fast, predictable, and systematized



Positive outcomes


	30-70% reduction in debugging time (reproduction to resolution)

	Fewer escalations from support to engineering

	More roadmap velocity (engineering spends time building, not debugging)

	Higher customer trust through faster, more transparent issue resolution

	Clear signal when users are frustrated, tied to exactly what went wrong



Success metrics

Customer-facing:


	CSAT/NPS improvement tied to faster issue resolution

	Mean time to resolution (MTTR) decrease

	Reduction in support-to-engineering escalation rate



TAM-facing:


	More active users in PostHog (support, CS, product teams joining engineering)

	Multi-product adoption growth (Session Replay + Error Tracking + Logs + Surveys)

	Session Replay usage increasing as debugging workflows mature



Competitive positioning

Our positioning


	Unified visibility stack. Behavior, replay, errors, logs, AI observability, and surveys tied to the same user. Click from an NPS score to a session replay to an error to a log line. No other platform connects all of these.

	Developer-first tooling. Built for teams that want control, not black-box dashboards. HogQL, API access, and transparent data model.

	Consolidation play. Replace multiple tools (Hotjar + Sentry + separate logging + survey tool) and cut integration overhead. One SDK, one data model, one platform.



Where we are strongest: We win when teams want behavioral and technical context in one place, engineering and product collaborate closely, AI is part of the product, and speed and simplicity matter more than enterprise ceremony.

Where we are weaker: We're not the right fit when deep distributed tracing or advanced APM is required, enterprise ITSM workflows (ServiceNow, Jira Service Management) dominate the support stack, or security policies prohibit session replay. In those cases, we complement rather than replace.

Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | | --- | --- | --- | --- | | FullStory | Session replay + digital experience analytics | Error tracking, logs, AI observability, experiments all in one platform; developer-first; better pricing | More mature DXP features; enterprise CX tooling; dedicated support workflow integrations | | LogRocket | Session replay + error tracking + performance monitoring | Broader product suite (analytics, flags, experiments, surveys); AI observability; consolidation story | Purpose-built for debugging workflows; tighter Jira/Zendesk integrations out of the box | | Hotjar | Session replay + heatmaps + surveys | Full analytics platform; error tracking; feature flags; engineering-grade tooling | Simpler UX for non-technical users; lower barrier to entry for marketing/UX teams | | Sentry | Error tracking + performance monitoring + session replay | Deeper product analytics; session replay tied to behavior data; AI observability; surveys | More mature error tracking; broader language/framework support; larger install base | | Datadog | Full observability: APM, logs, metrics, errors, RUM | Product analytics integration; session replay depth; significantly cheaper | Complete observability stack (APM, traces, metrics); enterprise-grade; massive ecosystem |

Honest assessment: Our strongest position is against teams already using PostHog for analytics or feature flags who are paying separately for a replay/debugging tool. The consolidation pitch is concrete and saves money. We're weaker against teams with deeply embedded ITSM workflows (ServiceNow, PagerDuty integrations) or teams that need enterprise-grade distributed tracing. Our sweet spot is product-led companies where engineering, product, and support are closely aligned and want one platform for the full debugging loop.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | | --- | --- | --- | | No native ticketing system integration | Support teams using Zendesk/Intercom can't auto-link replays to tickets | Share replay URLs manually in tickets. Data Pipelines can push events to external tools. Webhook integrations available for some platforms. | | Logging is beta | Teams expecting production-grade centralized logging may find gaps | Set expectations on maturity. For teams with existing logging (ELK, Papertrail), PostHog logging complements rather than replaces initially. | | Session replay privacy controls require configuration | Sensitive data in replays may block adoption for regulated industries | PostHog has extensive privacy controls including masking, blocking, and network payload filtering. Requires upfront configuration. | | Distributed tracing is alpha; no full APM | Can't fully replace backend performance monitoring for complex microservice architectures | Be honest about the roadmap. Distributed tracing is in alpha (usable today, still maturing). Position PostHog as the user-facing debugging layer. Heavy backend APM stays in their existing tool (Datadog, New Relic) for now. | | Mobile replay limitations | Mobile session replay is newer and less mature than web | Check mobile replay docs for current platform support. Set expectations on feature parity with web replay. |

Exceptions / edge cases:


	Healthcare/regulated with strict PHI requirements: Session replay may require significant masking configuration or may not be feasible. Recommend focusing on Error Tracking + Logs + Analytics without replay, or ensure their compliance team reviews PostHog's privacy controls and HIPAA BAA (available with Boost package).

	Large enterprise with ServiceNow-centric workflows: If their entire support operation routes through ServiceNow with complex escalation rules, PostHog is a complement (providing the debugging context), not a replacement for their ITSM platform.



Getting a customer started

What does an evaluation look like?


	Scope: Enable Session Replay on their primary application. Connect Error Tracking. Set up Person Profiles so support can look up individual users.

	Timeline: 1-2 days to start capturing replays and errors. 1 week to have enough data for support to start using it in real ticket workflows.

	Success criteria: Can support find a user's session when a bug is reported? Can they see errors tied to that session? Can they share a replay link with engineering that includes full context? Can they do this without escalating?

	PostHog investment: Session Replay free tier covers 5K recordings/month. Error Tracking free tier covers 100K exceptions/month. Product Analytics free tier covers 1M events/month.

	Key requirement: They need the PostHog SDK integrated with user identification so replays and errors are tied to specific users. If they're already using PostHog, this may just require enabling replay and error tracking.



Onboarding checklist


	[ ] Enable Session Replay with user identification configured

	[ ] Enable Error Tracking in the SDK configuration

	[ ] Set up Person Profiles so support can search for individual users

	[ ] Configure privacy controls for any sensitive fields (forms, PII)

	[ ] Walk support through finding a user's session and errors (training session)

	[ ] Build a "Customer Health" dashboard: error trends by account, replay volume, NPS scores

	[ ] Set up alerts for error spikes or new error types

	[ ] If applicable, enable Logging (beta) for backend context alongside replays

	[ ] If applicable, connect Surveys (NPS/CSAT) and tie responses to session data



Objection handling

| Objection | Response | | --- | --- | | "We already have a session replay tool (Hotjar/FullStory/LogRocket)" | PostHog connects replay to errors, logs, analytics, and surveys in one platform. With separate tools, your support team still has to switch between 3-4 tabs to debug one issue. Consolidating also saves on vendor costs. | | "Our support team isn't technical enough for PostHog" | The replay viewer is visual and intuitive. Support doesn't need to write queries. They search for a user, watch the session, and share the link. We can do a training session to get them comfortable. | | "We need this integrated with Zendesk/Intercom" | You can paste replay links directly into tickets today. For automated workflows, Data Pipelines can push events to external tools via webhooks. | | "Session replay has privacy concerns" | PostHog has extensive privacy controls: input masking, DOM element blocking, network payload filtering, and more. We can configure these during onboarding. HIPAA BAA is available with the Boost package. | | "We're not sure this justifies adding another tool" | If you're already on PostHog for analytics or flags, this isn't another tool. It's enabling more of the platform you already pay for. If you're not on PostHog yet, the free tiers let you evaluate without financial risk. |

Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | | --- | --- | --- | --- | | Session Replay only | Error Tracking | They're watching replays to find bugs. Structured error data makes this systematic instead of manual. | "You're watching sessions to find bugs. What if errors were automatically captured and grouped so you could see which ones affect the most users?" | | Session Replay + Error Tracking | Logging | They have frontend context but need backend visibility when debugging server-side issues. | "You can see the user's session and the error. But what was happening on the server at the same time?" | | Session Replay + Error Tracking | Product Intelligence (for the product team) | Support and engineering are in PostHog for debugging. The product team would benefit from the same analytics for feature development. | "Your support team is using PostHog to debug issues. Has your product team seen what they can do with funnels and retention in the same platform?" | | Replay + Errors + Analytics | Surveys (NPS/CSAT) | They're debugging reactively. Surveys let them detect frustration proactively and tie it to specific sessions. | "You're great at debugging reported issues. But how do you find the frustrated users who never file a ticket?" | | Replay + Errors (debugging AI features) | LLM Observability | Traditional debugging misses AI-specific issues: prompt quality, hallucinations, latency. | "You're catching errors in your AI features. But are you seeing when the model gives a bad answer that isn't technically an error?" | | Replay + Errors (engineering in PostHog) | Release Engineering (Feature Flags) | Engineering is in PostHog for debugging. Feature flags for safe releases is a natural add. | "You're tracking bugs after releases. What if you could gate features behind flags and roll back without a deploy?" | | Group Analytics + Person Profiles | Data Infrastructure (Data Warehouse) | They want to combine PostHog user/account data with CRM or billing data for a complete customer view. | "You're looking at users in PostHog. What if you could see their Stripe revenue and HubSpot status alongside their product behavior?" |

Internal resources


	Session Replay docs: Session Replay

	Error Tracking docs: Error Tracking

	Product Analytics docs: Product Analytics

	Person Profiles docs: Persons

	Group Analytics docs: Group Analytics

	Surveys docs: Surveys

	LLM Observability docs: AI Engineering

	Privacy controls: Session Replay Privacy

	PostHog AI docs: Enable PostHog AI · Example prompts

	Competitive battlecard: To be added: FullStory / LogRocket / Hotjar competitive positioning



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | | --- | --- | --- | --- | | AI Native — Early | "Your AI features will break in ways that aren't exceptions. PostHog lets support see the user's session, engineering sees the error, and you can trace the LLM call that caused it. All in one place, free tier included." | Session Replay, Error Tracking, LLM Observability | CTO, founding engineer | | AI Native — Scaled | "Support escalates AI issues to engineering because they can't see what the model did. PostHog gives support replay + LLM traces so they can triage without pulling engineers off the roadmap." Bridge to AI/LLM Observability and Product Intelligence. | Session Replay, Error Tracking, LLM Observability, Logging, Surveys | VP Eng, Head of Support, AI Lead | | Cloud Native — Early | "Stop asking users to send screenshots. Session Replay shows you exactly what happened. Error Tracking catches it automatically. Support and engineering share the same context." | Session Replay, Error Tracking, Person Profiles | CTO, Head of Support, founding engineer | | Cloud Native — Scaled | "Your support team escalates everything because they can't see errors or logs. PostHog gives them replay + errors + backend logs so they can resolve more issues without pulling in engineering." Consolidation pitch: replace FullStory/LogRocket + Sentry with one platform. | Session Replay, Error Tracking, Logging, Group Analytics, Surveys | VP Eng, Head of Support, VP CS | | Cloud Native — Enterprise | "Multiple teams, multiple products, and debugging context spread across 5 tools. PostHog gives support, engineering, and product a shared view: replay, errors, logs, and satisfaction data tied to the same user and account. Fewer escalations, faster resolution, better customer trust." | Full CX stack + Enterprise package (RBAC, SSO, dedicated support) | VP Eng, VP CS, Director of Support, CTO |
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  What is the job to be done?

"Help me unify product data with business data and get it where it needs to go."


	Bring external data into PostHog from Stripe, HubSpot, Salesforce, databases, and other sources

	Combine PostHog event data with revenue data, CRM data, or other business data for unified analysis

	Query across product events and business data without building and maintaining custom ETL pipelines

	Export PostHog data to existing warehouses (Snowflake, BigQuery, Redshift) so it's part of the company's data stack

	Feed enriched data to downstream tools: BI platforms, ad platforms, CRMs, marketing tools



This is the "stickiness" use case. Once PostHog is part of a company's data infrastructure, receiving data from Stripe, HubSpot, and databases AND feeding data out to their BI layer, it becomes very hard to rip out. This also makes their product data more valuable as it is enriched with additional business context. Data infrastructure customers also tend to have the highest retention rates.

However, this is also the hardest use case to sell into. Data teams are skeptical of analytics tools playing in the data engineering space. Product maturity matters a lot here.

What PostHog products are relevant?


	Data Warehouse (core) — Bring external data into PostHog. Connect Stripe, HubSpot, Salesforce, Postgres, MySQL, Snowflake, BigQuery, and many more sources. Query across PostHog events and external data using HogQL. Build unified dashboards that combine product behavior with revenue, CRM, and business data.

	Data Pipelines / Batch Exports (core) — Send PostHog data out to external destinations. Batch exports to S3, Snowflake, BigQuery, Postgres, Redshift, Databricks, Azure Blob. Realtime destinations to Slack, HubSpot, Salesforce, ad platforms, and more. Transformations to clean, enrich, or filter data before it lands.

	Product Analytics — The query engine for unified data. Once external data is in the Data Warehouse, Product Analytics becomes the interface for querying across all of it. HogQL gives SQL access to everything. Dashboards combine product events with business metrics.



Adoption path and expansion path

Entry point

Usually Data Warehouse or Batch Exports. Two common patterns:


	Data out (Batch Exports first): Data team wants to export PostHog event data to their existing warehouse (Snowflake, BigQuery, Redshift) so it can be queried alongside other business data in their BI tool. This is the "PostHog as a data source" entry point. They're not replacing their warehouse. They're adding PostHog data to it. Ideally, we want PostHog to be the hub of their data, but this is typically an indicator that they're beginning to think of their data holistically.

	Data in (Data Warehouse first): Data team (or product/other team) wants to bring external data into PostHog to enrich product analytics. "Show me retention by Stripe plan" or "Which HubSpot leads are actually active in the product?" requires combining PostHog events with external data. This is the strongest entry point because it keeps teams inside PostHog for analysis.



Primary expansion path

Data Warehouse (bring external data IN) → + Product Analytics (query unified data) → + Batch Exports (send PostHog data OUT)

The logic of each step:


	Data Warehouse → Product Analytics: They've connected external data (Stripe, HubSpot, databases). Now they use Product Analytics (and HogQL) as the query interface for unified data. Dashboards combine product events with revenue data, CRM data, and more. PostHog becomes the single analytics interface.

	Product Analytics → Batch Exports: They're doing all their analysis in PostHog, but other teams or BI tools still need access to PostHog event data. Batch exports feed their warehouse so the rest of the org can benefit too.



Alternate expansion paths

Starting from Realtime Destinations: They want to push PostHog events to downstream tools in real-time. Conversion events to ad platforms (Meta, Google Ads). User activity to CRM (HubSpot, Salesforce). Alerts to Slack. This pulls in Data Pipelines and naturally leads to "if we can push data out, can we pull data in?" which is the Data Warehouse.

Starting from Product Analytics (HogQL power users): Advanced analytics users writing HogQL queries hit the ceiling of PostHog-only data. They want to join against their Stripe data, their CRM data, or their database. Data Warehouse is the answer.

Business impact of solving the problem

This is the highest-stickiness use case. When PostHog is both receiving data from Stripe/HubSpot/databases and feeding data out to Snowflake/BigQuery/BI tools, ripping it out means rebuilding multiple data pipelines. This creates deep infrastructure-level lock-in that goes beyond any single user or team.

Data infrastructure customers have the highest retention rates. Accounts with active batch exports and warehouse connections churn at significantly lower rates than analytics-only accounts. The integration depth creates switching costs that product satisfaction alone doesn't.

However, this is the hardest use case to sell into. Data teams are skeptical. They've built their stack around tools like Fivetran, dbt, Snowflake, and Looker. They see PostHog as an analytics tool, not a data infrastructure tool. Credibility with data engineers requires demonstrating real technical capability, not just talking about consolidation.

The "lightweight warehouse" pitch resonates with early-stage companies. Teams that don't yet have a Snowflake/BigQuery setup find PostHog's Data Warehouse attractive because it gives them warehouse capabilities (join external data, run SQL) without a separate warehouse vendor. For these teams, PostHog isn't replacing their warehouse. It is their warehouse.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | Data Engineer | Data Eng, Analytics Eng, Data Platform | Pipeline reliability, query performance, schema flexibility, not maintaining custom ETL | "Is the sync reliable? Can I run complex joins? What's the query latency on large datasets?" | | Data Team Lead | Head of Data, Director of Analytics, Data Lead | Tool consolidation, cost, team productivity, data governance | "Does this reduce our pipeline maintenance burden? What's the cost vs. Fivetran?" | | Product Ops / BizOps | Product Ops, RevOps, BizOps | Unified view of product and business data, self-serve dashboards | "Can I see product usage next to Stripe revenue and HubSpot pipeline without asking the data team?" | | Founder (early stage) | CTO, technical founder, first data hire | Not building a data warehouse yet. Wants unified analytics without a complex stack. | "Can I query my Stripe data alongside PostHog events without setting up Snowflake?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | Active batch exports | active_batch_exports in Vitally traits | They're already exporting data. The Data Warehouse (bringing data in) is the natural next step, and they're likely not thinking of PostHog being their data warehouse. | | Active external data schemas | active_external_data_schemas in Vitally traits | They've connected external data sources. They're using PostHog as a data platform, not just analytics. | | High rows synced (30 day) | rowsSyncedLast30DaysIfSendingData | Significant data movement. Data Infrastructure is an active use case. | | Customer mentions Fivetran, Snowflake, or "data warehouse" in notes | Vitally notes / conversations | Data team is involved. This use case may be relevant. | | HogQL usage is high | Usage metrics | Power users writing SQL. They're likely to want to query across external data too, or have more complex analytics needs/capabilities. |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | Batch exports configured and running | Pipeline configuration | They're exporting data. Explore whether bringing data in (Data Warehouse) would add value. What are they doing with the PostHog data in the warehouse? | | External data sources connected (Stripe, HubSpot, etc.) | Data Warehouse source list | Active Data Infrastructure use case. Look for expansion: more sources, more query complexity. | | HogQL queries joining external data | Saved insights with warehouse tables | They're doing unified analysis. This is the power use case. Encourage more connections. | | High realtime destination volume | Pipeline metrics | They're pushing events to downstream tools. Explore whether they need more destinations or more complex transformations. They may also be solving in point solutions when they could simplify in PostHog. |

Command of the Message

Discovery questions


	Where does your product data live today? How do you combine it with business data (revenue, CRM, etc.)?

	Do you have a data warehouse (Snowflake, BigQuery, Redshift)? How does PostHog data get there?

	When someone asks "what's our retention by Stripe plan?" or "which HubSpot leads are active in the product?", how long does it take to answer?

	How many custom ETL pipelines are you maintaining? How much engineering time goes into keeping them running?

	What tools do you use for data pipelines today? (Fivetran? Airbyte? Custom scripts?)

	Do you push PostHog data to any downstream tools? (BI, CRM, ad platforms)

	If you could query your Stripe/HubSpot/database data alongside PostHog events in one place, what questions would you ask first?



Negative consequences (of not solving this)


	Product data and business data live in separate silos. Answering cross-domain questions requires custom ETL, manual exports or switching between multiple tools/dashboards

	Just as bad as difficult to answer questions - teams give different answers to the same question

	Data engineers spend time maintaining pipelines between PostHog and the warehouse instead of doing analysis

	"Which cohort of users drives the most revenue?" requires stitching data from PostHog, Stripe, and the CRM, which takes days instead of minutes

	PostHog events aren't in the warehouse, so BI dashboards that need product behavior data are stale or incomplete

	Conversion events don't flow back to ad platforms, so marketing can't optimize campaigns against real product data



Desired state


	External data automatically flows into PostHog for enriched product analytics

	Product events, revenue data, CRM data, and database data queryable in one place

	Anyone can build a dashboard that combines product behavior with business outcomes

	No custom ETL pipelines to maintain between PostHog and the rest of the data stack

	PostHog data automatically flows to the warehouse for BI and downstream analysis



Positive outcomes


	Deeper product analytics: join against revenue, CRM, and business data for richer insights

	Faster time-to-answer for cross-domain questions (retention by plan, revenue by feature, engagement by lead score)

	Reduced engineering time maintaining data pipelines

	External data available in PostHog for teams that prefer PostHog's analytics interface

	Account becomes deeply embedded in PostHog's ecosystem (high switching cost, low churn risk)

	PostHog data available in BI tools for teams that prefer Looker/Mode/Metabase



Success metrics

Customer-facing:


	Cross-domain queries (product + business data) that previously took days now take minutes

	Pipeline maintenance burden decreases (fewer custom ETL jobs)

	More teams can self-serve analytics because the data is unified

	Every team is working from the same data



TAM-facing:


	External data sources connected grows (more data flowing in)

	HogQL queries increasingly reference warehouse tables (unified analysis happening)

	Account retention strengthens (infrastructure-level stickiness)

	Batch export volume grows (more data flowing out)



Competitive positioning

Our positioning


	Query across everything with HogQL. Join PostHog events with Stripe revenue data, HubSpot contacts, or your Postgres database in a single SQL query. No separate BI tool required for many use cases.

	Built into the analytics platform. The Data Warehouse isn't a separate product. It's integrated with Product Analytics, dashboards, cohorts, and every other PostHog feature. External data becomes first-class data.

	Lightweight warehouse for early-stage teams. Teams without Snowflake/BigQuery get warehouse capabilities as part of PostHog. No separate vendor, no separate setup.

	Bidirectional data flow. Data Warehouse brings external data into PostHog. Batch Exports and Pipelines push PostHog data out. Two-way integration with the customer's data stack, not just one direction.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | Snowflake / BigQuery | Cloud data warehouse | We have analytics built on top; no BI tool needed for product questions; simpler for teams that just need PostHog + business data | Real data warehouse: unlimited scale, advanced SQL, mature ecosystem, governance | | Fivetran | Managed data pipelines (sources to warehouse) | We're the analytics platform AND the pipe; data stays in PostHog for analytics; simpler for early-stage teams | Far more source connectors; more mature data governance; enterprise-grade reliability | | Census / Hightouch | Reverse ETL (warehouse to business tools) | We push data from PostHog directly, no warehouse intermediate step needed; simpler architecture | More destination integrations; audience management features; built for marketing/ops teams | | Segment | CDP (collect events, route to destinations) | We're the analytics platform AND the pipe; no separate CDP needed | More destination integrations; more mature event collection; established in enterprise CDP workflows |

Honest assessment: We are not trying to replace Snowflake or BigQuery. For teams with a mature data stack (Fivetran + Snowflake + dbt + Looker), PostHog's Data Warehouse is a complement, not a replacement. Batch Exports feed PostHog data into their stack; Data Warehouse brings their data into PostHog for product-specific analysis. The full replacement pitch only works for early-stage teams that don't have a warehouse yet and want PostHog to serve double duty. Early stage teams may also have experience with the complexity of layering in data systems, so may be more open to centralizing tooling, and Batch Exports always allow teams to not feel vendor lock-in. Be calibrated about which accounts can realistically adopt this as infrastructure vs. a convenience feature.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | Data Warehouse query performance at very large scale | Teams with billions of rows in external sources may hit performance limits | PostHog's Data Warehouse is optimized for product analytics query patterns, not general-purpose warehousing. For very large datasets, batch exports to Snowflake/BigQuery may be more appropriate. | | Source connector coverage doesn't match Fivetran | Some niche data sources may not be supported | Check available sources. For unsupported sources, the API and S3/GCS import paths can bridge the gap. | | Data engineering teams may not trust PostHog as a warehouse | Credibility gap: "you're an analytics tool, not a data platform" | Don't oversell. Position as a complement to their existing stack (batch exports out, key sources in) rather than a full replacement. Demonstrate HogQL query capability with their actual data to build credibility. | | Batch export latency may not meet real-time requirements | Teams needing sub-minute data freshness in their warehouse | Batch exports are periodic (hourly default). For real-time needs, use Realtime Destinations instead. Set expectations on latency during evaluation. |

Getting a customer started

What does an evaluation look like?


	Scope: Connect one external data source (usually Stripe or their primary database) to PostHog Data Warehouse. Set up one batch export to their warehouse if they have one. Build a dashboard that joins PostHog events with external data.

	Timeline: 1 to 3 days to connect sources and exports. 1 week to build meaningful unified dashboards.

	Success criteria: Can you query across PostHog events and external data in HogQL? Can you build a dashboard showing "retention by Stripe plan" or "engagement by CRM stage"? Is the batch export reliably delivering data to their warehouse?

	PostHog investment: Data Warehouse free tier covers 1M rows/month + free historical syncs. Batch Exports free tier covers 1M rows/month.

	Key requirement: They need API credentials for the external data sources they want to connect. For batch exports, they need write access to their warehouse.



Onboarding checklist


	[ ] Connect primary external data source to Data Warehouse (usually Stripe or primary database)

	[ ] Verify data is syncing correctly and queryable via HogQL

	[ ] Build a unified query: join PostHog events with external data (e.g., "retention by Stripe plan")

	[ ] Set up batch export to their warehouse (Snowflake, BigQuery, Redshift, S3)

	[ ] Verify batch export is running reliably with expected data freshness

	[ ] Configure at least one Realtime Destination if they need event data in downstream tools (Slack alerts, CRM sync, ad platform conversions)

	[ ] Build a "Unified Analytics" dashboard combining product events with business data

	[ ] Introduce the data team to HogQL if they're SQL-comfortable (HogQL docs)

	[ ] Identify additional data sources to connect (CRM, other databases, ad platforms)



Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | Batch Exports only | Data Warehouse (bring data in) | They're pushing PostHog data out. Bringing business data in would let them do unified analysis in PostHog directly. | "You're exporting PostHog data to Snowflake. What if you could bring your Stripe data into PostHog and skip the context-switch?" | | Data Pipelines to CRM | Growth & Marketing | They're pushing data to HubSpot/Salesforce. The growth team could use more of the marketing analytics stack. | "You're syncing data to your CRM. Has the marketing team seen Web Analytics and Marketing Analytics for attribution?" | | Data Warehouse + Product Analytics | Product Intelligence (for the product team) | They're doing unified data analysis. The product team should be using the full analytics suite. | "Your data team is doing advanced queries. Are your PMs using funnels, retention, and session replay for product decisions?" | | Data team in PostHog | Any use case for other teams | Data team is in PostHog and advocates for it. Expand to product, engineering, or growth. | "Your data team loves PostHog. Which other teams could benefit? Product? Engineering? Growth?" |

Internal resources


	Data Warehouse docs: Data Warehouse · Sources · HogQL

	Data Pipelines docs: CDP overview · Batch exports · Realtime destinations · Transformations

	External data source guides: Stripe · HubSpot · Salesforce · Postgres

	Batch export guides: S3 · Snowflake · BigQuery



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | "You don't need a data warehouse yet. PostHog connects to Stripe and your database, so you can query everything in one place without setting up Snowflake." Lightweight warehouse pitch. | Data Warehouse, Product Analytics (HogQL) | CTO, founding engineer, first data hire | | AI Native — Scaled | "You're scaling and your data team is building a proper stack. PostHog batch exports feed your warehouse, and Data Warehouse brings key business data in for product analytics." Complement, not replace. | Data Warehouse, Batch Exports, Pipelines | Data team lead, analytics engineer | | Cloud Native — Early | "Same as AI Native early. PostHog as the lightweight warehouse for teams that don't want a separate data stack yet." | Data Warehouse, Product Analytics (HogQL) | CTO, first data hire | | Cloud Native — Scaled | "Your data stack is mature. PostHog fits in as both a data source (batch exports to Snowflake) and an analytics destination (Data Warehouse pulls in Stripe/HubSpot). No custom ETL needed." | Batch Exports, Data Warehouse, Pipelines | Data engineering team, analytics engineering team | | Cloud Native — Enterprise | "Multiple teams, multiple data sources, complex pipeline requirements. PostHog integrates bidirectionally with your existing stack and gives product/growth teams self-serve analytics over unified data." Governance, reliability, and scale matter here. | Full Data Infrastructure stack + Enterprise package | Head of Data, Director of Analytics, Data Platform Lead |

Appendix: PostHog data maturity

| Stage | Primary Tool | Data Sources | Who Owns | PostHog Position | |---|---|---|---|---| | 1 | Point solutions (GA, prod DB) | Scattered | Nobody | Not yet adopted | | 2 | PostHog | Product events | Prod/Eng | Primary analytics | | 3 | PostHog + Data Pipelines | Product + Business | Cross-functional | Hub for analytics | | 4 | PostHog + Data Pipelines + Warehouse | Everything | Cross-functional | Source of truth | | 5 | PostHog + Batch Exports + External warehouse | Everything | Data Team | Source + destination |





  70. Growth & Marketing

  Source: https://posthog.com/handbook/growth/use-case-selling/growth-and-marketing

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is the job to be done?

	What PostHog products are relevant?

	Adoption path and expansion path

	Entry point

	Primary expansion path

	Alternate expansion paths

	Business impact of solving the problem

	Personas to target



  What is the job to be done?

"Help me understand what drives acquisition, conversion, and revenue, and automate actions based on user behavior."


	Know which channels and campaigns actually drive signups and revenue, not just clicks

	Build and optimize conversion funnels from first touch through activation and monetization

	Attribute revenue back to marketing spend and understand true ROAS

	Automate engagement based on user behavior: onboarding nudges, re-engagement, lifecycle campaigns

	Get conversion and behavior data into ad platforms, CRMs, and marketing tools without building custom pipelines

	Run experiments on landing pages, pricing, onboarding flows, and activation sequences

	Collect on-site feedback (exit intent, NPS, CSAT) and tie it directly to user behavior

	Let non-technical marketing users ask questions about their data without waiting for an analyst



Guidance: This is probably the most underserved use case in our current motion. We have the products — Web Analytics, Marketing Analytics, Workflows, Pipelines, Surveys — but we rarely lead with this story. Marketing teams are spending $10k+/month on Segment, Mixpanel, GA4, and various CDPs to do what PostHog can do in one place. Don't sell individual products here. Sell the consolidation of their marketing data stack.


What PostHog products are relevant?


	Web Analytics (core) — Traffic, referrers, UTM tracking, page performance, bounce rates. The replacement for GA4 that doesn't require a PhD to configure. First-party data collection that actually works with ad blockers. (Dashboard overview)

	Marketing Analytics beta — Ad campaign attribution, channel performance, ROAS tracking. Connect ad spend to actual product signups and revenue events. Multi-touch attribution across channels.

	Product Analytics — Conversion funnels, retention curves, cohort analysis, activation metrics. The layer that connects "they visited the site" to "they became a paying customer." Lifecycle analysis to understand where users are in the journey.

	Workflows — Automated engagement sequences triggered by user behavior. Lifecycle emails, re-engagement campaigns, onboarding drips, churn prevention. Act on what analytics reveals instead of just reporting on it. (Email drip campaign guide · Configure channels)

	Data Pipelines — Push conversion events and user data to ad platforms (Google, Meta, LinkedIn), CRMs (HubSpot, Salesforce), and data warehouses. Close the loop on campaign optimization by feeding real conversion data back to where it's used. (Realtime destinations · Batch exports)

	Surveys — On-site feedback, exit-intent surveys, NPS, CSAT, post-purchase surveys. Capture qualitative signal at key moments in the funnel and tie responses to user behavior data.

	Experiments — A/B test landing pages, pricing pages, onboarding flows, checkout experiences, and activation sequences against real conversion and revenue metrics. This is a key stickiness driver: once a growth team is running experiments, they need engineering to implement the variants, which pulls engineering into PostHog and creates a cross-team dependency.

	Feature Flags — The implementation layer for experiments. Growth/CRO defines the test; engineering implements it via feature flags. Also used for targeted rollouts to specific user segments, geo-targeting, and progressive delivery of growth initiatives. Feature Flags are the bridge product that connects the growth team's use case to the engineering team's workflow, and opens the door to the Release Engineering use case.

	PostHog AI — Natural language querying for non-technical marketing users. "Which campaign drove the most signups last month?" without needing HogQL or analyst support. (Example prompts)



Adoption path and expansion path

Entry point

Usually Web Analytics, Product Analytics, or Experiments. Three common patterns:


	Marketing-first: Marketing team wants to replace GA4 or understand channel attribution. They start with Web Analytics for traffic and referrer data, then quickly want to connect that to downstream conversion events (Product Analytics) and campaign spend (Marketing Analytics).

	Growth-first: A growth engineer or product-led growth team is already using PostHog for product analytics — building funnels, tracking activation, measuring retention. They want to connect the top of funnel (how users found us) to the bottom (did they convert and retain). Web Analytics and Marketing Analytics extend their existing setup upstream.

	CRO / Experimentation-first: A Growth PM or CRO specialist wants to run A/B tests on signup flows, pricing pages, or onboarding sequences. They come in through Experiments, which requires Feature Flags, and Feature Flags require engineering to implement. This is a natural multithreading play: the growth team defines the experiment, engineering implements the flag, and now both teams are in PostHog.



Primary expansion path

Web Analytics → Marketing Analytics → Product Analytics (funnels/retention) → Experiments + Feature Flags → Data Pipelines (to CRM/ad platforms) → Workflows → Surveys

The logic of each step:


	Web Analytics → Marketing Analytics: They can see traffic and referrers but want to connect that to actual ad spend and ROAS.

	Marketing Analytics → Product Analytics: They know which channels bring users, now they need to know which channels bring users who convert and retain.

	Product Analytics → Experiments + Feature Flags: They've identified drop-off points and want to test fixes. Experiments require Feature Flags, which require engineering to implement. This is the key multithreading moment: the growth team defines the hypothesis, engineering implements the flag, and both are now active in PostHog.

	Experiments → Data Pipelines: They've validated what works, now they need to feed real conversion events back to ad platforms and push user data to their CRM.

	Pipelines → Workflows: They've been reporting on drop-offs and now want to actually do something about them. Automated re-engagement when a user goes cold.

	Workflows → Surveys: Engagement is automated, now they want to add a qualitative layer. "Why did you cancel?" exit surveys. Post-purchase NPS.



Alternate expansion paths

Starting from Product Analytics (growth engineering): A growth team already deep in PostHog funnels and experiments. They expand upstream into Web Analytics and Marketing Analytics for channel attribution, and downstream into Workflows for activation automation.

Starting from Surveys: A product or CX team is running NPS or CSAT surveys. They want to connect low scores to actual behavior (what happened right before someone gave a 3/10?), which pulls in Product Analytics and Session Replay. The growth team then sees the survey infrastructure and wants to use it for exit-intent and post-signup feedback.

Starting from Experiments (CRO / Growth PM entry — the engineering bridge): A CRO specialist or Growth PM wants to A/B test their signup flow. They come in through Experiments, which creates a Feature Flag under the hood. The flag needs to be implemented in code, so engineering gets pulled into PostHog. This is high-value for three reasons: (1) it makes the account sticky — once feature flags are in the codebase, they're not easy to rip out; (2) it creates a multithreading opportunity — you now have both the growth team and engineering as active users; and (3) it's a bridge to Release Engineering — once engineering is using flags for experiments, they often realize they can use the same infrastructure for progressive rollouts and kill switches.

Business impact of solving the problem

The buyer is different from other use cases. Growth and Marketing targets growth engineers, marketing leads, demand gen managers, CRO specialists, and GTM engineers. In most organizations, these are separate from the product analytics buyer (PM) and the engineering buyer (EM/platform). They often have their own budget and their own stack. Winning this buyer opens a parallel revenue stream within the same account.

Marketing stack consolidation is a real, quantifiable cost savings. Companies routinely spend $10k+/month across GA4, Segment, Mixpanel, Amplitude, CDPs, and various point solutions. The consolidation argument is concrete: fewer vendor contracts, fewer integrations to maintain, one source of truth for conversion data.

This use case gives newer products a reason to exist. Workflows and Marketing Analytics are relatively new PostHog products with lower attach rates. Without a use case frame, they're standalone features looking for a buyer. Within Growth and Marketing, each one has a clear role and a natural "next step" in the conversation.

Growth and Marketing creates demand for other use cases. Once a marketing team is in PostHog and sees the depth of product analytics, they pull in the product team (Product Intelligence). Once the growth team is running experiments, engineering gets involved (Release Engineering). This use case is a wedge into broader platform adoption.

Experiments and Feature Flags are the stickiness and multithreading lever. When a CRO or Growth PM starts running A/B tests, feature flags get embedded in the codebase. That's a fundamentally different level of integration than a marketing team viewing dashboards. Flags are in production code, maintained by engineers, and not easy to remove. More importantly, it gives TAMs a natural path to multithread: you now have a growth/marketing champion and an engineering champion using the same platform.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | Growth Engineer | Growth Eng, PLG Engineer, GTM Engineer | Conversion funnels, activation metrics, experiment velocity, pipeline reliability | "Can I build a full-funnel view from ad click to paid conversion in one tool?" | | Marketing Lead | Head of Marketing, VP Demand Gen, Marketing Ops | Channel attribution, ROAS, campaign performance, cost per acquisition | "Can I see which campaigns actually drive revenue, not just clicks?" | | CRO / Growth PM | Growth PM, CRO Specialist, Head of Growth | Conversion rate optimization, experiment velocity, activation rates. Needs engineering to implement experiments, making this persona the key multithreading catalyst. | "Can I run experiments on our signup flow and measure revenue impact? How fast can engineering implement a test?" | | Founding Growth | Founder, first growth hire at early-stage startup | All of the above. Wearing all hats. Speed, simplicity, not paying for 5 tools | "How fast can I set this up and how many tools does it replace?" | | Marketing Analyst | Marketing Analyst, Data Analyst (Marketing) | Data accuracy, attribution modeling, cohort analysis, reporting | "Can I trust this data? Can I build reports without engineering help?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | Web Analytics is active but no other products adopted | Product usage data | They came in through the marketing door — there's a full expansion path waiting | | Customer mentions GA4, Segment, or CDP in notes | Vitally notes / conversations | They have marketing stack pain and may be open to consolidation | | Multiple marketing/growth team members invited | User list in Vitally | The growth team is in PostHog, not just engineering — this use case is live | | Low Pipelines / Workflows usage despite high analytics usage | Product spend breakdown | They're analyzing but not acting — Workflows and Pipelines are natural next steps | | Experiments or Feature Flags usage initiated by growth/marketing team (not engineering) | Product usage data + user roles | The CRO/Growth PM persona is active — this is the engineering bridge moment |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | UTM parameters appearing in event properties | Event property explorer | They're tracking acquisition sources — Marketing Analytics is a natural add | | Funnels built around signup/checkout/activation | Saved insights | Growth team is active and measuring conversion — ripe for Experiments and Workflows | | Experiments created but low flag evaluation volume | Experiments list + flag usage | Growth team is trying to experiment but engineering hasn't implemented the flags yet — TAM opportunity to facilitate the handoff | | Feature flags being used primarily for experiments (not releases) | Flag list + experiment linkage | Growth-driven flag usage — explore whether they'd also use flags for progressive rollouts (Release Engineering cross-sell) | | Web Analytics pageview volume growing | Product usage metrics | Marketing is driving more traffic — they'll want attribution and ROAS soon | | Batch exports configured to ad platforms or CRM | Pipeline configuration | They're already trying to close the data loop — deeper Pipelines usage is the play |

Health score implications


	Event volume: Growing web analytics and pageview volume means marketing is scaling. Flat or declining volume may mean they've stalled or are sending traffic data elsewhere.

	User engagement: Watch for non-engineering users actively building dashboards and insights. If only engineers use PostHog, the marketing team hasn't been onboarded — that's both a risk and an opportunity.

	Product count: Growth and Marketing touches the most products of any use case. Low product count with this persona is a sign there's major expansion headroom. If they're using analytics but not Experiments + Feature Flags, that's the next natural move.



Command of the Message

Discovery questions (current state)


	How do you track which channels and campaigns drive signups today? Can you tie that all the way through to revenue?

	What does your current marketing/growth tool stack look like? (GA4? Segment? CDP? How many vendors?)

	When you run a paid campaign, how do you measure whether it actually worked? How long does it take to get that answer?

	Do you send conversion events back to your ad platforms? How is that pipeline built and maintained?

	How do you currently onboard new users? Is it automated or manual? What triggers the onboarding flow?

	When someone drops off your signup or checkout funnel, can you see why? Do you have any automated re-engagement?

	How does your growth team decide what to experiment on? How do you measure experiment results?

	Are you running A/B tests on your signup flow, pricing page, or onboarding today? What tool are you using? Who implements the variants, the growth team or engineering?

	When an experiment wins, how do you roll it out to 100% of users? Is that process smooth or does it require a separate deploy?

	Can your marketing team answer their own questions about performance, or do they depend on engineering/data for every query?

	How do you attribute revenue to specific campaigns, channels, or touchpoints?

	What's your biggest frustration with your current analytics or attribution setup?



Negative consequences (of not solving this)


	Marketing spend is optimized against proxy metrics (clicks, impressions) instead of actual conversions and revenue

	Attribution is broken or incomplete — nobody trusts the numbers, so decisions are gut-driven

	Conversion data doesn't flow back to ad platforms, so campaign optimization is flying blind

	Growth team builds custom ETL pipelines to move data between tools — fragile, expensive to maintain

	Onboarding and re-engagement are manual or time-based instead of behavior-driven

	Marketing and product teams use different tools with different numbers, leading to misalignment

	Growth team can't run experiments because they depend on engineering for every test, or they use a separate tool that isn't connected to their analytics

	New users drop off and nobody acts on it because there's no automation layer



Desired state


	One platform that tracks the full journey from ad click to paid conversion to revenue

	Marketing team can self-serve answers about channel performance, ROAS, and conversion without waiting for analysts

	Conversion events automatically flow to ad platforms and CRMs — no custom pipelines to maintain

	Onboarding, re-engagement, and lifecycle campaigns fire automatically based on real user behavior

	In-app nudges guide users through activation at exactly the right moment

	Every experiment is measured against real business metrics, and the same feature flags used for experiments can be reused for progressive rollouts

	Growth and engineering collaborate through a shared platform: growth defines the hypothesis, engineering implements the flag, both see the results

	Revenue is attributable to specific channels, campaigns, and user cohorts



Positive outcomes


	20-40% reduction in marketing tool spend through consolidation (GA4 + Segment + CDP + point solutions → PostHog)

	Higher ROAS from feeding real conversion data back to ad platforms

	Faster experiment velocity — growth team runs more tests because the tooling is integrated

	Experiments + Feature Flags create a shared workflow between growth and engineering, reducing silos and making the account harder to churn

	Increased activation and retention from behavior-driven onboarding (Workflows)

	Marketing and product aligned on the same data, same source of truth

	Non-technical marketing users can query data in natural language via PostHog AI



Success metrics

Customer-facing:


	Conversion rate from visitor → signup → activation → paid improves measurably

	ROAS on paid channels increases after feeding real conversion events back to ad platforms

	Time-to-first-value for new users decreases (measured via activation funnel)

	Marketing stack vendor count decreases (consolidation)

	Growth team experiment velocity increases (more experiments shipped per quarter)



TAM-facing:


	Customer expands from Web Analytics-only (or Product Analytics-only) to multi-product

	Non-engineering users (marketing, growth) are active in PostHog

	Engineering users are active alongside growth users (multithreaded account)

	Feature Flags are embedded in the codebase (stickiness indicator)

	Experiments velocity increases (more experiments created per quarter)

	Pipeline volume grows (more data flowing out to ad platforms and CRMs)

	Workflow usage grows (automation is active, not just analytics)



Competitive positioning

Our positioning


	Full-funnel in one platform. No other tool connects web traffic → channel attribution → conversion funnels → user behavior → automated engagement in a single product. GA4 stops at the website. Segment stops at the pipe. Amplitude stops at the dashboard. PostHog goes from first click to lifetime engagement and lets you act on it.

	First-party data collection that works. PostHog's first-party tracking isn't blocked by ad blockers the way GA4 and third-party pixels are. More accurate data, better attribution, higher match rates when syncing conversions to ad platforms.

	Analytics + automation in the same tool. Most analytics platforms show you the drop-off. PostHog lets you fix it with Workflows to re-engage users. The insight-to-action loop is closed.

	Marketing stack consolidation = real cost savings. Replace GA4 + Segment + CDP + survey tool + experimentation tool with one platform.

	PostHog AI lowers the adoption bar for non-technical users. Marketing users who will never learn SQL or HogQL can ask questions in natural language.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | GA4 | Web analytics, basic attribution, Google Ads integration | Full-funnel beyond the website; first-party data; product analytics depth | Deepest Google Ads integration; free tier is very generous; universal adoption | | Segment | CDP — collects events and routes them to destinations | We're the analytics platform and the pipe; no need for a separate CDP layer | More destination integrations; more mature data governance | | Amplitude | Product analytics with some marketing analytics features | Broader product coverage (flags, replay, surveys, workflows); better pricing | More mature marketing-specific features (audiences, campaign impact) | | Mixpanel | Product analytics focused on funnels and retention | Broader platform (web analytics, flags, replay, workflows); no sampling | Deeper mobile analytics; some marketing teams prefer the UX | | HubSpot Marketing Hub | Marketing automation, email, CRM, basic analytics | Engineering-grade analytics; deeper funnel analysis; experiments | Native CRM integration; better email deliverability; non-technical UX | | Heap | Auto-capture product analytics | We also auto-capture, plus flags, experiments, replay, surveys, workflows | Retroactive analytics (virtual events) is a strong pitch for non-technical teams |

Honest assessment: Our strongest position is against teams using 3+ tools to do what PostHog does in one. The consolidation pitch is genuine. We're weaker against teams deeply embedded in the Google ecosystem (GA4 + Google Ads + Looker) where switching cost is high. We're also weaker against HubSpot where marketing automation is the primary need. Our sweet spot is technical growth teams and PLG companies where the growth engineer is the buyer.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | Marketing Analytics is beta — feature set is still maturing | Some customers may expect parity with GA4 or dedicated attribution tools | Set expectations during onboarding. Position as "growing fast" and highlight the advantage of attribution data living alongside product analytics. | | Workflows is new — not as feature-rich as mature marketing automation | Teams expecting advanced email sequencing, lead scoring, or complex branching may find gaps | Position as behavior-driven automation, not a full HubSpot replacement. For heavy email automation, PostHog complements an existing tool via Data Pipelines. | | No native in-app guides or tooltips | Teams with complex in-app onboarding needs may hit walls | For tooltip/modal UX, keep a dedicated tool (Appcues, Pendo) and use PostHog for analytics + experimentation. | | Pipeline destination coverage may not match Segment's breadth | Some niche destinations may not be supported | Check available destinations before promising. Data Warehouse + Batch Exports covers the most common needs. Webhook destination can bridge gaps. | | Non-technical marketing users may find the UI intimidating | Adoption risk: marketing team tries PostHog, finds it too "engineering-y," and reverts to GA4 | Lead with PostHog AI for querying. Build pre-configured dashboards during onboarding. Web Analytics UI is intentionally simpler — start them there. |

Exceptions / edge cases:


	Enterprise demand gen teams with complex lead scoring and email nurture: If the primary need is marketing automation, PostHog is not the right primary tool. Recommend keeping HubSpot/Marketo and using PostHog for analytics, attribution, and experimentation. Data Pipelines bridges the two.

	Teams deeply embedded in the Google ecosystem: If they run Google Ads, use GA4, and report in Looker, switching cost is very high. Position PostHog as a complement for product analytics and conversion funnel depth, not a full GA4 replacement. Over time, as Marketing Analytics matures, the replacement conversation becomes easier.



Getting a customer started

What does an evaluation look like?


	Scope: Instrument their primary acquisition funnel: landing page → signup → activation event → first conversion/payment. Add UTM tracking and connect web analytics. If they have paid campaigns, set up Marketing Analytics.

	Timeline: 2 to 4 weeks to see meaningful data. Channel attribution and funnel insights start showing value within the first week if traffic is decent. Experiments need enough traffic for statistical significance, so timeline varies.

	Success criteria: Can you answer: "Which channel drives the most activated users (not just signups)?" Can you see the full funnel from first visit to conversion? Can you tell which campaigns are worth the spend?

	PostHog investment: Web Analytics and Product Analytics free tiers cover a substantial evaluation. Marketing Analytics (beta) is included. Surveys and Experiments have generous free tiers.

	Key requirement: They need to instrument key conversion events (signup, activation, purchase/upgrade) with proper UTM parameters. If they want Pipelines, they need API credentials for their ad platforms or CRM. See the performance marketing tutorial for a step-by-step walkthrough.



Onboarding checklist


	[ ] Install PostHog snippet on marketing site and product (web analytics installation + autocapture)

	[ ] Verify UTM parameters are being captured on key landing pages

	[ ] Define and instrument core conversion events: signup, activation, first purchase/upgrade

	[ ] Build the primary conversion funnel in Product Analytics

	[ ] Set up Web Analytics dashboard with traffic, referrers, and top pages

	[ ] Connect Marketing Analytics to ad platforms (if running paid campaigns)

	[ ] Configure at least one Data Pipeline destination (CRM or ad platform conversion sync)

	[ ] Build a pre-configured "Growth Dashboard" for the marketing team

	[ ] Introduce PostHog AI to non-technical marketing users (example prompts)

	[ ] Set up one Workflow for a key drop-off point



Objection handling

| Objection | Response | |---|---| | "We already use GA4 and it's free." | GA4 is great for basic web traffic. But can it show you which channels drive users who activate and pay, not just visit? Can it send real conversion events back to your ad platforms? PostHog starts free too, and it goes all the way to revenue. (Web Analytics · Funnels) | | "We need Segment for our data pipelines." | What destinations are you sending to? PostHog has built-in Data Pipelines for the most common ones. You may not need a separate CDP layer if PostHog is already collecting the events. Let's look at your current destinations and see what's covered. | | "Our marketing team isn't technical enough for PostHog." | That's exactly why we built PostHog AI — your marketing team can ask questions in plain English. Web Analytics is also designed to be simple and familiar. We'll set up dashboards during onboarding so they have value from day one. | | "Marketing Analytics is beta — can we trust it?" | Fair concern. The core data infrastructure is built on the same battle-tested PostHog platform that handles billions of events. The beta label means we're still adding features, not that the data is unreliable. And your feedback directly shapes the roadmap. | | "We'd need to rip out our whole marketing stack to use PostHog." | You don't have to rip out anything on day one. Start by adding PostHog alongside your existing tools. Once you see the value of having attribution, funnels, and automation in one place, the consolidation happens naturally. Data Pipelines keeps your existing tools fed. | | "Workflows seems basic compared to HubSpot/Braze." | It is newer. The trade-off is that PostHog Workflows is triggered by real product behavior data, not just email opens and form fills. If you need complex email nurture sequences, keep your email tool and use PostHog for behavior-driven automation. They complement each other via Data Pipelines. | | "Our growth team wants to experiment but engineering is too busy to implement flags." | That's actually a common starting point. The first experiment is the hardest because engineering needs to set up the Feature Flag SDK. But once the SDK is in place, subsequent experiments are much faster. Most teams find that after the first 2 to 3 experiments, the loop is smooth. And engineering now has flag infrastructure they can use for their own releases too. |

Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | Web Analytics + Marketing Analytics | Product Analytics (funnels, retention) | They can see traffic and channels but need to connect it to actual user behavior and conversion | "You know which channels bring traffic — but do you know which channels bring users who retain?" | | Product Analytics (funnels) | Experiments + Feature Flags | They've identified drop-off points and want to test fixes | "You've found the drop-off. Want to test whether a new flow actually improves conversion?" | | Product Analytics + Experiments | Workflows | They know what works from experiments and want to operationalize it | "You proved the new onboarding works in an experiment. Now let's automatically nudge every new user toward it." | | Experiments + Feature Flags (growth-driven) | Release Engineering (for the eng team) | Engineering is already implementing flags for experiments — they can use those same flags for progressive rollouts | "Your engineering team is already using feature flags for growth experiments. Have they considered using the same infrastructure for all their releases?" | | Web Analytics + Product Analytics | Data Pipelines | They're analyzing conversion but not feeding it back to ad platforms or CRM | "You're measuring real conversions — are you sending those back to Meta and Google so their algorithms can optimize?" | | Any Growth & Marketing products | Session Replay | They see a funnel drop-off but don't know why | "Your checkout funnel drops 40% at step 3. Want to watch what users are actually doing at that step?" | | Growth & Marketing stack established | Product Intelligence (for the product team) | Marketing/growth is in PostHog — the product team should be too | "Your growth team already uses PostHog for funnels and experiments. Has the product team seen what they can do with cohorts and retention analysis?" |

Internal resources


	Web Analytics docs: Getting started · Dashboard

	Marketing Analytics docs: Marketing Analytics

	Product Analytics docs: Funnels · Retention · Lifecycle · Cohorts

	Workflows docs: Getting started · Email drip campaigns · Configure channels

	Data Pipelines docs: CDP overview · Realtime destinations · Batch exports · HubSpot destination

	Surveys docs: Creating surveys

	Experiments docs: Experiments · Exposures

	Feature Flags docs: Getting started

	PostHog AI docs: Enable PostHog AI · Example prompts

	UTM tracking: UTM segmentation

	Tutorial: How to track performance marketing

	Competitive battlecard: To be added: GA4 / Segment / CDP competitive positioning

	Product team: To be added: Slack channels for Web Analytics, Marketing Analytics, Workflows, Pipelines teams



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | "You need to get users to your AI product, get them activated, and understand what channels work, all without hiring a data team." Speed matters. Experiments are high-value early. | Web Analytics, Product Analytics (funnels), Experiments, Feature Flags, PostHog AI | Founder, first growth hire, GTM engineer | | AI Native — Scaled | "You're scaling acquisition and need to optimize spend, automate onboarding, and connect marketing data to product engagement." | Web Analytics, Marketing Analytics, Product Analytics, Experiments, Feature Flags, Pipelines, Workflows | Head of Growth, Growth Engineering Lead | | Cloud Native — Early | "You're investing in growth for the first time and want to build it right. One tool for attribution, funnels, experiments, and engagement." | Web Analytics, Product Analytics, Experiments, Feature Flags, Surveys | Founder, first PM, growth engineer | | Cloud Native — Scaled | "Your marketing stack is fragmented and expensive. Consolidate attribution, conversion analytics, engagement automation, and experimentation into one platform." Experiments + Feature Flags are the multithreading lever. | Web Analytics, Marketing Analytics, Product Analytics, Experiments, Feature Flags, Pipelines, Workflows | VP Growth, Head of Growth, CRO, Marketing Ops | | Cloud Native — Enterprise | "Multiple teams, multiple products, multiple markets, and none of them agree on the numbers. PostHog gives you a single source of truth for acquisition, conversion, and engagement across all properties." | Full stack. Pipelines are especially important. | VP Marketing, CMO, Head of Growth, Marketing Ops |
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  What is the job to be done?

"Help me know when things break, understand why, and fix them fast."


	Catch exceptions and regressions before users report them

	See the user's actual experience when an error occurred, not just a stack trace

	Understand the business impact of incidents (which users were affected, what revenue was at risk), not just the technical impact

	Centralize log collection and search alongside error data

	Triage incidents faster with natural language queries



This is where our roadmap is heading and where significant market opportunity exists. The long-term vision is a full observability stack that competes with Datadog and Sentry on their home turf, but with the massive advantage that our observability data is connected to product analytics data. No other vendor can tell you "this API endpoint is slow AND here's the business impact in terms of user drop-off and revenue loss."

Separating this from Release Engineering is important because the buyer is often different (SRE/platform team vs. product engineering), the competitive landscape is different (Datadog/Sentry vs. LaunchDarkly), and the expansion path is different.

What PostHog products are relevant?


	Error Tracking (core) — Track exceptions, get alerts, resolve issues. Automatic grouping of similar errors, stack traces, affected user counts. The starting point for most Observability adoption.

	Session Replay — User impact of errors, visual reproduction. When an error fires, click through to the user's session and see exactly what happened. This is the killer differentiation vs. Sentry: you don't just see the stack trace, you see the user's actual experience.

	Product Analytics — Error correlation with user behavior and business impact. Answer "how many users hit this error?" and "did this error cause drop-off in our conversion funnel?" Connect technical incidents to business outcomes.

	PostHog AI — Natural language incident triage. "What errors spiked in the last hour and which users were affected?" without writing a query. Faster mean time to understanding during incidents. (Example prompts)

	Logging beta — Centralized log collection and search. Logs are table stakes for any observability stack. Having logs alongside errors, replays, and analytics means the full debugging context lives in one place.

	Distributed tracing alpha — Distributed tracing over OpenTelemetry (OTLP). Follow a request across services to see what called what and where the time went, in the same project as errors, logs, replays, and analytics.

	Roadmap: APM — Not shipped yet. When full APM arrives, the observability story becomes complete: errors + logs + traces + replay + analytics in one platform.



Adoption path and expansion path

Entry point

Usually Error Tracking. Team wants to catch exceptions and regressions. Common entry scenarios:


	Sentry replacement: They're paying for Sentry and want to consolidate into PostHog (which they're already using for analytics or flags). Error Tracking is the direct replacement.

	First observability tool: Early-stage company that hasn't invested in error tracking yet. PostHog's free tier (100K exceptions/month) lets them start without a new vendor relationship.

	Session Replay → Error Tracking: They're already using Session Replay for debugging and discover that errors surfaced in replays could be tracked systematically with Error Tracking.



Primary expansion path

Error Tracking → + Session Replay (error context) → + Logging → + Product Analytics (impact analysis)

The logic of each step:


	Error Tracking → Session Replay: They can see the error and the stack trace. But they can't see what the user was doing when it happened. Session Replay lets them click from an error event directly to the user's session and watch the full context. This is the single most differentiated feature in our Observability story.

	Session Replay → Logging: They're seeing errors and user sessions. They need the backend context: what was the server doing when this error fired? Centralized logs complete the debugging picture.

	Logging → Product Analytics: They're debugging individual errors. Now they want to understand the aggregate impact: how many users are hitting this error? Is it correlated with a specific funnel step? Did this bug cause a revenue drop? Product Analytics connects technical incidents to business outcomes.



Future expansion (roadmap dependent)

With tracing now in alpha and APM still to come, the path extends: Logging → Tracing → APM, completing the full observability stack. Position this honestly: name the vision, be transparent about what's available today vs. what's coming.

Business impact of solving the problem

Observability data connected to product analytics is a moat. Every other observability tool (Datadog, Sentry, New Relic) can tell you "this endpoint threw an error." Only PostHog can tell you "this error affected 500 users, 30 of whom were in the middle of checkout, resulting in an estimated $15k in lost revenue this week." That's a fundamentally different conversation with engineering leadership.

Session Replay as error context is a killer feature. Sentry shows you a stack trace. PostHog shows you the user's actual experience. For frontend and full-stack debugging, this is dramatically faster for reproduction and resolution.

Consolidation play for accounts already using PostHog. If they're already on PostHog for analytics or flags, adding Error Tracking and Logging means one fewer vendor (Sentry, Datadog) to manage. The consolidation saves money and reduces context-switching.

This use case has the highest growth ceiling. The observability market is enormous (Datadog alone is $25B+). Our story gets stronger with every product we ship in this space.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | SRE / Platform Engineer | SRE, Platform Eng, Infrastructure Eng | Reliability, alerting, mean time to resolution, not getting paged at 3am | "Will this catch issues before users report them? How fast can I triage?" | | Backend Engineer | Backend Eng, API Engineer, Server-side Eng | Stack traces, log correlation, reproducing bugs efficiently | "Can I see what happened on the server when this error fired?" | | Product Engineer | Full-stack Eng, Frontend Eng | User-facing bugs, reproduction, understanding the user impact of errors | "Can I see the user's session when this error happened?" | | Engineering Manager | EM, VP Eng, Director of Eng | Team velocity, incident metrics (MTTR, error rates), cost of observability tooling | "How does this reduce our incident response time? What does it cost vs. Sentry/Datadog?" | | Founder (early stage) | CTO, first engineer | Catching bugs before users complain, not paying Datadog prices | "Does this work out of the box and is it affordable?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | Error Tracking is active but low product count | Product spend breakdown | They've started with errors. Full Observability expansion path available. | | Customer mentions Sentry or Datadog in notes | Vitally notes / conversations | Competitive displacement opportunity. Consolidation pitch. | | High Session Replay usage with error-related viewing patterns | Product usage data | They're using replay for debugging already. Error Tracking formalizes this. | | Engineering-heavy user base, no PM users | User list in Vitally | Engineering-first account. Observability and Release Engineering are the primary use cases. |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | Error tracking exceptions growing week over week | Product usage metrics | They're instrumenting more of their stack. Good adoption signal. | | Session Replay filtered by error events | Replay usage patterns | They're connecting replay to error debugging. The integration is clicking. | | High error volume but no alerting configured | Error tracking settings | They're collecting errors but not acting on them. Help them set up alerts. | | Product Analytics queries referencing error events | Saved insights | They're starting to connect errors to business impact. Encourage this. |

Command of the Message

Discovery questions


	When something breaks in production, how long does it take your team to find out? From users? From monitoring?

	How do you currently track and prioritize errors? Do you have a tool for this, or is it ad hoc?

	When you see an error, how do you reproduce it? How long does reproduction typically take?

	Can you tell which users were affected by a specific error? Do you know the business impact?

	What does your current observability stack look like? (Sentry? Datadog? New Relic? How many tools?)

	How much are you spending on observability tooling today?

	When an incident happens, how many tools does your team switch between to understand what happened?

	Do you have centralized logging? Where do your logs live today?



Negative consequences (of not solving this)


	Errors are discovered through user complaints, not proactive monitoring

	Stack traces exist but reproduction is guesswork because there's no user session context

	Engineering can quantify "how many errors" but not "how many users affected" or "what revenue was lost"

	Multiple observability tools (Sentry for errors, Datadog for APM, separate logging) with no connection between them

	Incident triage is slow because context is spread across 3+ tools

	Observability costs are high and growing (Datadog pricing, Sentry pricing) without clear ROI



Desired state


	Errors are caught proactively with alerts before users report them

	Every error links to the user's actual session, so reproduction takes seconds, not hours

	Error impact is measured in business terms: affected users, affected revenue, affected funnels

	Errors, logs, and user sessions live in one platform alongside product analytics

	Incident triage is faster because all context is in one place



Positive outcomes


	Reduced MTTR (mean time to resolution) from instant session replay access on errors

	Fewer user-reported bugs (proactive error detection + alerting)

	Better incident prioritization based on business impact, not just error count

	Observability cost reduction through consolidation (replace Sentry + separate logging)

	Engineering leadership gets business-impact reporting on reliability, not just technical metrics



Success metrics

Customer-facing:


	Mean time to resolution for user-facing bugs decreases

	Percentage of errors caught proactively (via alerting) vs. user-reported increases

	Error rate trends downward as bugs are prioritized by impact and fixed systematically



TAM-facing:


	Error Tracking exception volume grows (instrumenting more of their stack)

	Session Replay usage increases with error-filtered viewing (integration is working)

	Logging adoption starts (filling out the observability stack)

	Product Analytics queries reference error data (connecting to business impact)



Competitive positioning

Our positioning


	Errors + replay in one platform. See the stack trace and the user's actual session. No other error tracking tool offers this depth of user context. Sentry shows you the error. PostHog shows you the experience.

	Business impact, not just error count. Connect errors to user behavior and revenue with Product Analytics. "This error caused 200 users to abandon checkout" is a different conversation than "this error fired 500 times."

	Consolidation for existing PostHog users. If they're already using PostHog for analytics or flags, adding Error Tracking means one fewer vendor. Same data platform, one less tool to manage.

	Logging completes the picture. Errors, user sessions, and backend logs in one place. No switching between Sentry, Papertrail, and Amplitude to understand an incident.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | Sentry | Error tracking, performance monitoring, session replay | Deeper product analytics integration; business impact context; flag/experiment connection; better pricing | More mature error tracking features; broader language support; larger install base; dedicated performance monitoring | | Datadog | Full observability: APM, logs, metrics, errors | Product analytics integration; session replay depth; much cheaper | Complete observability stack (APM, traces, metrics); enterprise-grade; massive ecosystem | | New Relic | Full observability: APM, logs, errors, distributed tracing | Product analytics integration; session replay; simpler pricing | Complete observability stack; mature enterprise features |

Honest assessment: Our Observability story is credible but incomplete. Error Tracking + Session Replay + Logging is a meaningful starting point, and the connection to product analytics is genuinely differentiated. Distributed tracing is now available in alpha, but we don't have full APM yet. We can't position PostHog as a full Datadog replacement today. The honest pitch is: "For error tracking, we're better than Sentry because of the user context. For full observability, we're building toward it, and in the meantime, the product analytics connection gives you something no other observability tool offers." Be transparent about what's available today vs. what's on the roadmap.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | Tracing is alpha; no full APM yet | Can't replace Datadog for teams that need full backend observability | Be honest about the roadmap. Distributed tracing is in alpha, usable today but maturing. Position PostHog as complementary for now: errors + replay + analytics + alpha tracing in PostHog, APM in their existing tool. The consolidation play gets stronger as we ship more. | | Logging is beta | Teams expecting production-grade centralized logging may find gaps | Set expectations on maturity. For teams with existing logging (ELK, Papertrail), PostHog logging complements rather than replaces initially. | | Error Tracking language/framework support may lag Sentry | Sentry supports a very wide range of languages and frameworks | Check Error Tracking docs for current support. For unsupported frameworks, generic exception capture via the API may work. | | No built-in on-call/incident management | Teams wanting PagerDuty-style incident workflows won't find it here | PostHog alerts can trigger webhooks to PagerDuty, Slack, etc. Error Tracking is about detection and context, not incident management workflows. |

Getting a customer started

What does an evaluation look like?


	Scope: Enable Error Tracking on their primary application. Connect Session Replay to error events. Set up alerts for critical error spikes.

	Timeline: 1 to 3 days to start capturing errors. 1 week to have meaningful error data and session replay context.

	Success criteria: Can you see errors grouped by type with affected user counts? Can you click from an error to the user's session replay? Can you get alerted when a new error type spikes?

	PostHog investment: Error Tracking free tier covers 100K exceptions/month. Session Replay free tier covers 5K recordings.

	Key requirement: They need to integrate the PostHog SDK or connect their existing error capture to PostHog's Error Tracking. If they're already using PostHog's SDK, Error Tracking may just need to be enabled.



Onboarding checklist


	[ ] Enable Error Tracking in the PostHog SDK configuration

	[ ] Verify errors are being captured and grouped correctly

	[ ] Connect Session Replay to error events (verify you can click from error → replay)

	[ ] Set up alerts for critical error types or spike detection

	[ ] Build an "Error Health" dashboard: error trends, top errors by affected users, error rate by release

	[ ] Review the top 5 errors with the team, using session replay context to prioritize fixes

	[ ] If applicable, enable Logging (beta) for backend log context

	[ ] Create a Product Analytics query that correlates errors with funnel drop-off or business metrics



Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | Error Tracking only | Session Replay | They see stack traces but can't reproduce the user experience | "You can see the error. Want to see exactly what the user was doing when it happened?" | | Error Tracking + Session Replay | Logging | They have frontend error context but need backend logs | "You can see the user's session. But what was happening on the server at the same time?" | | Error Tracking + analytics correlation | Product Intelligence (for the product team) | They're connecting errors to user impact. The product team would benefit from the same analytics. | "You're measuring error impact on users. Has your product team seen what they can do with funnels and retention in the same platform?" | | Error Tracking (engineering in PostHog) | Release Engineering (same engineering team) | Engineering is in PostHog for errors. Feature flags for safe releases is a natural add. | "You're tracking errors after releases. What if you could gate features behind flags and roll back without a deploy?" | | Error Tracking for AI features | AI/LLM Observability | Traditional error tracking misses AI quality regressions | "You're catching exceptions, but are you catching when your model starts giving worse answers? That's a different kind of 'error.'" |

Internal resources


	Error Tracking docs: Error Tracking

	Session Replay docs: Session Replay

	Product Analytics docs: Product Analytics

	PostHog AI docs: Enable PostHog AI · Example prompts

	Competitive battlecard: To be added: Sentry / Datadog competitive positioning



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | "You're shipping fast and breaking things. PostHog catches errors and shows you the user's experience when they hit a bug. No Sentry bill required." Error Tracking + Session Replay is the sweet spot. | Error Tracking, Session Replay | CTO, founding engineer | | AI Native — Scaled | "Your AI features have failure modes that traditional error tracking misses: hallucinations, slow responses, quality regressions. PostHog catches the technical errors AND lets you evaluate output quality." Bridge to AI/LLM Observability. | Error Tracking, Session Replay, Logging, AI Evals | VP Eng, Platform Lead, SRE | | Cloud Native — Early | "Stop finding bugs from user complaints. Error Tracking catches exceptions automatically, and Session Replay lets you see exactly what happened. 100K exceptions/month free." | Error Tracking, Session Replay | CTO, founding engineer | | Cloud Native — Scaled | "Your team is juggling Sentry, Papertrail, and Datadog. PostHog consolidates error tracking, logging, and user context into the platform you already use for analytics." Consolidation pitch. | Error Tracking, Session Replay, Logging, Product Analytics | VP Eng, SRE Lead, Platform team | | Cloud Native — Enterprise | "Multiple teams, multiple services, and incident context spread across 5 tools. PostHog gives you errors + logs + user sessions + business impact in one platform. No more switching between Sentry, Datadog, and Amplitude during an incident." | Full Observability stack + Enterprise package | VP Eng, Director of SRE, Platform leadership |





  72. Product Intelligence

  Source: https://posthog.com/handbook/growth/use-case-selling/product-intelligence

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is the job to be done?

	What PostHog products are relevant?

	Adoption path and expansion path

	Entry point

	Primary expansion path

	Alternate expansion paths

	Business impact of solving the problem

	Personas to target



  What is the job to be done?

"Help me understand what users do, why they do it, and what to build next."


	Understand how users navigate your product and where they get stuck

	Identify which features drive retention and which are ignored

	Get qualitative context for quantitative patterns (the "why" behind the numbers)

	Validate product hypotheses with experiments before committing engineering resources

	Collect direct user feedback at key moments in the product experience

	Track business outcomes (revenue, expansion) tied to product usage

	Act on insights by automating onboarding and feature adoption messaging based on user behavior



This is our bread and butter. Most accounts start here. The risk is they stay here as a single product analytics customer and never expand. The opportunity is that Product Intelligence naturally creates demand for the other use cases once teams start acting on what they learn.

What PostHog products are relevant?


	Product Analytics (core) — Funnels, retention, cohorts, lifecycle analysis, trends, user paths. The quantitative foundation for understanding what users do.

	Session Replay — The qualitative layer. Watch what users actually do when the numbers say they're dropping off. Bridges the gap between "40% drop at step 3" and "oh, the button doesn't render on mobile Safari."

	Surveys — Direct feedback loop at key moments. NPS after onboarding, CSAT after support, "why did you cancel?" on churn. Ties qualitative signal to quantitative behavior data.

	Experiments — Validate hypotheses with statistical rigor before committing to a full build. A/B test changes against real metrics, not gut feel. Requires Feature Flags for implementation.

	Workflows — Onboarding sequences, activation nudges, lifecycle engagement. The action layer: once you've identified a drop-off in analytics, Workflows lets you do something about it automatically. (Email drip campaigns)

	AI Evals — For products with AI features: proactively surface where users are struggling based on AI output quality. This is product intelligence driven by AI observability. A bridge product to the AI/LLM Observability use case.

	PostHog AI — Natural language querying and insight discovery. Lowers the bar for non-technical product stakeholders to self-serve. A PM asks "why did retention drop last week?" instead of building a custom query. (Example prompts)



Adoption path and expansion path

Entry point

Usually Product Analytics. Customer starts tracking events, builds dashboards, creates their first funnel. Then they hit the ceiling of quantitative data alone: "I can see that users drop off, but not why."

Primary expansion path

Product Analytics → + Session Replay → + Surveys → + Experiments → + Workflows

The logic of each step:


	Product Analytics → Session Replay: They know what is happening (40% drop at step 3). They need to see why. Session Replay gives them the qualitative context that numbers can't.

	Session Replay → Surveys: They're watching replays and forming hypotheses about why users struggle. Surveys let them ask users directly at the moment of friction, then tie responses back to behavior data.

	Surveys → Experiments: They've identified the problem through analytics, replay, and feedback. Now they want to test a fix. Experiments require Feature Flags, which gets engineering involved (multithreading moment).

	Experiments → Workflows: They've validated what drives value. Now they want to guide users toward those high-value behaviors automatically, through behavior-triggered engagement sequences.



Alternate expansion paths

B2B accounts with Group Analytics: B2B SaaS companies almost always need company-level analytics alongside user-level. If they're B2B and not using Group Analytics, that's a significant upsell opportunity. Group Analytics lets them answer "which companies are most engaged" not just "which users."

Starting from Session Replay: Some accounts come in through Session Replay first (debugging, QA, customer support use cases). They realize they need Product Analytics to quantify what they're seeing qualitatively. The expansion path reverses: Replay → Analytics → Surveys → Experiments.

Product teams that ship AI features: If the product has AI components, AI Evals can proactively surface where users are struggling based on output quality. This bridges Product Intelligence into AI/LLM Observability.

Business impact of solving the problem

This is the use case with the largest existing install base. Most PostHog accounts start with Product Analytics. The expansion opportunity isn't convincing them to adopt PostHog. It's convincing them to go beyond a single product and use the full Product Intelligence stack.

The Workflows close-the-loop story is powerful. You identify a drop-off point (analytics), you understand why users leave (session replay, surveys), and now you can re-engage users when they disengage (workflows). That's a complete insight-to-action cycle that no competitor offers in one platform.

Product Intelligence creates demand for other use cases. Once the product team is deep in PostHog, they pull in the growth team (Growth & Marketing use case) for acquisition and activation. Once they're running experiments, engineering gets involved in rollouts (Release Engineering). This is the gateway use case.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | Product Manager | PM, Senior PM, Head of Product | Feature adoption, retention, user journeys, proving impact to leadership | "Can I see which features drive retention and prove ROI to my VP?" | | Product Engineer | Full-stack eng on a product team | Fast instrumentation, reliable data, not maintaining a data pipeline | "How fast can I instrument this and how reliable is the data?" | | UX Researcher | UX Researcher, Design Lead | User behavior patterns, qualitative + quantitative, session-level detail | "Can I watch real user sessions filtered by the cohort I'm studying?" | | Designer | Product Designer, UX Designer | How users interact with new designs, A/B testing UI changes | "Can I see the before/after impact of my design changes?" | | Founder (early stage) | Founder, CTO at seed/Series A | All of the above. Finding product-market fit. Speed. | "Does this help me figure out what to build next?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | Product Analytics is the only paid product | Product spend breakdown | Classic single-product account. Full expansion path available. | | High insight/dashboard creation per active user | Engagement metrics | Product team is actively using PostHog for analysis. They're ready for deeper tools. | | Session Replay is free-tier only or not used | Product usage data | They're doing quantitative analysis without qualitative context. Session Replay is the obvious next step. | | B2B company without Group Analytics | Company type + product spend | Major upsell opportunity. B2B companies need company-level analytics. | | Multiple PM or design roles in the user list | User list in Vitally | Product team is in PostHog, not just engineering. This use case is live. |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | Funnels and retention insights being created regularly | Saved insights | Product team is actively measuring conversion and retention. Ripe for Experiments. | | Session Replay enabled but low viewing rate | Replay settings vs. replay views | They've turned it on but aren't using it. Needs onboarding or a nudge to connect it to their analytics workflow. | | No experiments running despite active analytics | Experiments list | They're identifying problems but not testing solutions. Experiments is the next conversation. | | Dashboards shared across multiple users | Dashboard sharing settings | They're collaborating on insights. Good health signal and potential for team expansion. | | High event volume, low survey usage | Product usage metrics | They have the traffic to run surveys but haven't started. Low-hanging cross-sell. |

Command of the Message

Discovery questions


	How does your product team decide what to build next? What data informs that decision?

	When you see a drop-off in a funnel, how do you figure out why users are leaving?

	How do you measure whether a new feature is successful after launch?

	Do you collect direct user feedback inside the product? How is that connected to your analytics?

	When you have a hypothesis about user behavior, how do you validate it? Do you run experiments?

	How do you prove to leadership that a product investment drove business results (revenue, retention)?

	How many tools does your product team use to understand users? (Analytics, replay, surveys, experiments — how many vendors?)

	Can your PMs answer their own questions, or do they depend on data/engineering for every query?



Negative consequences (of not solving this)


	Product decisions are based on gut feel or incomplete data because the team can't connect behavior to outcomes

	PMs can see that users drop off but not why, leading to guesswork about what to fix

	Experiments are rare or nonexistent because the tooling is disconnected from analytics, so every test requires a separate setup

	User feedback (surveys) lives in a separate tool, disconnected from behavior data, so you can't answer "what happened right before this user gave us a 3/10?"

	Product team can't prove business impact, making it hard to justify investment or prioritize

	Insights are identified but never acted on because there's no automation layer to guide users or re-engage them



Desired state


	One platform for the full cycle: measure behavior → watch sessions → collect feedback → test changes → measure revenue impact → act on insights

	PMs can self-serve answers without waiting for a data team

	Every product change is measured against real retention and revenue metrics

	Onboarding and feature adoption are guided automatically based on user behavior

	Product team and engineering share the same platform, reducing tool fragmentation



Positive outcomes


	Faster product decisions: cycle time from "we see a problem" to "we've validated a fix" drops significantly

	Higher retention from catching and addressing drop-off points systematically

	Better resource allocation: experiments prove what works before engineering commits to a full build

	Product team can demonstrate revenue impact to leadership, strengthening their influence

	Tool consolidation: replace separate analytics + replay + survey + experimentation vendors with one platform



Success metrics

Customer-facing:


	Feature adoption rates improve for targeted features

	Retention curves flatten or improve for key cohorts

	Experiment velocity increases (more hypotheses tested per quarter)

	Time from insight to action decreases



TAM-facing:


	Customer expands from Product Analytics-only to multi-product (Session Replay, Surveys, Experiments)

	Multiple product team members (PMs, designers) are active, not just engineers

	Experiment usage grows (indicates the product team is using PostHog for decisions, not just reporting)

	Workflow usage starts (they're closing the insight-to-action loop)



Competitive positioning

Our positioning


	Quantitative + qualitative in one platform. Product Analytics and Session Replay together. No switching between Amplitude and Hotjar. Filter replays by funnel drop-off, cohort, or event.

	Insight to action, not just insight. Most analytics tools stop at the dashboard. PostHog lets you act on what you find with Workflows and Experiments.

	Experiments built into the analytics workflow. See a drop-off in a funnel, right-click to create an experiment, measure the result in the same tool. No separate experimentation platform.

	PostHog AI makes analytics accessible. PMs who aren't comfortable with SQL can ask questions in plain English.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | Amplitude | Product analytics, cohorts, experiments | Broader platform (replay, flags, surveys, workflows); better pricing; open source | More mature ML features (predictions, audiences); larger enterprise install base | | Mixpanel | Product analytics, funnels, retention | Broader platform; no sampling; replay + surveys + flags included | Some teams prefer the UX; strong mobile analytics | | Hotjar | Session replay + basic surveys | Engineering-grade analytics alongside replay; experiments; flags | Simpler UX for non-technical users; purpose-built for UX research | | Heap | Auto-capture product analytics, session replay | Also auto-capture, plus flags, experiments, surveys, workflows | Retroactive analytics (virtual events) is a strong pitch | | Pendo | Product analytics + in-app guides | Deeper analytics; experiments; open source; better pricing | More mature in-app guides; stronger enterprise PM workflow features |

Honest assessment: Our strongest position is the breadth of the platform. No competitor offers analytics + replay + surveys + experiments + workflows in one tool. We're weaker against Amplitude in very large enterprises where their ML features and enterprise sales motion are more mature. We're weaker against Hotjar/Pendo for non-technical product teams who want a simpler, more opinionated UX. Our sweet spot is technical product teams at companies with engineers who value depth, flexibility, and not paying for 5 separate tools.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | No native in-app guides or tooltips | Teams with complex in-app onboarding needs may hit walls | For tooltip/modal UX, keep a dedicated tool (Appcues, Pendo) and use PostHog for analytics + experimentation. | | Workflows is new, less mature than dedicated engagement tools | Teams expecting Braze-level email sequencing will find gaps | Position as behavior-driven automation, not a full lifecycle marketing replacement. Complement with existing tools via Data Pipelines. | | No built-in heatmaps | Some UX teams expect heatmaps as part of the qualitative toolkit | Session Replay provides more context than heatmaps (full session vs. aggregated click positions). Toolbar provides some click-map functionality. | | Learning curve for non-technical PMs | PMs used to Amplitude's guided UX may find PostHog's flexibility overwhelming initially | Lead with PostHog AI for querying. Build pre-configured dashboards during onboarding. Start with simple funnels and retention, not HogQL. |

Getting a customer started

What does an evaluation look like?


	Scope: Instrument their core product flow: signup → key activation event → retention-defining action → conversion/upgrade. Build the primary funnel and retention analysis. Enable Session Replay on key flows.

	Timeline: 1 to 2 weeks to see value from analytics and replay. Experiments need enough traffic for statistical significance, so timeline varies.

	Success criteria: Can you answer: "Where do users drop off in our core flow, and why?" Can you see the full retention curve by cohort? Can you watch a replay of a user who dropped off?

	PostHog investment: Product Analytics free tier covers 1M events. Session Replay free tier covers 5K recordings. Surveys, Experiments have generous free tiers.



Onboarding checklist


	[ ] Install PostHog SDK with autocapture enabled (getting started)

	[ ] Define and instrument core conversion events (signup, activation, key feature usage, upgrade)

	[ ] Build the primary conversion funnel

	[ ] Set up retention analysis for key activation events

	[ ] Enable Session Replay on production (configure sampling if needed)

	[ ] Watch 5+ replays filtered by funnel drop-off to get qualitative context

	[ ] Build a "Product Health" dashboard for the product team (funnels, retention, trends)

	[ ] Introduce PostHog AI to PMs for self-serve querying

	[ ] Set up one Survey at a key friction point (post-signup NPS, feature feedback)

	[ ] Plan first Experiment targeting a known drop-off point



Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | Product Analytics only | Session Replay | They see the numbers but not the why | "You can see 40% drop off at step 3. Want to watch what's actually happening?" | | Product Analytics + Session Replay | Surveys | They're forming hypotheses from replays and want direct user input | "You're watching sessions and seeing confusion. Want to ask users directly what's tripping them up?" | | Product Analytics + Surveys | Experiments | They've identified problems and want to validate fixes | "You know the problem. Let's test whether your proposed fix actually works before building it fully." | | Analytics + Experiments mature | Workflows | They know what works and want to operationalize it | "You proved the new onboarding flow works. Now let's automatically nudge every new user toward it." | | Product team in PostHog | Growth & Marketing (for the growth team) | Product team is in PostHog. Growth team should be too. | "Your PMs are using PostHog for product decisions. Has the growth team seen what they can do with funnels and experiments for conversion optimization?" | | B2B account, no Group Analytics | Group Analytics add-on | B2B companies need company-level analytics | "You're tracking individual users. But do you know which companies are most engaged and which are at risk?" | | Product team using flags for experiments | Release Engineering (for the eng team) | Engineering is implementing flags for experiments. They can use them for releases too. | "Your engineers are already deploying feature flags for experiments. Have they considered using the same infrastructure for all their releases?" |

Internal resources


	Product Analytics docs: Funnels · Retention · Lifecycle · Cohorts · User paths · SQL

	Session Replay docs: Session Replay

	Surveys docs: Creating surveys

	Experiments docs: Experiments · Exposures

	Workflows docs: Getting started · Email drip campaigns

	Feature Flags docs: Getting started

	PostHog AI docs: Enable PostHog AI · Example prompts

	Group Analytics docs: Group Analytics



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | Product Intelligence looks different here. There's no UX researcher. A GTM engineer or founding PM is looking at funnels, activation rates, and conversion. Frame it as "understand what makes users stick" not "deep behavioral research." | Product Analytics (funnels, retention), Session Replay, Experiments, PostHog AI | Founder, founding PM, GTM engineer | | AI Native — Scaled | Starting to formalize the product function. May have a dedicated PM. AI Evals becomes relevant as a bridge: evaluating AI output quality is product intelligence for AI products. | Product Analytics, Session Replay, Surveys, Experiments, AI Evals | PM, Head of Product, AI Product Lead | | Cloud Native — Early | First real analytics investment. They need to find product-market fit. Speed matters. Don't overwhelm with features. Start with funnels and retention, add replay and surveys as they mature. | Product Analytics, Session Replay, PostHog AI | Founder, first PM, product engineer | | Cloud Native — Scaled | Dedicated product team with PMs, designers, maybe UX researchers. They want depth: cohort analysis, retention by feature, experiment velocity. Workflows becomes relevant for operationalizing insights. | Full Product Intelligence stack. Group Analytics if B2B. | Head of Product, VP Product, UX Research Lead | | Cloud Native — Enterprise | Multiple product teams, multiple workloads. The play is expanding PostHog from one team to many. Standardization and governance matter. RBAC (Enterprise package) becomes relevant. | Full stack + Group Analytics + Enterprise package | VP Product, CPO, product ops |





  73. Release Engineering

  Source: https://posthog.com/handbook/growth/use-case-selling/release-engineering

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is the job to be done?

	What PostHog products are relevant?

	Adoption path and expansion path

	Entry point

	Primary expansion path

	Alternate expansion paths

	Business impact of solving the problem

	Personas to target



  What is the job to be done?

"Help me ship faster without breaking things, control who sees what, and validate that changes actually work."


	Safely roll out features to specific users or groups before a full release

	Instantly kill a bad deploy without a rollback or hotfix

	Measure the actual impact of a release on key metrics, not just "it didn't crash"

	Reproduce user-reported bugs from the user's actual perspective during a rollout

	Run A/B tests tied to releases so every ship is a learning opportunity

	Detect quality regressions in AI features after prompt or model changes



What PostHog products are relevant?


	Feature Flags (core) — Controlled rollouts, percentage-based releases, targeted delivery to specific users/groups, kill switches. The foundation of safe shipping. Engineering teams use flags to decouple deployment from release: code ships to production but features are gated behind flags. (Getting started · Multivariate flags)

	Experiments — A/B testing tied directly to releases. "We shipped a new checkout flow behind a flag. Did it actually improve conversion, or just look better in the demo?" Experiments are billed with Feature Flags, so customers with flags already have access. (Creating experiments)

	Session Replay — Reproduce bugs from the user's actual perspective during rollout. When a user reports "the new feature is broken," you don't need to guess. Filter replays by feature flag variant and watch exactly what happened. Also useful for rollout validation: watch how real users interact with the new feature before expanding the rollout.

	AI Evals — For products with AI features: detect quality regressions after prompt or model changes. Traditional error tracking won't catch a model that starts producing lower-quality output. Evals compare output quality before and after a change, catching regressions that look "fine" from an error rate perspective but degrade user experience.



Adoption path and expansion path

Entry point

Usually Feature Flags. Engineering team wants controlled rollouts. Common entry scenarios:


	Progressive rollout: Team wants to ship a risky change to 5% of users, monitor, then expand gradually. Feature flags give them the gate; they quickly want metrics to know when it's safe to expand (Experiments).

	Kill switch: After a bad deploy that took hours to roll back, engineering wants instant off-switches for new features. Feature flags are the answer.

	Growth team bridge: The growth team wants to run an A/B test on the signup flow. Experiments requires Feature Flags, which requires engineering to implement. Engineering gets pulled into PostHog through the growth team's request. (See the Growth & Marketing playbook for this entry path.)



Primary expansion path

Feature Flags → + Experiments → + Session Replay (for debugging and rollout validation)

The logic of each step:


	Feature Flags → Experiments: They're rolling out features behind flags but only monitoring for crashes, not measuring business impact. Experiments lets them answer "did this change actually improve the metric we care about?" Since Experiments is billed with Feature Flags, the barrier is adoption, not cost.

	Experiments → Session Replay: They're measuring impact quantitatively but can't debug issues qualitatively. When an experiment shows the control is outperforming the variant, they need to see why. Filter replays by flag variant, watch what's going wrong.



Alternate expansion paths

Starting from Experiments (growth-driven): The growth team wants to A/B test, which requires engineering to implement flags. Engineering discovers they can use the same flag infrastructure for all their releases. This is the reverse entry: growth team is the catalyst, engineering becomes the power user. The growth team stays in Growth & Marketing; engineering lands in Release Engineering.

AI product teams: After a prompt or model change, engineering wants to verify quality hasn't regressed. AI Evals catches regressions that traditional error tracking misses. This bridges into AI/LLM Observability.

Business impact of solving the problem

This is a different buyer than Product Intelligence. Release Engineering targets engineering managers, platform teams, and individual developers. In most organizations, these are separate from the product analytics buyer (PM). Selling to engineering unlocks a parallel revenue stream from the same account. Two budget holders, two champions, much stickier account.

Feature Flags in the codebase are sticky. Once feature flags are integrated into the release workflow and embedded in production code, they're very hard to rip out. This isn't a dashboard someone stops logging into. It's infrastructure that engineering depends on for every deploy. This makes Release Engineering accounts among the most defensible in our book.

The tight integration between flags and experiments is genuinely differentiated. LaunchDarkly has flags but weak experimentation. Standalone experimentation tools (Statsig, Eppo) have experiments but aren't integrated with the broader analytics platform. PostHog connects flags → experiments → product analytics → session replay in one tool.

Experiments + Feature Flags create the multithreading bridge. When growth wants to experiment and engineering implements the flags, both teams are in PostHog. This is one of the best ways to get multithreaded in an account if you aren't already.

Personas to target

| Persona | Role Examples | What They Care About | How They Evaluate | |---|---|---|---| | Engineering Manager | EM, VP Eng, Director of Eng | Release velocity, incident rate, rollback time, team productivity | "Will this make my team ship faster with fewer incidents?" | | Platform Engineer | Platform Eng, DevEx, Infrastructure | Developer experience, flag management at scale, API reliability | "How does this scale to thousands of flags? What's the API latency?" | | Individual Developer | Senior Eng, Staff Eng, Product Engineer | Fast to implement, doesn't slow down CI/CD, good SDK quality | "How many lines of code to add a flag? Does the SDK suck?" | | Founding Engineer | CTO, first engineers at early-stage startup | Speed, simplicity, not paying for LaunchDarkly's enterprise pricing | "How fast can I set this up and how much does it cost?" |

Signals in Vitally & PostHog

Vitally indicators this use case is relevant

| Signal | Where to Find It | What It Means | |---|---|---| | Feature Flags is the primary or only paid product | Product spend breakdown | Engineering-first account. Full Release Engineering expansion path available. | | High flag evaluation volume, low experiment count | Product usage data | They're using flags for rollouts but not measuring impact. Experiments is the next conversation. | | Customer mentions LaunchDarkly in notes | Vitally notes / conversations | Competitive displacement opportunity. They may be paying LaunchDarkly prices for flags alone. | | Engineering-only users (no PMs or marketing) | User list in Vitally | Engineering-first adoption. Release Engineering is the primary use case. Product Intelligence is the cross-sell. |

PostHog usage signals

| Signal | How to Check | What It Means | |---|---|---| | Feature flags created frequently but no experiments | Flag list vs. experiments list | They're using flags for rollouts but not measuring impact. Low-hanging Experiments adoption. | | Flags with high evaluation volume | Flag usage metrics | Flags are in production, integrated into the codebase. High stickiness. | | Session Replay enabled but not filtered by flag variant | Replay usage | They're recording sessions but not connecting them to rollout debugging. Onboarding opportunity. | | Multiple flags per user/team | Flag list + creators | Multiple engineers are using flags. Good health signal and potential for team-wide adoption. |

Command of the Message

Discovery questions


	How do you currently roll out new features? All at once, or gradually?

	When a deploy goes wrong, how long does it take to roll back? What's that process look like?

	After you ship a feature, how do you know it's working? What metrics do you check?

	Do you run A/B tests on product changes? How is that connected to your release process?

	When a user reports a bug in a new feature, how do you reproduce it?

	How many deploys per day/week does your team ship? What slows that down?

	Are you using a feature flag tool today? What do you like and dislike about it?

	How does your growth team run experiments? Does engineering implement those, or is it separate?



Negative consequences (of not solving this)


	Risky deploys require full rollbacks, costing hours of engineering time and user trust

	No way to gradually roll out to a subset of users, so every release is all-or-nothing

	Features ship without measuring impact, so the team doesn't know if changes actually helped

	Bug reproduction is guesswork because there's no way to see the user's actual experience during a rollout

	Engineering and growth/product teams use separate tools, so experiment results don't connect to release decisions

	High LaunchDarkly costs for feature flagging alone, without experiments or analytics integration



Desired state


	Every feature ships behind a flag with gradual rollout and instant kill switch capability

	Every release is measured against real business metrics, not just error rates

	When a user reports a bug in a new feature, engineers can watch their exact session filtered by flag variant

	Growth team experiments and engineering rollouts use the same infrastructure

	Flag, experiment, and analytics data live in one platform, so the full picture is visible without switching tools



Positive outcomes


	Faster release cycles: engineers ship with confidence because they can roll back instantly

	Fewer incidents: gradual rollouts catch issues at 5% instead of 100%

	Better product decisions: every release is also a measurement opportunity

	Reduced tooling cost: replace LaunchDarkly + separate experimentation tool with one platform

	Multithreaded account: growth and engineering share the same platform for experiments and rollouts



Success metrics

Customer-facing:


	Release velocity increases (more deploys per week)

	Mean time to recovery from bad deploys decreases

	Percentage of releases measured with experiments increases

	Bug reproduction time decreases (engineers can watch filtered replays)



TAM-facing:


	Feature Flag evaluation volume grows (flags are being used more broadly)

	Experiment count increases (moving from "just flags" to "flags + measurement")

	Session Replay adoption grows alongside flag usage (debugging workflow)

	Non-engineering users (growth, PM) start creating experiments (multithreading indicator)



Competitive positioning

Our positioning


	Flags + experiments + analytics in one platform. The only tool where you can create a flag, run an experiment, measure the result in Product Analytics, and watch user sessions filtered by variant. No stitching together LaunchDarkly + Statsig + a replay tool.

	Experiments included with Feature Flags. Experiments are billed as part of Feature Flags. Customers using flags already have experimentation. The barrier is awareness and adoption, not cost.

	Session Replay filtered by flag variant. When an experiment shows the control winning, filter replays by the losing variant and watch what went wrong. No other flag tool offers this.

	Better pricing than LaunchDarkly. LaunchDarkly is expensive and charges separately for experimentation. PostHog bundles it and prices on requests, not seats.



Competitor quick reference

| Competitor | What They Do | Our Advantage | Their Advantage | |---|---|---|---| | LaunchDarkly | Feature flags, targeting, enterprise flag management | Experiments included; analytics integration; session replay; far better pricing | More mature enterprise flag management; larger feature set for complex targeting rules; bigger enterprise install base | | Statsig | Feature flags + experimentation + analytics | Broader platform (replay, surveys, workflows); open source | Purpose-built for experimentation; strong warehouse-native story; more advanced statistical methods | | Eppo | Warehouse-native experimentation | Broader platform; doesn't require a data warehouse; integrated replay | Warehouse-native means they use your existing data; more advanced statistical methodology | | Split.io | Feature flags + experimentation | Broader platform; better pricing; integrated analytics | More mature enterprise integrations |

Honest assessment: Our strongest position is against teams paying LaunchDarkly prices for flags alone and not getting experiments included. The "flags + experiments + analytics in one platform" pitch is genuine and saves money. We're weaker against teams that need very complex flag management at enterprise scale (LaunchDarkly's core strength) or teams that want warehouse-native experimentation (Eppo's pitch). Our sweet spot is engineering teams that want the full loop: flag a feature, measure its impact, debug issues with replay, all in one tool.

Pain points & known limitations

| Pain Point | Impact | Workaround / Solution | |---|---|---| | Flag management UX is simpler than LaunchDarkly's | Enterprise teams with hundreds of flags may want more organizational features | PostHog flags work well at scale. For very complex targeting, review the multivariate flags and payloads documentation. | | No built-in flag approval workflows | Some enterprise teams want PR-style review before a flag goes live | Use existing code review processes (flags are in code). PostHog audit logs track changes. | | Statistical methodology is Bayesian | Teams preferring frequentist methods may push back | Bayesian is faster to reach conclusions and easier to interpret. For teams that insist on frequentist, this is a real limitation. |

Getting a customer started

What does an evaluation look like?


	Scope: Implement feature flags on one upcoming release. Ship behind a flag with gradual rollout. Optionally set up an experiment to measure impact.

	Timeline: 1 to 2 days to implement first flag. 1 to 2 weeks to see experiment results (depends on traffic).

	Success criteria: Can you gate a feature behind a flag and roll it out gradually? Can you instantly kill a flag if something goes wrong? Can you measure the impact of the change with an experiment?

	PostHog investment: Feature Flags free tier covers 1M requests. Experiments are included.

	Key requirement: Engineering needs to integrate the PostHog SDK into their codebase. This is the implementation step. Once the SDK is in, adding new flags is trivial.



Onboarding checklist


	[ ] Install PostHog SDK in the application (Feature Flags getting started)

	[ ] Create first feature flag for an upcoming release

	[ ] Set up gradual rollout (start at 5-10%, monitor, expand)

	[ ] Test kill switch: turn flag off and verify the feature is immediately disabled

	[ ] Set up first Experiment tied to a flagged feature, measuring a real business metric

	[ ] Enable Session Replay and filter replays by flag variant to debug an issue

	[ ] Review experiment results and use them to make a ship/no-ship decision

	[ ] Plan second experiment to establish the workflow as a team habit



Cross-sell pathways from this use case

| If Using... | They Might Need... | Why | Conversation Starter | |---|---|---|---| | Feature Flags only | Experiments | They're gating features but not measuring impact | "You're rolling out features safely. But do you know if they're actually working? Experiments are included with your flags." | | Feature Flags + Experiments | Session Replay | They're measuring impact but can't debug qualitative issues | "Your experiment shows the control winning. Want to watch what users in the losing variant are actually experiencing?" | | Feature Flags (engineering-driven) | Product Intelligence (for the product team) | Engineering is in PostHog. Product team should be too. | "Your engineers use PostHog for releases. Has your product team seen the analytics? They could track feature adoption and retention without a separate tool." | | Feature Flags (for growth experiments) | Growth & Marketing (for the growth team) | Growth team initiated the experiments, engineering implemented the flags. Expand the growth side. | "Your growth team started the experiments. Have they explored Web Analytics and Marketing Analytics for attribution?" | | Feature Flags + Experiments | Error Tracking / Observability | They're catching issues via experiments but want proactive error detection | "You're catching regressions through experiments. Error Tracking would catch exceptions before they show up in your metrics." | | AI product releasing prompt/model changes | AI/LLM Observability | They need to detect quality regressions that error tracking won't catch | "After your last prompt change, did output quality hold up? AI Evals would tell you automatically." |

Internal resources


	Feature Flags docs: Getting started · Feature Flags · Multivariate flags · Payloads

	Experiments docs: Experiments · Creating experiments · Exposures

	Session Replay docs: Session Replay

	Competitive battlecard: To be added: LaunchDarkly competitive positioning



Appendix: Company archetype considerations

| Archetype + Stage | Framing | Key Products | Buyer | |---|---|---|---| | AI Native — Early | "Ship fast, break nothing. Feature flags let you deploy AI features to a subset of users and measure quality before going wide." AI Evals is especially relevant here. | Feature Flags, Experiments, AI Evals | CTO, founding engineer | | AI Native — Scaled | "Your engineering team is growing and releases are getting riskier. Feature flags give everyone a safety net, and experiments make sure every change is measured." | Feature Flags, Experiments, Session Replay | VP Eng, Platform Lead | | Cloud Native — Early | "Stop doing all-or-nothing deploys. Ship behind a flag, measure the impact, roll back in one click if something breaks." Speed and simplicity matter. | Feature Flags, Experiments | CTO, founding engineer | | Cloud Native — Scaled | "Multiple teams shipping to the same product. Feature flags give each team independent release control. Experiments ensure changes are measured, not just shipped." | Feature Flags, Experiments, Session Replay | VP Eng, EM, Platform team | | Cloud Native — Enterprise | "Standardize your release process across teams and BUs. Feature flags + experiments give you a consistent framework for safe, measured releases at scale." Governance (audit logs, RBAC) matters here. | Feature Flags, Experiments, Session Replay + Enterprise package | VP Eng, Director of Platform, DevEx Lead |





  74. Use-case selling

  Source: https://posthog.com/handbook/growth/use-case-selling/use-case-selling

  
  We sell products. Customers buy solutions.

When we pitch "add Surveys," it sounds like we're trying to increase their bill. When we pitch "here's how to close the loop on why users drop off," it sounds like we're solving their problem. Same product. Different framing. Very different conversion rate.

Use cases are how we sell. Products are how we bill. A use case is a discrete problem a team is trying to solve, supported by a combination of PostHog products. Billing, metering, and packaging don't change. What changes is how we talk about it, how we organize around it, and how we measure adoption.

Each use case has a full playbook with discovery questions, competitive positioning, expansion paths, objection handling, and onboarding checklists.

The seven use cases

| Use case | Job to be done | Core buyer | |---|---|---| | Product Intelligence | "Help me understand what users do, why they do it, and what to build next." | PMs, designers, product engineers, founders | | Release Engineering | "Help me ship faster without breaking things." | Engineering managers, platform teams, developers | | Observability | "Help me know when things break, understand why, and fix them fast." | SREs, platform engineers, DevOps | | Growth & Marketing | "Help me understand what drives acquisition, conversion, and revenue." | Growth engineers, marketing leads, CRO, GTM engineers | | AI/LLM Observability | "Help me understand how my AI features perform, what they cost, and how users interact with them." | AI/ML engineers, AI PMs, AI founders | | Data Infrastructure | "Help me unify product data with business data and get it where it needs to go." | Data engineers, analytics engineers, product ops | | Customer Experience | "Help me quickly understand what happened, identify the problem, and verify a fix." | Support leaders, engineering leads, CS leaders |

Product coverage matrix

| Product | Primary use case | Secondary use cases | |---|---|---| | Product Analytics | Product Intelligence | Growth & Marketing, AI/LLM Obs, Customer Experience | | Session Replay | Product Intelligence | Release Engineering, Observability, AI/LLM Obs, Customer Experience | | Feature Flags | Release Engineering | | | Experiments | Release Engineering | Product Intelligence, AI/LLM Obs, Growth & Marketing, Customer Experience | | Error Tracking | Observability | AI/LLM Obs, Customer Experience | | Surveys | Product Intelligence | Growth & Marketing, Customer Experience | | Web Analytics | Growth & Marketing | | | Marketing Analytics beta | Growth & Marketing | | | Workflows | Growth & Marketing | Product Intelligence | | LLM Observability | AI/LLM Obs | Customer Experience | | AI Evals | AI/LLM Obs | Product Intelligence, Release Engineering | | Data Warehouse | Data Infrastructure | | | Data Pipelines / Batch Exports | Data Infrastructure | Growth & Marketing | | PostHog AI | Horizontal (all) | | | Logging beta | Observability | Customer Experience |

Playbook structure

Every use case playbook follows the same sections, so TAMs know where to find what they need:


	Job to be done

	Relevant PostHog products (with doc links)

	Adoption and expansion paths

	Business impact

	Personas to target

	Signals in Vitally & PostHog

	Command of the Message (discovery, negative consequences, desired state, outcomes, metrics)

	Competitive positioning

	Pain points & known limitations

	Getting a customer started (evaluation scope, onboarding checklist)

	Objection handling

	Cross-sell pathways to other use cases

	Internal resources

	Company archetype considerations
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