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  What is the AI platform?

The PostHog AI platform is our infrastructure for building and delivering AI-powered features across all PostHog products. Instead of each team building isolated AI capabilities, we provide shared architecture, reusable components, and a consistent framework that lets everyone contribute toward our AI capabilities while maintaining quality and consistency.

Think of it like HogQL: rather than having every team write their own query engines, we built one shared system that everyone can use and extend. The AI platform follows the same philosophy — avoid reinventing AI infrastructure and prevent "death by random AI widgets."

Why we built it

Almost every team at PostHog either is building or needs to build AI features. Without a platform approach, we'd face:


	Fragmented user experience: Different AI interactions across products with inconsistent quality and UX patterns

	Duplicated effort: Multiple teams solving the same problems (authentication, error handling, rate limiting, tool calling)

	Maintenance burden: Each team maintaining their own AI infrastructure, models, and prompt engineering

	Limited capabilities: Teams constrained to simple AI features because building advanced functionality (like multi-step reasoning or agentic workflows) from scratch is too expensive



The AI platform solves these problems by providing:


	Shared architecture: A single-loop agent system that any product can extend with domain-specific tools and expertise

	Reusable components: Common tools (search, data access, taxonomy reading) that work across all AI features

	Consistent UX: Standard patterns for AI interactions, loading states, error handling, and result presentation

	Platform-level improvements: When we improve the core agent (better reasoning, faster responses, cheaper inference), all products benefit automatically



Vision: Self driving product

The overarching goal of PostHog's AI direction is self driving product. A self-driving product can prompt itself. It understands your codebase, your data, and your users. It proposes and ships work on its own, inside of guardrails you set.

The self in self-driving isn't autonomy from the engineer. It's autonomy from user instruction as the starting point.

Here's how the loop works:


	Signals: PostHog collects signals from all products and external sources — error patterns, frustration in session recordings, experiment results, survey responses, insight thresholds, support tickets, Slack threads, and more. These signals represent real problems or opportunities.




	Enrichment: PostHog processes and enriches these signals, deduplicating across data sources and adding context. A vague signal like "users seem frustrated during checkout" becomes a concrete, contextualized finding.




	Plans: The enriched signals are transformed into structured plans — similar to how Claude Code works, but driven by data rather than human prompts. Each plan describes what needs to happen, why, and what evidence supports it.




	Execution: A sandboxed coding agent takes these plans and acts on them. Today, we're focused on automatically creating pull requests. The agent also handles instrumentation automatically — adding tracking events, feature flags, and experiments as part of the code it ships. Better instrumentation produces better signals, making the entire loop smarter over time. In the future, other artifact types will be supported — decks, growth reviews, and more.




	Review: Product engineers review, iterate on, and merge (or decline) the proposed changes.




	Feedback: Once a change ships, a new signal is created so the system can evaluate what happened after the PR was merged. Did the metric improve? Did new errors appear? This feeds back into step 1.




	Loop: The cycle continues until the agent finds an exit condition — low actionability, non-important signals, noisy signals, de-prioritized work, etc.



graph LR
    Signals[Signals<br/>Internal: errors, recordings, experiments<br/>External: support tickets, Slack] --> Enrichment[Enrichment<br/>ML & agentic pipelines<br/>deduplicate, contextualize, prioritize]
    Enrichment --> Plans[Plans<br/>Structured, data-driven<br/>action items]
    Plans --> Execution[Execution<br/>Coding agent creates<br/>PRs and artifacts]
    Execution --> Review[Review<br/>Human oversight,<br/>iterate or merge]
    Review --> Feedback[Feedback<br/>New signal created<br/>from shipped changes]
    Feedback --> Signals

This vision connects all the individual AI products. PostHog products and external sources (support tickets, Slack) generate signals, ML and agentic pipelines enrich them into structured plans, background and local coding agents execute on those plans, and product engineers review and collaborate on the changes. The loop closes when shipped changes generate new signals that feed back into the cycle.

For how product teams can contribute to this vision, see Integration vectors for product teams.

Architecture at a glance

The AI platform has three main layers:

1. User-facing products

These are the AI features users interact with directly:


	PostHog AI: In-app conversational agent for interacting with PostHog

	Deep research: Automated investigative research for complex, open-ended problems

	Session summaries: Batch analysis of session recordings to find patterns

	PostHog Code: Agent development environment that gives each task its own isolated workspace

	Wizard: CLI tool for automated PostHog installation and setup

	MCP Server: Protocol integration for third-party AI tools like Claude Code



2. Core infrastructure

The shared components that power all products:


	Single-loop agent: An agent architecture that maintains full context and can dynamically load domain expertise

	Agent modes: Pluggable modules that give the agent specialized knowledge and tools (SQL, Analytics, CDP, etc.)

	Core tools: Universal features like search, data reading, and task tracking

	MCP integration: Exposes agent features to external tools via Model Context Protocol



3. Integration points

How everything connects together:


	Products share the same agent features through the MCP server

	Task generation systems (from Deep Research, Session Summaries, PostHog signals) feed PostHog Code

	The Wizard and PostHog Code consume MCP tools to interact with PostHog



For a detailed technical overview, see AI platform architecture.

Products overview

PostHog AI [General availability]

Your primary interface for working with PostHog. Instead of clicking through forms and menus, describe what you want in natural language. PostHog AI can create dashboards, write SQL queries, set up surveys, and answer questions about your data — all through conversation.

Best for: Quick answers, creating resources, learning PostHog, iterative exploration Status: Beta | Pricing: Paid with free tier

Learn more →

Deep research [Beta]

When you need to investigate complex, open-ended problems, Deep research digs deep. It systematically explores your data — session recordings, analytics, error logs — and produces comprehensive research reports that would take a human analyst hours to create.

Best for: Understanding why metrics changed, investigating user behavior patterns, root cause analysis Status: Under development | Pricing: Paid with free tier

Learn more →

Session summaries [Alpha]

Analyze hundreds of session recordings in minutes instead of hours. Session summaries finds patterns, clusters similar issues, and shows you what's actually happening across your user sessions — not just what you caught in the first few recordings you watched.

Best for: Understanding UX issues, debugging problems affecting multiple users, finding edge cases Status: Alpha | Pricing: Paid with free tier

Learn more →

PostHog Code [Beta]

An agent development environment that solves the messy workflow problem of engineering with coding agents. Each task gets its own isolated workspace where an agent works — you can guide the agent, review changes, and switch between workspaces, with everything related to a task in one place instead of across your terminal, editor, and GitHub.

Best for: Product engineers who work on multiple tasks simultaneously and already use agents heavily Status: Beta | Pricing: TBD

Learn more →

Wizard [General availability]

Get PostHog set up in minutes instead of hours. The Wizard detects your tech stack, generates integration code, verifies the installation, and gets you collecting data with minimal manual work.

Best for: New PostHog users, setting up new projects, quick integration Status: General availability | Pricing: Free

Learn more →

MCP server [General availability]

Bring PostHog into your development environment. The MCP server makes PostHog AI's features available to Claude Code, VS Code, and other MCP-compatible tools, so you never have to leave your editor to check analytics or create insights.

Best for: Engineers who prefer editor-based workflows, combining PostHog with other data sources Status: General availability | Pricing: Free

Learn more →

Key concepts

For a list of key concepts definitions, see the Glossary.

Getting started

For users


	Want to try PostHog AI? Open the chat interface in PostHog and start asking questions. See user documentation.

	Prefer working in your editor or coding agent? Set up the MCP server in Claude Code or VS Code.

	Need deep investigation? Toggle to Deep research feature in PostHog AI.



For engineers building AI features


	Not sure where to start? See Integration vectors for product teams for the different ways your team can contribute — MCP tools, skills, signals, and more.

	Adding AI to your product? Start with Team structure and collaboration to understand the process.

	Want to add a new agent mode? See Architecture for technical details.

	Need implementation guidance? Check Implementation guide for best practices and patterns.



For product managers


	Planning an AI feature? Read Pricing and product positioning to understand our approach.

	Want to understand capabilities? See Products for detailed breakdowns of each product.



What's next?

The AI platform is actively evolving. Major initiatives include:


	Third-party context integration: Connect PostHog AI to Slack, Zendesk, and other tools for richer context

	PostHog Code expansion: Moving from alpha dogfooding to broader availability

	Deep research refinement: Improving research strategies and denoising algorithms

	Mode expansion: Adding more specialized agent modes as product teams identify needs



For details on upcoming work, see Future directions.

Documentation navigation


	Products: Detailed information about each user-facing product

	Architecture: Technical deep dive on agent systems and infrastructure

	Team Structure: How teams collaborate on AI features

	Implementation Guide: Best practices, pricing, and implementation patterns



Contact

For questions about working with the AI platform:


	Slack: #team-posthog-ai

	Team page:

	Objectives: Current goals and initiatives
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  This page provides a technical deep dive into the PostHog AI platform architecture. For a high-level overview, see the AI platform overview.

AI platform architecture overview

The following diagram shows how all components of the AI platform work together:

graph TB
    subgraph "User Facing Products"
        PostHogAIUI[PostHog AI<br/>In-app Agent]
        DeepResearch[Deep Research]
        SessionSum[Session Summaries]
        PostHogCode[PostHog Code<br/>Desktop App]
        Wizard[Wizard<br/>CLI Tool]
        ClaudeCode[Claude Code /<br/>Other AI Tools]
    end

    subgraph "Core AI Infrastructure"
        subgraph "Single-Loop Agent"
            Agent[Agent with<br/>Full Context]
            CoreTools[Core Tools<br/>search, read_data,<br/>read_taxonomy,<br/>todo_write]
            Modes[Agent Modes<br/>SQL, Analytics, CDP,<br/>Custom Product Modes]
        end

        MCP[MCP Server<br/>CloudFlare<br/>Model Context Protocol]
        TaskGen[Task Generation<br/>Temporal Jobs]
    end

    Agent --> CoreTools
    Agent --> Modes

    Modes --> MCP

    MCP --> PostHogAIUI
    MCP --> DeepResearch
    MCP --> SessionSum
    MCP --> PostHogCode
    MCP --> Wizard
    MCP --> ClaudeCode

    SessionSum --> TaskGen
    DeepResearch --> TaskGen

    TaskGen --> PostHogCode

Key integration points


	The agent uses dynamic modes: The single-loop agent architecture uses dynamically loadable modes that expose PostHog capabilities.




	MCP provides universal access: The MCP server makes agent features accessible to any MCP-compatible client. PostHog AI, PostHog Code, Session Summaries, Wizard, and third-party tools like Claude Code all consume the same MCP server.




	Task generation feeds PostHog Code: Signals from PostHog data, PostHog AI conversations, and Deep Research investigations are processed into structured tasks that PostHog Code can execute.




	Shared features: Every surface consumes the same agent features through the MCP, ensuring consistency across the platform.



Single-loop agent architecture

Mode switching

PostHog AI is based on a single-loop agent architecture, heavily inspired by Claude Code, with some PostHog unique flavour. The core insight is simple: instead of routing between multiple specialized agents that act as black boxes, we have one agent that maintains full conversation context and can dynamically load expertise as needed.

The single-loop agent has direct access to all tools, uses a todo-list pattern to track progress across long-running tasks (just like Claude Code), and provides complete visibility into every step it takes. When it needs specialized knowledge, it doesn't delegate to a sub-agent — it switches its own mode to become an expert in that domain.

How the single-loop agent works

sequenceDiagram
    participant User
    participant Agent as Single-Loop Agent<br/>(Full Context)
    participant Tools

    User->>Agent: "Create a funnel for signup flow"

    Agent->>Tools: Call read_taxonomy<br/>(check what events exist)
    Tools-->>Agent: Returns actual events:<br/>'user_signed_up', 'account_created'

    Agent->>Tools: Call enable_mode("Analytics")<br/>(load funnel creation tools)
    Tools-->>Agent: Analytics mode enabled<br/>with insight creation tools

    Agent->>Tools: Create funnel with correct events:<br/>'user_signed_up' → 'account_created'
    Tools-->>Agent: Funnel created successfully

    Agent-->>User: "I've created a funnel tracking your signup flow.<br/>It shows 45% conversion from 'user_signed_up'<br/>to 'account_created'"

The key differences from older architectures:


	No hallucination: Agent checks read_taxonomy before assuming event names exist

	Full visibility: All tool calls are visible to the agent throughout the conversation

	Maintained context: The agent remembers every decision it made and can build on them

	Explainable: The agent can justify every choice because it has complete visibility



Core tools: Always available

No matter what mode the agent is in, it always has access to a core set of tools:

The search tool is unified search with a kind discriminator. You can search documentation (kind=docs), search existing insights (kind=insights), or search other resources as we add them. This replaced having separate search_docs and search_insights tools.

The read_data tool lets the agent read database schema and billing information. The read_taxonomy tool is how the agent explores your events, entities, actions, and properties. These are crucial for avoiding hallucination problems we had before — the agent can always check what data actually exists before making assumptions.

The enable_mode tool is how the agent switches between different areas of expertise, which we'll discuss in detail next.

Finally, todo_write is the tool that lets the agent manage long-running tasks. When you ask for something complex, the agent can write out a plan, track its progress, and make sure it doesn't lose context.

Agent modes: Dynamic expertise

Here's the key innovation: instead of having specialized sub-agents, we have a single agent that can "switch gear" by switching modes. Each mode gives the agent new tools, a new system prompt with domain expertise, and example workflows (which we call "trajectories") to follow.

It works in two stages. First, a small model router analyzes the user's request and enables some default modes. Then, during the conversation, the agent can call enable_mode("SQL") to switch into SQL expert mode, gaining SQL-specific tools and knowledge. The agent knows which tools it had before, which new ones it gained, and can switch back or switch to a completely different mode at any time.

Each mode is defined by three things:

A routing prompt that explains when to activate this mode and lists the available tools. This is what the small model router and the main agent use to decide when to switch modes.

A system prompt that contains expert instructions for this domain. When the agent switches to CDP mode, for example, it gets a system prompt explaining how CDP destinations work, what Hog functions are, and how transformations should be structured.

Workflow trajectories that give the agent examples of how to accomplish tasks. We inject example workflows into the todo_write tool description. For instance, the CDP mode might include a trajectory like: "Setting up CDP destination: 1. Write HogQL transformation code, 2. Define input variables, 3. Set event/property filters, 4. Test with sample data before activating."

This architecture allows product teams to create their own modes without touching the core agent. Modes can be composed and nested. Think of it as "thousands of agents" through mode combinations, rather than a fixed set of AI products.

When do black-box sub-agents still make sense?

There are exceptions. Some processes benefit from being hidden from the main agent — usually when the logic is completely detached from the conversation context, or when you want to use strategies or optimizations that would confuse the main agent if exposed. Our agentic RAG system for insight search is a good example: it iteratively searches through insights and cherry-picks the best ones using a complex scoring system. The main agent doesn't need to see all that — it just needs the final result.

Architecture diagram

graph TB
    User[User Message] --> Router[Small Model Router<br/>Analyze request]

    Router --> |Enable default modes| Agent[Single-Loop Agent<br/>Full conversation context]

    subgraph "Core Tools (Always Available)"
        Search[search<br/>docs, insights, etc.]
        ReadData[read_data<br/>schema, billing]
        ReadTax[read_taxonomy<br/>events, properties]
        TodoWrite[todo_write<br/>task tracking]
        EnableMode[enable_mode<br/>switch expertise]
    end

    Agent --> CoreTools[Core Tools]
    CoreTools --> Search
    CoreTools --> ReadData
    CoreTools --> ReadTax
    CoreTools --> TodoWrite
    CoreTools --> EnableMode

    EnableMode --> |Dynamic loading| Modes[Agent Modes]

    subgraph Modes
        SQLMode[SQL Mode<br/>+ SQL tools<br/>+ SQL system prompt<br/>+ SQL trajectories]
        AnalyticsMode[Analytics Mode<br/>+ insight tools<br/>+ analytics prompt<br/>+ analytics trajectories]
        CDPMode[CDP Mode<br/>+ destination tools<br/>+ CDP prompt<br/>+ CDP trajectories]
        CustomMode[Custom Product Mode<br/>+ product tools<br/>+ product prompt<br/>+ product trajectories]
    end

    Modes --> Agent
    Agent --> |Execute with full context| Actions[Actions<br/>Create insights, write SQL,<br/>set up destinations, etc.]

    Actions --> Response[Response to User]

How PostHog AI and MCP share the same features

The problem we needed to solve: PostHog AI and the MCP server were developed by different teams, didn't offer the same tools, and had completely different architectures. Users would find features in PostHog AI that didn't exist in the MCP, and vice versa.

The solution is an abstraction layer. Agent modes expose both high-level LLM tools (like "create a funnel with these parameters") and low-level API endpoint tools (like "call POST /api/projects/{id}/insights"). Both PostHog AI and the MCP have access to the same features, just through different interfaces.

How PostHog Code and Wizard fit in

Both PostHog Code and the Wizard currently consume the MCP. This integration gives them access to all the agent modes we're building. If Claude Code (which PostHog Code uses for code generation) ever becomes a bottleneck, we could swap in PostHog's own single-loop agent since they share the same mental model. We'd need to copy over Claude Code's terminal and file system tools (bash, grep, etc.) and add them as core tools.

We could also tag modes for specific interfaces. For example, a CodingMode(tags=["posthog-code"]) would only be exposed to the PostHog Code agent, not to PostHog AI, because it's specific to code generation workflows.

Glossary

Agent: An autonomous AI process that can reason about what to do, plan multiple steps, and take actions by calling tools. PostHog is an agent. Claude is an agent.

Single-loop architecture: An agent architecture that maintains full context throughout a conversation without delegating to black-box sub-agents. The agent can see all tools, all previous messages, and all decisions it's made.

Feature: Any Agent capability we expose to the user. Creating insights, summarizing sessions, performing a Deep research, all of these are features.

Tool: A capability the agent can call to perform actions — search docs, create insights, write SQL queries, etc.

Agent mode: A specialized configuration of an agent that gives it domain-specific tools, expert knowledge (via system prompts), and workflow examples. When PostHog AI switches to "SQL mode," it becomes an expert in writing and debugging SQL queries.

Trajectory: An example workflow showing the sequence of steps to accomplish a specific task. We use trajectories instead of the heavier "jobs-to-be-done" framework to teach agents how to use tools together effectively.

MCP (Model Context Protocol): A standard protocol for connecting AI models to external tools and data sources in a structured, secure way. Think of it like an API, but specifically designed for AI agents.

MCP Server: The component that exposes tools and data sources following the MCP specification. PostHog's MCP server makes our analytics data available to any MCP-compatible client.

MCP Client: The component that connects to MCP servers to discover and use tools. Claude Code, VS Code with AI extensions, and other tools can act as MCP clients.
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  This page provides implementation guidance for building AI features at PostHog. For a high-level overview, see the AI platform overview.

How PostHog AI works across surfaces

PostHog AI isn't a single product – it's a platform that works wherever customers work. Through a combination of MCP tools and skills, PostHog AI is available across any agent of the customer's choice: PostHog AI in the web, PostHog Code, Claude Code, Cursor, Codex, and others.

All of these surfaces share the same underlying capabilities. The MCP server exposes PostHog's API as atomic tools, and skills teach agents how to compose those tools into workflows. When a product team adds a new MCP tool or writes a new skill, every surface benefits automatically.

PostHog AI in the web

PostHog AI in the web is a sandboxed coding agent built on the Agents SDK (Claude Code's harness). It runs in a controlled environment with access to PostHog's full API surface and unlocks use cases that go beyond what a simple chat interface can offer:


	Better coverage of existing products – the agent can navigate across product boundaries, combining data from analytics, session recordings, feature flags, and more in a single workflow.

	Advanced SQL writing and analysis – the agent writes HogQL queries, executes them, and reasons over large result sets to answer complex analytical questions.

	Automatic instrumentation for non-technical users – users who aren't engineers can describe what they want to track and the agent generates instrumentation code.

	User-created custom skills and capabilities – customers can create their own skills to teach the agent domain-specific workflows.

	Generative UI for complex needs – for the most complex UI requirements, the agent can generate custom visualizations and interfaces on the fly.



PostHog Code

PostHog Code is a desktop agent that turns PostHog signals into shipped code. It watches PostHog for problems (errors, frustration patterns, user feedback) and automatically creates tasks, generates fixes, and opens pull requests with human oversight at key decision points.

Third-party agents

Engineers who prefer to work in Claude Code, Cursor, Codex, or any other MCP-compatible tool get access to the same PostHog capabilities.

Headless first, then UI

Product teams must think about AI features as headless (UI-less) workflows. Agents don't need UI – they compose tools and follow skills to accomplish goals. But customers do need UI, and for that we have MCP Apps.

The rule of thumb: first headless, then UI for a persona.


	Build the capability headless – expose your product's API as MCP tools and write skills that teach agents how to use them. This makes the capability available across all surfaces immediately.

	Then build UI where it matters – if a persona (product manager, engineer, analyst) needs a dedicated experience, build an MCP App that provides the right UI for that workflow.



This order matters because headless capabilities are reusable across every surface, while UI is specific to one. If you build UI first, you've created something that only works in one place. If you build headless first, you've created something that works everywhere, and you can always add UI later.

MCP tools vs skills

Understanding the distinction between tools and skills is essential for building effective AI features.

MCP tools are atomic capabilities – CRUD operations and simple actions. They answer "what can I do?" (list feature flags, execute SQL, create a survey, summarize a session recording). Tools should be basic primitives that agents compose into higher-level workflows.

Skills answer "how do I accomplish X?" They combine tools, domain knowledge, query patterns, and step-by-step workflows into a template that agents follow to solve a class of problems. A skill might reference multiple tools, include HogQL query examples, explain what data to verify before querying, and describe the desired outcome for the customer.

This separation matters because agents are good at composing simple tools but need guidance on _which_ tools to use, in _what order_, with _what constraints_.

For implementation details:


	Adding tools to the MCP server

	Writing skills



Implementation recommendations

For engineers adding AI features


	Expose your product's API as MCP tools. Every product should be accessible through the MCP server. Scaffold a YAML definition, enable the operations that make sense, and add a HogQL system table for data access. See Adding tools to the MCP server.




	Write skills for jobs to be done. If your product has jobs that require domain knowledge – specific tool ordering, constraints, query patterns, or reasoning about what data to check – write a skill that teaches agents how to accomplish that job well. See Writing skills.




	Build UI only when a specific persona needs it. Don't start with a UI-specific AI feature. Start headless, validate that agents can accomplish the workflow, then add UI if a persona needs a dedicated experience.



Serializer best practices

Descriptions flow through the entire pipeline:

Django serializer field → OpenAPI spec → Zod schema → MCP tool description

Product teams should type and describe their serializer fields. These descriptions are what agents read to understand tool parameters – vague or missing descriptions lead to worse agent behavior.

Tips:


	Use help_text on serializer fields – it becomes the OpenAPI description.

	Use param_overrides in YAML definitions to override generated descriptions with imperative instructions.

	Be specific about formats, constraints, and valid values.

	Avoid jargon that an LLM wouldn't understand without context.



Pricing and product positioning

How we think about pricing

With our AI pricing, we want to follow the PostHog pricing principles. Concretely, this means:


	We offer a generous free tier

	We charge usage-based instead of a flat subscription



The unit that matches usage the closest is token consumption. This means to fix a SQL query with AI, the user would pay very little, analysing hundreds of session recordings will cost more. Since token costs differ based on token type & model, we are passing on our own costs to our users, with a small markup, instead of having a fixed price per token.

To keep our AI pricing simple, this pricing applies to all AI features once they are in general availability, that means per-product AI features as well as Session summaries and Deep research.

So that users can learn how to use PostHog without worrying about being charged, we are keeping chats that refer to our documentation free without a limit.

How users should think about our products

PostHog AI is the main PostHog product for AI interactions. You can use it in the web for the richest experience, through PostHog Code for code-generation workflows, or through any third-party agent via MCP. The web UX is best for sharing, navigation, and linking between AI results and PostHog artifacts. PostHog AI is also trained on PostHog-specific patterns and your actual usage data, so it provides higher quality, more contextual results than a general-purpose AI.

Deep research is a feature available within PostHog AI, but also accessible through its own dedicated UI if you want to jump straight into research. Use it for open-ended investigative work where you're trying to understand a complex problem.

Session summaries is callable from PostHog AI and Deep research, and also has its own UI. Use it when you need to analyze many session recordings and extract patterns or issues.

PostHog Code is a desktop product for single-engineer use. It's separate from PostHog AI because the workflow is different – you're not asking questions, you're letting an AI agent watch PostHog for problems and automatically fix them in your codebase. Think of it as an AI assistant that lives in your development environment.

MCP is for users who prefer to work in third-party tools like Claude Code, Cursor, or Codex. You get access to PostHog's data and can combine it with other MCP servers (like Hubspot or Zendesk). The trade-off is you don't get PostHog AI's polished UX or PostHog-specific optimizations.

How to develop and test


	Set up the MCP stack locally. Run hogli dev:setup and add the MCP stack to your local environment.

	Write YAML configs and skills. Use the monorepo Claude Code skills to scaffold tool definitions and write skills (TODO: dedicated skill for this).

	Build skills and dump them locally. Run hogli build:skills to render all skills, then unzip them into .agents/skills/ so Claude Code can pick them up during local testing: unzip -o products/posthog_ai/dist/skills.zip -d .agents/skills/.

	Test with headless agents, not UIs. Forget about UIs – that's for humans. Test your tools and skills by talking to Claude Code or another headless agent. If the agent can accomplish the job, the capability works.

	Test with PostHog Code. Sign in to a local environment in PostHog Code and verify the end-to-end workflow.

	Alternatively, add the local MCP server to Claude Code. Run claude mcp add --transport http posthog-local http://localhost:8787/mcp to point Claude Code at your local MCP server.



Future directions

Third-party context integration

We want to connect PostHog AI to third-party tools for additional context. Imagine PostHog AI analyzing data across PostHog, Slack messages, and Zendesk tickets to understand not just what users are doing, but what they're saying and reporting. This data could also generate signals for PostHog Code – if users are complaining about a bug in Slack and PostHog sees errors in the same area, that's a strong signal to investigate and potentially fix automatically.

Continuous instrumentation

The Wizard's future evolution involves continuous instrumentation – watching your codebase and suggesting event tracking for new features, filling gaps in existing tracking, and standardizing event patterns. This could integrate with PostHog Code to automatically handle PostHog instrumentation when generating code.

Research improvements

Deep research is being refined with better research strategies, improved denoising algorithms, and more sophisticated pattern recognition. The goal is to reduce rabbit holes and improve data interpretation accuracy.

Contact and resources

For questions about working with PostHog AI, ask in the #team-posthog-ai Slack channel.

Additional resources:


	PostHog AI team page

	PostHog AI user documentation

	PostHog AI objectives

	AI platform overview

	Adding tools to the MCP server

	Writing skills

	Products documentation

	Architecture documentation

	Team structure documentation
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  This page provides detailed information about each user-facing product in the PostHog AI platform. For a high-level overview, see the AI platform overview.

PostHog AI [Beta]

PostHog AI is our primary in-app agent, accessible through a chat interface embedded directly into the product. Think of PostHog AI as a fundamentally different way to interact with PostHog — instead of clicking buttons and filling out forms, you ask questions and make requests in natural language.

The problem we're solving

PostHog has grown incredibly powerful, but that power comes with complexity. New users face a learning curve: Which insight type should I use? How do I filter for the data I need? What's the right SQL syntax for this query? Even experienced users spend time navigating through menus and forms to accomplish what they already know they want to do.

PostHog AI eliminates this friction. You don't need to know where a feature lives or how to configure it — you just describe what you want, and PostHog AI handles the details.

Who uses PostHog AI

Everyone. PostHog AI is designed to be useful whether you're:


	A new user learning PostHog for the first time (PostHog AI explains terminology and walks you through setup)

	An engineer who knows exactly what they want and just wants to say it instead of clicking through the UI

	A product manager who wants quick answers without learning technical details

	A data analyst who needs to write complex SQL queries with help



How it works

PostHog AI is built on a single-loop agent architecture with dynamic mode switching. When you send a message, PostHog AI analyzes your request, determines which specialized "modes" it needs to activate, and dynamically loads the appropriate tools and expertise. For example, if you ask PostHog AI to "create a funnel tracking the signup flow," it might:


	Use the read_taxonomy tool to check which events actually exist

	Switch to Analytics mode to access insight creation tools

	Switch to SQL mode if you need custom transformations

	Switch to CDP mode if you want to set up a destination based on the funnel results



Throughout this entire process, PostHog AI maintains full context — it can see all previous messages, all decisions it's made, and all tools it's used. This is fundamentally different from older architectures we implemented where specialized sub-agents worked in isolation.

For a technical deep dive on how this works, see the Architecture page.

Key capabilities

PostHog AI can do most things you can do through the PostHog UI:


	Search and filter: Find insights, filter session recordings, search documentation

	Create and modify: Build dashboards, create insights, set up surveys

	Write SQL: Generate and debug HogQL queries for custom analysis

	Learn PostHog: Ask how features work, get recommendations on best practices, understand terminology

	Work with data: Read your taxonomy (events, properties, actions), check database schema, access billing information



PostHog AI is powered by Inkeep for documentation search, which means it can pull from PostHog's entire doc library to answer questions about how to use the platform.

Pricing

PostHog AI is paid platform, with a generous free tier (see Pricing).

Current status & ownership

PostHog AI is currently in beta as we migrate to the new single-loop architecture. Early results show significant improvements in reliability and capability, but we're still ironing out edge cases before moving to general availability.

The  owns the architecture, performance, and UX/UI. Product teams are responsible for adding their product-specific tools and capabilities, with the PostHog AI team providing reviews and guidance (see Team Structure for details on collaboration).

Deep research [Under development]

Deep Research is PostHog AI's bigger sibling — where PostHog AI gives you quick answers, Deep Research digs deep to understand complex, open-ended problems.

The problem we're solving

Product analytics often requires real investigative work. You don't just want to know "what's my conversion rate?" — you want to understand why it's dropping, which user segments are affected, where in the flow they're getting stuck, and what patterns exist across multiple data sources. This kind of research is time-consuming. You might spend hours jumping between dashboards, filtering recordings, cross-referencing error logs, and synthesizing findings.

Deep Research automates this investigative work. It can spend minutes or hours (depending on complexity) systematically exploring your data, following leads, and producing a comprehensive research report that would take a human analyst half a day or more.

Who uses Deep research

Deep research is designed for anyone who needs to understand complex problems:


	Founders trying to understand why growth is stalling

	Engineers debugging issues that span multiple systems

	Product managers investigating why a feature isn't performing

	Data analysts exploring patterns across customer segments



If you have a vague question that requires digging through multiple data sources to answer, Deep Research is the right tool.

How it works: Test-time diffusion

Deep research's architecture is based on Google's test-time diffusion researcher framework. Here's the high-level flow:


	Input: You either start with a templated research notebook (for common research patterns) or describe your question and Deep Research generates a custom notebook structure.




	Parallel initialization: Deep research simultaneously creates a draft report (outlining what it expects to find) and a research plan (what questions to investigate).




	Iterative research: The agent systematically investigates each part of the research plan. It might filter session recordings, run analytics queries, check error logs, compare cohorts, and more. Each investigation adds findings to the draft report.




	Denoising: As research progresses, Deep research "denoises" the draft report — removing speculative parts that turned out to be wrong, strengthening findings that are supported by data, and identifying new questions to investigate.




	Loop: Research continues until the draft report is fully denoised — meaning all sections are supported by actual findings rather than speculation.




	Final report: Once complete, you get a structured notebook with the findings, including embedded session recordings, charts, and data that support each conclusion.



Architecture diagram

graph TB

    Input[User Question] --> DraftReport[Draft report<br/>with speculative findings]
    Input[User Question] --> ResearchPlan[Research Plan<br/>with questions to investigate]

    ResearchPlan --> Investigate[Iterative Investigation]

    subgraph Investigation
        Investigate --> Sessions[Session Summaries]
        Investigate --> Analytics[Run Analytics<br/>Queries]
        Investigate --> Errors[Check Error<br/>Logs]
        Investigate --> Cohorts[Compare<br/>Cohorts]
    end

    Sessions --> Findings[Add Findings to<br/>Draft Report]
    Analytics --> Findings
    Errors --> Findings
    Cohorts --> Findings

    Findings --> Denoise[Denoising Process]

    subgraph Denoising
        Denoise --> Remove[Remove speculative<br/>parts that are wrong]
        Denoise --> Strengthen[Strengthen findings<br/>with data support]
        Denoise --> NewQ[Identify new<br/>questions]
    end

    NewQ --> |Add to plan| ResearchPlan

    Remove --> Check{Report fully<br/>denoised?}
    Strengthen --> Check

    Check --> |No| Investigate
    Check --> |Yes| Final[Final Notebook Report<br/>with embedded recordings,<br/>charts, and data]

    DraftReport -.->|Continuously updated| Denoise

Why notebooks?

Notebooks are the perfect format for research because they combine narrative explanation with data visualization. You can see not just the conclusions ("conversion drops 40% at the payment step") but the evidence (charts showing the drop, session recordings showing users struggling, error logs showing timeouts).

We're building customizable notebook templates similar to what Granola does. You'll be able to pick a template or modify one ahead of time, so research results come back in exactly the format you need. This is especially useful for recurring research tasks where you want consistency.

Key differences from PostHog AI

While both PostHog AI and Deep research can answer questions about your data, they're optimized for different use cases:


	PostHog AI is fast (seconds to minutes), conversational, and best for specific questions with clear answers

	Deep research is thorough (minutes to hours), systematic, and best for open-ended problems that require synthesizing multiple data sources



Think of PostHog AI as your coworker who can quickly pull up data, and Deep Research as the analyst who will spend the afternoon really digging into a problem.

Access and pricing

Access Deep Research by toggling "Research" mode in PostHog AI, or via the dedicated Deep Research UI. It's a paid feature with a generous free tier (see Pricing).

Current status & ownership

Deep Research is under active development. The PostHog AI team owns Deep Research. The architecture is implemented but we're still refining the research strategies and denoising algorithms. Early results show it can find patterns and insights that human analysts miss, but it occasionally goes down rabbit holes or misinterprets data — we're working on improving these edge cases.

Session summaries [Alpha]

Session summaries solves a specific but painful problem: you have dozens or hundreds of session recordings, and you don't have time to watch them all. Instead of spending hours scanning through recordings one by one, Session Summaries analyzes them all at once and gives you a structured report of what it found.

The problem we're solving

Session recordings are incredibly valuable — they show you exactly what users are experiencing. But they're also time-consuming to review. If you have 100 recordings from users reporting checkout issues, do you really want to watch all 100? Most people watch a few, spot some patterns, and hope they caught the important stuff. This means you miss edge cases, low-frequency issues, and patterns that only emerge across many sessions.

Session summaries changes this calculus. You can analyze hundreds of recordings in minutes, with confidence that you're seeing all the significant patterns, not just the ones that happened to appear in the first few recordings you watched.

Who uses session summaries

Session summaries is designed for anyone who needs to understand patterns across multiple user sessions:


	Engineers debugging problems that only some users experience

	Product managers investigating UX issues

	Customer success teams diagnosing why users are struggling

	Researchers trying to understand how different cohorts use a feature



If you find yourself thinking "I need to watch a bunch of recordings to understand this," Session Summaries is the right tool.

How it works

You can trigger Session summaries in three ways:


	Ask PostHog AI directly: "Summarize the last 50 sessions from company X"

	Trigger Session summaries from the Session Replay UI or from other products

	Let Deep research invoke it as part of a larger investigation



Here's what happens under the hood:


	Collection: Session summaries retrieves all the recordings matching your criteria (time range, company, feature area, etc.)




	Analysis: An AI agent "watches" a session recording (right now, analyzing the stream of metadata, and soon enough, by watching video clips), noting significant events: errors, timeouts, rage clicks, confusion indicators (rapid back-and-forth navigation), unexpected user paths, and other behavioral signals.




	Clustering: Instead of giving you 50 individual summaries, Session summaries clusters similar issues together. For example, if 15 users all experience timeout errors at checkout, these get grouped into a single issue: "Timeout errors during payment processing (affects 15/50 users)."




	Report generation: You get a notebook with:




	Issue clusters ranked by frequency and severity

	Representative video clips showing each issue

	Context about which users/cohorts are affected

	Patterns that might not be obvious from individual sessions



What Session summaries finds

Currently, Session Summaries is trained to identify:


	Errors: JavaScript errors, failed API calls, broken images

	Timeouts: Long loading states, hanging requests

	Frustration signals: Rage clicks, rapid refreshes, abandonment

	UX issues: Confusing flows, unexpected navigation patterns

	Performance problems: Slow page loads, laggy interactions



Future capabilities

We're expanding Session summaries beyond just finding problems. Future capabilities include:


	Creative usage patterns: "Show me where users are using the product in ways we didn't expect"

	Workarounds: "Find sessions where users had to work around a limitation"

	Feature discovery: "Which features do power users rely on that casual users don't know about?"

	Delight moments: "Find sessions where users had a particularly smooth experience"



The underlying technology is the same — watch many recordings, find patterns, cluster similar behaviors — but the training and prompts can be tuned for different objectives.

Access and pricing

Access Session Summaries through PostHog AI, Deep Research, or its dedicated UI entry points. It's a paid feature with a generous free tier (see Pricing).

Current status & ownership

Session summaries is in alpha. The PostHog AI team owns Session summaries. It's working well for error and frustration detection, and early users report finding issues they would have missed. We're refining the clustering algorithms (sometimes it groups issues too broadly or too narrowly) and integrating video and GIF analysis to support findings with visual confirmation.

PostHog Code [Under development]

PostHog Code is our most ambitious bet: an agent development environment that turns PostHog data into shipped code. The vision is to free product engineers from distractions so they can focus on what they love — building great features — by automating all the chores that eat up their day.

The problem we're solving

Today, product engineers spend most of their day managing random inputs: Slack messages, GitHub notifications, tickets, emails, and alerts from various monitoring tools. This work is essential but time-consuming. Experienced AI-native engineers have already evolved a workaround — they practice "structured development," creating PRDs, breaking work into tasks, and shipping incrementally. Tools like Claude Code or Cursor only work well when given clean context and well-defined tasks.

PostHog Code aims to productize that discipline, turning chaos into structured, buildable work.

Who we're building for

PostHog Code is designed for experienced product engineers who already use AI coding tools regularly. We're explicitly not targeting non-technical "vibe coders" or hobbyist users. Our initial customer profile is early-stage startups with 2-10 engineers and hundreds to low thousands of users. We'll expand to larger startups later as internal workflows and scale requirements become more complex.

How it works: From Signals to shipped code

The core insight is that PostHog collects massive amounts of data across all our products — analytics, session recordings, error tracking, surveys, experiments. All of this data can be transformed into actionable "tasks" that describe real problems to fix or opportunities to pursue.

Here's the flow:


	Signal generation: Something happens in PostHog that indicates work needs to be done. This could be a recurring error pattern, frustration signals from session recordings, a survey response indicating a missing feature, or experiment results suggesting an optimization. The Signals team focuses on surfacing this data in useful ways.




	Task creation: An LLM-based system receives these signals, deduplicates them across data types, and translates them into concrete tasks with appropriate context. This uses a non-deterministic approach — we use a document store and LLMs to judge how to structure tasks. A vague signal like "users seem frustrated during checkout" becomes a specific task: "Investigate and fix timeout issues in payment processing, affecting 15% of transactions from company X."




	Task execution: Once a task is defined, it gets assigned to a workflow. Different tasks need different approaches — a well-defined bug fix might be a one-shot fix with human QA, while a vague feature request might need definition, breaking into chunks, gradual shipping behind a flag, and automated feedback collection.




	Coding: PostHog Code uses an agent running in a cloud sandbox (though we support local execution too). The agent clones your repo, reads your codebase for context, makes changes, writes tests, and opens a pull request. Changes are automatically wrapped in feature flags when appropriate.




	Human oversight: You're always in control. The desktop app shows you what PostHog Code is working on, lets you review and edit tasks, and requires your approval before shipping. This "human-in-the-loop" approach means you can trust PostHog Code to work in the background while you sleep, but nothing ships without your sign-off.



Why a desktop app?

This is a crucial design decision. We could have built PostHog Code directly into the PostHog web app, and it would work. But it wouldn't generate the adoption we need.

Desktop apps win because of bottom-up adoption. Individual engineers can choose tools that make them more productive in a permissionless, frictionless way. A desktop app feels like a personal tool — like VS Code, Cursor, or your terminal — rather than a team product that requires management buy-in. Engineers already make personal choices about vim vs VSCode, which terminal to use, which AI coding assistant to try. PostHog Code slots into that category.

The UX also matters more for tools you use all day, not just a few times a week. PostHog Code is designed to feel like something between Warp, Ghostty, and Cursor: super fast, keyboard-first with lots of shortcuts, easy to navigate with tabs and split windows. Think of it as having the directness of a CLI but with the richness of a UI when you need it.

The interface

PostHog Code is tab-based with the home tab being a task list. You navigate with arrow keys, click a task to open it in a new tab with a two-pane view: task details on the left (title, description, tags, origin, PR link) and a live log of activities on the right. When a task is in progress, it streams output to this log so you can watch the agent work. There's also a workflow builder view where you can see tasks moving through stages kanban-style.

Technical architecture

PostHog Code is built as an Electron app for speed, familiarity (React), and cross-platform ease. When a task kicks off, we have two execution options:

Cloud agent (preferred): Tasks execute in a cloud sandbox owned by the PostHog AI team. The agent runs in an isolated environment, clones the repo, does its work, and pushes to a branch. The downside is you need to grant GitHub app access. The upside is truly magical — PostHog Code can work on tasks while you sleep, and you wake up to PRs ready for review.

Local agent (more permissionless): We spin up Claude Code-like execution in the background on your local filesystem. This is the most permissionless version, closest to how developers use Claude Code today. We still give it access to the MCP and PostHog tools, and we likely need to proxy through our infrastructure to maintain control and provide a smooth experience.

We support both modes, but push for cloud execution as the optimal experience.

Architecture diagram

graph TB
    subgraph "PostHog Code Desktop App (Electron)"
        UI[Task List UI]
        Backend[Backend Service]
    end

    subgraph "Task Generation"
        Signals[PostHog Signals<br/>Errors, Frustration, etc.]
        DR[Deep Research]
        SS[SessionSummaries]
        TaskGen[Temporal Job<br/>Task Generation]
    end

    subgraph "Execution: Cloud Agent (Preferred)"
        CloudSDK[SDK Wrapping<br/>Coding Agent]
        Sandbox[Sandbox + API<br/>Micro VM]
    end

    subgraph "Execution: Local Agent"
        LocalRepo[Local Repo<br/>User Filesystem]
        LocalExec[Local Execution<br/>Claude Code-like]
    end

    Signals --> TaskGen
    DR --> TaskGen
    SS --> TaskGen

    TaskGen --> Backend
    Backend --> UI

    UI --> Backend
    Backend --> CloudSDK
    Backend --> LocalExec

    CloudSDK --> Sandbox
    LocalExec --> LocalRepo

What kinds of tasks?

PostHog Code isn't just for data-driven bug fixes. The system for shipping a fix is the same as the system for shipping any feature. A vague task needs definition, then breaking into chunks, then shipping with proper releases planned. A small, well-defined task just needs a one-shot fix and QA.

Even inspiration-driven features (not from user data) benefit from PostHog Code's workflow: add event tracking, ship behind a flag, automatically message users for feedback, set up an experiment to measure impact. PostHog Code productizes best practices for shipping features, not just fixing bugs.

Current status

Right now we're focused on dogfooding — getting the  to build everything using PostHog Code itself. This lets us refine product quality and identify friction fast.

For engineers not using PostHog Code

When PostHog Code isn't the right fit (maybe you don't trust AI to ship code automatically, or your workflow is very particular), we offer "copy prompt" features throughout PostHog. In error tracking, for example, you can generate an AI prompt to fix an error and paste it into your own code editor. This bridges the gap for engineers who want AI assistance but prefer to maintain manual control.

Ownership

The dedicated  owns the product. The  owns the background sandboxed agents. See Team Structure for collaboration details.

Wizard: AI-powered onboarding [General availability]

The Wizard is PostHog's AI-powered installation assistant that gets you from zero to collecting data in minutes instead of hours. Instead of reading documentation, finding the right SDK, figuring out configuration, and manually integrating PostHog into your codebase, you run one command and the Wizard handles everything.

The problem we're solving

Setting up analytics is tedious. You need to pick the right SDK for your tech stack, install dependencies, configure authentication, add initialization code in the right place, set up your first events, and verify everything works. For a developer who just wants to start tracking user behavior, this feels like unnecessary friction before you even get value from the product.

Even experienced developers waste 15-30 minutes on setup. For new developers or teams trying PostHog for the first time, it can take much longer — and if anything goes wrong, they might give up entirely.

The Wizard eliminates this friction. You run a single command, answer a few questions, and the Wizard writes all the integration code for you.

Who uses Wizard

The Wizard is designed for:


	New PostHog users getting started for the first time

	Teams trying PostHog on a new project or codebase

	Developers who want to add PostHog to an existing application quickly

	Anyone who prefers automated setup over manual integration



Basically, anyone who would rather spend time using PostHog than setting it up.

How it works

The Wizard is a CLI tool that runs locally in your development environment. Here's the flow:


	Detection: The Wizard scans your codebase to detect your tech stack (React, Next.js, Python, etc.), framework version, and project structure.




	Configuration: It asks you a few questions — which PostHog project to connect to, whether you want autocapture enabled, any custom configuration. The questions are contextual based on what it detected.




	Code generation: The Wizard writes the integration code. This includes:




	Installing the appropriate PostHog SDK via your package manager

	Adding initialization code in the right location for your framework

	Setting up configuration with your project token

	Optionally adding example event tracking code




	Verification: The Wizard verifies the integration works by sending a test event to PostHog and confirming it arrives.




	Next steps: It suggests what to do next — track your first custom event, set up a dashboard, or explore session recordings.



The entire experience uses Clack.cc for a polished CLI interface with clear prompts, progress indicators, and helpful error messages.

Current capabilities

Right now, the Wizard handles installation and basic setup across PostHog's supported SDKs. It's particularly good at:


	Detecting complex framework setups (like Next.js with app router vs pages router)

	Handling different package managers (npm, yarn, pnpm)

	Placing initialization code in the right location based on framework conventions

	Configuring autocapture and basic options



Future direction

The Wizard's long-term vision is much broader than one-time setup. Imagine:


	Continuous instrumentation: The Wizard could watch your codebase and suggest event tracking for new features. "I noticed you added a new checkout flow — want me to add tracking events?"

	Instrumentation improvements: "Your signup flow isn't tracking all the steps — I can add events to fill the gaps."

	Best practices: "You're tracking events in 5 different ways. I can standardize this for you."

	Integration with PostHog Code: The Wizard is already integrated into PostHog Code, handling PostHog instrumentation automatically when generating code (feature flags, experiments, custom events).



This would turn the Wizard from a one-time setup tool into an ongoing assistant that keeps your PostHog instrumentation clean and comprehensive.

Current status & ownership

The Wizard is in general availability and actively used during customer onboarding. It's currently owned by the .

MCP: PostHog for third-party tools [General availability]

The MCP (Model Context Protocol) server is PostHog's way of meeting engineers where they already are. Not everyone wants to switch to the PostHog UI to analyze data — many prefer to stay in their code editor, terminal, or favorite AI tool. The MCP server makes that possible.

The problem we're solving

Context switching is expensive. If you're deep in debugging code in VS Code and need to check PostHog analytics, opening a browser, navigating to PostHog, finding the right insight, and coming back to your editor breaks your flow. It's even worse when you're using an AI coding assistant — you want to ask "which error is affecting the most users?" or "create a funnel for the checkout flow" without leaving your development environment.

The MCP server solves this by bringing PostHog directly into the tools engineers already use. No context switching, no mental overhead.

Who uses MCP

MCP is designed for engineers who prefer working in their development environment:


	Developers using Claude Code or VS Code with AI extensions

	Engineers who want PostHog data combined with other data sources (GitHub, Zendesk, Hubspot)

	Teams with custom workflows or tooling that can consume MCP servers

	Anyone who prefers command-line or editor-based workflows over web UIs



How it works

The Model Context Protocol (MCP) is a standard for connecting AI assistants to external services. Here's what happens when you use PostHog via MCP:


	Connection: Your MCP client (like Claude Code) connects to https://mcp.posthog.com/mcp with your PostHog API key for authentication.




	Tool discovery: The client asks the MCP server what tools are available. The server returns a list of about 30 tools covering PostHog's API surface — everything from creating insights to filtering session recordings to managing feature flags.




	Dynamic filtering: You can control which tools load using query parameters: https://mcp.posthog.com/mcp?features=flags,insights,workspace. This keeps context windows small by only loading relevant tools.




	Execution: When you ask the AI assistant to do something with PostHog, it calls the appropriate MCP tools. These tools interface with PostHog's APIs (and eventually dedicated /ai endpoints, under development) to accomplish the task.




	Mode switching: The MCP server is being aligned with our mode switching framework. This means AI agents can dynamically enable and disable different modes during a conversation, loading only the expertise they need when they need it. This solves the context window problem — currently, loading all tools takes up about 14% of Claude Code's context window, which we're reducing through dynamic tool discovery.



Key architectural decisions

The MCP server is deployed independently on CloudFlare. This gives us fast iteration, proven reliability, and excellent developer UX with quick deployments. We dogfood PostHog's customer-facing API wherever possible, which gives us good incentive to take care of it.

The MCP server also supports session state (active project ID, org ID, distinct ID), so it can fingerprint sessions and maintain context across multiple requests.

PostHog AI vs. MCP: When to use each

Both PostHog AI and MCP give you access to the same features, but they serve different workflows:

Use PostHog AI when:


	You want the best possible UX with sharing, navigation, and linking between AI results and PostHog artifacts

	You're doing exploratory analysis and want to iterate quickly

	You need Deep Research or Session Summaries features

	You want AI specifically trained on PostHog patterns and your actual usage data



Use MCP when:


	You prefer to stay in your code editor or terminal

	You're combining PostHog data with other MCP servers (GitHub, Zendesk, etc.)

	You have custom tooling that can consume MCP servers

	Your workflow is already centered around a third-party AI tool



Our goal is to make PostHog AI so good that users want to "own" their workflow in PostHog, while still supporting MCP for engineers who prefer different tools or need to combine multiple data sources.

Current Status & Ownership

MCP is in general availability. The PostHog AI team owns the MCP server, with Josh Snyder as the primary support contact. We're actively working on dynamic tool discovery to reduce context window usage and aligning the server with our mode switching framework to share features with PostHog AI.





  5. AI platform team structure and collaboration

  Source: https://posthog.com/handbook/engineering/ai/team-structure
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  This page explains how teams collaborate on AI features at PostHog. For a high-level overview, see the AI platform overview.

Who does what

The PostHog AI team

is responsible for the architecture, performance, and UX/UI of the AI platform. We build and maintain the core infrastructure – the MCP server, skills system, PostHog AI in the web, background sandboxed agents, and shared tooling (search, read_data, read_taxonomy, enable_mode). We're also proactive when we see big opportunities for PostHog or when new capabilities can be used across multiple products, like SQL generation or universal filtering.

The PostHog Code team

builds PostHog Code, an agent development environment for product engineers. Working with coding agents today is bottlenecked by messy workflows — switching between agents, branches, worktrees, and manually managing PRs across multiple applications. PostHog Code solves this by giving each task its own isolated workspace where an agent works, with everything related to a task in one place instead of scattered across your terminal, editor, and GitHub.

The PostHog Code team owns the desktop app and the task execution pipeline.

The Self-driving team

turns PostHog data into tasks that coding agents can work on — suggested improvements from session replays, fixes for errors from error tracking, new experiments based on product analytics data. Signals surfaces something useful, creates a task with context, and the cloud agent works on it.

Product teams

Product teams own their product's AI capabilities end-to-end. The AI platform is designed so that any team can ship MCP tools and skills independently, without needing the PostHog AI team to be involved. This means you can:


	Add MCP tools that expose your product's API to agents

	Write skills that teach agents how to accomplish jobs in your domain

	Build UI for specific personas using MCP Apps when needed



Once you ship a tool or skill, it's automatically available across every surface – PostHog AI in the web, PostHog Code, Claude Code, Cursor, and any other MCP-compatible agent.

How the teams connect

Together, these teams form the product autonomy loop:


	Signals surfaces useful data from PostHog, creates a task with context, and the cloud agent works on it. You review and iterate in PostHog Code.

	PostHog AI owns the background sandboxed agents and can start coding agent tasks during chats. These tasks are inspectable in both the web product and PostHog Code.

	PostHog Code is where engineers review, guide, and manage agent work across all their tasks in one place.

	Product teams ship their own MCP tools and skills independently. Once shipped, these are automatically available across every surface.



Integration vectors for product teams

There are multiple ways product teams can contribute to PostHog's product autonomy vision. These are listed roughly in order of effort, from easiest to most ambitious.

MCP: Expose your APIs to agents

The most obvious and lowest-effort vector. Expose your product's APIs through the MCP server so agents can interact with your features.

Effort: Low

Consumers: PostHog AI, PostHog Code, coding agents (Claude Code, Codex, etc.), Wizard, vibecoding platforms (Lovable, Replit, etc.), ChatGPT & Claude Desktop, and more.

Skills: Teach agents how to do jobs

If you've already exposed your APIs, the next step is explaining how an agent should accomplish typical jobs-to-be-done — analyzing activity in PostHog, debugging why a feature flag was turned off, implementing enterprise features, etc. Skills combine tools, domain knowledge, and step-by-step workflows into templates agents can follow.

Effort: Medium, but the impact is very high.

Consumers: PostHog AI, PostHog Code, coding agents (Claude Code, Codex, etc.), ChatGPT & Claude Desktop, and more.

Signals: Feed the autonomy loop

If your product produces actionable or near-actionable signals — an insight threshold reached, a new error-tracking issue, a frustration pattern detected — use the signals API so agents can discover these hints and act on them later. Signals are what enable the product autonomy loop. PostHog Code acts on plans generated from these signals.

Effort: Low to medium.

Consumers: PostHog Code (local development) and PostHog AI (background agents).

PostHog Code: Features for the agentic development environment

PostHog Code is an agentic development environment where coding agents work on tasks in isolated workspaces. If your product area can make those agents smarter or the engineer's workflow faster, you can build features directly into it. Think PR reviews that check session recordings for regressions, QA steps that verify instrumentation coverage, or task prioritization that weighs your product's signals. This is the highest-effort vector but also the most deeply integrated.

Effort: High.

Consumers: PostHog Code.

Automations & background agents

Run PostHog AI based on triggers from PostHog Workflows, CRON, Temporal, etc., to automate complex workflows. Example use cases: analyze an incoming support ticket based on indexed documentation and respond to the customer, or spawn a new signal like "here is a bug, fix it."

Effort: Medium to high.

Consumers: Your persona using the web browser (UI), PostHog AI, PostHog Code, coding agents (Claude Code, Codex, etc.), Wizard, vibecoding platforms (Lovable, Replit, etc.), ChatGPT & Claude Desktop, and more.

How to get started

The AI platform is self-service by design. Follow the implementation guides to add tools and skills for your product area:


	Add MCP tools. Scaffold a YAML definition, enable the operations that make sense, and add a HogQL system table for data access.

	Write skills. If your product has jobs that require domain knowledge – specific tool ordering, constraints, query patterns, or reasoning about what data to check – write a skill that teaches agents how to accomplish that job well.

	Test with headless agents. Validate that agents can accomplish the workflow by talking to Claude Code or another MCP-compatible agent before building any UI.

	Tag the PostHog AI team in PRs. We review PRs that touch the AI platform to ensure they meet our quality bar and integrate well with the rest of the system.



For the full implementation workflow, see Implementing AI features.

When to reach out

You don't need the PostHog AI team to ship tools and skills, but we're always happy to help. Reach out to us in #team-posthog-ai if:


	You have an unusual use case that doesn't fit the existing tool or skill patterns

	You need something from the AI infrastructure that isn't supported yet

	You want design help thinking through how your product should work with agents

	You're unsure whether AI is the right approach for a problem – sometimes what seems like an AI problem is better solved another way



Don't hesitate to reach out early, even if it's just a vague idea. We'd rather help you think through the approach upfront than have you discover a dead end after building.

Best practices

Start headless, then UI

Build your product's AI capabilities as headless workflows first – expose the API as MCP tools, write skills for the key jobs. This makes the capability available across all surfaces immediately. Only add dedicated UI when a specific persona needs it. See Implementing AI features for more on this approach.

Start small

Begin with simple tools and iterate based on user feedback. It's better to ship something that works reliably for one workflow than to build something ambitious that works unreliably for ten workflows.

Describe your API fields

API field descriptions flow through the entire pipeline and become what agents read to understand tool parameters. Vague or missing descriptions lead to worse agent behavior. See Adding tools to the MCP server for details.

Contact

For questions about working with the AI platform:


	Slack: #team-posthog-ai

	Team page:

	Objectives: Current goals and initiatives







  6. Bug prioritization

  Source: https://posthog.com/handbook/engineering/bug-prioritization

  
  User experience degradation

When bugs are reported it's critical to properly gauge the extent and impact to be able to prioritize and respond accordingly. These are the priorities we use across the entire engineering org, along with the relevant labels to quickly identify them in GitHub.

Please always remember to tag your issues with the relevant priority.


<td>GitHub Label</td> <td>Description</td>

<td><span class="tag-label" style="background:#ff0000; color: white;">P0</span></td> <td>Critical, breaking issue (page crash, missing functionality)</td>

<td><span class="tag-label" style="background:#f0a000;">P1</span></td> <td>Urgent, non-breaking (no crash but low usability)</td>

<td ><span class="tag-label"style="background:#ffe000;">P2</span></td> <td>Semi-urgent, non-breaking, affects UX but functional</td>

<td><span class="tag-label" style="background:#1d76db; color: white;">P3</span></td> <td>Icebox, address when possible</td>

Security issues

Security issues, due to their nature, have a different prioritization schema. This schema is also in line with our internal SOC 2 related policies (Vulnerability Management Policy). When filing security-related GitHub issues, remember to attach label security and the appropriate priority label. More details on filing can be found in the README of the product-internal repo.

Security issue information should not be made public until a fix is live and sufficiently (ideally completely) adopted.

PostHog security issues include a priority (severity) level. This level is based on our self-calculated CVSS score for each specific vulnerability. CVSS is an industry standard vulnerability metric. You can learn more about CVSS at FIRST.org and calculate it using the FIRST.org calculator.

| GitHub Label | Priority Level | CVSS V3 Score Range | Definition | Examples | |---|---|---|---|---| |security-P0|Critical|9.0 - 10.0|Vulnerabilities that cause a privilege escalation on the platform from unprivileged to admin, allows remote code execution, financial theft, unauthorized access to/extraction of sensitive data, etc.|Vulnerabilities that result in Remote Code Execution such as Vertical Authentication bypass, SSRF, XXE, SQL Injection, User authentication bypass| |security-P1|High|7.0 - 8.9|Vulnerabilities that affect the security of the platform including the processes it supports.|Lateral authentication bypass, Stored XSS, some CSRF depending on impact| |security-P2|Medium|4.0 - 6.9|Vulnerabilities that affect multiple users, and require little or no user interaction to trigger.|Reflective XSS, Direct object reference, URL Redirect, some CSRF depending on impact| |security-P3|Low|0.1 - 3.9|Issues that affect singular users and require interaction or significant prerequisites (MitM) to trigger.|Common flaws, Debug information, Mixed Content|





  7. ClickHouse Clusters

  Source: https://posthog.com/handbook/engineering/clickhouse/clusters

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Common features

	ZooKeeper

	US

	EU

	Dev

	Backup Policy

	HouseWatch

	CH Version



  We have three different ClickHouse clusters here at PostHog:


	Prod-US: Our main production cluster for the US.

	Prod-EU: Our main production cluster for the EU.

	Dev: Our development cluster.



Common features

All clusters have these features in common:


	They are all managed by the ClickHouse team.

	They are all on version 23.12.5.81

	schema (roughly)

	data retention policy

	backup policy

	monitoring

	alerting



ZooKeeper

We use ZooKeeper for ClickHouse replicated MergeTree tables. It is responsible for managing the replication of data between replicas and ensuring consistency.

Eventually we want to migrate to ClickHouseKeeper.

US


	3 ZooKeeper nodes

	m7g.2xlarge

	8 vCPUs

	Graviton2 CPU

	32 GiB RAM

	Max Network 15 Gbps

	Max EBS Throughput 1250 MB/s

	1 x 200 GiB GP3 EBS Data volume



EU


	3 ZooKeeper nodes

	m6g.2xlarge

	8 vCPUs

	Graviton2 CPU

	32 GiB RAM

	Max Network 10 Gbps

	Max EBS Throughput 593.75 MB/s

	1 x 200 GiB GP3 EBS Data volume



Dev


	3 ZooKeeper nodes

	t4g.small

	2 vCPUs

	Graviton2 CPU

	2 GiB RAM

	Max Network 5 Gbps

	Max EBS Throughput 260 MB/s

	1 x 100 GiB GP3 EBS Data volume



Backup Policy

We backup all production tables every day. Once a week we take a full backup and then incremental backups for the rest of the week. We keep backups for 8 days.

Backups are managed through HouseWatch

We are able to do point in time recovery between daily backups and replay from Kafka topics. We have retention on the events to ClickHouse topic set to 5 days.

HouseWatch

https://github.com/PostHog/HouseWatch

HouseWatch is our internal tool (that is also open source!) that we use to manage ClickHouse maintenance tasks such as backups. We also use it to benchmark queries, access logs, and other tasks the help to operate the cluster.

You can find HouseWatch deployed on both Prod US and Prod EU Kubernetes clusters here:


	Prod US

	Prod EU



CH Version

Currently we run 23.12.5.81

We run the same version in:


	Developer environments

	CI testing environments

	Production environments



We do this because ClickHouse is notorious for breaking changes between versions. We've seen issues with query syntax compatibility, data result consistency, and other unexpected issues between upgrades.

In order to upgrade ClickHouse, we need to bump the version on CI to test for regressions and compatibility issues. We do this by adding the ClickHouse version to the CI Matrix of ClickHouse versions. This has the issue of slowing down CI because we then run two tests for everything on the current and desired version on ClickHouse, but it works nicely because it shows the discrepancies between the versions clearly.

Once we have resolved all issues on CI, we can then upgrade the ClickHouse version on:


	Developer environments

	Prod US

	Prod EU

	Dev cluster



Prod-US

Prod US is our main production cluster for the US.

It is made up of the following topology:


	2 shards

	3 replicas



Online Cluster

2 out of the 3 replicas are what we call the 'Online cluster'. It serves all traffic coming in from us.posthog.com. We do this to guard against background tasks consuming resources and slowing down query times on the app. We've seen query time variability otherwise.

Offline Cluster

The third replica is what we call the 'Offline cluster'. It serves all background tasks and other non-essential traffic.

Traffic that it serves:


	Celery tasks

	Cohort precalculations

	Digest emails

	Billing reports

	Metrics reporting

	Temporal tasks

	Historical exports

	Data warehouse syncs

	Housewatch tasks

	Backups



Load Balancing

We use AWS Network Load Balancers to route traffic to the correct replica. We have a separate load balancer for the Online and Offline clusters. We also have another Load Balancer that hits all nodes (Online and Offline) for tasks that don't need to be separated.


	Online Cluster Load Balancer

	ch-online.posthog.net

	Offline Cluster Load Balancer

	ch-offline.posthog.net

	All Cluster Load Balancer

	ch.posthog.net



Each of these have a target group for each node targeting ports :8443 and :9440.

Data Retention Policy

We currently keep all data for all time with no TTL when it comes to Events.

We have a TTL for Session Replay data, which is 30 days.

Instance types

The original nodes of the cluster are using i3en.12xlarge instances. We are currently in the process of migrating to im4gn.16xlarge instances.

Online cluster


	2 shards

	2 replicas

	i3en.12xlarge instances

	48 vCPUs

	Intel Xeon CPU

	384 GiB RAM

	Max Network 50 Gbps

	Max EBS throughput 1187.5 MB/s

	4 x 7.5 TB NVMe SSD

	RAID 10 far layout

	md0 volume

	3 x 10TB GP3 EBS volumes

	JBOD configuration

	1 x 16TB GP3 EBS volume

	JBOD configuration



Offline cluster


	2 shards

	1 replica

	im4gn.16xlarge instances

	64 vCPUs

	Graviton2 CPU

	256 GiB RAM

	Max Network 100 Gbps

	Max EBS Throughput 5000 MB/s

	4 x 7.5 TB NVMe SSD

	RAID 10 far layout

	md0 volume

	3 x 16TB GP3 EBS volumes

	JBOD configuration

	1 x 1TB GP3 EBS volume (Default)



Old nodes are using r6i.16xlarge instances. These are being retired due to IO throughput constraints.

Tiered storage

One of the nice features of our data is that recent data (data < 30 days old and generally hitting the 2 most recent active partitions) is the hottest both for reads and writes. This is a perfect fit for tiered storage. We can basically read and write to local ephemeral NVMe (with solid backup strategies) and then move the data to cheaper EBS volumes as it ages out. We currently do this using tiered storage configured simply by setting the storage configs in ClickHouse, but we eventually will want to move to setting TTLs on tables and having ClickHouse manage the tiering for us consistently.

https://altinity.com/blog/2019-11-29-amplifying-clickhouse-capacity-with-multi-volume-storage-part-2

Monitoring

https://grafana.prod-us.posthog.dev/d/vm-clickhouse-cluster-overview/clickhouse-cluster-overview?from=now-3h&to=now&timezone=utc&refresh=30s

Prod-EU

Prod EU is our main production cluster for the EU.

It is made up of the following setup:


	8 shards

	2 replicas

	m6g.8xlarge

	32 vCPUs

	Graviton2 CPU

	128 GiB RAM

	Max Network 12 Gbps

	Max EBS Throughput 1187.5 MB/s

	Single 10TB GP3 EBS volume



We hit a problem with having smaller shards on EU that had a significant performance impact. We were running out of memory for larger queries which was also impacting our page cache hit rate. This was mainly due to limiting query size restrictions to protect other users of the cluster. We had two solutions for this. Increase the size of the nodes...meaning double the size for each instance x 16, very expensive. Or, we could setup a coordinator node. The coordinator node is a topology that allows us to effectively split the storage and compute tiers of the cluster into two pools of resources. We treat the current cluster of small nodes with many shards as the storage tier, they effectively are the mappers of the cluster and quickly fetch the data that we want for queries. We then send that relatively small data back to the coordinator and do the heavy lifting there which includes joins and aggregates.

For the EU the coordinator node is:


	1 instance

	c7g.metal

	64 vCPUs

	metal Graviton3 CPU

	128 GiB RAM

	Max Network 30 Gbps

	Max EBS Throughput 2500 MB/s

	4 x 2.5TB GP3 EBS volumes



This is more than anything we can get with any combination of EBS volumes alone (within reason $$$). A nice bonus on top of this is this does not impinge on the EBS throughput limits of the node.

Coordinator schema

The coordinator has distributed tables (events, session_replay) tables that point to the EU Prod cluster

All non-sharded tables are replicated so that they are local to the coordinator.

Coordinator future

We should probably consider moving this to a m7g.metal if we hit any memory constraints with this, but so far we have not because of the dedicated nature of this node.

We will also want to create new coodinators for multi-tenant workloads in the future. This will allow us to scale up and down easily over time, and even potentially throughout the day as the workload rises and falls.

Monitoring

https://grafana.prod-eu.posthog.dev/d/vm-clickhouse-cluster-overview/clickhouse-cluster-overview

Dev

Dev is a relatively basic setup for development and testing.


	1 shard

	2 replicas

	'm6id.4xlarge`

	16 vCPUs

	Intel Xeon 8375C CPU

	64 GiB RAM

	Max Network 12.5 Gbps

	Max EBS Throughput 1250 MB/s

	1 x 950 GiB NVMe ephemeral disk



We have a single shard with 2 replicas. This is to mimic the production setup as closely as possible. We have a single shard because we don't have the same volume of data as production. We have 2 replicas because we want to test failover scenarios.

Problems

The biggest pain points on our ClickHouse clusters is Disk Throughput. We still are using mutations too frequently. Every mutation rewrites large portions of our data on disk. This requires reading, and writing huge amounts of data which robs normal queries and inserts of resources. The best solution that we've found to support the current high utilization of mutations is to move to nodes that have local NVMe storage. This, along with RAID 10 far 2 configs provides us with roughly 1000 MB/s writes and 4000 MB/s reads at the same time on a node. This is  than anything we can get with any combination of EBS volumes alone (within reason $$$). A nice bonus on top of this is this does not impinge on the EBS throughput limits of the node. Meaning that on top of the baseline speed to NVMe disk we can tier out to EBS and have full instance EBS throughput available for that JBOD disk pack.

Currently US is entirely on NVMe backed nodes. EU will need to be migrated to this setup as well.





  8. Data ingestion

  Source: https://posthog.com/handbook/engineering/clickhouse/data-ingestion

  
  This document covers:


	Different options for ingesting data into MergeTree tables and trade-offs involved

	How the Kafka table engine works

	What are materialized views?

	Examples of a full schema setup



Using INSERTs for ingestion

As any database system, ClickHouse allows using INSERTs to load data.

Each INSERT creates a new part in ClickHouse, which comes with a lot of overhead and, in a busy system, will lead to errors due to exceeding parts_to_throw MergeTree table setting (default 300).

ClickHouse provides a bunch of options to make INSERTs still work. For example:


	Batch inserts

	async_insert setting

	Buffer table engine



These come with their own trade-offs, consistency problems, and require the ClickHouse cluster to always be accessible.

Why we ingest via Kafka tables

We instead rely on the Kafka table engine to handle ingestion into ClickHouse.

The benefits are:


	Resiliency: Kafka handles sudden spikes in traffic and ClickHouse cluster unavailability gracefully

	PostHog already uses Kafka throughout the app, making it a safe technical choice



It also has minimal overhead in terms of memory used and allows us to always temporarily stop ingestion by removing the tables in question.

How Kafka tables work

Kafka engine tables act as Kafka consumers in a given consumer group. Selecting from that table advances the consumer offsets.

A Kafka table on its own does nothing beyond allowing querying data from Kafka - it needs to be paired with other tables for ingestion to work.

Important note: Given Kafka engine tables operate like consumers, querying data from them moves the offsets for the consumer group forward. Doing this while ingesting data may cause data loss, and has been disallowed by default on the latest ClickHouse versions.


Example kafka engine table:

CREATE TABLE kafka_ingestion_warnings
(
    team_id Int64,
    source LowCardinality(VARCHAR),
    type VARCHAR,
    details VARCHAR CODEC(ZSTD(3)),
    timestamp DateTime64(6, 'UTC')
)
ENGINE = Kafka('kafka:9092', 'clickhouse_ingestion_warnings_test', 'group1', 'JSONEachRow')

It is important to send correctly formatted messages to the topic you're selecting from.  When selecting from a Kafka table, ClickHouse assumes messages in the topic are formatted correctly. If not, this may stall the consumer depending on the value of kafka_skip_broken_messages, breaking ingestion.

Beyond just skipping broken messages, it's also possible to set up a dead letter queue system for these in ClickHouse. You can read more about doing so in this Altinity blog post.


Materialized views

Materialized views in ClickHouse can be thought of as triggers - they react to new blocks being INSERTed into source tables and allow transforming and piping that data to other tables.

Materialized views come with a lot of gotchas. A great resource for learning more about them is this presentation.

Example schema - reading and writing ingestion events

Consider the following sharded table schema together with kafka_ingestion_warnings:

CREATE TABLE sharded_ingestion_warnings
(
    team_id Int64,
    source LowCardinality(VARCHAR),
    type VARCHAR,
    details VARCHAR CODEC(ZSTD(3)),
    timestamp DateTime64(6, 'UTC'),
    _timestamp DateTime,
    _offset UInt64,
    _partition UInt64
)
ENGINE = ReplicatedMergeTree('/clickhouse/tables/{shard}/posthog.sharded_ingestion_warnings', '{replica}')
PARTITION BY toYYYYMMDD(timestamp)
ORDER BY (team_id, toHour(timestamp), type, source, timestamp)

CREATE TABLE ingestion_warnings ON CLUSTER 'posthog'
(
    team_id Int64,
    source LowCardinality(VARCHAR),
    type VARCHAR,
    details VARCHAR CODEC(ZSTD(3)),
    timestamp DateTime64(6, 'UTC'),
    _timestamp DateTime,
    _offset UInt64,
    _partition UInt64
)
ENGINE = Distributed('posthog', 'posthog', 'sharded_ingestion_warnings', rand())

CREATE MATERIALIZED VIEW ingestion_warnings_mv
TO posthog.ingestion_warnings
AS SELECT
    team_id,
    source,
    type,
    details,
    timestamp,
    _timestamp,
    _offset,
    _partition
FROM posthog.kafka_ingestion_warnings

In this schema:


	sharded_ingestion_warnings MergeTree is responsible for storing the ingested data

	ingestion_warnings table is responsible for fielding queries and distributing writes to sharded_ingestion_warnings tables across shards

	ingestion_warnings_mv regularly polls kafka_ingestion_warnings and pushes the data to ingestion_warnings distributed table

	Note: it also forwards _timestamp, _offset, and _partition virtual columns containing Kafka message metadata so they can be stored and used during debugging.



Example schema visualized

This is the same schema visualized in a ClickHouse cluster with 2 shards and 1 replica each:

flowchart LR
    classDef table fill:#f6e486,stroke:#ffc45d;

    subgraph CH ["ClickHouse Cluster<br/>"]
        subgraph Blank [ ]
            style Blank fill:none,stroke-dasharray: 0 1

            subgraph CH1["ClickHouse Shard 1, Replica 1"]
                kafka_ingestion_warnings1["kafka_ingestion_warnings table<br/>(Kafka table engine)"]:::table
                ingestion_warnings_mv1["ingestion_warnings_mv table<br/>(Materialized view)"]:::table
                ingestion_warnings1["ingestion_warnings table</br/>(Distributed table engine)"]:::table
                sharded_ingestion_warnings1["sharded_ingestion_warnings table<br/>(ReplicatedMergeTree table engine)"]:::table
            end

            subgraph CH2["ClickHouse Shard 2, Replica 1"]
                kafka_ingestion_warnings2["kafka_ingestion_warnings table<br/>(Kafka table engine)"]:::table
                ingestion_warnings_mv2["ingestion_warnings_mv table<br/>(Materialized view)"]:::table
                ingestion_warnings2["ingestion_warnings table</br/>(Distributed table engine)"]:::table
                sharded_ingestion_warnings2["sharded_ingestion_warnings table<br/>(ReplicatedMergeTree table engine)"]:::table
            end
        end
    end

    Kafka["clickhouse_events_proto topic in Kafka"]


    ingestion_warnings_mv1 --reads from--> kafka_ingestion_warnings1
    ingestion_warnings_mv2 --reads from--> kafka_ingestion_warnings2
    ingestion_warnings_mv1 --pushes data to--> ingestion_warnings1
    ingestion_warnings_mv2 --pushes data to--> ingestion_warnings2
    ingestion_warnings1 -.pushes data to.-> sharded_ingestion_warnings1
    ingestion_warnings1 -.pushes data to.-> sharded_ingestion_warnings2
    ingestion_warnings2 -.pushes data to.-> sharded_ingestion_warnings1
    ingestion_warnings2 -.pushes data to.-> sharded_ingestion_warnings2
    kafka_ingestion_warnings1 -..- Kafka
    kafka_ingestion_warnings2 -..- Kafka

Further reading


	Performance Considerations ClickHouse docs

	Using the Kafka table engine

	Kafka ClickHouse docs

	Confluent concepts (Zookeeper)

	ClickHouse Materialized Views Illuminated, Part 1

	ClickHouse's not so secret weapon... Materialized Views

	[Everything you should know



about materialized views.](https://den-crane.github.io/Everything_you_should_know_about_materialized_views_commented.pdf)

Next in the ClickHouse manual: Working with JSON





  9. Data storage or what is a MergeTree

  Source: https://posthog.com/handbook/engineering/clickhouse/data-storage

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Introduction to MergeTree

	How MergeTree stores data

	Seeding data

	Looking at part data

	Inspecting data on disk

	What does the Merge stand for?

	Query execution

	Aggregation supported by ORDER BY



  This document covers the answers to the following questions:


	How data is stored on disk for MergeTree engine family tables

	What are parts, granules and marks

	How and why choosing the correct ORDER BY and PARTITION BY in table definitions affects query performance

	How to use EXPLAIN to understand what ClickHouse is doing

	Difference between PREWHERE and WHERE

	Data compression



Introduction to MergeTree

Why is ClickHouse so fast? states:

ClickHouse was initially built as a prototype to do just a single task well: to filter and aggregate data as fast as possible.


Rather than force all possible tasks to be solved by singular tools, ClickHouse provides specialized "engines" that each solve specific problems.

MergeTree engine family tables are intended for ingesting large amounts of data, storing that data efficiently, and running analytical queries on it.

How MergeTree stores data

Consider the following (simplified) table for storing sensor events:

CREATE TABLE sensor_values (
    timestamp DateTime,
    site_id UInt32,
    event VARCHAR,
    uuid UUID,
    metric_value Int32
)
ENGINE = MergeTree()
ORDER BY (site_id, toStartOfDay(timestamp), event, uuid)
SETTINGS index_granularity = 8192

Data for this table would be stored in parts, each part a separate directory on disk. Data for a given part is always sorted by the order set in ORDER BY statement and compressed.

Parts can be Wide or Compact depending on its size. We'll be mostly dealing with Wide parts as part of day-to-day operations.

Wide parts are large and store each column in a separate binary data file, which are sorted and compressed.

ClickHouse also stores a sparse index for the part. A collection of rows with size equal to the index_granularity setting is called a granule. For every granule, the primary index stores a mark containing the value of the ORDER BY statement as well as a pointer to where that mark is located in each data file.

💡 For better performance when running queries, it is not recommended to set index_granularity too low. The default value for engines in the MergeTree family is 8192. An implication of this is that accessing data by primary key (in this case the ORDER BY clause is equivalent to the primary key) will not read just one row, but rather up to index_granularity number of rows. This is acceptable given ClickHouse is meant to perform well with aggregations, rather than point lookups.


<details><summary>Diving deeper into data-on-disk for a Wide part</summary>

This assumes you're using a docker-based ClickHouse installation and have clickhouse-client running

Seeding data

INSERT INTO sensor_values
SELECT *
FROM generateRandom('timestamp DateTime, site_id UInt8, event VARCHAR, uuid UUID, metric_value Int32', NULL, 10)
LIMIT 200000000

Looking at part data

system.parts table contains a lot of metadata about every part.

To find out what type each part is, its size, and where on disk it's located, you can run the following query:

SELECT
    name,
    part_type,
    rows,
    marks,
    formatReadableSize(bytes_on_disk),
    formatReadableSize(data_compressed_bytes),
    formatReadableSize(data_uncompressed_bytes),
    formatReadableSize(marks_bytes),
    path
FROM system.parts
WHERE active and table = 'sensor_values'
FORMAT Vertical

The result might look something like this:

Row 1:
──────
name:                                        all_12_17_1
part_type:                                   Wide
rows:                                        6291270
marks:                                       769
formatReadableSize(bytes_on_disk):           476.07 MiB
formatReadableSize(data_compressed_bytes):   475.92 MiB
formatReadableSize(data_uncompressed_bytes): 474.00 MiB
formatReadableSize(marks_bytes):             90.12 KiB
path:                                        /var/lib/clickhouse/store/267/267cd730-33ca-4e43-8a84-e4f0786e364b/all_12_17_1/

Inspecting data on disk

⟩ docker exec -it posthog_clickhouse_1 ls -lhS /var/lib/clickhouse/store/267/267cd730-33ca-4e43-8a84-e4f0786e364b/all_12_17_1/
total 477M
-rw-r----- 1 clickhouse clickhouse 308M Nov  2 07:33 event.bin
-rw-r----- 1 clickhouse clickhouse  97M Nov  2 07:33 uuid.bin
-rw-r----- 1 clickhouse clickhouse  25M Nov  2 07:33 metric_value.bin
-rw-r----- 1 clickhouse clickhouse  25M Nov  2 07:33 timestamp.bin
-rw-r----- 1 clickhouse clickhouse  25M Nov  2 07:33 site_id.bin
-rw-r----- 1 clickhouse clickhouse  58K Nov  2 07:33 primary.idx
-rw-r----- 1 clickhouse clickhouse  19K Nov  2 07:33 event.mrk2
-rw-r----- 1 clickhouse clickhouse  19K Nov  2 07:33 metric_value.mrk2
-rw-r----- 1 clickhouse clickhouse  19K Nov  2 07:33 site_id.mrk2
-rw-r----- 1 clickhouse clickhouse  19K Nov  2 07:33 timestamp.mrk2
-rw-r----- 1 clickhouse clickhouse  19K Nov  2 07:33 uuid.mrk2
-rw-r----- 1 clickhouse clickhouse  494 Nov  2 07:33 checksums.txt
-rw-r----- 1 clickhouse clickhouse  123 Nov  2 07:33 columns.txt
-rw-r----- 1 clickhouse clickhouse   10 Nov  2 07:33 default_compression_codec.txt
-rw-r----- 1 clickhouse clickhouse    7 Nov  2 07:33 count.txt

What are these files?


	For every column, there's a {column_name}.bin file, containing the compressed (LZ4 compression by default) data for that column. These take up most of the space.

	For every column, there's a {column_name}.mrk2 file, contains an index with data to locate each granule in {column_name}.bin file

	primary.idx contains information on ORDER BY column values for each granule. This is loaded into memory during queries.

	checksums.txt, columns.txt, default_compression_codec.txt and count.txt contain metadata about this part.



You can read more on the exact structure of these files and how they're used in ClickHouse Index Design documentation.

What does the Merge stand for?

In every system, data must be ingested and kept up-to-date somehow. When data is inserted into MergeTree tables, each insert creates one or multiple parts for the data inserted.

As having a lot of small files would be disadvantageous for many reasons from query performance to storage, ClickHouse regularly merges small parts together until they reach a maximum size.

The merge combines the two parts into a new one. This is similar to how merge sort works and atomically replaces the two source parts.

Merges can be monitored using the system.merges table.

Query execution

Aggregation supported by ORDER BY

Our sensor_values table is set up in a way that queries similar to the following are really fast to execute.

SELECT
    toStartOfDay(timestamp),
    event,
    sum(metric_value) as total_metric_value
FROM sensor_values
WHERE site_id = 233 AND timestamp > '2010-01-01' and timestamp < '2023-01-01'
GROUP BY toStartOfDay(timestamp), event
ORDER BY total_metric_value DESC
LIMIT 20

Executing this reports:

20 rows in set. Elapsed: 0.042 sec. Processed 90.11 thousand rows, 3.54 MB (2.13 million rows/s., 83.60 MB/s.)

Why can it be fast? Because ClickHouse:


	leverages the table ORDER BY clause (ORDER BY (site_id, toStartOfDay(timestamp), event, uuid)) to skip reading a lot of data

	is fast and efficient about I/O and aggregation



Let's dig into how the primary index for this query is used by using EXPLAIN.

EXPLAIN indexes=1, header=1 SELECT
    toStartOfDay(timestamp),
    event,
    sum(metric_value) as total_metric_value
FROM sensor_values
WHERE site_id = 233 AND timestamp > '2010-01-01' and timestamp < '2023-01-01'
GROUP BY toStartOfDay(timestamp), event
ORDER BY total_metric_value DESC
LIMIT 20
FORMAT LineAsString

<details><summary>Show full EXPLAIN output</summary>

Expression (Projection)
Header: toStartOfDay(timestamp) DateTime
        event String
        total_metric_value Int64
  Limit (preliminary LIMIT (without OFFSET))
  Header: toStartOfDay(timestamp) DateTime
          event String
          sum(metric_value) Int64
    Sorting (Sorting for ORDER BY)
    Header: toStartOfDay(timestamp) DateTime
            event String
            sum(metric_value) Int64
      Expression (Before ORDER BY)
      Header: toStartOfDay(timestamp) DateTime
              event String
              sum(metric_value) Int64
        Aggregating
        Header: toStartOfDay(timestamp) DateTime
                event String
                sum(metric_value) Int64
          Expression (Before GROUP BY)
          Header: event String
                  metric_value Int32
                  toStartOfDay(timestamp) DateTime
            Filter (WHERE)
            Header: timestamp DateTime
                    event String
                    metric_value Int32
              SettingQuotaAndLimits (Set limits and quota after reading from storage)
              Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
                      timestamp DateTime
                      site_id UInt32
                      event String
                      metric_value Int32
                ReadFromMergeTree
                Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
                        timestamp DateTime
                        site_id UInt32
                        event String
                        metric_value Int32
                Indexes:
                  PrimaryKey
                    Keys:
                      site_id
                      toStartOfDay(timestamp)
                    Condition: and(and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf))), and((site_id in [233, 233]), and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf)))))
                    Parts: 2/2
                    Granules: 11/24415

The full output of explain is obtuse, but the most important part is also the most deeply nested one:

ReadFromMergeTree
Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
        timestamp DateTime
        site_id UInt32
        event String
        metric_value Int32
Indexes:
    PrimaryKey
    Keys:
        site_id
        toStartOfDay(timestamp)
    Condition: and(and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf))), and((site_id in [233, 233]), and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf)))))
    Parts: 2/2
    Granules: 11/24415

At the start of the query, ClickHouse loaded the primary index of each part into memory. From this output, we know that the query first used the primary key to filter based on site_id and timestamp values stored in the index. This allowed it to know that only 11 out of 24415 granules (0.05%) contained any relevant data.

From there it read those 11 granules (11 * 8192 rows) worth of data from timestamp, side_id, event and metric_value columns and did the rest of filtering and aggregation on that data alone.

See this documentation for a guide on how to choose ORDER BY.

"Point queries" not supported by ORDER BY

Consider this query:

SELECT * FROM sensor_values WHERE uuid = '69028f26-768f-afef-1816-521b22d281ca'

Executing this query reports:

1 row in set. Elapsed: 0.703 sec. Processed 200.00 million rows, 3.20 GB (304.43 million rows/s., 4.87 GB/s.)

While the overall execution time of this query is not bad thanks to fast I/O, it needed to read 2200x the amount of data from disk. As the dataset size or column sizes increase, this performance would get dramatically worse.

Why is this query slower? Because our ORDER BY does not support fast filtering by uuid and ClickHouse needs to read the whole table to find a single record _and_ read all columns.

ClickHouse provides some ways to make this faster (e.g. Projections) but in general these require extra disk space or have other trade-offs.

Thus, it's important to make sure the ClickHouse schema is aligned with queries that are being executed.

PARTITION BY

Another tool to make queries faster is PARTITION BY. Consider the updated table definition:

CREATE TABLE sensor_values (
    timestamp DateTime,
    site_id UInt32,
    event VARCHAR,
    uuid UUID,
    metric_value Int32
)
ENGINE = MergeTree()
PARTITION BY intDiv(toYear(timestamp), 10)
ORDER BY (site_id, toStartOfDay(timestamp), event, uuid)
SETTINGS index_granularity = 8192

Here, ClickHouse would generate one partition per 10 years of data, allowing to skip reading even the primary index in some cases.

In the underlying data, each part would belong to a single partition and only parts within a partition would get merged.

One additional benefit of partitioning by a derivate of timestamp is that if most queries touch recent data, you can also set up rules to automatically move older parts and partitions to cheaper storage or drop them entirely.

Query analysis

Let's use an identical query as before to explain with the new dataset:

SELECT
    toStartOfDay(timestamp),
    event,
    sum(metric_value) as total_metric_value
FROM sensor_values
WHERE site_id = 233 AND timestamp > '2010-01-01' and timestamp < '2023-01-01'
GROUP BY toStartOfDay(timestamp), event
ORDER BY total_metric_value DESC
LIMIT 20

<details><summary>Show full EXPLAIN output</summary>

Expression (Projection)
Header: toStartOfDay(timestamp) DateTime
        event String
        total_metric_value Int64
  Limit (preliminary LIMIT (without OFFSET))
  Header: toStartOfDay(timestamp) DateTime
          event String
          sum(metric_value) Int64
    Sorting (Sorting for ORDER BY)
    Header: toStartOfDay(timestamp) DateTime
            event String
            sum(metric_value) Int64
      Expression (Before ORDER BY)
      Header: toStartOfDay(timestamp) DateTime
              event String
              sum(metric_value) Int64
        Aggregating
        Header: toStartOfDay(timestamp) DateTime
                event String
                sum(metric_value) Int64
          Expression (Before GROUP BY)
          Header: event String
                  metric_value Int32
                  toStartOfDay(timestamp) DateTime
            Filter (WHERE)
            Header: timestamp DateTime
                    event String
                    metric_value Int32
              SettingQuotaAndLimits (Set limits and quota after reading from storage)
              Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
                      timestamp DateTime
                      site_id UInt32
                      event String
                      metric_value Int32
                ReadFromMergeTree
                Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
                        timestamp DateTime
                        site_id UInt32
                        event String
                        metric_value Int32
                Indexes:
                  MinMax
                    Keys:
                      timestamp
                    Condition: and(and((timestamp in (-Inf, 1672531199]), (timestamp in [1262304001, +Inf))), and((timestamp in (-Inf, 1672531199]), (timestamp in [1262304001, +Inf))))
                    Parts: 2/14
                    Granules: 3589/24421
                  Partition
                    Keys:
                      intDiv(toYear(timestamp), 10)
                    Condition: and(and((intDiv(toYear(timestamp), 10) in (-Inf, 202]), (intDiv(toYear(timestamp), 10) in [201, +Inf))), and((intDiv(toYear(timestamp), 10) in (-Inf, 202]), (intDiv(toYear(timestamp), 10) in [201, +Inf))))
                    Parts: 2/2
                    Granules: 3589/3589
                  PrimaryKey
                    Keys:
                      site_id
                      toStartOfDay(timestamp)
                    Condition: and(and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf))), and((site_id in [233, 233]), and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf)))))
                    Parts: 2/2
                    Granules: 12/3589


The relevant part of EXPLAIN is again nested deep within:

ReadFromMergeTree
Header: and(greater(timestamp, '2010-01-01'), less(timestamp, '2023-01-01')) UInt8
        timestamp DateTime
        site_id UInt32
        event String
        metric_value Int32
Indexes:
  MinMax
    Keys:
      timestamp
    Condition: and(and((timestamp in (-Inf, 1672531199]), (timestamp in [1262304001, +Inf))), and((timestamp in (-Inf, 1672531199]), (timestamp in [1262304001, +Inf))))
    Parts: 2/14
    Granules: 3589/24421
  Partition
    Keys:
      intDiv(toYear(timestamp), 10)
    Condition: and(and((intDiv(toYear(timestamp), 10) in (-Inf, 202]), (intDiv(toYear(timestamp), 10) in [201, +Inf))), and((intDiv(toYear(timestamp), 10) in (-Inf, 202]), (intDiv(toYear(timestamp), 10) in [201, +Inf))))
    Parts: 2/2
    Granules: 3589/3589
  PrimaryKey
    Keys:
      site_id
      toStartOfDay(timestamp)
    Condition: and(and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf))), and((site_id in [233, 233]), and((toStartOfDay(timestamp) in (-Inf, 1672531200]), (toStartOfDay(timestamp) in [1262304000, +Inf)))))
    Parts: 2/2
    Granules: 12/3589

What this tells us is that ClickHouse:


	First leverages an internal MinMax index on timestamp to whittle down the number of parts to 2/14 and granules to 3589/24421

	Then it tries to filter via the partition key but this doesn't narrow things down further

	Then, it loads and leverages the Primary key as before to narrow data down to 12 granules.

	Lastly reads, filters and aggregates data in those 12 granules



The benefit here is that it could skip reading the primary key index for most of the parts that did not contain relevant data. If and how much this speeds up the query however depends on the size of the dataset.

Choosing a good PARTITION BY

Use partitions wisely - each INSERT should ideally only touch 1-2 partitions and too many partitions will cause issues around replication or prove useless for filtering.

Loading the primary index/marks file might not be the bottleneck you expect, so be sure to benchmark different schemas against each other.

See the following Altinity documentation for more guidance:


	How to pick an ORDER BY / PRIMARY KEY / PARTITION BY for the MergeTree-family table

	How much is too much? ClickHouse limitations



Other notes on MergeTree

Data is expensive to update

Updating data in ClickHouse is expensive and analogous to a schema migration.

For example, to update an event's properties, ClickHouse frequently needs to:


	Scan all the data to find what parts contain the relevant data. This isn't often covered by ORDER BY and thus quite expensive.

	Rewrite the _whole_ part (including any columns) - this could be potentially up to 150GB of data rewritten for a single update.



This makes things operationally hard. We mitigate this by:


	Writing duplicated rows for new data, using other table engines (e.g. ReplacingMergeTree) and accounting for this duplication in our queries.

	Batching up GDPR or other data deletions and doing them on a schedule rather than immediately.



No query planner

ClickHouse doesn't have a query planner in the sense PostgreSQL or other databases do.

On the one hand, you often end up fighting the query planner in other databases. If we know how ClickHouse works internally and can develop that into intuition for how SQL is executed, we're well-equipped to deal with performance issues as they arise.

On the other, this means that we'll need to be careful writing SQL as small changes can have huge performance implications.

Examples:


	For best performance, ClickHouse requires you "push" predicates in WHERE clauses into sub-queries rather than filtering at the outermost query.

	In the sensor_values queries above, the execution plan would have been _slightly_ more optimal if the filter condition on toYear(timestamp) rather than timestamp.



One notable exception to "no query planner" is that ClickHouse often pushes predicates from WHERE into PREWHERE. Filters in PREWHERE are executed first and ClickHouse moves columns it thinks are "cheaper" or "more selective" into it. However putting the wrong column (e.g. a fat column containing JSON) in PREWHERE can cause performance to tank.

Read more on PREWHERE in the ClickHouse docs.

Data compression

Compression means that if subsequent column values of a given column are often similar or identical, the data compresses really well. At PostHog we frequently see uncompressed / compressed ratios of 20x-40x for JSON columns and 300x-2000x for sparse small columns.

Compression ratios have direct impact on query performance: I/O is often the bottleneck, meaning that highly compressed data can be read faster from disk at the cost of more CPU work for decompression.

By default columns are compressed by the LZ4 algorithm. We've found good success using ZSTD(3) for storing JSON columns - see benchmarks for more information.

Another tip is to use ClickHouse's LowCardinality data type modifier on schemas where a given column will store values with low cardinality i.e. the total number of values is low. An example of this would be "country name".

Weak JOIN support

ClickHouse excels at aggregating data from a single table at a time. If you however have a query with JOINs or subqueries, the right-hand-side of the JOIN would be loaded into memory first. Thus, you should always have the bigger table on the left side of left-hand-side!

This means that at scale JOINs can kill performance. Read more on the effect of removing JOINs from our events database here:


	https://github.com/PostHog/posthog/issues/7962

	https://github.com/PostHog/product-internal/pull/240



Suggested reading


	ClickHouse MergeTree docs

	Why is ClickHouse so fast?

	Overview of ClickHouse Architecture

	ClickHouse Index Design

	How much is too much? ClickHouse limitations

	How to pick an ORDER BY / PRIMARY KEY / PARTITION BY for the MergeTree-family table



Next in the ClickHouse manual: Data replication





  10. ClickHouse Dictionaries

  Source: https://posthog.com/handbook/engineering/clickhouse/dictionaries

  
  We don't use ClickHouse dictionaries very often, and there are a few aspects to them that have caused headaches in production.

Using a ClickHouse table as a source

If you don't provide a PASSWORD when creating a dictionary, you will likely get errors like this with calling getDictOrNull:

Code: 516. DB::Exception: default: Authentication failed: password is incorrect, or there is no user with such name. If
you have installed ClickHouse and forgot password you can reset it in the configuration file. The password for default
user is typically located at /etc/clickhouse-server/users.d/default-password.xml and deleting this file will reset the
password. See also /etc/clickhouse-server/users.xml on the server where ClickHouse is installed. : while executing '...'

You could provide one in the DDL, but the problem with this is that if the password is ever rotated, you will need to re-run the migration, or you'll start getting auth errors again.

Here's an example of providing this section in the DDL:

CREATE DICTIONARY posthog.my_dict
(
    `a` String,
    `b` String,
    `c` Nullable(String),
    `d` Nullable(String),
    `e` Nullable(String)
)
PRIMARY KEY a, b
SOURCE(CLICKHOUSE(TABLE 'my_table' PASSWORD 'hunter42'))
LIFETIME(MIN 3000 MAX 3600)
LAYOUT(COMPLEX_KEY_HASHED())





  11. ClickHouse Manual

  Source: https://posthog.com/handbook/engineering/clickhouse

  
  Welcome to PostHog's ClickHouse manual.

About this manual

PostHog uses ClickHouse to power our data analytics tooling and we've learned a lot about it over the years. The goal of this manual is to share that knowledge externally and raise the average level of ClickHouse understanding for people starting work with ClickHouse.

If you have extensive ClickHouse experience, and want to contribute thoughts or tips of your own, please do by opening an PR or issue on GitHub!

Consider this manual a companion to other great resources out there:


	Designing Data-Intensive Applications

	The chapters "Transaction Processing or Analytics" and "Column-Oriented Storage" are recommended reading for people new to the concepts

	ClickHouse Docs and Knowledge Base

	Altinity's ClickHouse Knowledge Base

	Tinybird's curated ClickHouse Knowledge Base



Why ClickHouse

In 2020, we had launched PostHog for the first time, were getting great early traction, but were struggling with scaling.

To solve this problem we looked at a wide range of OLAP solutions, including Pinot, Presto, Druid, TimescaleDB, CitusDB, and ClickHouse. Some of our team had used these tools before at other companies, such as Uber where Pinot and Presto are both used extensively.

While assessing each tool, we looked at three main factors:


	_Speed:_ Our users want results in real-time, so our new database needed to scale well and give fast results. Ideally, it wouldn’t be too expensive either.

	_Complexity:_ PostHog users can self-host and install our product themselves, so we didn’t want it to be too complicated for users to manage or deploy. We didn’t want users to have to install an entire Hadoop stack, for example.

	_Query interface:_ We like standardized tools. We eliminated tools such as Druid because, while it does have a SQL wrapper around it, it’s not _exactly_ SQL. That can get messy.



ClickHouse was a good fit for all of these factors, so we started doing a more thorough investigation. We read up on benchmarks and researched the experience of companies such as Cloudflare that uses ClickHouse to process 6m requests per second. Eventually, we set up a test cluster to run our own benchmarks.

ClickHouse repeatedly performed an order of magnitude better than other tools we considered. We also discovered other perks, such as the fact that it is column-oriented and written in C++. We found these to be the key benefits of ClickHouse:


	_Compression:_ ClickHouse has _excellent_ compression and the size-on-disk was incredible. ClickHouse even beat out serialization formats such as ORC and Parquet.

	_Process from disk:_ Some OLAP solutions, like Presto, require data to live in memory. That’s fast, but you need to have a _lot_ of memory for big datasets. ClickHouse processes from disk, which is better for smaller instances too.

	_Real-time data updates:_ ClickHouse processes data as it arrives, so there’s no need to pre-aggregate data. It’s faster for us, and our users.



Eventually, we decided we knew enough to proceed and so we spun our test cluster out into an actual production cluster. It’s just part of how we like to bias for speed.

Now, ClickHouse powers all of our analytics features and we're happy with the path taken.

However knowledge on how to build on it and maintain it is more important than ever, bringing us to this manual.

Manual sections


	Data storage or what is a MergeTree

	Data replication and distributed queries

	Data ingestion

	Working with JSON

	Query attribution

	Query performance

	Operations

	Schema case studies

	sharded_events

	app_metrics

	person_distinct_id

	Dictionaries







  12. Operations

  Source: https://posthog.com/handbook/engineering/clickhouse/operations

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	System tables

	Settings

	Query settings

	Server settings

	MergeTree table settings

	Profiles and users

	Querying ClickHouse from the app

	Mutations



  This document gives an overview of the kitchen side of ClickHouse: how various operations work, what tricky migrations we have experience with as well as various settings and tips.

System tables

ClickHouse exposes a lot of information about its internals in system tables.

Some stand-out tables:


	system.query_log and system.processes contain information on queries executed on the server

	system.tables and system.columns



contain metadata about tables and columns


	system.merges and system.mutations



contain information about ongoing operations


	system.replicated_fetches and



system.replication_queue contain information about data replication


	system.errors and system.crash_log



contain information about errors and crashes respectively


	system.distributed_ddl_queue shows information to help diagnose progress of ON CLUSTER commands



For examples of usage and tips, check out this ClickHouse blog article

Settings

ClickHouse provides daunting amounts of configuration on all levels. This section provides information on the different kind of settings and how to configure them.

Query settings

Query settings allow to manipulate the behavior of queries, for example setting limits on query execution time and resource usage or toggling specific behaviors on-and-off.

Documentation:


	Settings

	Restrictions on Query Complexity



Using query settings is done:


	at query-time via ClickHouse client library arguments (preferred)

	at query-time via explicit SETTINGS clause in queries

	via users.xml file to apply to all queries



Server settings

Server settings allow tuning things like global thread or pool sizes, networking and other clickhouse-server-level configuration.

Documentation:


	Server Settings



You can change server settings via config.xml file. Note: some settings may require a server restart.

MergeTree table settings

MergeTree settings allow configuring things from primary index granularity to merge behavior to limits of usage of this table.

Documentation:


	MergeTree tables settings

	Undocumented settings can be found in the source code



MergeTree table settings are set either:


	at table creation time

	or via ALTER TABLE ... SETTING statement



Profiles and users

ClickHouse allows creating different profiles and users with their own set of settings. This can be useful to grant read-only access to some users or otherwise limit resource use.

Read more in documentation:


	Settings Profiles

	Settings

	Creating Clickhouse users, roles and profiles runbook.



Querying ClickHouse from the app

While not currently the case, all PostHog products and features that query ClickHouse _should_ use a specific ClickHouse user for the use case. We have a bunch of product-specific ClickHouse users that are specified when running a query with the ClickHouse client. For example, see this.

When developing a new product or feature, using a dedicated ClickHouse user is important for multiple reasons:


	we need to be able to monitor different workloads and see what queries are potentially hurting our ClickHouse clusters

	we should be able to set appropriate resource constraints for different products and avoid hurting other products' performance by cheekily using a random user that already exists

	we should be able to scope privileges on the ClickHouse user to what it really needs, limiting the blast radius of a compromised credential



Mutations

ALTER TABLE ... UPDATE and ALTER TABLE ... DELETE operations which mutate data require ClickHouse to rewrite whole data via special merge operations. These are frequently expensive operations and require monitoring.

You can monitor progress of mutations via the following system tables:


	system.mutations

	system.merges - see is_mutation column

	system.replication_queue



When creating mutations, it's often wise to alter the value of mutations_sync setting.

Running mutations can be stopped by issuing a KILL MUTATION WHERE mutation_id = '...' statement.

Note that this may not stop any currently running merges. To do so, check out section on SYSTEM STOP MERGES

GDPR

When necessary to delete user data due to GDPR or otherwise, it's wise to do so in batches and asynchronously.

At PostHog, when deleting user data, we schedule for all deletions to occur once per week to minimize the cost of rewriting data.

In the future, lightweight deletes might simplify this process.

Merges

As explained previously, merges are the lifeblood of ClickHouse, responsible for optimizing how data is laid out on disk as well as for deduplicating data.

Merges can be monitored via the following tables:


	system.merges

	system.replication_queue



OPTIMIZE TABLE

[OPTIMIZE TABLE] statement schedules merges for a table, optimizing the on-disk layout or speeding up queries or forcing some schema changes into effect.

Note: not all parts are guaranteed to be merged if the size of parts exceeds maximum limits or if data is already in a single part. In this case adding a FINAL modifier forces the merge regardless.

SYSTEM STOP MERGES

SYSTEM STOP MERGES statement can stop background merges from occurring temporarily for a table or the whole database. This can be useful during trickier schema migrations when copying data.

Note unless ingestion is paused during this time, this can easily lead to too many parts errors.

Merges can be resumed via SYSTEM START MERGES statement.

Important settings

Merges have many relevant settings associated to be cognizant about:


	parts_to_throw_insert controls when ClickHouse starts



when parts count gets high.


	max_bytes_to_merge_at_max_space_in_pool controls maximum part size

	background_pool_size (and related)



server settings control how many merges are executed in parallel


	Undocumented max_replicated_mutations_in_queue and max_replicated_merges_in_queue settings control how many merges are processed at once



Simple schema changes

As in any other database, schema changes are done via ALTER TABLE statements.

One area where ClickHouse differs from other databases is that schema changes are generally lazy and apply to only new data or merged parts. This applies to:


	Adding or removing columns, changing default values

	Changing compression of columns

	Updating table settings



You can generally force these changes onto old data by forcing data to be merged via OPTIMIZE TABLE FINAL statement, but this can be expensive.

TTLs

ClickHouse TTLs allow dropping old rows or columns after expiry.

It's suggested to set up your table to partition by timestamp as well, so old files can be dropped completely instead of needing to be rewritten as a result of TTL.

Tricky schema changes

Some schema changes are deceptively hard and frequently requires rewriting the whole table or re-creating the tables.

Make sure to never re-use Zookeeper paths when re-creating replicated table!

The difference often comes down to how data is stored on disk and its implications.

Async migrations

At PostHog, we've developed Async Migrations for executing these long-running operations in the background without affecting availability.

You can learn more about Async Migrations in our blog, handbook, and runbook.

Pausing ingestion

This is frequently a prerequisite of any large-scale schema change as new data may get lost when you are copying data from one place to another.

If you're using Kafka engine tables for ingestion, you can pause ingestion by dropping materialized view(s) attached to Kafka engine tables.

To restart ingestion, recreate the dropped table(s).

Note that you can also detach the materialized views instead of dropping them (DETACH TABLE my_mv), but be aware that detached views have some weird behaviors, such as being re-attached on node restarts, "existing in a limbo" (they do not show up on system.tables and cannot be dropped but SHOW CREATE TABLE my_mv will return results), as well as potentially causing naming clashes.


Changing table engines

When changing table engines, you can leverage ATTACH PARTITION commands to move data between tables.

Note: ATTACH PARTITION commands only work if the two tables have identical structure: same columns and ORDER BY/PARTITION BY. It works by creating hard links between partitions, so the operation does not require any extra disk space until merges happen.

Thus it's important to stop ingesting new data and merges during this operation.

PostHog needed to implement this kind of operation to move to a sharded schema: 0004_replicated_schema.py.

Changing ORDER BY or PARTITION BY

Changing ORDER BY and PARTITION BY affects how data is stored on disk and requires rewriting this data.

In the case of ORDER BY, you can modify it with ALTER TABLE my_table MODIFY ORDER BY, but only to add a new column expression. Other changes require using the approaches below.


Suggested procedure if using ReplacingMergeTree:


	Create a new table with correct ORDER BY

	Create a new materialized view table, writing new data to new table.

	Copy data over from old table via INSERT INTO SELECT

	Deduplicate via OPTIMIZE TABLE FINAL if feasible.



Note that INSERT-ing data this way may be slow or time out. Consider:


	Dropping any materialized columns temporarily

	Increasing query settings max_execution_time, send_timeout, receive_timeout timeouts to be large enough

	Finding correct values for query settings max_block_size, max_insert_block_size, max_threads, max_insert_threads

	Setting optimize_on_insert setting to 0



Note that this operation temporarily doubles the amount of disk space you need.

An example (from PostHog) of an async migration: 0005_person_replacing_by_version.py

Resharding

At PostHog, we've haven't had to reshard data (yet), but the process would look similar to changing ORDER BY or PARTITION BY, requiring either to pause data or deduplicate at the end.

Storing/restoring parts of data from backups might also simplify this process.

Denormalizing columns via dictionaries

A powerful tool in the arsenal of performance is de-normalization of data.

At PostHog, we eliminated some JOINs for person data by storing information on person identities and properties directly on events.

Backfilling this data was implemented via ALTER TABLE UPDATE populating new columns. The column data was pulled in using dictionaries which allowed to query and store data from other tables in memory during the update.

An alternative approach might have been to create a new table and populate it similar to changing ORDER BY, but this would have required expensive deduplication, a lot of extra space and even more memory usage.

Learn more on this:


	0007_persons_and_groups_on_events_backfill.py

	Altinity knowledge base: Column backfilling with alter/update using a dictionary



Useful information for cluster admins

Detached materialized views

If you ever DETACH a materialized view, it's important to keep in mind that the view now exists in a "limbo" state that can be confusing and cause issues.

Detached views don't show up on system.tables, but you can assert that a view exists by running SHOW CREATE TABLE <detached_mv>.

In addition, detached views (except if DETACH was executed with PERMANENTLY) will be reattached on server restarts!

As an example of how this has been problematic for us in the past, we once detached views to handle ingestion problems, and then on rebooting the nodes we got confused as to why ingestion hadn't stopped!

Orphan Zookeeper records

Prior to ClickHouse 22.3, bugs in ClickHouse meant that reasonably often Zookeeper would end up with "orphan records". These are references to things like parts in ClickHouse that no longer exist, but remain referenced. While orphan records were common prior to 22.3, it's still possible that such records come to exist on newer ClickHouse versions as well, as an expected consequence of distributed systems.

Orphan records pose a problem because they may cause ClickHouse to use resources and try to perform operations on e.g. non-existent parts. For instance, we've seen mutations hang for months due to ClickHouse expecting it still needs to modify a part but the part no longer existing.

As a result, it's important to clean these up.

Orphan parts

Orphaned parts are perhaps the most common type of orphan record, so much so that Altinity has written a guide to help identify and delete them, as well as they recommended everyone do so when upgrading past 22.3.

To do this cleanup properly, you should:


	Check if you have any orphan parts (this should be run per node in your cluster, or you could modify the query to use clusterAllReplicas):



select zoo.p_path as part_zoo, zoo.ctime, zoo.mtime, disk.p_path as part_disk
from
(
  select concat(path,'/',name) as p_path, ctime, mtime
  from system.zookeeper where path in (select concat(replica_path,'/parts') from system.replicas)
) zoo
left join
(
  select concat(replica_path,'/parts/',name) as p_path
  from system.parts inner join system.replicas using (database, table)
) disk on zoo.p_path = disk.p_path
where part_disk=''
order by part_zoo


	Generate delete statements for each record that needs to be removed from Zookeeper:



clickhouse-client --password <password> --query "select 'delete '||part_zoo
from (
select zoo.p_path as part_zoo, zoo.ctime, zoo.mtime, disk.p_path as part_disk
from
(
 select concat(path,'/',name) as p_path, ctime, mtime
 from system.zookeeper where path in (select concat(replica_path,'/parts') from system.replicas)
) zoo
left join
(
 select concat(replica_path,'/parts/',name) as p_path
 from system.parts inner join system.replicas using (database, table)
) disk on zoo.p_path = disk.p_path
where part_disk='' and zoo.mtime <= now() - interval 30 day
order by part_zoo) format TSVRaw" > tmp_zk_orphans


	SSH into _one_ of your Zookeeper nodes

	Start up the ZK CLI (zkCli.sh) and paste the delete statements

	Check that the query from step 1 no longer returns anything



Orphan replication queue records

A more confusing issue can also happen when the replication queue contains operations that reference inexistent parts.

This is harder to notice proactively but may manifest itself in a migration that hangs indefinitely because it still has parts it needs to operate on but those parts don't exist.

If you spot a migration that doesn't seem to be progressing after a long time, it's worth checking if the parts in the parts_to_do column of the system.mutations table contains any parts that don't exist.

You can also spot this by looking at the replication queue for long-running operations. You could run the following query, for example:

select * from clusterAllReplicas('<cluster_name>', system.replication_queue) order by create_time

And check if any operations were created a long time ago, particularly simple ones like GET_PART.

Finally, another symptom you can look out for are recurrent logs that look like the following:

Checking part 137_0_27780_19674
Checking if anyone has a part 137_0_27780_19674 or covering part.

If the server has been looking for a part for days and hasn't found it anywhere, there's probably something wrong.

Having established this problem, the way to fix it is as follows:


	Get the node_name of the hanging queue record

	SSH into a Zookeeper node and using ZK CLI, delete the record. Note that for this you will need the full Zookeeper path of the record. You can use ls within the Zookeeper CLI to understand the storage structure if necessary. The path should look something like this: /clickhouse/tables/<shard_number>/<database_name>.<table_name>/replicas/<replica_name>/queue/<node_name> but will also vary for replicated and non-replicated tables.

	Having deleted the record, you should run SYSTEM RESTART REPLICA <table_name> on the ClickHouse node with the orphan queue item. This command will fetch the updated metadata from Zookeeper. It's also worth running it across your cluster for good measure.



Learn more

More information for ClickHouse operations can be found in:


	Altinity knowledgebase

	Tinybird knowledgebase



Next in the ClickHouse manual: Schema case studies





  13. Query performance

  Source: https://posthog.com/handbook/engineering/clickhouse/performance

  
  This document goes over:


	What tools are available to understand and measure query performance

	Importance of page cache

	General tips and tricks for performant queries



Tooling

clickhouse-client

clickhouse-client is a command-line application for running queries against ClickHouse.

When executing queries, it details progress, execution time, how many rows and gigabytes of data were processed, and how much CPU was used.

Image: clickhouse-client progress reporting

You can get additional logging from ClickHouse by setting SET send_logs_level = 'trace' before running a query.

system.query_log

ClickHouse saves all queries it runs into system.query_log table.

It includes information on:


	What query was run and when

	How long did it take to execute

	How many resources did it take up: memory, rows/bytes read

	In case of errors, exception information



Some tips for querying the query_log:


	For distributed queries, filter by is_initial_query to disambiguate distributed queries i.e. is_initial_query = 1 denotes the query sent to the coordinator node, whereas is_initial_query = 0 denotes internally-generated queries sent to gather data from other shards

	Use clusterAllReplicas('<cluster_name>', system.query_log) to query all nodes

	Filter on type = 'QueryFinish' if you only want data on queries that completed successfully. Forgetting to do so can skew averages since the results will include QueryStart events, which have columns such as query_duration_ms set to 0.

	ProfileEvents column contains a lot of useful performance data on each query, not all of which is documented. Check the source for a full list all measurements.



At PostHog, we also add metadata to each query via the log_comment setting to make results easier to analyze. This includes information on the source of the query and how it was constructed. See this runbook for more details.

An example query to get recent slow queries:

SELECT
    query_duration_ms,
    query,
    event_time,
    read_rows,
    formatReadableSize(read_bytes) as read_size,
    result_rows,
    formatReadableSize(result_bytes) as result_size,
    formatReadableSize(memory_usage) as memory,
    columns,
    query_id
FROM system.query_log
WHERE
    query NOT LIKE '%query_log%'
    AND type = 'QueryFinish'
    AND event_time > now() - toIntervalDay(3)
    AND query_duration_ms > 30000
    /* If using log_comment, consider including something like:
    AND JSONExtract(log_comment, 'kind') = 'request'
    */
ORDER BY query_duration_ms desc
LIMIT 10

Note that this table is not distributed - on a cluster setting you might need to run query against each node separately or do ad-hoc distributed queries.

EXPLAIN

Previous pages in this manual showed various examples of using the ClickHouse EXPLAIN statement to your advantage.

Various forms of explain can detail:


	If and how much data ClickHouse was able to avoid processing thanks to schema setup

	If and how ClickHouse "optimizes" the query by moving columns to PREWHERE

	Detailing how the query is planned to be executed



Read more about EXPLAIN in ClickHouse's EXPLAIN Statement docs.

Flame graphs

For CPU-bound calculations, flamegraphs can help visualize what ClickHouse worked on during query execution.

<div class="relative mt-2 mb-4"
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We've built flamegraph support into PostHog. You can find tools to generate flamegraphs for queries under PostHog instance settings.

Importance of the page cache

When running queries, you might encounter an odd artifact: the first time you run a query, it's really slow but it speeds up significantly when run again.

This behavior is due to the Linux page cache. In broad terms, the operating system caches recently read files into memory, speeding up subsequent reads of the same data.

As most queries in ClickHouse are dependent on fast I/O to execute fast, this can have a significant effect on query performance. It is a reason why at PostHog our ClickHouse nodes have a lot of memory available.

Effect on benchmarking

This behavior can be a problem for profiling: users constructing new queries might not hit the page cache and receive a worse experience than benchmarking may show.

This means it's often important to wipe page cache on ClickHouse when doing queries. This can be achieved with the following command on a ClickHouse node:

sudo sh -c "/usr/bin/echo 3 > /proc/sys/vm/drop_caches"

Note that the above will only drop the cache on the given node, but distributed queries might still be affected from the page cache on nodes in the other shards.


For completely clean benchmarking, you might also want to drop ClickHouse's internal mark cache.

You can also use the min_bytes_to_use_direct_io setting to bypass the page cache at the query level.

When set to a value greater than 0, ClickHouse will use O_DIRECT for disk reads whenever the total data to be read exceeds the threshold (in bytes).

SETTINGS min_bytes_to_use_direct_io = 1;

Join algorithms

JOINs are expensive in ClickHouse, so any opportunities to speed them up are welcome.

One of the quickest possible wins on that front is by benchmarking different join algorithms.

Newer ClickHouse versions have added more algorithms, and it's worth keeping an eye on the ones that come out and check if they help improve query performance.

In PostHog's case, we have moved away from the default algorithm (alias for direct,hash) in favor of direct,parallel_hash. parallel_hash is effectively the same as hash, but it does the computation in multiple buckets. It aims to be faster by consuming a bit more resources.

In our extensive benchmarking (including in our production environment), we've found that across the board using parallel_hash over hash provided us with the following speed improvements:


	Average: parallel_hash was 1.23x faster

	p95: parallel_hash was 1.49x faster

	p99: parallel_hash was 1.37x faster



This came at a cost of up to 1.5x more memory usage, as well as a bit more CPU usage, which were acceptable tradeoffs in our case.

Tips for achieving well-performing queries

Previous pages in the ClickHouse manual have highlighted the importance of setting up the correct schema and detailing how queries work in a distributed setting.

This section highlights some general rules of thumb that can help speed up queries:


	Make sure query is supported by ORDER BY. This is frequently the single biggest factor in query performance.

	Avoid JOINs and sub-queries whenever possible. Denormalizing data can help here.

	Partition data so old partitions can be skipped.

	Push down any and all WHERE conditions to in queries as deep as possible, as ClickHouse won't do it for you.

	Avoid reading columns that are not needed for the query.

	Test if moving small column filters to PREWHERE helps performance.

	Avoid reading large columns in PREWHERE.

	Compress columns with appropriate codecs.

	Make use of the extensive catalogue aggregation functions available in ClickHouse.

	Looking up single rows is frequently slow.

	ORDER BY and LIMIT/OFFSET can be slow in sharded settings.

	Cheat: preaggregate data or leverage materialized columns to pull out data from large columns.

	Leverage query settings in special cases.

	Benchmark different join algorithms on queries that use JOINs. From our testing, parallel_hash can help speed up most types of queries with JOINs at the expense of a bit more memory and CPU usage. grace_hash is also a promising new algorithm introduced in ClickHouse 22.12.



Also always do your benchmarking in a realistic setting: on large datasets on powerful machines.

Next in the ClickHouse manual: Operations





  14. Query attribution

  Source: https://posthog.com/handbook/engineering/clickhouse/query-attribution

  
  A guideline for making the ClickHouse queries attribute correctly.

Current state

We don't fully understand why our ClickHouse get sometimes overloaded. We extensively use query's SETTING: log_comment to put JSON with bunch of metadata inside it.

A bit more background

We process thousands queries per second, historically it used to be mostly the traffic from our application us.posthog.com / eu.posthog.com and using only one default ClickHouse user. Recently, it has been a mix of different query issuers (Temporal, Celery, and services cut out from Django), with most of the queries still using default user.

We've managed to separate batch_export, app and api traffic to use separate ClickHouse users and tune the settings to not fully starve any of those use cases of capacity.

Most ClickHouse queries made as a result of HTTP request to Django app contains the proper http_request_id, route_id and id.

This allow us to do basic analysis.

Where we want to be

We want to know:


	why was a query started,

	what/who initiated the query,

	how much resources it consumed.



This will allow us to better manage the ClickHouse load and understand which products and features require the most compute resources and how they are correlated. Especially, how one request to an API may end up multiple queries to ClickHouse.

Tags

In Python, there is a tag_queries helper function one may use, be aware that it tags all queries issued from within a Python thread (it uses thread local memory).

Alternatively, you may consider tags_context for localized tags.

Each query send to ClickHouse must have the following tags:


	team_id: ?Int64 - team id,

	user_id: ?Int64 - query run initiated by a user,

	access_method: ?String - the only value we use is: personal_api_key,

	product - NEW PostHog product name,

	org_id - NEW organization id - we don't have it now, but it may make analyzing data a easier,

	kind: ?String - detect kind of query, almost all queries have it, only 4 values seen: ["celery", "cohort_calculation", "batch_export", "request"],

	id - it used to have a id of a workload (e.g. celery job name: posthog.tasks.calculate_cohort.calculate_cohort_ch, or exact path of request: /api/projects/2/insights/trend),

	query: JSON - contains a query object that QueryRunner run, literally the whole query object.




	route_id: ?String - route_id in api (e.g. api/projects/(?P<parent_lookup_team_id>[^/.]+)/insights/trend/?$),

	workload: ?String - for now only: ONLINE / OFFLINE are used, it suppose to designate whether a query is part of ONLINE workload,

	dashboard_id: ?Int64 - if query executes to render part of dashboard,

	insight_id: ?Int64 - if query is run to show insight,

	chargeable: ?byte - set to 1 for queries we intend to charge,




	name: ?String - you can name your queries,

	http_request_id: ?String - HTTP request that initiated a query, set only if is a proper UUID.



Types were reverse engineered from our ClickHouse system.query_log.log_comment column.

Current state of log_comment

We use at least 42 unique tags:

| Tag Key | Occurrences | |---------|-------------| | query_settings | 1,826,072 | | workload | 1,826,072 | | kind | 1,788,761 | | id | 1,788,745 | | team_id | 1,667,247 | | user_id | 1,479,256 | | http_request_id | 1,441,577 | | container_hostname | 1,441,577 | | route_id | 1,441,577 | | http_user_agent | 1,433,807 | | http_referer | 1,127,494 | | query_type | 809,331 | | has_joins | 694,281 | | has_json_operations | 694,281 | | person_on_events_mode | 456,285 | | modifiers | 439,930 | | timings | 439,930 | | cache_key | 394,951 | | sentry_trace | 394,951 | | query | 374,767 | | client_query_id | 324,355 | | access_method | 322,253 | | feature | 297,173 | | insight_id | 157,439 | | entity_math | 133,956 | | filter | 133,956 | | filter_by_type | 133,956 | | number_of_entities | 133,956 | | query_time_range_days | 133,956 | | dashboard_id | 102,664 | | session_id | 62,901 | | user_email | 45,918 | | trigger | 33,422 | | chargeable | 26,807 | | $process_person_profile | 1,856 | | experiment_name | 1,697 | | experiment_id | 1,697 | | experiment_feature_flag_key | 1,697 | | experiment_is_data_warehouse_query | 770 | | clickhouse_exception_type | 556 | | usage_report | 25 | | batch_export_id | 16 |

Queries to dive into log_comment

Get tag frequency

SELECT
    arrayJoin(JSONExtractKeys(log_comment)) AS tag_key,
    count() AS occurrences
FROM clusterAllReplicas(posthog, system.query_log)
WHERE
    event_date = '2025-06-06'
    AND is_initial_query
    AND type = 'QueryStart'
    AND log_comment != ''
GROUP BY tag_key
ORDER BY occurrences DESC;

Get tag type, number of occurrences and values

SELECT
    {{tag_name}} AS tag_name,
    JSONType(log_comment, {{tag_name}}) AS value_type,
    count() AS occurrences,
    count(distinct JSONExtractRaw(log_comment, {{tag_name}})) AS distinct_values,
    groupUniqArray(20)(JSONExtractRaw(log_comment, {{tag_name}})) AS example_value -- Get an example
FROM clusterAllReplicas(posthog, system.query_log)
WHERE
    event_date >= '2025-06-06'
    AND is_initial_query
    AND type = 'QueryStart'
    AND JSONHas(log_comment, {{tag_name}})
GROUP BY value_type
ORDER BY occurrences DESC;

Example values of query tag

{
  "kind": "DataVisualizationNode",
  "source": {
    "kind": "HogQLQuery",
    "query": "SELECT\n round(avg($is_bounce), 1) AS bounce_rate\nFROM\n sessions\n INNER JOIN events ON sessions.id = events.properties.$session_id\nWHERE\n event = '$pageview'\n AND properties.$current_url LIKE '%forum.%'\n",
    "variables": {}
  },
  "display": "BoldNumber",
  "chartSettings": {
    "yAxis": [
      {
        "column": "bounce_rate",
        "settings": {
          "display": {
            "color": "#1d4aff",
            "label": "",
            "trendLine": false,
            "displayType": "auto",
            "yAxisPosition": "left"
          },
          "formatting": {
            "style": "percent",
            "prefix": "",
            "suffix": ""
          }
        }
      }
    ],
    "seriesBreakdownColumn": null
  },
  "tableSettings": {
    "columns": [
      {
        "column": "bounce_rate",
        "settings": {
          "display": {
            "color": "#1d4aff",
            "label": "",
            "trendLine": false,
            "displayType": "auto",
            "yAxisPosition": "left"
          },
          "formatting": {
            "style": "percent",
            "prefix": "",
            "suffix": ""
          }
        }
      }
    ],
    "conditionalFormatting": []
  }
}





  15. app_metrics

  Source: https://posthog.com/handbook/engineering/clickhouse/schema/app-metrics

  
  Problem and constraints

PostHog provides Apps for data imports, exports and transformation purposes.

App metrics helps users of apps want to know whether the apps are reliable and have tooling to debug errors.

When designing the schema, we needed ingestion of these stats to be as 'cheap' as possible. On the flip side, queries against the data did not need to support much beyond time-range filtering.

Schema

CREATE TABLE sharded_app_metrics
(
    team_id Int64,
    timestamp DateTime64(6, 'UTC'),
    plugin_config_id Int64,
    category LowCardinality(String),
    job_id String,
    successes SimpleAggregateFunction(sum, Int64),
    successes_on_retry SimpleAggregateFunction(sum, Int64),
    failures SimpleAggregateFunction(sum, Int64),
    error_uuid UUID,
    error_type String,
    error_details String CODEC(ZSTD(3)),
    _timestamp DateTime,
    _offset UInt64,
    _partition UInt64
)
ENGINE = ReplicatedAggregatingMergeTree('/clickhouse/tables/{shard}/posthog.sharded_app_metrics', '{replica}')
PARTITION BY toYYYYMM(timestamp)
ORDER BY (team_id, plugin_config_id, job_id, category, toStartOfHour(timestamp), error_type, error_uuid)

<details><summary>Click here to see supporting tables</summary>

CREATE TABLE app_metrics
(
    team_id Int64,
    timestamp DateTime64(6, 'UTC'),
    plugin_config_id Int64,
    category LowCardinality(String),
    job_id String,
    successes SimpleAggregateFunction(sum, Int64),
    successes_on_retry SimpleAggregateFunction(sum, Int64),
    failures SimpleAggregateFunction(sum, Int64),
    error_uuid UUID,
    error_type String,
    error_details String CODEC(ZSTD(3)),
    _timestamp DateTime,
    _offset UInt64,
    _partition UInt64

)
ENGINE=Distributed('posthog', 'posthog', 'sharded_app_metrics', rand())

CREATE MATERIALIZED VIEW app_metrics_mv
TO posthog.sharded_app_metrics
AS SELECT
    team_id,
    timestamp,
    plugin_config_id,
    category,
    job_id,
    successes,
    successes_on_retry,
    failures,
    error_uuid,
    error_type,
    error_details
FROM posthog.kafka_app_metrics


CREATE TABLE kafka_app_metrics
(
    team_id Int64,
    timestamp DateTime64(6, 'UTC'),
    plugin_config_id Int64,
    category LowCardinality(String),
    job_id String,
    successes Int64,
    successes_on_retry Int64,
    failures Int64,
    error_uuid UUID,
    error_type String,
    error_details String CODEC(ZSTD(3))
)
ENGINE=Kafka('kafka:9092', 'clickhouse_app_metrics_test', 'group1', 'JSONEachRow')

Decision: Store errors in the same table as metrics

Error tracking is fundamentally different from metrics, but we wanted to avoid "failure counts" and errors we have data on going out of sync.

For this reason, the two are stored in the same table, with error_details column containing JSON-encoded metadata about the error including the relevant event payload, stack trace.

This runs the risk of data storage increasing significantly if a lot of large errors occur.

For this reason error_details column uses ZSTD(3) codec.

Sorting by error_type also has a significance: error_details of a given error type should be similar and compress well.

In the future, we might introduce TTLs for the error columns if storage becomes a problem or periodically wipe error data in other ways.

Decision: pre-aggregate metrics in app in memory

Apps act on events as they're processed and users might have dozens of apps installed at the same time.

For this reason, emitting a Kafka message per app per event ingested ends up being too expensive. We instead aggregate metrics (and errors) in memory and only periodically flush data to Kafka.

This runs the trade-off of counts being subtly off after deploys or restarts. If this becomes a significant user concern, we may reduce the precision of the numbers shown in the UI.

Decision: using AggregatingMergeTree

To make ingesting and storing this data cheaper, AggregatingMergeTree is used.

Each time two parts are merged, rows with identical ORDER BY values are collapsed into a single row in the new part.

In this setup, this means that:


	we aggregate data up to an hours granularity (since toStartOfHour(timestamp) is in the ORDER BY)

	successes, successes_on_retry and failures columns get summed up for each unique value of ORDER BY

	errors are not aggregated at all (since error_uuid is in the ORDER BY)



Even with all of this we still need to sum values in queries as merges may never occur.

Decision: sharding

To make data cheaper to store, this table is sharded.

Results

On US Cloud, the disk size of this table was 6 MB after aggregating nearly 2 billion metrics. For comparison, storage similar number of events can require hundreds of gigabytes.

Queries against this schema are also usually measured in milliseconds.

The reason we were able to leverage pre-aggregation to this extent was since we only needed to answer a few questions:


	What is the number of successes and failures in a given time range per day or hour, diced by plugin, method and job?

	How many errors of each type did we see in that time range?

	What are some examples of specific errors we saw?



These queries all lend itself well to pre-aggregation, meaning an expert schema could store this data very cheaply at the cost of some flexibility.

Next schema in the ClickHouse manual: person_distinct_id





  16. Overview

  Source: https://posthog.com/handbook/engineering/clickhouse/schema

  
  When designing a schema for ClickHouse, there are dozens of large and small decisions engineers need to make to design a well-performing solution fit for the problem being solved.

The following documents outline various schemas we have at PostHog, examining why they are designed this way, what are some good parts about them, and mistakes that were made.

Schemas


	sharded_events

	app_metrics

	person_distinct_id







  17. person_distinct_id

  Source: https://posthog.com/handbook/engineering/clickhouse/schema/person-distinct-id

  
  person_distinct_id table makes for an interesting case study on how initial schema design flaws were exposed over time and how they were fixed.

Problem being solved

PostHog needs to know who are the users associated with each event.

In frontend libraries like posthog-js, when persons land on a site they're initially anonymous with a random distinct ID. As persons log in or sign up, posthog.identify should be called to signal that the anonymous person is actually some logged in person and their prior events should be grouped together.

The semantics of this have changed significantly with person-on-events project.

Schema

CREATE TABLE person_distinct_id
(
    distinct_id VARCHAR,
    person_id UUID,
    team_id Int64,
    _sign Int8 DEFAULT 1,
    is_deleted Int8 ALIAS if(_sign==-1, 1, 0),
    _timestamp DateTime,
    _offset UInt64
) ENGINE = ReplicatedCollapsingMergeTree('/clickhouse/tables/noshard/posthog.person_distinct_id', '{replica}-{shard}', _sign)
ORDER BY (team_id, distinct_id, person_id)

The is_deleted column is not actually being written to, it is dynamically calculated based on the _sign column.

This table was queried often joined with events table along the following lines:

SELECT avg(count())
FROM events
INNER JOIN (
    SELECT distinct_id, argMax(person_id, _timestamp) as person_id
    FROM (
        SELECT distinct_id, person_id, max(_timestamp) as _timestamp
        FROM person_distinct_id
        WHERE team_id = 2
        GROUP BY person_id, distinct_id, team_id
        HAVING max(is_deleted) = 0
    )
    GROUP BY distinct_id
) AS pdi ON (pdi.distinct_id = events.distinct_id)
WHERE team_id = 2
GROUP BY pdi.person_id

Design decision: no sharding

Since this table was almost always joined against the events table, this table was not sharded.

Sharding it means that each shard would need to send back all the events and person_distinct_id sub-query result rows to coordinator node to execute queries, which would be expensive and slow.

Design decision: CollapsingMergeTree

The given distinct_id belonging to a person can change over time as posthog.identify or posthog.alias are called.

For this reason the data needs to be constantly updated, yet updating data in ClickHouse requires rewriting large chunks of data.

Rather than rewriting data, we opted to use CollapsingMergeTree. CollapsingMergeTree adds special behavior to ClickHouse merge operation: if on a merge rows with identical ORDER BY values are seen, they are collapsed according to _sign column:


	If sum of signs _sign was positive, new row has _sign of 1.

	Otherwise, the row was removed.



This was used to update-via-insert:


	On a change, the old person_id was discarded via emitting a row _sign of -1

	On a change, the new person_id row was emitted with _sign of 1

	At query-time, the resulting rows were aggregated together to find the current state of the world



Due to this logic, both person_id and distinct_id needed to be in the ORDER BY key.

Problem: CollapsingMergeTree for updates

CollapsingMergeTree is not ideal for frequently updating a single row as merges occur in an non-deterministic order and that will cause trouble if subsequent rows signifying deletes get discarded before being merged with an "insert" row.

When updating columns ReplacingMergeTree engine tables with an explicit version column has proven to be reliable.

Problem: Expensive queries

In December 2021, PostHog started seeing significant performance problems and out-of-memory errors due to this schema for largest users.

The problem was two-fold:


	JOINs are inherently expensive in ClickHouse as the right-hand-side of the join (person_distinct_id subquery) would be loaded into memory

	The schema was inefficient, emitting multiple rows per person and requiring post-aggregation



Improved schema

To fix both problems, a new table was created:

CREATE TABLE person_distinct_id2
(
    team_id Int64,
    distinct_id VARCHAR,
    person_id UUID,
    is_deleted Int8,
    version Int64 DEFAULT 1,
    _timestamp DateTime,
    _offset UInt64,
    _partition UInt64
)
ENGINE = ReplicatedReplacingMergeTree('/clickhouse/tables/noshard/posthog.person_distinct_id2', '{replica}-{shard}', version)
ORDER BY (team_id, distinct_id)
SETTINGS index_granularity = 512

JOINs with this table look something like this:

SELECT avg(count())
FROM events
INNER JOIN (
    SELECT distinct_id,
            argMax(person_id, version) as person_id
    FROM person_distinct_id2
    WHERE team_id = 2
    GROUP BY distinct_id
    HAVING argMax(is_deleted, version) = 0
) AS pdi ON e.distinct_id = pdi.distinct_id
WHERE team_id = 2
GROUP BY pdi.person_id

This schema:


	Was over 2x faster to query for large teams while requiring less memory

	Had explicit versioning logic built in

	Required fewer Kafka messages and traffic

	Lowered index_granularity for faster point queries

	Leveraged ReplacingMergeTree to ensure data consistency



Closing notes

Even with improvements JOINs still are expensive and after the person-on-events project we were able to store person_id column on the events table to great effect.





  18. sharded_events

  Source: https://posthog.com/handbook/engineering/clickhouse/schema/sharded-events

  
  sharded_events table powers our analytics and is the biggest table we have by orders of magnitude.

In this document, we'll be dissecting the state of the table at the time of writing, some potential problems and improvements to it.

Schema

CREATE TABLE sharded_events
(
    uuid UUID,
    event VARCHAR,
    properties VARCHAR CODEC(ZSTD(3)),
    timestamp DateTime64(6, 'UTC'),
    team_id Int64,
    distinct_id VARCHAR,
    elements_chain VARCHAR,
    created_at DateTime64(6, 'UTC'),
    person_id UUID,
    person_created_at DateTime64,
    person_properties VARCHAR Codec(ZSTD(3)),
    group0_properties VARCHAR Codec(ZSTD(3)),
    group1_properties VARCHAR Codec(ZSTD(3)),
    group2_properties VARCHAR Codec(ZSTD(3)),
    group3_properties VARCHAR Codec(ZSTD(3)),
    group4_properties VARCHAR Codec(ZSTD(3)),
    group0_created_at DateTime64,
    group1_created_at DateTime64,
    group2_created_at DateTime64,
    group3_created_at DateTime64,
    group4_created_at DateTime64,
    $group_0 VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$group_0'), '^"|"$', '') COMMENT 'column_materializer::$group_0',
    $group_1 VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$group_1'), '^"|"$', '') COMMENT 'column_materializer::$group_1',
    $group_2 VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$group_2'), '^"|"$', '') COMMENT 'column_materializer::$group_2',
    $group_3 VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$group_3'), '^"|"$', '') COMMENT 'column_materializer::$group_3',
    $group_4 VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$group_4'), '^"|"$', '') COMMENT 'column_materializer::$group_4',
    $window_id VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$window_id'), '^"|"$', '') COMMENT 'column_materializer::$window_id',
    $session_id VARCHAR MATERIALIZED replaceRegexpAll(JSONExtractRaw(properties, '$session_id'), '^"|"$', '') COMMENT 'column_materializer::$session_id',
    _timestamp DateTime,
    _offset UInt64
) ENGINE = ReplicatedReplacingMergeTree('/clickhouse/tables/77f1df52-4b43-11e9-910f-b8ca3a9b9f3e_{shard}/posthog.events', '{replica}', _timestamp)
PARTITION BY toYYYYMM(timestamp)
ORDER BY (team_id, toDate(timestamp), event, cityHash64(distinct_id), cityHash64(uuid))
SAMPLE BY cityHash64(distinct_id)

The table is sharded by sipHash64(distinct_id)

ORDER BY

The ORDER BY clause for this table is:

ORDER BY (team_id, toDate(timestamp), event, cityHash64(distinct_id), cityHash64(uuid))

Most insight queries have filters along the lines of:

WHERE team_id = 2
  AND event = '$pageview'
  AND timestamp > '2022-11-03 00:00:00'
  AND timestamp < '2022-11-10 00:00:00'

Which is well-served by the first 3 parts of this ORDER BY.

Note that:


	This ORDER BY doesn't speed up filtering by common JSON properties, as every matching event needs to be read from disk

	By having toDate(timestamp) before event, we might be losing out on some compression benefits (due to same events probably having similar properties)



Also instead of distinct_id, we now would want to include person_id in the ORDER BY to make counting unique persons faster.

Evaluation: 🤷 It's reasonably good, but there are some potential improvements.

Sharding by cityHash64(distinct_id)

Sharding by distinct_id means that many queries such as unique person counts or funnels cannot be evaluated on individual replicas and data must be sent to coordinator node.

Luckily, this isn't the worst bottleneck in our production environments due to fast networking.

Evaluation: 👎 this needs fixing, however resharding data is hard.

PARTITION BY toYYYYMM(timestamp)

All analytics queries filter by timestamp and recent data is much more frequently accessed.

Partitioning this way allows us to skip reading a lot of parts and to move older data to cheaper (but older) storage.

Evaluation: 👍 Critical to PostHog functioning well.

person columns

Prior to having person_id, person_properties, person_created_at columns, when calculating funnels, unique users or filtering by persons or cohorts, queries always needed to JOIN one or two tables.

JOINs in ClickHouse are expensive and this frequently caused memory errors for our largest users, so a lot of effort was put into being able to denormalize that data and for it to be stored in events table.

Evaluation: 👍 Removes a fundamental bottleneck for scaling queries and allows for more efficient sharding in the future.

properties column and materialized columns

A lot of queries touch JSON properties or person_properties columns, meaning performance on them is critical. On the other hand, JSON properties columns are the biggest ones we have and filtering on them is frequently slow due to I/O and parsing overheads.

Some developments have helped speed this expensive operation up significantly:


	Adding support for materialized columns

	Compressing these columns via ZSTD(3) codec



The biggest unrealized win here is also allowing to skip reading rows via indexing or ORDER BY, but it's unclear on how that might be achieved.

Read more on working with JSON data and materialized columns in the ClickHouse JSON guide.

Evaluation: 🤷 A lot better than could be, but also a lot of unrealized potential.

SAMPLE BY cityHash64(distinct_id)

Allowing data to be sampled helps speed up queries at the expense of having less accurate results. This can be helpful for allowing a fast data exploration experience.

We should now be sampling by person_id column as analytics-by-person is _likely_ the most important thing.

At the time of writing (November 2022), sampling is not yet supported by the PostHog app.

ReplacingMergeTree with uuid as sort key

ReplacingMergeTree allows "replacing" old data with new given identical ORDER BY values. In our case, since we have a uuid column in ORDER BY, in theory users should be able to "fix" past data by re-emitting events with same event, date, and uuid but improved data.

However this does not work as ReplacingMergeTree only does work at merge-time and:


	merges are not guaranteed to occur

	we're not accounting for duplicate-uuid data in queries and it would be prohibitively expensive to do so



The only way to use this is to regularly use OPTIMIZE TABLE sharded_events FINAL, but that could make operations harder and require a lot of I/O due to needing to rewrite data.

Sending data with custom uuids is also undocumented and prone to bugs on our end.

Evaluation: 🚫 This design decision is a mistake.

elements_chain column

PostHog's JavaScript library has an autocapture feature, where we store actions users do on pages and DOM elements these actions are done against.

elements_chain column contains the DOM hierarchy autocaptured events were done against. In queries we match against this using regular expressions.

Evaluation: 🤷 Potentially suspect, but hasn't become an obvious performance bottleneck so far.

No pre-aggregation / precalculation

Every time an insight query is made that doesn't hit the cache, PostHog needs to re-calculate the result off of the whole dataset.

This is likely inevitable during exploration, but when working with dashboards that are refreshed every few hours or with common queries this is needlessly inefficient.

There are several unproven ideas on how to could optimize this:

1. Combine with previous results

Due to person columns now being stored on sharded_events table, historical data in the table can be considered immutable.

This means PostHog could store every query result after queries. On subsequent queries only query data ingested after previous query and combine results with the previous query results.

In theory this works well with line graphs but harder to do with e.g. funnels and requires extensive in-app logic to build out.

2. Projections

Similarly, due to immutable data PostHog could calculate some frequent insights ahead of time.

The projections feature could feasibly help do this at a per-part level for consistency without special application logic.

Next schema in the ClickHouse manual: app_metrics





  19. Working with JSON

  Source: https://posthog.com/handbook/engineering/clickhouse/working-with-json

  
  At PostHog, we store arbitrary payloads users send us for further analysis as JSON. As such, it's critical we do a good job at storing and analyzing this data.

This document covers:


	Storing JSON in Strings and operations on them

	Why and how to compress this data

	Materialized columns

	Alternative solutions: JSON data type, arrays



JSON Strings

At PostHog, we store JSON data as VARCHAR (or String) columns.

Relevant properties are then parsed out from the String columns at query-time using JSONExtract functions.

This has the following problems:


	These columns end up really large even after compression, meaning slow I/O

	It requires CPU to parse properties

	Data is not stored optimally. As an example, JSON keys are frequently repeated and numbers are stored as strings.



Compressing JSON

Luckily, JSON compresses really well, speeding up reading this data from disk.

By default our JSON columns are compressed by the LZ4 algorithm. See benchmarks for more information and benchmarks.

Materialized columns

ClickHouse has support for Materialized columns which are columns calculated dynamically based off of other columns.

We leverage them to dynamically create new columns for frequently-queried JSON keys to speed up queries as each materialized column is stored the same way as normal columns and requires less resources to read and parse.

Read more in our blog and in this guide for PostHog specific details.

Operational notes

After adding a materialized column, it is only populated for new data and on merges. When querying old data, this can introduce performance regressions, so forcing the column to be written to disk, even for historical data, is recommended.

Materialized columns may cause issues during operations - e.g. they can make copying data between tables painful. It's sometimes worth considering dropping them before large operations.

Alternative solutions

Arrays

Uber published an article on their logging, popularizing the idea to store JSON data as arrays: one for keys, one for values.

However internal benchmarking showed that in our use-case the improvement wasn't big enough to be worth the investment (yet)..

Semi-structured data / JSON data type

In 2022, ClickHouse released support for semi-structured data.

However after testing we encountered several fundamental problems which make this feature unusable in our case until they are resolved: 1, 2, 3, 4, and 5

Next in the ClickHouse manual: Query performance





  20. Working with cloud providers

  Source: https://posthog.com/handbook/engineering/cloud-providers

  
  AWS

How do I get access?

Create a PR to the posthog-cloud-infra repository to add your details in the identity center Terraform configuration with groups = local.default_groups.

To give someone access


	Add the new user to the cloud infra repo (see link above)

	Use their email address as their username

	Add them to the "Developers" and "DevelopersRO" groups (just use groups = local.default_groups)

	Add team infra as reviewer.

	Once this is merged, tell them to use http://go/aws to log in



Elevating permissions via #aws-access

To access the dev AWS environment, use the /awsaccess slash command in the #aws-access Slack channel and fill out the form that appears. Make sure to set up your AWS config file as described in our docs.

A dedicated secrets-editor role is available for managing secrets. Use this role across all AWS environments.

EKS access via #aws-access is currently in development. In the near future, expect all AWS access to be managed through the #aws-access channel.

Permissions errors using AWS CLI

If you see something like:

<my-user> is not authorized to perform: <action> on resource: <resource> with an explicit deny

Note the "with an explicit deny" in the end which likely is due to the fact that we force Multi-Factor Authentication (MFA). Follow this guide to use a session token.

TLDR:


	Look up your security credential MFA device name from AWS console from https://console.aws.amazon.com/iam/home#/users/<user-name>?section=security_credentials

	Run aws sts get-session-token --serial-number <arn-of-the-mfa-device> --token-code <code-from-token> --duration 129600 where code-from-token is the same code you'd use to login to the AWS console (e.g. from Authy app).

	Run the following code, replacing the placeholder values with the appropriate ones:



export AWS_ACCESS_KEY_ID=example-access-key-as-in-previous-output
export AWS_SECRET_ACCESS_KEY=example-secret-access-key-as-in-previous-output
export AWS_SESSION_TOKEN=example-session-token-as-in-previous-output


	Unset them when done (after they expire before running get-session-token again):



unset AWS_ACCESS_KEY_ID && unset AWS_SECRET_ACCESS_KEY && unset AWS_SESSION_TOKEN

Deploying PostHog

See the AWS self-host deployment guide.

GCP

How do I get access?

Ask in the #team-infrastructure Slack channel for someone to add you.

To give someone access: Navigate to PostHog project IAM and use the +Add button at the top to add their PostHog email address and toggle Basic -> Editor role.

Deploying PostHog

See the GCP self-host deployment guide.

DigitalOcean

How do I get access?

Ask in the #team-infrastructure Slack channel for someone to add you.

To give someone access: navigate to PostHog team settings page and use the Invite Members button to add their PostHog email address.

Edit 1-Click app info

This can be done in the vendor portal, click on PostHog with Approved status to edit the listing.

The code and setup files are in digitalocean/marketplace-kubernetes repository.

Deploying PostHog

See the DigitalOcean self-host deployment guide.





  21. Consistent scripts to rule them all

  Source: https://posthog.com/handbook/engineering/conventions/scripts

  
  PostHog has 235 (at the time of writing) public repositories. Each of these repositories has a unique way to get the project up and running locally. To limit the friction of this we adapt GitHub's approach of scripts to rule them all. As they say:

Being able to get from git clone to an up-and-running project in a development environment is imperative for fast, reliable contributions.


Not every repository will need every script. Some repositories will need scripts custom to the environment (for example, make files). That's all fine. The goal is to have a baseline set of scripts that we can use to get a development environment up and a known location to look for those scripts.

Standard scripts at PostHog

When starting a new project, create a bin directory and include the following scripts (when relevant):


	bin/setup - Install or upgrade dependencies (Ex. npm packages, brew packages, etc. Usually run once after cloning the repository and occasionally to upgrade packages).

	bin/update - Updates dependencies after a pull. This could simply call bin/setup.

	bin/build - Build the project, for projects that are compiled such as C#, Java, etc.

	bin/start - Start the project. For SDKs, this might start an example server.

	bin/test - Run tests (Ex. npm test, bundle exec rspec, etc.). Also includes linting, formatting, etc.

	bin/fmt - Optional: Format/lint code. This can be called by test.

	bin/docs - Optional: Generate documentation artifacts like API and SDK references.



Warning: Some environments add bin to the .gitignore file by default because that's where they compile binaries to.


Example scripts are available in the PostHog/scripts repository.





  22. Customer comms as an engineer

  Source: https://posthog.com/handbook/engineering/customer-comms

  
  Got a service change you need to email customers about — an API deprecation, a new quota limit, a breaking SDK change, a migration deadline? Loop in Joe. He owns customer comms and will handle the copy and the send via Customer.io.

All you need to bring:


	A rough draft of what you want to say and why

	The audience: a PostHog cohort or a list of org_ids



Prior art to mirror: the feature-flags quota-limit rollout in product-internal#720.

For the underlying email infrastructure (Customer.io tags, categories, unsubscribe behavior), see the email comms handbook page. For incidents specifically, see engineering incidents — Marketing handles those comms too.

Staying ahead of what's about to ship

If you write or coordinate customer comms, join these two internal Slack channels — they're the lowest-friction way to know what's just shipped and what's about to land:


	#changelog – what's just shipped. Owned by the Docs & Wizard team and updated constantly as PRs merge.

	#coming-soon – what's shipping soon. Owned by the Marketing team and posted as a daily digest.



Both channels are populated by agentic workflows that scan merged PRs and feature flag changes in posthog/posthog and summarize them into the channel. You can opt a PR in or out via the Publish to changelog? and Alert Sales and Marketing teams? checkboxes on the PR template, or via the @posthog Slack app. See how to publish changelog for the full flow.





  23. Deployments support

  Source: https://posthog.com/handbook/engineering/deployments-support

  
  If you're the week's support hero or you are providing support for a customer and they have questions about their self-hosted deployment, follow this guide to provide initial support before looping in someone from the Infrastructure team.

Gather basic information

Here's a sample message that should help gather the relevant information up-front (appropriate for #community-support, but if working in a private channel with a paid customer, remove some of the obvious questions).

👋 Are you self-hosting or on PostHog Cloud? (if self-hosting please answer below)





1. What have you tried to solve the issue so far? How did that go?


2. Which cloud provider are you using? How many nodes are you running?


3. Are you using our Helm chart to deploy PostHog? Have you make any customisations? Can you please share your values.yaml file?


4. If you have any pod(s) erroring/restarting, can you please share the logs?


5. Do you have any kind of monitoring configured? (if not, can you please enable at least Grafana and Prometheus in the values.yaml of the Helm chart?)


6. How many events are in ClickHouse, and how many were ingested last month?


Kickstart the debugging process


	What's the output of kubectl get pods -n posthog?



This should look something like this:

    NAME                                                READY   STATUS    RESTARTS   AGE
    chi-posthog-posthog-0-0-0                           1/1     Running   0          11d
    clickhouse-operator-6b5438eh5fb-bt5fk               2/2     Running   0          11d
    posthog-beat-7782927b778-wxvhl                      1/1     Running   0          11d
    posthog-cert-manager-69fahs7b57-c48dn               1/1     Running   0          11d
    posthog-cert-manager-cainjector-6d95d93mn8-6tz6k    1/1     Running   0          11d
    posthog-cert-manager-webhook-6469930mdfc-6l958      1/1     Running   0          11d
    posthog-events-55283995cc-rpjdm                     1/1     Running   0          11d
    posthog-ingress-nginx-controller-648bdn892f-w7qhp   1/1     Running   0          11d
    posthog-pgbouncer-77fb4djs85c-2d24t                 1/1     Running   0          11d
    posthog-plugins-54fjd8292649-66gsm                  1/1     Running   0          18m
    posthog-posthog-kafka-0                             1/1     Running   0          11d
    posthog-posthog-postgresql-0                        1/1     Running   0          11d
    posthog-posthog-redis-master-0                      1/1     Running   0          11d
    posthog-posthog-zookeeper-0                         1/1     Running   0          11d
    posthog-posthog-zookeeper-1                         1/1     Running   0          11d
    posthog-posthog-zookeeper-2                         1/1     Running   0          11d
    posthog-web-78dns2f5d7-6zdkc                        1/1     Running   0          11d
    posthog-worker-7857nd8268-j8c4f                     1/1     Running   0          11d


	When they send you the output from the command in step 1, if any of the pods has a status other than Running, ask them for the output of kubectl logs pod-name -n posthog




	The output from the previous step may or may not be familiar to you. Sometimes the logs will be something you've seen before. If that's the case, try to reproduce the issue locally and come up with a fix. If things are cryptic to you, loop in someone from the Infrastructure team.




	If a pod is listed as Failed, suggest that they try an upgrade with helm upgrade -f values.yaml -n posthog



Common issues

Some common issues you might encounter are:

PostHog is stuck migrating/the migrate job has an issue

Tell them to run the following:

kubectl -n posthog delete job $(kubectl -n posthog get jobs --no-headers -o custom-columns=NAME:.metadata.name)
helm upgrade -f values.yaml -n posthog

The app/plugin server has an issue

The first thing that you can safely try here is to tell them to restart the apps pod:

# terminate the running plugins pod
kubectl scale deployment posthog-plugins --replicas=0 -n posthog

# start a new plugins pod
kubectl scale deployment posthog-plugins --replicas=1 -n posthog

How can I connect to Postgres?

Send them a link to this doc.

Kafka crashed / out of storage

Send them a link to this doc.

Connection is not secure / DNS problems

Before looping in someone, ask them to check that DNS records are correctly set and have propagated with this command:

nslookup <your-hostname> 1.1.1.1

Other issues

Check out our Troubleshooting page for other common issues and how you might be able to provide "first aid" before looping in someone.

All is lost

The idea of this doc is to cover some basic support that you can provide in order to either help the customer solve their issue or gather basic info before someone from the Infrastructure team shows up.

However, never hesitate to call us! We're more than happy to help.

Also, if things seem very serious and/or relate to a paying customer, do reach out to us right away.





  24. Developer Experience

  Source: https://posthog.com/handbook/engineering/developer-experience

  
  The DevEx team owns the shared developer tooling and workflows that cut across all product teams: local dev, CI, builds, framework upgrades, codebase structure, type systems, migration safety, and more. If it affects how fast and safely engineers can work on code and ship it, it's probably this team's thing.

Scope

| Area | What's owned | |------|------------| | Local dev | Local stack, hogli CLI, startup time, worktrees, Docker Compose, cloud envs | | CI | Pipeline speed, cost, reliability, flaky test triage, PR previews | | Build & tooling | Frontend/backend build pipelines, formatters, linters | | Type system | Backend/frontend type sync, OpenAPI generation, schema integrity | | Upgrades | Framework/language upgrades (Django, React, TS), dependency & security updates | | Architecture | Product folder structure, isolation model, legacy migration | | Migrations | Safe migration tooling, migration checkers, squashing |

Things you can use

Local dev


	hogli CLI — start the stack, run tests, format, lint, generate types. hogli start

	phrocs TUI — manage local services, restart, view logs

	Intent system — only start the services you need hogli dev:setup



CI


	Turborepo product tests — fast per-product CI instead of full suite

	Hobby PR previews — full-stack preview environment for any PR

	Visual review — visual regression testing with approval flow

	PR approval agent — auto-approve low-risk changes



Code quality


	Auto-generated TS types — OpenAPI from Django serializers via Orval, always in sync

	Formatting & linting — oxfmt, oxlint, ruff, markdownlint in CI

	Claude Code skills — agent guidance for hogli, migrations, DRF endpoints

	Product isolation — tach-enforced boundaries between products



How to work with this team

Report what's slowing you down — flaky tests, slow builds, local dev friction, tooling that doesn't work right. A lot of it is known but there might be stuff that's been missed.

Loop the team into conversations early — if your team is making decisions that touch shared tooling, CI, code architecture, or conventions, bring DevEx in. Better to be in the discussion than clean up after it. Think: new products, services, big refactors, dependency changes, CI workflow tweaks.





  25. Shipping & releasing

  Source: https://posthog.com/handbook/engineering/development-process

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How to decide what to build

	Set milestones

	Assign an owner

	Think about other teams

	Break up goals

	Iterate through the work

	Evaluate success

	What about the small stuff?



  Any process is a balance between speed and control. If we have a long process that requires extensive QA and 10 approvals, we will never make mistakes because we will never release anything.

However, if we have no checks in place, we will release quickly but everything will be broken. For this reason we have some best practices for releasing things, and guidelines on how to ship.

How to decide what to build

Set milestones

To start, Product and Engineering should align on major milestones (e.g. Collaboration) which we have strong conviction will drive our success metrics for a feature.

There are two types of goals.


	Moonshots: These are big, scary goals where we expect to fail 50% of the time. If we fail we expect to learn something equally as valuable as if we succeed. Just scraping the goal counts as a success.

	Roofshots: These might also be big, but we expect to achieve them 100% of the time. These can be goals where we cannot afford to fail (e.g. Launch feature to keep us compliant with new regulation), or where we are confident in our approach and don’t foresee unexpected risks or issues.



Goals should be time-bound, but since we primarily use goals for our two-weekly sprint planning we should consider them generally timebound to two weeks.

Use the following principles:


	Clear: Anyone with general context can read it and instantly know what specifically it means to achieve it (i.e. NOT “refactor components”)

	Finite: There should be an obvious end to the goal and cannot go on forever (i.e. NOT “improve dashboards”)

	Assessable: You can validate whether or not you’ve achieved the goal - it doesn’t need to be a metric (e.g. Increased signups by 20% or Events can be ingested in any order)

	Meaningful: If we achieve this goal it will solve a real need for our customers (i.e. a 10x improvement in performance sounds great as a goal - but it's not meaningful if our customers are happy with the current performance)

	Challenging: It should too big for one person to solve on their own and require creativity or brute force to achieve in the proposed time-frame (e.g. ship correlation analysis with a killer feature no one else has)

	Homogenous: The goal should be all about achieving a single meaningful thing and not a collection of unconnected things (i.e. NOT ‘Improve query performance and launch collaboration MVP’)



Assign an owner

A single engineer should be accountable for a milestone partnering closely with other functions to ensure it’s successful.

Think about other teams

Most things won't cause issues for other teams. However, if it will, don't "align teams" or write a huge RFC (unless that'd help you). Do a quick 1:1 with the most relevant person on another team.

Consider:


	The scale of the customer you're building for

	If you can get from your hacky MVP to production-ready easily. It's OK to start with basic, but be mindful of making it harder to fully roll something out in future.

	If you know what you're doing or need someone from another team's expertise to get the right architecture or overall approach. We have lots of experienced people, get their help if you would benefit from it.



If this is a big feature which will need an announcement, content, or other marketing support then it's _never_ too early for the owner to let the Marketing team know. Drop a post in their Slack channel or tagging them on an issue.

Break up goals

The owner turns the ambiguous milestone into a roadmap of ambitious, meaningful, sprint-sized goals, thinking 2 - 3 sprints ahead to give other functions time. Goal principles still apply.

Iterate through the work

We used to have company-wide sprint planning sessions but as we've grown there were so many teams that it started being plan-reading and not planning.

PostHog works in two week iterations. Each team plans their work together and adds their sprint plan to a pinned issue in GitHub. If the issue for the next iteration doesn't exist when you come to comment on it then you create it.

When planning your work you should also have a retrospective for the previous iteration. Like most things at PostHog this can be a very low ceremony retro and ideally checking the team is working on the right things in the right way is a frequent thing not a once a fortnight thing.

Work in the iteration should:


	be concrete and probably achievable in 2 weeks

	have a clear owner in the team

	have a clear link to the team or company goals



As one of our values is Why not now?, during the iteration you might come across something that should be much higher priority than what was already planned. It's up to you to then decide to work on that as opposed to what was agreed in the planning session.

Evaluate success

Review impact of each major milestone and feedback into the planning process.

When we review the status of goals we classify them as follows:


	Nailed it: We hit the goal spectacularly. High fives all round.

	Scraped it: We _almost_ hit the goal, but we'll need to do a little bit more next sprint to tidy up. We should adjust our workload to have fewer resources on big goals during the next sprint to comfortably get this finished.

	Failed it: We were nowhere near hitting the goal, but we learned some valuable lessons. We're going to go back to the drawing board. Maybe the goal wasn't right or maybe there's a different way to approach it?



What about the small stuff?

Not everything directly contributes to a company level goal. It’s important that the small stuff also gets done for us to succeed. Use the following principles:


	Yes, and: Be encouraging and helpful with others who are innovating. All of our biggest wins have looked like bad ideas early on.

	Dogfooding: Use the product yourself. When you see something that annoys you, fix it.

	Side quests: Smaller projects you are passionate about but may not shoot up our metrics (e.g. turbo mode).

	Support hero: Support hero dedicates all of their time to customers, solving the wild and wonderful issues our customers find each week.



Sizing tasks and reducing WIP

Efficient engineering organizations actively reduce Work In Progress (WIP) to avoid negative feedback loops that drive down productivity.

Hence, a PR should be optimized for two things:


	Quality of implementation

	The speed with which we can merge it in



PRs should ideally be sized to be doable in one day, including code review and QA. If it's not, you should break it down into smaller chunks until it fits into a day. Tasks of this size are easy to test, easy to deploy, easy to review and less likely to cause merge conflicts.

Sometimes, tasks need a few review cycles to get resolved, and PRs remain open for days. This is not ideal, but it happens. What else can you do to make sure your code gets merged quickly?


	First, start your own day by responding to review requests from colleagues, and unblocking their work. This builds goodwill and encourages them to also review your code in priority. Otherwise, if everybody jumps to implement new features before reviewing WIP, we will end up with three, different, PRs, all for the same thing.

	Test your code. Always read through your PR's changed lines, and test everything yourself, before handing it over for review. Remember that your colleagues are busy people, and you must do what you can to save their time. There's nothing more annoying than an extra 30 min review cycle that starts with _"Almost there, just it's all black now, and remove that console.log please"_.

	Help your reviewer by leaving comments that help them review trickier bits. Better yet, write these directly into the code, either as comments or by clearly labelling your variables.

	It's always good to put new features behind feature flags. It's even better to develop partial features behind feature flags. As long as it's clear what needs to be done before a flag can be lifted, you can usually get the smallest bit of any new feature out in a day this way.

	Don't be afraid to restart from scratch if the PR gets out of hand. It's a bit of time lost for you, but a lot of time saved for the reviewer if they get a clean PR to review.

	Push your code out as a draft PR early on, so everyone can see the work in progress, and comment on the validity of the general approach when needed.

	Remember that PRs can be reverted as easily as they can be merged. Don't be afraid to get stuff in early if it makes things better. Why not now?.

	Most importantly, really understand why it's paramount to reduce WIP, until you feel it in your bones.



Writing code

We're big fans of Test Driven Development (TDD). We've tried to create test infrastructure that helps you rather than annoys you. If that isn't the case, please raise an issue! Keeping tests on point is a high priority to keep developer productivity high.

Other than that, you know what to do.

Creating PRs

When you have a piece of code ready to be reviewed, create a PR. Link the PR to the issue it solves, and add a clear description of what the PR does and how to test it. Follow PR templates if they exist for the area you're working on.

All PRs should be attributable to a human author as far as possible, even if they were assisted by an agent.

Fully automatically generated PRs might come from an agent like PostHog Code or from systems like Dependabot. These PRs are fine, but they should be clearly labelled as such and include a clear description of the changes being made and any relevant context about the generation process. These PRs should in turn never be attributed to a human author, as the changes were not directly or indirectly made by a human.

For external contributors, our AI contributions policy covers expectations around AI-assisted PRs.

To make sure our issues are linked correctly to the PRs, you can tag the issue in your commit.

git commit -m "Closes #289 add posthog logo to website"

Testing code

See: How we review PRs.

Storybook Visual Regression Tests

In our CI pipeline, we use Playwright to load our Storybook stories and take snapshots. If any changes are detected, the updated snapshots are automatically committed to the PR. This helps you quickly verify whether you've introduced unexpected changes or if the UI has been altered in the intended way.

Check the test-runner.ts file to see how this is configured. We use the @storybook/test-runner package; you can find more details in the official Storybook documentation.

Running Tests Locally


	Start Storybook in one terminal:



    pnpm storybook
    # or
    pnpm --filter=@posthog/storybook


	Install Playwright and run the visual tests in debug mode in another terminal:



    pnpm exec playwright install
    pnpm --filter=@posthog/storybook test:visual:debug

This setup will help catch unintended UI regressions and ensure consistent visual quality.

If you wish to locally run test-runner.ts and output all snapshots:

pnpm --filter=@posthog/storybook test:visual:ci:update

Or if you wish to run one particular story:

pnpm --filter=@posthog/storybook test:visual:ci:update <path_to_story>

# example: pnpm --filter=@posthog/storybook test:visual:ci:update frontend/src/scenes/settings/stories/SettingsProject.stories.tsx

Merge conflicts with visual regression snapshots

It happens often that your PR will show conflics with our snapshots, as our CI pipeline will run test-runner.ts on every push, generating and pushing to your PR any significant visual changes.

Github does not allow for conflict resolution inside their website, so you must do it manually.

The following is done on your branch in question.



	Bring your branch up to date with master.



    git fetch origin


	Rebase master into your branch



    git rebase master


	Rebase your upstream into your local branch



    git pull --rebase <your branch>

In your terminal, it should show you the conflicts mimicking what you see in your Github PR.

warning: Cannot merge binary files: frontend/__snapshots__/<conflicted_file_1>.png (HEAD vs. xxx (Update UI snapshots for `chromium` (1)))
Auto-merging frontend/__snapshots__/<conflicted_file_1>.png
CONFLICT (content): Merge conflict in frontend/__snapshots__/<conflicted_file_1>.png
error: could not apply xxx... Update UI snapshots for `chromium` (1)
hint: Resolve all conflicts manually, mark them as resolved with
hint: "git add/rm <conflicted_files>", then run "git rebase --continue".
hint: You can instead skip this commit: run "git rebase --skip".
hint: To abort and get back to the state before "git rebase", run "git rebase --abort".

If all your conflicts are only snapshots, you can simply skip it.

git rebase --skip

If all conflicts go away, then

git push origin --force <your branch>

Why does this work? As we mentioned earlier, our CI runs test-runner.ts on every push, so we don't really care if these images are conflicted as they are regenerated after you push to your branch.


Deployed Preview

You can spin up a real deployed PostHog instance to test your branch by adding the hobby-preview label to your PR. This uses the hobby (Docker Compose) self-hosted setup under the hood.

How it works:


	Add the hobby-preview label to your PR

	CI creates a DigitalOcean droplet and deploys PostHog with your branch

	A comment is posted to the PR with the preview URL (e.g., https://hobby-pr-12345.posthog.dev)

	The droplet persists across commits so you can iterate

	Remove the label or close the PR to clean up the droplet



When to use it:


	Testing changes in a real deployed environment

	Manual QA before merging

	Verifying Docker Compose or deployment script changes



The workflow also runs a smoke test (health check) automatically on PRs that touch deployment-related files.

Reviewing code

For review requirements, checklists, and conventions, see How we review PRs.

Merging

Merge anytime. Friday afternoon? Merge.

Our testing, reviewing and building process should be good enough that we're comfortable merging any time.

Always request a review on your pull request (or leave unassigned for anyone to pick up when available). We avoid merging without any review unless it's an emergency fix and no one else is available (especially for posthog.com). During an incident, the Force-merge a PR Slack app is the sanctioned break-glass way to merge a PR that branch protection would otherwise block.

Once you merge a pull request, it will automatically deploy to all environments. The deployment process is documented in our charts repository. Check out the #platform-bots Slack channel to see how your deploy is progressing.

We're managing deployments with ArgoCD where you can also see individual resources and their status.

Break-glass: force-merge a PR

Branch protection on the posthog repo requires a review and green CI before anyone can merge. In exceptional cases — almost always during an incident — the Force-merge a PR Slack app lets any PostHog employee merge a PR that would otherwise be blocked. It bypasses required reviews and checks through a tightly-scoped GitHub App. Take great care: this is a break-glass tool, not a shortcut around code review.

To use it: in #dev, open the shortcuts menu (or type /force-), pick Force-merge a PR, and fill in the repo, the PR number or URL, and a reason.

What it enforces. The app refuses the merge unless:


	The repo is one it's configured for (today, just posthog).

	The PR is open, not a draft, not already merged, on an allow-listed base branch, and carries no blocking label (e.g. do-not-merge).

	The PR author is a member of the PostHog GitHub org (no fork PRs from external contributors).

	You're a full Slack workspace member with a @posthog.com email.



Everything is audited. Each force-merge posts an audit message to Slack, comments on the PR recording who triggered it and the reason, and writes a tamper-proof (object-locked) record, alongside an EventBridge event and a CloudWatch metric that alarms on unusual volume. Accountability is after the fact, so expect to justify any force-merge — and cover it in the post-mortem if it was part of an incident.

Deploy notification bot

After your PR is deployed to an environment, a bot automatically comments on the merged PR with the deployment status. The dev deployment triggers the initial comment. As prod-us and prod-eu finish deploying, the bot updates the same comment in-place rather than posting new ones.

If you don't see a comment on your PR after a deploy, give it a few minutes -- the notification runs after ArgoCD finishes syncing. If it still hasn't appeared, check the deploy workflow in PostHog/charts for failures.

Verifying your deployment

After merging, your code should deploy automatically. If you need to verify your changes are live (or troubleshoot why they're not), here's how:

1. Check state.yaml (what should be deployed)

The charts repository state.yaml is the source of truth for what ArgoCD is trying to deploy. Find your service (e.g., ingestion, posthog) and check the commit SHA listed.

2. Check running pods (what's actually deployed)

If you have cluster access, verify what's running:

# Find your service's pods
kubectl -n posthog get pods | grep <service-name>

# Get the image/commit running on a pod
kubectl -n posthog get pod <pod-name> -o jsonpath='{.spec.containers[0].image}'

3. Verify your commit is included

Use git merge-base to check if your commit is an ancestor of the deployed commit:

git fetch origin
git merge-base --is-ancestor <your-commit-sha> <deployed-commit-sha> && echo "Deployed" || echo "Not deployed"

4. Troubleshooting with ArgoCD

If state.yaml shows a newer commit than what's running on pods, check ArgoCD:


	Find the specific app - Don't just look at the parent grouping (e.g., ingestion). Drill down to the specific environment app like ingestion-events-prod-us or posthog-prod-eu.




	Check sync status - Is it "Synced" or "OutOfSync"? When was the last successful sync?




	Check if auto-sync is enabled - Some apps may have auto-sync disabled and require manual syncing.




	Look at the diff - Click "DIFF" to see what's different between desired and live state.



Common deployment issues

| Symptom | Likely cause | Solution | |---------|--------------|----------| | App shows "OutOfSync" | Auto-sync disabled or sync error | Check if auto-sync is enabled; try manual sync | | state.yaml updated but pods unchanged | ArgoCD hasn't synced yet | Check ArgoCD app status; may need manual intervention | | Pods running old commit | Rollout stuck or image not built | Check deployment rollout status; verify CI built the image | | Can't find your service in ArgoCD | Looking at wrong app grouping | Search for your specific service + environment (e.g., ingestion-events-prod-us) |

If a deployment appears stuck, reach out in #team-infrastructure.

Documenting

If you build it, document it. You're in the best position to do this, and it forces you to think things through from a user perspective.

It's not the responsibility of either  or  teams to document features.

See our docs style guide for tips on how to write great docs.

Releasing

There are a few different ways to release code here:


	just release the code change directly

	when you have hign confidence the change is safe

	release it behind a flag and slowly roll it out

	when you don't need to run an AB test but want to be sure you can check the impact of the change

	release it behind a flag and roll it out on demand (we call this a closed beta)

	when you want to slowly release this to people who know they'll likely need to give feedback

	you know it isn't complete and you need early feedback

	release it behind a flag and run it with an AB experiment

	you don't know what impact it will have and want to measure it

	release it behind a flag and put it in a feature preview (we call this an open beta)

	when you want to slowly release this to people who know they'll likely need to give feedback

	you know it isn't 100% and you need feedback

	run old and new at the same time

	sometimes called the strangler fig https://martinfowler.com/bliki/StranglerFigApplication.html

	run both old and new and compare the output / effect

	you can then cut across (sometimes in stages) before removing the old code



Best practices for full releases

Opt-in betas can have rough edges, but public betas and full releases should be more polished and user friendly.

Engineers should apply the following best practices for _all_ new releases:


	Ensure Marketing is aware of the launch, so a launch plan can be created.

	Ensure docs are updated to reflect the new release.

	Ensure all new features include at least one pre-made template (or equivalent) for users.



When to A/B test

There are two broad categories of things we A/B test:


	Changes intended to move a metric (eg. changing CTAs to see if it improves click-through)

	Changes that could impact large swaths of users and their behavior, to make sure there is no negative impact (eg. moving all items in the left nav into a drawer)



The former is an optimization scheme; the latter makes sure we don't break things. Just like we create tests in our codebase to make sure new code doesn't disrupt existing features, we also need to do behavioral testing to make sure our new features aren't disrupting existing user behaviors.

A/B tests make sense when:


	There is sufficient traffic to give results in 1-2 weeks

	The change isn't simply adding a new feature (eg adding a totally new feature and A/B testing if people use the feature isn't exactly informative, though you _should_ be looking at metrics for features you ship to see if anyone uses them)

	If the feature is designed to improve some other metric like retention or stickiness, then test away!

	The change impacts user behavior (eg most backend changes should have code tests - not behavioral A/B tests)



If you're not sure something should be A/B tested, run one anyway. Feature flags (which experiments run on top of) are a great kill-switch for rolling back features in case something goes sidwways. And it's always nice to know how your changes might move the numbers!

It's easy to just think "this makes more sense, let's just roll it out." Sometimes that's okay, sometimes it has unintended consequences. We obviously can't and shouldn't test everything, but running A/B tests frequently gets you comfortable with being wrong, which is a _very_ handy skill to have.

A/B test metrics

Experiment design is a bit of an art. There are different types of metrics you can use in PostHog experiments. Another benefit of running experiments is forcing yourself to think through what other things your change might impact, which oftentimes doesn't happen in the regular release cycle!

Generally, a good pattern is to set up 1-2 primary metrics that you anticipate might be impacted by the A/B test, as well as 3+ secondary metrics that might also be good to keep an eye on, just in case. If you aren't sure what metrics to be testing, just ask! Lots of people are excited to help think this through (especially #team-growth and Raquel!).

Releasing a new product

We can release alphas and betas both as publicly available, or opt-in. See: Releasing new products and features.

It's always worth letting Marketing know about new betas so they can help raise awareness. The owner should tag them on an issue, or drop a message in the Marketing Slack channel.

Betas are usually announced as milestones on the public roadmap and included in the changelog by Marketing.

Product announcements

Announcements, whether for beta or final updates, are a Marketing responsibility. See: Product announcements.

In order to ensure a smooth launch the owner should tell Marketing about upcoming updates as soon as possible, or include them in an All-Hands update.

It's _never_ too early to give Marketing a heads-up about something by tagging them in an issue or via the Marketing Slack channel.

Self-hosted and hobby versions

We have sunset support for our kubernetes and helm chart managed self-hosted offering. This means we no longer offer support for fixing to specific versions of PostHog. A docker image is pushed for each commit to master. Each of those versions is immediately deployed to PostHog Cloud.

The deploy-hobby script allows you to set a POSTHOG_APP_TAG environment variable and fix your docker-compose deployed version of PostHog. Or you can edit your docker-compose file to replace each instance of image: posthog/posthog:$POSTHOG_APP_TAG with a specific tag e.g. image: posthog/posthog:9c68581779c78489cfe737cfa965b73f7fc5503c





  26. Feature ownership

  Source: https://posthog.com/handbook/engineering/feature-ownership

  
  Each feature at PostHog has an Engineering owner. This owner is responsible for maintaining the feature (keep the lights on), championing any efforts to improve it (e.g. by bringing up improvements in sprint planning), planning launches for new parts of it, and making sure it is well documented.

For shared developer tooling and infrastructure that cuts across product teams (CI, local dev, builds, migrations, etc.), see the Developer Experience page.

When a bug or feature request comes in, we tag it with the relevant label (see labels below). The owner is responsible for then prioritizing any bug/request that comes in for each feature. This does not mean working on every bug/request, an owner can make the deliberate decision that working on something is not the best thing to work on, but every request should be looked at.

Who can contribute to owned features?

Feature ownership does not mean that the owner is the only person/team who can contribute to the feature. If another team requires something from an existing feature that isn't supported, that non-owning team should build it. The owner team is responsible for reviewing PRs to make sure the code patterns and UX makes sense for the feature overall. After the change is merged, the owner team then owns it (assuming no major bugs from the initial implementation).

For example, web analytics wanted a heatmap insight type to see what times of day people were active. Javier Bahamondes from web analytics opened up the necessary PRs to build this feature. It was reviewed by the , owner of all insight types, who then took responsibility for it after it was merged.

This process does four things:


	It prevents people feeling like they need to wait on another team to build out necessary functionality for them

	It ensures that features built by another team get proper review, because reviewers know they will have to own it eventually.

	It makes sure no feature is left "orphaned" with no real owner.

	It embraces our value of Why not now?.



Feature list

You can also view the list directly in GitHub and filter issues there.

Don't just copy other products

Some of the features we are building may exist in other products already. It is fine for us to be inspired by them - there's no need to reinvent the wheel when there is already a standard way our users expect things to work. However, it is not ok for us to say 'let's copy how X does it', or to ship something with the exact same look and feel as another product. This is bad for two reasons:


	We're highly unlikely to overtake everyone else if we just build the open source version of everything that is already out there.

	We may expose ourselves to legal risk/challenges from those companies, especially if they can point to a public issue where we have said 'let's copy X'.







  27. Pricing principles

  Source: https://posthog.com/handbook/engineering/feature-pricing

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	In an ideal world, Posthog’s pricing enables users and organizations to:

	Our goals with these principles are to:

	In the real world

	We should roughly match the cheapest competitor

	Every product should be priced separately

	Features that increase our stickiness should be free (with a reasonable limit)

	Products should work independently but shine together

	Other guidelines



  In an ideal world, Posthog’s pricing enables users and organizations to:


	Use PostHog for free if they are hobbyists or pre-PMF.

	Experience the product before paying for it.

	Start paying when they are ready, on their own, with few hurdles.

	Transparently pay for the value they receive.




	e.g. Usage-based pricing on events, recordings.

	e.g. Paying per product, so they only pay for what they use.




	Make it a no-brainer to pick PostHog over other competitors.



Our goals with these principles are to:


	Keep the engineers at PostHog as close to our customers as possible, so they can build new products or improve existing products in ways that are most impactful for them.

	Maintain low barriers to entry for our customers, so they can see value in PostHog quickly.

	Ensure transparency around the value we provide to our customers.

	Tightly couple our success with that of our customers’. The more we can help them succeed, the more we will succeed – e.g. with usage-based pricing for resources that scale.



It's important we evaluate all new features, and shifts in our pricing plans, to ensure they align with our pricing values.

In the real world

Sometimes these principles still leave room for questions – what, if anything, should be available in the free tier? What about enterprise customers?

For these types of questions, we've defined a runbook for deciding which plans, and at what limits, features should be assigned to.

We should roughly match the cheapest competitor

In general, we should roughly match the pricing of the cheapest big competitor for that product, so long as the unit economics make sense, to make it a no-brainer to use PostHog. To qualify for this, a competitor must be _making actual revenue_ at significant scale - we won't match the pricing random startups or new products at existing competitors offer, since these products and GTMs aren't mature yet.

We can do this because we can upsell customers multiple of our other products. The total ACV is higher even if the per-product ACV is lower.

It's better for customers because they get all these tools that are well integrated for the cheapest possible price.

While we don't have loss leaders, we accept that we might not fully understand our cost base and make money on every product on day one. We welcome this pressure to do things more efficiently and get the costs down over time.

Every product should be priced separately

Whenever we build a product, like feature flags, or product experimentation, we should have a specific price for that product by itself. Being consistent here is less confusing than randomly combining products for example, even though it will sometimes mean more items to explain to a customer.

It means that customers who want just one product can compare each of our products to our competitors', seeing that we are cheaper everywhere, improving our self-serve top-of-funnel.

This also makes the value of each product more tangible. Usage and value are not the same thing - willigness to pay is the best indicator of the value our customers are getting from each product.

However, when one of our products has a fundamental dependency on another of our products, we should aim to bundle the cost of the dependencies in with the product's pricing so customers only pay once for using a given product.

For example, when someone calls a feature flag, we send a $feature_flag_called event so we can have stats. In this case, we don't charge for those events, as the events are solely related to feature flags.

Features that increase our stickiness should be free (with a reasonable limit)

A good question to ask yourself here is, "If I were to switch away from PostHog, would I feel like I am losing anything by switching?"

For example, if someone were to consider moving from PostHog to some other provider, cohorts would need to be manually recreated in the other provider, which would be tedious. However, something like Web Performance just happens and doesn't require any user involvement, so isn't sticky.

Products should work independently but shine together

Each product should be usable on its own. For example, session replay can be enabled independently of other products. But to get the most value out of it, it's best to use it together with our other products. This enables users to have rich filters using the data from the other parts of PostHog. Similarly, you can use error tracking on its own, but it's a lot more powerful if you also use session replay, enabling you to easily click through to the recording of a session where the error occurred.

Other guidelines


	We accept pricing complexity for the benefit of the users. Usage-based pricing is inherently more complex (for users and for us) than e.g. flat rates, but it ensures that users only pay for what they use, and allows us to understand true value that they're getting out of each product.




	We should always ask ourselves how newly released features should be priced, even if it's launching as a free product. A default behavior is good, but it shouldn't be used as a replacement for critically thinking about where something fits into our pricing scheme.




	Our default assumption for new features is that full usage is only available on the paid plans.




	Features that need to be experienced in order to demonstrate value should be available on the free plan but with a reasonable limit.




	Features that have the potential to grow our word-of-mouth should be free – e.g. we shouldn't (and don't) charge for extra users in an organization because the more people we get inside PostHog, the better.




	Features that are focused around extra security, permissioning, compliance, or other enterprise-style upgrades should be reserved for our enterprise pricing tier.




	We shouldn't assume that all products should be usage-based. For some products the engineering time is the most expensive part, and in these cases we should consider tiered fees, monthly flat fees, or seat-based pricing where it makes sense.




	Unless there is a very good reason not to, we should grandfather existing customers' pricing tiers if they are cheaper than the new pricing to avoid unexpected pricing changes.



Deciding on a free volume, and making changes to it


	When choosing a free volume for a new product, we should choose a value that is in line with our pricing principles: It should give customers the opportunity to experience the product before paying for it, and we should roughly match our competitors if they offer a free tier.




	Keep in mind: It's easy to increase the free tier for existing customers, but it's very painful to decrease it (since we don't want existing customers to pay more).




	If we decide to lower the free tier as part of a wider pricing change (primarily when we lower our prices), in principle we should roll out the new pricing and the new free tier to existing customers, because they will likely save money. An exception should be made for customers who are forecasted to pay more. In these cases we should enroll them in the new pricing, but grandfather the higher free tier.







  28. How-to access PostHog Cloud infra

  Source: https://posthog.com/handbook/engineering/how-to-access-posthog-cloud-infra

  
  We've all been there. Something was just merged and now there is a bug that you are having a real hard time pinning down. You hate to do it... but you need to get on a pod or instance to troubleshoot the issue further. _SHAME_

Image: Shame bell

Prerequisite

Make sure you've followed this guide to get AWS access. !!! Please follow the whole document !!!

Connect to a Kubernetes pod

After you got access to the EKS cluster and our internal network:


	kubectl -n posthog get pods (get names of pods, you'll want a "web" pod most likely)

	kubectl -n posthog exec --stdin --tty <POD_NAME> -- /bin/bash (get a shell to the running container)

	kubectl -n posthog exec <POD_NAME> env (run individual commands in a container)



Note: if you need a Django shell, just run the following after connecting:

python manage.py shell_plus

Connect to an EC2 instance

Please follow this guide to connect via AWS Systems Manager Agent (SSM).





  29. How we review PRs

  Source: https://posthog.com/handbook/engineering/how-we-review

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Review requirements

	What reviews are for

	Before requesting a review

	Have a flick through the code changes

	What to look for:

	What not to look for:

	Run the code yourself

	Turnaround



  <!-- Canonical "how to review a PR" reference: review requirements, review checklists, turnaround, partial reviews, and comment conventions live here. Shipping/release process lives in development-process.md, link to this page from there, don't duplicate review guidance. -->

Almost all PRs made to PostHog repositories need a review before merging. We do this because, almost every time we review a PR, we find a bug, a performance issue, unnecessary code, or UX that could have been confusing. Here's how we do it:

Review requirements

PRs can be written by humans or by agents (like PostHog Code). See Creating PRs for how we distinguish AI-assisted human-authored PRs from fully automatically generated agent-authored PRs. Either way, the normal rule is that every PR needs a review before merging, and a human always merges. If you need an urgent review, ask in the #dev-stamp-exchange Slack channel. For true emergencies where no one else is available, an admin can bypass review requirements.

Who should review depends on who wrote the code:


	Human-authored PRs can be reviewed by a team member or by Stamphog, our AI approval agent. Stamphog runs deterministic checks first (size, file ownership, tier) and then does an LLM review for approval eligibility and suggestions. Stamphog is the only AI approval agent whose approval can satisfy the review requirement, and only for eligible human-authored PRs, so a team member can merge.

	Agent-authored PRs always require a human review since we want at least one human in the loop. A team member must review the PR and approve it before merging.



We encourage the use of AI review agents (Codex, Copilot, Greptile, etc.) on PRs. Run them when they're useful, whether before opening a PR, while iterating, or before requesting a human review, and respond to or resolve meaningful comments. Other AI review agent comments and suggestions do not count as approval, but they catch things humans miss and speed up the review process. Avoid adding more agent reviews when the PR already has automated feedback. Three agents arguing with each other is noisy, unless the extra agent has a niche focus like security.

What reviews are for

Automated reviewers are useful for cheap, repetitive checks: obvious bugs, missing tests, typo-level mistakes, suspicious edge cases, and things that look like lint or static analysis. They reduce noise for humans, but they don't replace human judgment.

Human reviewers should focus on things agents are bad at:


	Does this solve the right problem for customers?

	Is this the right thing to build at all?

	Does it fit the team's direction and the surrounding product context?

	Is the UX clear?

	Is the approach simple, maintainable, secure, and scalable?



Reviews also build shared context and collective ownership. They are a chance to teach, learn, and make sure more than one person understands important changes. The author still owns correctness: reviewers help reduce risk, but approval does not move responsibility away from the person responsible for the PR.

If a change has long-term impact, such as architecture, schema, API, dependency, framework, or build changes, ask or pair with someone who has deeper context before merging. The goal is not to gatekeep, but to understand the tradeoffs and avoid surprising the team later.

If a change affects public behavior, docs, examples, changelogs, APIs, configuration, or defaults, review those as part of the PR too. Changes that need human judgment should get human review rather than relying on agents alone. This is especially important for SDK changes. Our SDK guidelines call out that public APIs, configuration, defaults, and behavior that affects customers need human review for ergonomics, platform fit, and long-term support cost.

Don't spend human review cycles on syntax formatting or preferences that a formatter, linter, or agent should catch.

The one sanctioned exception is the break-glass Force-merge a PR Slack app, used in exceptional cases (almost always during an incident) to merge a PR without the normal review and checks. Every use is audited.


Before requesting a review

The best way to get a fast, useful review is to make your PR easy to review.


	Keep PRs small. If your change touches many files or mixes unrelated concerns, break it into a stack of smaller PRs. Smaller PRs get reviewed faster and reviewed better.

	Open a draft PR. This keeps notifications quiet and lets you iterate without pinging reviewers.

	Use AI reviewers (e.g. Copilot) or your own agent review where useful, and resolve meaningful comments. Iterate until they're only leaving nit-level feedback.

	Self-review your own diff. Read through it as if you're seeing it for the first time. You'll catch obvious issues before someone else has to.

	Write a clear description. Explain what the change does and why. Link the issue. Explain important tradeoffs or approaches you considered but rejected. If there's context a reviewer needs, put it in the description so they don't have to guess.

	Annotate specific lines when useful. Leave comments on non-obvious code, risky tradeoffs, or places where extra context will help the reviewer.

	Ask the right person or team. Pick reviewers who have the context needed for the change, but avoid assigning a crowd. If multiple teams need to weigh in, be clear who should review which part.

	Add screenshots or GIFs for UI changes. A reviewer shouldn't have to pull the branch and navigate to the right page just to see what a button looks like.

	Describe validation. Say what you tested, what manual QA you did, and why tests weren't added if applicable.

	Avoid unnecessary rebases once review has started. They can orphan review comments and make it harder for reviewers to see what changed.

	Make sure CI is green. Don't ask someone to spend time reviewing code that doesn't pass checks.

	Mark it ready for review.



After you make changes, re-request review and leave a short comment when important feedback has been addressed, especially if the fix is not obvious from the diff.

If your repository needs a clearer signal that a PR is ready for review, consider adding a lightweight checklist to your PR template. For example: "I've self-reviewed this PR", "I've run or added AI review and addressed relevant comments", and "This PR was agent-authored and needs human review." Keep this repository-specific and only add it if it reduces confusion.

Have a flick through the code changes

What to look for:


	Does the code fit into our coding conventions?

	Is the code free of bugs?

	How will the solution perform at huge scale?

	Are the database queries scalable (do they use the right indexes)?

	Are the migrations safe?

	Are there tests and do they test the right things?

	Do they cover the requirement or defect, not just implementation details?

	Do they simulate how a user would call the API or use the UI where possible?

	Do they cover permissions and access control where relevant?

	If tests were AI-written, do the assertions prove the behavior is correct rather than only passing?

	Are the tests simple enough to trust, without unnecessary branching or looping?

	Is the solution secure?

	Is there no leakage of data between projects/organizations?

	Is the code properly instrumented for product analytics?

	Is there logging for changes potentially affecting infrastructure?

	Are analytics query changes covered by snapshot tests? Does the SQL generated make sense?



What _not_ to look for:


	Syntax formatting. If we're arguing about syntax, that means we should be using a formatter or linter rule.



Run the code yourself

What to look for:


	Does the PR actually solve an issue?

	Are we building the right thing? (We should be willing to throw away PRs or start over)

	Is there anything here we should not build?

	Does the change offer a good user experience?

	Does the UI of the change fit into our design system?

	Should the code be behind a feature flag?

	If the code is behind a feature flag, do all cases work properly? (in particular, make sure the old functionality does not break)

	Are all possible paths and inputs covered? (Try to break things!)



What _not_ to look for:


	Issues unrelated to this PR. Create new, separate issues for those.



The emphasis should be on getting something out quickly. Endless review cycles sap energy and enthusiasm.

Turnaround

Aim to respond to review requests within one working day. You don't have to finish the review. Even a quick "I'll look at this properly tomorrow" or "this needs someone from [@team-name] to review" unblocks the author and sets expectations. Leaving a PR in limbo for days is worse than a fast "I can't review this."

Requesting a review outside your team

Not every team has someone available to review your PR right away. Posting in #dev-stamp-exchange is a way to ask for a quick-turnaround review from someone outside your team. This is fine, but quick turnaround doesn't mean lower standards.

When this is appropriate:


	The PR is small and self-contained (think single-digit files changed)

	It doesn't require deep product or architectural context to understand

	CI is green and any automated review comments are addressed



What's still expected from the reviewer:


	Actually read the diff. Don't just hit approve

	Consider using AI-assisted review tools (e.g. add Copilot as a reviewer) to catch things you might miss

	If your approval is intentionally low-context to unblock someone, say that in the review so the author knows to seek deeper help if needed

	Flag anything that looks off, even if you're not deeply familiar with the area



When to push back instead of approving:


	The PR is too large or complex to review without context

	There are no tests, no description, or no visual evidence of the change working

	You're not confident the change is safe. Say so. "I can't meaningfully review this. You need someone with more context" is always valid feedback



Partial reviews

If you were asked to review only one aspect of a PR (e.g. copy, design, infra, security), submit your review as Comment, not Approve. An Approve from any reviewer clears the review requirement and marks the PR mergeable, so it should mean "I reviewed this against the full checklist above." Reserve Approve for when you actually did.

If multiple reviewers are splitting aspects of a PR, the author is responsible for making sure at least one Approve came from someone who reviewed the code. CODEOWNERS can enforce this on a per-path basis where it matters.

Choosing a GitHub review state

Use Comment for thoughts, questions, suggestions, partial reviews, or feedback where the author can use their judgment.

Use Approve when you think the PR is safe to merge. It's fine to approve with nits or suggestions.

Use Request changes only when you believe merging the PR as-is would be seriously unsafe and you can keep the feedback loop moving. Examples include security or privacy risks, data loss or corruption, migrations that are unsafe or hard to roll back, unexpected breaking changes to public APIs or contracts, or changes likely to materially harm customers or the company.

Remember that Request changes blocks the PR until you approve a later revision or the state is dismissed. A blocking: comment can be submitted with Comment, especially when something must be fixed but you cannot own prompt follow-up. Authors and mergers should not merge while unresolved blocking: comments remain, even if those comments were submitted with Comment. If you use Request changes, make the required change explicit, watch for the author's response, and re-review promptly. If you won't be available, prefer Comment or hand off to someone who can follow through.

Review comment conventions

Use prefixes on your review comments so the author knows what actually needs to change before merging:


	blocking: This must be fixed before merge. Use sparingly, and reserve it for bugs, security issues, or things that will break. A blocking: comment does not require Request changes; use Comment if Request changes would unnecessarily block the feedback loop.

	nit: A minor style or naming suggestion. Take it or leave it. If only nits remain, consider approving rather than forcing another review cycle.

	suggestion: A different approach worth considering, but the author's call.

	question: You don't understand something. Not necessarily a problem, but you'd like clarification.



If a comment doesn't have a prefix, assume it's a suggestion. This avoids the "is this a blocker or just a thought?" ambiguity that slows reviews down.





  30. Handling an incident

  Source: https://posthog.com/handbook/engineering/operations/incidents
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  The TL;DR


	If you get paged, acknowledge the page and look at the associated metrics - if it looks even slightly bad and not recovering - CREATE AN INCIDENT

	If you notice something broken with the app (not just a bug) - CREATE AN INCIDENT

	If you are not sure - CREATE AN INCIDENT

	_How?_

	Click the Declare incident button on an alert or do /inc in any slack channel

	_What?_

	Join the incident channel

	Assign yourself as lead (you can always re-assign later)

	Share whatever info you have at that time

	Escalate by bringing in the relevant team, engineers or via incident.io using the options a the top of the channel

	Update the statuspage if there is any noticeable impact to users



Raising an incident

Image: alert-example

Incidents are going to happen. If you'd rather watch a Loom, check out an incident drill Loom recording.

Anyone can declare an incident and, when in doubt, you should always raise an incident. We'd much rather have declared an incident which turned out not to be an incident. Many incidents take too long to get called, or are missed completely because someone didn't ring the alarm when they had a suspicion something was wrong. It's _always_ better to sound an alarm than not.


To declare an incident, type /incident anywhere in Slack. This creates a new dedicated channel for the incident and add a few stakeholders. It will trigger an alert in the #incidents channel so everyone else can be aware. Declaring an incident doesn't trigger any external notifications.

Once an incident is raised an automatic workflow begins that will help you summarize the issue and escalate it appropriately.

Some things that should definitely be an incident


	us.posthog.com (PostHog Cloud US) or eu.posthog.com (PostHog Cloud EU) being completely unavailable (not just for you)

	No insights can be created

	Feature flags are not being returned at all, or /flags is down

	Any feature is 'down' and users are unable to access their existing data through it (this can be a bug and doesn't have to be an infra incident)

	Various alerts defined as critical, such as disk space full, OOM or >5 minute ingestion lag



Things that _shouldn’t_ be an incident


	Insights returning incorrect data

	Events being < 5-10 minutes behind (E2E ingestion lag)

	Unable to save insights, create feature flags

	Expected disruption which happens as part of scheduled maintenance



Planning some maintenance? Check the announcements section instead.


Security-specific guidance

Security incidents can have far-reaching consequences and should always be treated with urgency. Some examples of security-related issues that warrant raising an incident include:


	Unauthorized access to systems, data, or user accounts

	Detection of malware, ransomware, or other malicious software on company systems

	Suspicious activity on production infrastructure, such as unexpected user logins, privilege escalations, or resource consumption spikes

	Discovery of exposed credentials, sensitive data, or secrets in logs, repositories, or public forums

	Receiving a credible report of a vulnerability or exploit affecting company systems



When in doubt, err on the side of caution and raise the incident and escalate early! Better to be safe than sorry.

Need to make a security advisory? We have a page for that with more detail on the process for security vulnerabilities.


Incident severity

Please refer to the following guidance when choosing the severity for your incident. If you are unsure, it's usually better to over-estimate than under-estimate!

Minor

A minor-severity incident does not usually require paging people, and can be addressed within normal working hours. It is higher priority than any bugs however, and should come before sprint work.

Examples


	Broken non-critical functionality, with no workaround. Not on the critical path for customers.

	Performance degradation. Not an outage, but our app is not performing as it should. For instance, growing (but not yet critical) ingestion lag.

	A memory leak in a database or feature. With time, this could cause a major/critical incident, but does not usually require _immediate_ attention.

	A low-risk security vulnerability or non-critical misconfiguration, such as overly permissive access on a non-sensitive resource



If not dealt with, minor incidents can often become major incidents. Minor incidents are usually OK to have open for a few days, whereas anything more severe we would be trying to resolve ASAP.

Major

A major incident usually requires paging people, and should be dealt with _immediately_. They are usually opened when key or critical functionality is not working as expected.

Major incidents often become critical incidents if not resolved in a timely manner.

Examples


	Customer signup is broken

	Significantly elevated error rate

	A Denial of Service (DoS) attack or other malicious activity that affects system availability

	Discovery of exposed sensitive data (e.g., credentials, secrets) that could lead to a security breach if not remediated



Critical

An incident with very high impact on customers, and with the potential to existentially affect the company or reduce revenue.

Examples


	Posthog Cloud is completely down

	A data breach, or loss of data

	Event ingestion totally failing - we are losing events

	Discovery of an active security exploit, such as a compromised user account or system

	Detection of ransomware, malware, or unauthorized modifications to production systems



What happens during an incident?

When an incident is declared, the person who raised the incident is the incident lead. It’s their responsibility to:


	Make sure the right people join the call. This includes the current on-call person (@on-call-global in Slack) and the team responsible for the alert (we have a workflow which will try to add these people automatically). Optionally, add people from Infra and the feature owner and Support. Product Marketers can assist in running communications if required.

	Take notes in the incident channel. This should include timestamps, and is a brain dump of everything that we know, and everything that we are or have tried. This will give us much more of an opportunity to learn from the incident afterwards.

	Update the status page. If the incident happens during business hours, the incident should have a  watcher. Support can help review the messaging for clarity. The status page can be updated from:

	(recommended) the incident Slack channel using /incident statuspage (/inc sp)

	the status page area of the incident.io dashboard (only recommended for corrections/modifications - Slack tooling provides better context)



The incident lead role is not responsible for fixing the incident, they're responsible for managing it. Sometimes that will be the same person. But if it is too much work for one person, hand over the incident lead role to someone else not actively working on the fix.

Sometimes, customer communication is required. In this case, the incident lead can ask for a comms lead to support the responding team. The best way to do this is to ask for support in the incident channel and use the @all-marketers group tag. Don't be shy.

You can find further production runbooks + specific strategies for debugging outages here (internal)

Force-merging a fix

Occasionally the fastest way to stop the bleeding is to ship a fix that can't wait for the normal review and CI gating. The Force-merge a PR Slack app is the sanctioned break-glass way to do this — it merges a PR even when branch protection would otherwise block it.

This is for exceptional cases only. Take great care, and only reach for it when a fix is genuinely time-critical and waiting on required reviews or checks would prolong customer impact. Any PostHog employee can use it.

To force-merge, open the shortcuts menu in #dev (or start typing /force-) and pick Force-merge a PR, then enter the repo, the PR number or URL, and a reason. Every force-merge is fully audited — it posts to Slack, comments on the PR with who triggered it and why, and is recorded in a tamper-proof log — so be ready to account for it in the post-mortem.

For the full list of guardrails and what the app will refuse to merge, see Break-glass: force-merge a PR.

The PostHog status page

Our status page is the central hub for all incident communication. The Incident Lead owns creating status page updates unless they explicitly hand this over to a Comms Lead. You can update it easily using the /incident statuspage (/inc sp) Slack command.

When updating the status page, make sure to mark the affected component appropriately (for example during an ingestion delay, setting US Cloud 🇺🇸 / Event and Data Ingestion to Degraded Performance). This allows PostHog's UI to gently surface incidents with a "System status" warning on the right. Only users in the affected region will see the warning:

Getting help from a comms lead

Significant incidents such as the app being partially or fully non-operational, as well as ingestion delays of 30 minutes or longer should be clearly communicated to our customers. They should get to know what is going on and what we are doing to resolve it. If the incident is minor this can usually be done by updating the status page, but it may be desirable to do additional customer communications, such as sending an email to impacted customers. When this is required, you should involve a Comms Lead and ensure the Sales team are aware.

The best way to ask for support from a Comms Lead is to post in the incident channel and use the @all-marketers group tag. This will alert the all relevant marketing teams.

When handling a security incident, please align with the incident responder team in the incident Slack channel about public communication of security issues. For example, it may not make sense to immediately communicate an attack publicly, as this could make the attacker aware that we are already investigating. This could it make harder for us to stop this attack for good.

When a customer is causing an incident

In the case that we need to update a _specific_ customer, such as when an individual org is causing an incident, we should let them know as soon as possible. Use the following guidelines to ensure smooth communication:


	Look up the customer's org in Vitally to see if the org has an Account Exec assigned (PostHog Default Dashboard / righthand column, scroll down to Key Roles.) If so, let the AE know about the situation early.

	Ensure you are always contacting the admins of the impacted organization

	Communication is best done through Zendesk. It's usually best for the customer's assigned person (check Vitally), or the Support team, to create tickets and handle the communication for you, but don't wait if it's really urgent.

	Before sending any comms, check with the incident lead. Then, share a ticket link in the incident channel.

	If action is needed, it's better to take that action and inform the user than to ask the user to do it.

	If you're not able to take the required action, give the user deadlines for the changes they need to do and explain what will happen if they don't meet the deadline.

	Try to keep all communication on a single ticket, with all relevant parties.



In the case that we need to temporarily limit a _specific_ customer's access to any functionality (e.g. temporarily prevent them from using an endpoint) as a result of certain usage resulting in an incident, we need to make sure we put an alert on their Zendesk tickets.  This will make sure that anyone working on a ticket from the org will know what's happening with the org before replying (even if we've already reached out to the org, some folks at the org may not be aware, and so may open a support ticket.)

You'll just need to set the name of the org in an existing trigger in Zendesk, then reverse that change when the org's full access has been restored:


	After Logging into Zendesk, go to the admin center

	In the left column, expand Objects and rules and click on Triggers (under "Business rules")

	On the Triggers page, expand Housekeeping and click on Add alert for org with special-handling

	Under Conditions, the last condition is: Organization > Organization Is PostHog. Change PostHog to the name of organization who has had their access limited as a result of the incident. (Click on "PostHog" and then start typing to filter and find the org name, then click on it)

	Scroll to the bottom of the page and click the Save button



Once the org has had their full access restored, repeat the steps above, but this time put PostHog back in the last condition, and remember to Save the change.

When does an incident end?

When we've identified the root cause, implemented a fix, and confirmed all customer-facing services have returned to normal. End the incident by typing /inc close in the incident channel. Make sure to also mark the incident as resolved on the status page.

What happens after an incident?

Once the incident is resolved, the incident lead should step away. Take a walk, go to the gym, have some tea, take a shower. The longer the incident took to resolve, and the more directly customer impacting it was, the more important this is. Bring another team member up to speed, hand off outstanding customer communications, and get your head clear for the post-mortem and followup actions. Anyone else heavily involved in the response should do the same.

In almost all cases, a valid incident will have a post-mortem - check out Post-mortems for more details.
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  At PostHog, every engineer is responsible for maintaining their team's services and systems. That includes:


	Tracking and visualizing key performance metrics

	Configuring automated alerting

	Documenting runbooks for on-call resolution

	First-responder to team-owned services during working hours



In addition, every engineer regardless is part of the global follow-the-sun on-call rotation.

Escalation schedules

Team schedules

Every team has 2 schedules in incident.io


	On call: {team}

	This is the working-hours rotation. Each engineer should have their working hours in place here Mon-Fri with a sensible working day

	For example 8:00-17:00 for EU based engineers is likely preferable as there will be US engineers who can take 17:00 onwards

	Each member is responsible for ensuring this is up-to-date with PTO. You can create an override for your schedule simply assigned to "No one".

	Support: {team}

	This is a weekly or bi-weekly rotation (teams can decide) that covers both who is assigned to the support hero rotation as well as the out of-hours-escalation for the extreme case



Manual escalation schedules

In addition to the regular on-call schedules, teams that own production-critical services have a manual escalation schedule in incident.io:


	Escalation: {team}

	This is the "everything is broken" escalation path for critical out-of-hours emergencies

	Only teams that own production-critical services are required to have this schedule - other teams don't need one

	Everyone relevant on the team should be on this schedule - it's not a rotation like regular on-call

	There should be no gaps in coverage since this is the last resort when normal escalation paths fail

	This schedule is triggered manually by whoever is handling an incident when they need additional help



When to use manual escalation

Manual escalation should be used when:


	The primary on-call person is unresponsive or unavailable

	The situation is critical and requires immediate additional expertise

	You're the on-call responder and need help from a specific team outside normal working hours



How to trigger manual escalation


	From within an incident in incident.io, use the escalation options to page the relevant Escalation: {team} schedule

	This will notify all members on that escalation schedule simultaneously

	Any available team member can then respond and assist with the incident



💡 Manual escalation is a safety net, not a shortcut. Always try the normal escalation paths first before manually escalating to an entire team.


Global on-call schedule

Schedule in incident.io

💡 You can use @on-call-global in Slack to reach out to whoever is on call! This syncs automatically with the incident.io schedule. This group is also automatically added to all incidents.


PostHog Cloud doesn't shut down at night (_whose_ night anyway?) nor on Sunday. As a 24/7 service, our goal is to be 100% operational 100% of the time. The global on-call is the last line of defense and is escalated to:


	if nobody at the On call: {team} level is available

	if the alert is critical but has no team assignment (for whatever reason)



This schedule has 3 week day layers:


	Europe (06:00 to 14:00 UTC) - (8 hours)

	Americas East (14:00 to 22:00 UTC) - (8 hours)

	Americas West  (22:00 to 06:00 UTC) - (8 hours)



And 2 weekend layers:


	Europe Weekend (06:00 to 18:00 UTC) - (12 hours)

	Americas Weekend (18:00 to 06:00 UTC) - (12 hours)



Why is the on-call rotation spread across all engineers?

If you're in a product team, it's tempting to think that service alerts don't apply to you, or that when you're on call you can just hand everything off to the infrastructure team. That's not the case, because it's important that every engineer has a basic understanding of how our software is deployed, where the weak points in our systems are, and what the failure modes look like. This understanding should be all that's needed to follow the runbooks, and if you follow the causes of alerts, ultimately you'll be less likely to ship code that takes PostHog down.

Besides knowledge, being on call requires availability – including weekends. If teams had their own separate rotations, there would be more people on call in total, and each would have to stand by 24/7 as our teams aren't big enough to follow the sun. This would be more stressful because of availability constraints, while being less productive because of the rare alerts being spread across multiple people.

Before going on call

Mindset

Read: Jos Visser: Ten things not to worry about regarding oncall (Worth the read, even if you're an on-call veteran.)

Be prepared

Because the stability of production systems is critical, on-call involves weekends too (unlike Support Hero). More likely than not, nothing will happen over the weekend – but you never know, so the important thing is to keep your laptop at hand.

Before going on call, make sure you have the Incident.io mobile app Android / iOS installed and configured. This way it'll be harder to miss an alert.

TRICKY: We use Slack auth for incident.io and Slack really doesn't like you using the mobile web version. Make sure to choose Sign in with Slack and then use your email to login to Slack, not google auth as that seems to cause redirect issues for some people.


Still having redirect issues signing up with Slack? Create a Slack password instead of using Google SSO, then log in with that password.


To get a calendar with all your on-call shifts from incident.io go to the schedules section, select Sync calendar at the top right and copy the link for the webcal feed. In google calendar, add a new calendar from URL and paste the link in there.

Make sure alerts can break through Do Not Disturb

The incident.io app does not configure these settings for you on install. By default your phone's Do Not Disturb, Sleep, or Focus mode will silence pages. Configure both the incident.io app and phone contact so alerts always come through.

iOS


	Save the incident.io On-call contact to your phone. In the incident.io mobile app, go to Settings → Contacts and enable the toggle to add the contact to your address book.

	Enable Emergency Bypass for that contact. Open the Contacts app → Lists → All Contacts, find incident.io On-call, tap Edit → Ringtone → toggle on Emergency Bypass. Repeat for Text Tone so SMS pages also break through. On iOS 18+, edit from All Contacts rather than the auto-grouped "incident.io" section to avoid a known Apple bug.

	Allow critical notifications. Settings → incident.io → Notifications → enable Critical Alerts. These bypass silent and Focus mode for push notifications.

	Allowlist incident.io in every Focus mode. Settings → Focus → for each mode (Sleep, Do Not Disturb, Work, etc.) → Apps → add incident.io to the allowed list.

	Optional: Watch for sound redirects. Apple Watch pairing, AirPods Announce Notifications, and Screen Time can route incident.io alerts away from your phone speaker – disable the incident.io app in the Watch app's notification list and add incident.io to Screen Time's "Always Allowed" apps.



Android

Exact menu paths vary by manufacturer (Pixel, Samsung, OnePlus, etc.), but the same setup applies:


	Grant Do Not Disturb access to the app. Accept the prompt during incident.io onboarding, or set it manually via Settings → Apps → incident.io → Special app access → Do Not Disturb access.

	Disable battery and sleep restrictions for the app. Settings → Apps → incident.io → disable Pause app activity if unused, and set App battery usage to Unrestricted. Otherwise Android may kill the app in the background and you won't get paged.

	Allowlist incident.io in each Do Not Disturb / Focus mode. On Pixel/stock Android: Settings → Sound & vibration → Do Not Disturb → Apps → add incident.io. On Samsung: Settings → Modes and routines → each mode → Allowed apps → add incident.io.

	Star the incident.io On-call contact and allow starred contacts to bypass DND. Save and star/favorite the contact, then under Do Not Disturb → People (or Exceptions), allow Calls and Messages from Starred contacts. This lets the phone calls and SMS pages ring through.

	Consider enabling Alarm-style notifications. In the incident.io app's advanced settings, toggle Alarm style notifications and make sure alarms are allowed during Do Not Disturb – this routes pages through the alarm channel, which most phones treat as un-silenceable.



💡 Test it! Once configured, put your phone into Do Not Disturb / Sleep mode and ask a teammate to send you a test page (or use the Send test notification button in the incident.io app). If you don't hear it, something still isn't right.


Make sure your availability is up-to-date

If you are unavailable for any of your schedules you need to act!


	For your On call: {team} schedule simply click on your name in your layer, click create an override and then remove yourself from the list so it shows No one

	For your Support: {team} schedule or On call: {global} schedules click Request cover at the top right. This will notify selected team members automatically to find someone to cover you (you should probably do a shout out in #ask-posthog-anything as well). You can trade whole weeks, but also just specific days. Remember not to alter the rotation's core order, as that's an easy way to accidentally shift the schedule for everyone.



Make sure you have all the access you might need

To be ready, make sure you have access to:


	PostHog Cloud admin interfaces (🇺🇸 US  / 🇪🇺 EU) - post in #ask-posthog-anything to be added

	Grafana (🇺🇸 US  / 🇪🇺 EU)

	ArgoCD - this is where 99% of cluster operations take place such as restarting pods, scaling things up and down etc.

	Metabase (🇺🇸 US  / 🇪🇺 EU) - post in #ask-posthog-anything to be invited



More advanced access

If you are part of a team that looks after more critical infrastructure such as infra, ingestion, workflows, error-tracking etc. then you are expected to dive deeper than the usual on-call engineer.

As well as the above access you should ensure you have access and feel comfortable working with:


	EKS over kubectl / k9s, in case you need to run Kubernetes cluster operations (such as restarting a pod) – follow this guide to get access

	Our tailnet, which gates our internal services (such as Grafana, Metabase, or runbooks) – follow this guide to join



Responding to alerts when on-call

Image: alert-example

Critical alerts will trigger per-team escalation policies which go like this:


	If available, a member of the team associated with the alert is paged first

	If nobody is available or nobody responds within the configured time then the On call: global schedule is paged



If at any point you get paged - always respond! Even if you are unavailable you should respond as such (either via the app or the personal Slack notification). That way the escalation can continue to the next available person.


By default if you are being paged, especially as the global on-call, the alert is considered critical, meaning it almost definitely requires attention.

Every alert should have associated Grafana and Runbook links allowing you to quickly get more visual details of what is going on and how to respond.

When an alert fires, find if there's a runbook for it. A runbook tells you what to look at and what fixes exist. In any case, your first priority will be to understand what's going on, and the right starting point will almost always be Grafana.

Sometimes alerts are purposefully overly-sensitive and might already be fixing themselves by the time you see them. Use your best judgement here. If the linked graph has a spike that is clearly coming down, watch it closely and give it time for the alert to auto-resolve.

If the alert is starting to have any noticeable impact on users or you are not sure whether to raise an incident - go raise an incident. It's that simple.

If you're stumped and no resource is of help, get someone from the relevant team to shadow you while you sort the problem out. The idea is that they can help you understand the issue and where to find how to debug it. The idea is _not_ for them to take over at this point, as otherwise you won't be able to learn from this incident.





  32. Post-mortems

  Source: https://posthog.com/handbook/engineering/operations/post-mortems

  
  At PostHog, we believe that incidents are learning opportunities. Every incident, whether major or minor, provides valuable insights that help us improve our systems, processes, and response capabilities. Post-mortems are our way of capturing these lessons and ensuring we continuously improve.

Why post-mortems matter

Post-mortems serve several critical purposes:


	Learning from failures – Understanding what went wrong and why helps prevent similar issues

	Process improvement – Identifying gaps in our monitoring, alerting, or response procedures

	Knowledge sharing – Ensuring the entire team benefits from lessons learned

	Documentation – Creating a historical record of incidents and their resolutions



Post-mortem process

Incidents can be stressful and time consuming but it's equally important that we take the time to learn from them and improve our systems and processes. The longer you wait, the more details you'll forget and the less valuable the post-mortem becomes.

We use incident.io's post-mortem template which helps guide you through the process. They also have hints on what kind of content you should be focusing on in each section.

For major incidents

Major incidents require a team call to discuss and learn together:


	Write the post-mortem – Fill out the template in the incident page (you will be prompted to do this when the incident is resolved).

	Fill out the Summary and DERP sections in detail – These are the most valuable

	Check the timeline is accurate –

	Schedule the call – Invite engineering@posthog.com and any key stakeholders related to the incident

	Review as a group – Spend the majority of the call reviewing Prevention. There may be details and other ideas people come up with in the call – you should be updating the post-mortem as you go to capture these.

	Share outcomes – Post the final summary in #incidents (this should happen automatically when you mark the post-mortem as complete)



For minor incidents

Minor incidents can be handled more simply:


	Write the post-mortem – Fill out the template

	Focus on the summary and DERP – The timeline here is less important.

	Share the summary – Post in #incidents channel for visibility (this should happen automatically when you mark the post-mortem as complete)



For false-positive incidents

Sometimes incidents are raised but turn out to be false-positives. In this case you can usually just close the incident and opt-out of the post-mortem process.

But wait! Before you do this you should consider what could have been done better to prevent the incident from happening in the first place. Clearly there was some false-alert or unclear alerting that caused the incident to be raised in the first place. It might be worth a quick post-mortem just to check that we have follow ups in place

💡 Remember: The goal is not to prevent all incidents, but to learn from them and improve our systems and processes. Every incident is an opportunity to make PostHog more reliable and our team more effective.


Public post-mortems

Some incidents require a public post-mortem. We publish these on our public post-mortems page because we believe transparency builds trust, and the wider engineering community benefits from shared lessons. A public post-mortem is needed when an incident:


	Results in permanent impact on user data (such as data loss)

	Directly disrupts customers' own services (such as SDK bugs breaking customer sites)

	Results in extended unavailability of PostHog services for customers



Process

Public post-mortems go through an internal review before being published. This isn't to hide anything – we're committed to being transparent about what happened and why. The review exists to make sure we don't accidentally expose sensitive information (such as customer data, internal credentials, or infrastructure details that could be exploited) and to ensure the post-mortem is clear and useful to readers.


	Write the internal post-mortem first – Complete the normal post-mortem process above. The internal version is where you can freely discuss all details without worrying about what's safe to share publicly.

	Draft the public version – Open a PR against requests-for-comments-internal using the public post-mortem template. This gives reviewers a private space to flag anything that shouldn't be public before it lands on the website.

	Get review – Have the draft reviewed by relevant stakeholders. Focus on making sure the root cause, impact, and remediation are explained clearly enough to be useful, while removing anything that could compromise security or expose customer information.

	Publish – Once approved, open a PR against posthog.com adding the post-mortem to contents/handbook/company/post-mortems/ and update the list on the public post-mortems page.







  33. Support hero

  Source: https://posthog.com/handbook/engineering/operations/support-hero

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	When is my turn?

	What if I'm scheduled for a week when I won't be available?

	I can't assign tickets or make public replies

	What do I do as Support Hero?

	Shipping features

	Fixing bugs

	Papercuts

	Responding to external PRs



  Every week, one person in each engineering team is designated the Support Hero. If this is you this week, congratulations!

As Support Hero, your job is to investigate and resolve issues reported by customers. A single case of suspicious data or a show-stopping bug can really undermine one's confidence in a data product, so it's important that we get to the bottom of all issues.

One of the many awesome things about PostHog is that support is being dealt with by engineers and they ship fixes and improvements in real-time when you contact them. It is impossible to overstate how valuable it is for customers when they ask a question and get a shipped feature within a day.

You'll see some teams using a term of endearment for Support Hero, examples being "Infra Hero" or… "Luigi". Don't ask – we don't know.

Our Support Engineers, in the  triage tickets for the , , , , , , , and  teams, due to the high volume of tickets those teams get. They will resolve tickets if possible, and escalate to the engineering team responsible if they need further help.

When is my turn?

Most engineering teams run a incident.io schedule, check out the escalation schedules.

The schedules consist of contiguous blocks, but that definitely doesn't mean working 24/7 – you should just work your normal hours.

What if I'm scheduled for a week when I won't be available?

Swap with a teammate in advance! Find a volunteer by asking in Slack, then use incident.io schedule overrides. You can trade whole weeks, but also just specific days. Remember not to alter the rotation's core order, as that's an easy way to accidentally shift the schedule for everyone.

I can't assign tickets or make public replies

Everyone has access to view tickets in Zendesk however if you do not reply to tickets often you may find you currently have Light agent permissions. The HogHero app in the right sidebar should allow you to upgrade your user for your support week by clicking Full⬆️ Image: image

What do I do as Support Hero?

Each engineering team has its own list of tickets in Zendesk:


	Product Analytics

	Web Analytics

	Experiments

	Feature Flags

	Replay

	Surveys

	CDP

	Infrastructure

	Auth & Billing, handled by Growth



Your job is simple: ship features and fixes, resolve ticket after ticket from your team's list, and respond to open-source PRs assigned to your team.

There are four sources of tickets:


	In-app bug reports/feedback/support tickets sent from the Support panel (The Help tab in the righthand sidebar.) They include a bunch of useful links, e.g. to the admin panel and to the relevant session recording.

	Community questions asked on PostHog.com.

	Slack threads that have been marked with the 🎫 reaction in customer support channels.

	Reports in the #papercuts Slack channel that relate to your team's area.



Shipping features

Some tickets ask for new features. If the feature is useful for users matching our ICP, then decide whether to just build it. Otherwise, create a feature request issue in GitHub or +1 on an existing one – you can then send a link to the user, giving them a way of tracking progress. Also make sure to let the  know, since they will track feature requests for paying customers.

Sometimes a feature already exists, but a user doesn't know about it or how to use it. In this case, you should either send them a link to the relevant docs page or update the docs to make it clearer.

Fixing bugs

Others tickets report bugs or suspected bugs. Get to the bottom of each one - you never know what you'll find. If the issue decidedly affects only that one user under one-in-a-million circumstances, it might not be worth fixing. But if it's far-reaching, a proper fix is in order. And then there are "bugs" which turn out to be pure cases of confusing UX. Try to improve these too.

If not much is happening, feel free to do feature work – but in the case of a backlog in Zendesk, drop other things and roll up your sleeves. When you're Support Hero, supporting users comes first.

It might be an intense week, but you're also going to solve so many real problems, and that feels great.

Papercuts

Check the #papercuts Slack channel during your rotation and pick up any reports that relate to your team's area. For each one, pick one of the following:


	Reply to the reporter acknowledging the papercut, then either get a fix shipped or open a GitHub issue to track it if it needs more scoping. How you get the fix out is up to you – prompting PostHog Code is often the fastest path, but feel free to fix it however you like.

	React with ❌ to reject the papercut (for example, if the behavior is intentional). A brief reply explaining why is appreciated.

	React with ✅ once you've shipped a fix or improvement.



Papercuts are also routed to the Signals inbox, so before you start work, check whether an auto-generated PR is already waiting – it may save you most of the effort.

Responding to external PRs

When capacity allows, the support hero serves as the first point of contact for external (open-source) PRs that affect your team's product. While we want to be good open-source citizens, customer support always takes priority — if you're dealing with a heavy support load, it's acceptable for PR reviews to be delayed or handled more briefly.

How external PRs are assigned

External PRs typically reach your team through one of two methods:


	CODEOWNERS automation: If your team has CODEOWNERS configured, PRs modifying your team's files will automatically be assigned to your team

	Manual assignment: For teams without CODEOWNERS set up, external PRs may be manually assigned to your team handle by other engineers who spot them



Best practices for handling external PRs

These are guidelines to aim for when you have bandwidth after handling customer support. Adapt them based on your workload:

Initial response (when possible)


	Acknowledge the PR with a thank you comment when you can

	Quick check: Are there obvious blockers like failed tests or merge conflicts? If so, politely ask the contributor to address them first

	If your support queue is overwhelming, it's okay to delay this or keep it brief



Review approach


	Be welcoming and constructive - contributors are volunteering their time

	Provide actionable feedback when you have time for a thorough review

	Consider the effort/reward tradeoff - some PRs may need more work than they're worth

	It's better to politely decline quickly than to let a PR sit without feedback for weeks



Communication tips


	Set realistic expectations based on your current workload

	Remember that external contributors can't ping us directly like teammates can

	If you know you won't get to a PR this week, a quick "Thanks for the contribution! Our team is currently focused on customer issues but we'll review this when we can" is better than silence



Common blockers to address upfront (when doing a full review)


	Ask contributors to respond to Greptile feedback before your review

	Require merge conflicts to be resolved before reviewing

	Ensure tests are passing (or understand why they're not)

	Check that the PR follows our existing code patterns and conventions



When to escalate or defer


	If the PR touches critical infrastructure or security-sensitive code

	If you're unsure about the product implications

	If your support load is too high to give it proper attention

	If a PR requires extensive back-and-forth that you don't have bandwidth for



Consider rewarding with merch


	A PR doesn't need to be merged to be reward-able

	Someone took time to care about PostHog and merch is a great way to say thank you



Managing expectations

The reality is that support hero weeks vary significantly in intensity across teams and time periods. Some weeks you might have capacity to thoroughly review several PRs; other weeks, you might barely have time to acknowledge them. That's okay. The goal is to engage with external contributions in good faith within your available bandwidth, not to maintain a perfect response rate at the expense of customer support or your well-being.

If you find yourself overwhelmed, remember:


	Customer issues come first

	A brief acknowledgment is better than nothing

	It's acceptable to hand off complex PRs to the next support hero

	Teams aren't expected to handle unlimited PRs



The key principle: We want to be responsive to our open-source community when we can, but not at the cost of our primary support responsibilities or team sustainability.

What about SDK support?

The SDK Support Hero rotation is owned by the . See the dedicated SDK support rotation page for details on how the rotation works, including how to prioritize time and handle mobile SDK issues.

Don't ask users to do work that you can do!

If folks are asking us for help, then we know the product already didn't meet their needs. Asking them to do leg-work that we could do is adding insult to injury.

For example don't ask them what version of posthog-js they're using or what their posthog config is when you can find out for yourself. Or visit their website and check the console instead of asking them if they had any errors.

If you do then have to ask them to do something, make sure you explain why you need it and what you're going to do with it.

How do I communicate?

There are two valid modes (which overlap!)


	excited, like a labrador puppy, to discover a new way to improve the product

	clinical and clear



Excited like a labrador puppy

The first is great for when you're talking to someone with feedback or who doesn't seem frustrated. It's important because every single support interaction is an opportunity to ship a fix or an improvement. And the excitement is how we show enough interest to properly hear the feedback.

example: "You can't do that right now, but it sounds super useful. Out of interest what does it unlock for you?"

Clinical and clear

The second is great for when the issue is tricky or the customer seems frustrated. Sometimes this goes as far as communicating in bullet points instead of paragraphs. When something isn't working the person might (quite rightly) have low tolerance for a support interaction.

example: "Ah, I see what you mean, that's not ideal! Sorry. I'll dig in to that now and let you know what I find by the end of tomorrow."

General tone

As an engineer, when answering a question, your first instinct is to give them an answer as quickly as possible. That means we often forget pleasantries, or will ignore a question until we've found the answer. So, the following guidelines:


	Always respond to a question within a reasonable timeframe during your working day. Our SLAs are explained here, but you should always try to respond to tickets quickly.

	If you're ready to look into the issue, and you think it might take a while/require a fix, just mention that and say you'll get back to them

	If you have no idea how to answer or fix their issue, @mention someone who does

	They need to know we've understood them. And have a clear picture of what their onward journey is. Are they waiting for us? How Long? Or - are we waiting for them? what for?

	Start your response with Hey [insert name], ... and make sure you're polite, not everyone you talk to is an engineer and as accepting of terse messages

	If they expressed frustration, acknowledging it ("Sorry for the confusion", "Apologies for the trouble" etc.) can earn goodwill quickly.

	Be sure to thank them for reporting problems, giving feedback, creating issues, PRs, etc.

	Even if you're using the support portal think about whether they'll see the message in Slack or email. A Slack message that reads like an email seems weirdly formal.

	Follow up!

	Housekeeping. Once a customer issue/question has been addressed, close the ticket in Zendesk (mark it Solved) to make it easy to identify outstanding conversations.

	If a user has been particularly helpful, such as raising a security or bug report, feel free to offer a small credit for the merch store.



If you have any questions about how or when to communicate with users, you can always ask the  for help.

How do I prioritize?

As a business we need to ensure we are focusing support on our paying customers, as such this is the prioritization order you should apply as Support Hero. At the end of your rotation you need to ensure that any items in 1-5 are resolved or passed to the next Support Hero _as a minimum_.


	Any requests where you are tagged by the Customer Success team in a dedicated Slack channel, as there will be some urgency needed.

	Open, escalated Zendesk tickets for your team that have Sales/CS Top 20\* priority.

	Open, escalated Zendesk tickets for your team that have High priority.

	Open, escalated Zendesk tickets for your team that have Normal priority.

	New and Open\\ (non-escalated) Zendesk tickets for your team that are nearing breach or have breached SLAs

	Open Zendesk tickets for your team that have low priority.



\* Try to be especially responsive to any customers marked as Sales/CS Top 20. This set of customers is regularly reviewed by the sales team, and this priority is applied to those customers we'd like to have an especially fantastic support experience.

\\ Due to the way we're using Pylon, "new" tickets from high prio customer Slack channels only appear as New in Zendesk for a few seconds, then a webhook updates the ticket and quickly changes it to Open.

What if I need to confirm priority by checking a customer's MRR?

You've got a couple of options. By order of quickness:


	Use the VIP Lookup Bot:



In any Slack channel, type @VIP Lookup Bot [Customer] (without the brackets.) 'Customer' can be the organization name (case-sensitive), or their organization ID. It does work, but the results take up to 30s to load.


	In Zendesk:



Click the org name near the upper-left of the ticket. The left sidebar opens. There you'll see which plan they're on. If they've already paid some bills, you'll also see MRR there.

How will I know if a ticket is nearing a breach of our SLA targets?

Alerts are posted to Slack for every team which has a "group" in Zendesk. The alerts are posted to the support- channel for the team (or the team- channel for the team if the team has no support- channel.)

Alerts are posted for a ticket 3 hours before it breaches the next SLA. If the ticket remains untouched an hour later, another alert will be posted at 2 hours before it breaches an SLA, and again 1 hour before it breaches an SLA. The maximum number of alerts that will be posted for a single ticket is 3. (You can remove the sla-warning tags from a ticket if you want the alerts to be sent again for that ticket.)

How should I handle self-hosted setups?

It's fine to politely direct users to the docs for self-serve open-source support and ask them to file a GitHub issue if they believe something is broken in the docs or deployment setup. We do not otherwise provide support for self-hosted PostHog.

How should I handle organization ownership transfers?

In case a user requests for organization permissions to be altered (e.g. the only member with owner membership left the company) follow these steps:


	The ticket should be assigned ideally to Platform features

	Ask the user to get the current owner to log in and update ownership.

	If the owner left and they can get access to the current owner’s email, ask them do a password reset and then login as the owner and perform the action themselves.

	If not, we should email the account owner’s email to see if we get a bounce back. Also check how long it is since they logged in.

	If accessing the current owner's email is not an option, we should have the person requesting access verify their domain ownership by providing a TXT record example for posthog verification.

	Once verified, membership can be updated for the request.

	Note, if they’re on a paid plan we might also need to switch the contact on Stripe via a separate request to billing @posthog.com



How should I handle 2FA removal?


	Send the following email to the account owner:



Subject: Confirmation Required: Removal of 2FA on your PostHog Account

Hi [name],

According to ticket #XXXX, you mentioned wanting to remove the current 2FA method. Could you please confirm this by replying to this email?

If you haven't requested this change, please let me know immediately.

Best,
[your name]


	After the user responded and confirmed the change, delete their TOTP device (EU link).



How do I use Zendesk?

We use Zendesk Support as our internal platform to manage support tickets. This ensures that we don't miss anyone, especially when their request is passed from one person to another at PostHog, or if they message us over the weekend.

Zendesk allows us to manage all our customer conversations in one place and reply through Slack or email.

Zendesk is populated with new tickets when issues are sent via the in-app Support panel (the Help tab in the righthand sidebar), from people outside the PostHog GitHub organization adding issues to the posthog and posthog.com repos, and new community questions. High priority customers also have Slack channels they can post support questions in. We can create Zendesk tickets from Slack questions via Pylon.

The Zendesk tickets will include links to the GitHub issue, Slack thread, or the community question so we can answer in the appropriate platform. After replying to a community question, make an internal note on the Zendesk ticket confirming that you've replied outside of Zendesk, and set the ticket status accordingly when submitting the internal note.

Accessing Zendesk

You can access the app via posthoghelp.zendesk.com.

The first time you sign into Zendesk, please make sure you include your name and profile picture so our users know who they are chatting with!

Using Zendesk

You’ll spend most of your time in the Views panel, where you’ll find all tickets divided into different lists depending on who they are assigned to, and whether they have been solved or not.

Tips:


	Err on the side of Solving tickets (see below) if you expect no further input from the customer, as a lot of them don't reply to confirm that the problem has been solved.

	Provide actionable information as an _Internal Note_ on the Zendesk ticket (e.g. partial investigation, notes for escalating or transferring to a different team, etc.). Do not use internal notes to communicate internally about a ticket, it is far too easy to miss these notes (see below!).

	Use _side conversations_ from Zendesk to Slack to communicate about a ticket internally. Slack is our primary communication tool and therefore it's much easier to have a discussion in Slack than through Zendesk internal notes. Side conversations can be started from the right hand side panel in Zendesk:



Image: Opening side conversations

Creating tickets on behalf of users or from existing tickets

Sometimes users will contact us over Twitter, or email, asking support questions. Sometimes they will respond to old, solved ticket threads with new problems, or tickets will spiral into multiple issues. In both situations it's best to create a new ticket for the user so we can apply the correct SLAs and keep issues distinct for easy assignment.

You can ask a user to create a new ticket themselves, but it's best if we do it for them. The easiest way to do this correctly is to login to PostHog as the user, and then create a fresh ticket on their behalf using the information you have. This will ensure the correct tags, SLAs, and so on are automatically applied.

If the user raised the issue in a public forum, such as Twitter, it can be a good idea to tell them you've opened a ticket on their behalf. If the user was replying to an old, already solved ticket, you should mark the old issue to Closed.

Avoiding duplication of effort in Zendesk

Each team handles Zendesk queues (views) in slightly different ways. Check in with your team about whether or not to assign tickets to yourself, or keep them assigned to the team/group level. Support team folks, who work on tickets from multiple queues, often assign tickets to themselves, (and when escalating, will assign the ticket back to the team/group.)

For unassigned tickets, keep an eye out for whether someone else is already viewing a ticket (will appear in the upper-left of a ticket you're viewing, with their name, avatar and also viewing.) Use those as clues to avoid working on a ticket that someone is already working on (and communicate with each other when in doubt. Err on the side of making sure the ticket gets responded to within SLA/response target times.)

Also, avoid cherry-picking tickets. Pick the ticket that is closest to breaching our response targets.

Ticket Status

When responding to a ticket you should also choose an appropriate status according to the following:


	New - A newly created ticket, you shouldn't need to use this when responding (Note: Some tickets, such as tickets created via Slack, are changed from New to Open by automated internal notes added just after the ticket is created.)

	Open - The ticket is still awaiting a response/further investigation from someone in PostHog (if you've worked on the ticket and expect someone else to work on it next, make sure the other person/team knows about it by leaving an internal note on the ticket.)

	On-Hold - (_pauses the SLA timer_) Use this one sparingly, GitHub is better for tracking open bugs, feature requests, and technical debt, and On-Hold tickets are too easily overlooked. If you do need to put a ticket On-Hold, reply to the ticket to let the customer know. (If you've opened a bug ticket or feature request, On-Hold isn't needed, see Solved below.)

	Pending - (_pauses the SLA timer_) Use this for most replies to customers. Even if you think the issue is solved, the user may disagree, so Solved may not spark joy. When a user doesn't reply to a Pending ticket within 7 days, the ticket is auto-solved.

	Solved - (_stops the SLA timer_) The user has replied to confirm that the ticket is resolved, or you've created a bug report or feature request and shared the link with the user so they can follow it for updates.



Temp orgs for free email users

To reduce some unintended consequences of Zendesk's unavoidable use of email address domain names to associate users with organizations, we have Zendesk orgs for common free email providers.

An example of these orgs: Gmail user - please assign to correct org

When we get a ticket from a user with an @gmail.com address who has not already been manually assigned to an existing Zendesk org, that user will be assigned to the Gmail user - ... org (unless their PostHog org doesn't exist in Zendesk yet, in which case the correct org will be created in Zendesk.)

When you see a user assigned to a free email org on a ticket, and it is not a 'community question' ticket, please assign the user to their correct org, which is found on the Admin info line in the body of the ticket:


	Click on the user's name, to the right of the org name

	Click in the Org. field to change the org name

	Click anywhere outside the field to save the change



Tickets which have been set to Pending will auto-solve after 7 days. Customers can also respond within 20 days to a Solved ticket to re-open it. After 20 days, responses will create a follow-up ticket with a link to the original ticket.

Tickets that have been Solved will receive a CSAT survey the next day.

Content Warnings

We have a clear definition of who we do business with which means that customers who track adult or other potentially offensive content aren't automatically excluded. To avoid team members inadvertently seeing anything offensive when impersonating a customer we will automatically tag tickets from Organizations known to have this type of content with a content_warning tag.

This looks at the Content Warning field on the Zendesk Organization, and adds the tag if there is text in that field. If you see this tag on a ticket and want to understand more then click on the Organization name in the top left corner of the Zendesk UI and scroll down the list of fields on the left.

If you do discover any potentially offensive content in a customer account then please update this field on the Zendesk Organization so that other team members are aware of the content.

Pylon to create Zendesk tickets from Slack posts

We use Pylon to create Zendesk tickets from Slack posts. To do so, add the :ticket: (🎫) emoji reaction to the post that you want to create a Zendesk ticket from.

Adding the :ticket: emoji reaction will cause Pylon to add a couple of replies in a thread under the post. The last of those replies includes options for the Zendesk ticket you're creating: Use the Group menu to send the ticket to the appropriate team, and the Severity menu to set the severity flag on the Zendesk ticket, then hit the Submit button.

Zendesk tickets created this way will normally be marked as high priority tickets. You can respond to them either in Zendesk or Slack, as there is a two-way sync.

Adding new teams to Zendesk.

When we've added a new team, or 🪓 split an existing team into two or more, we'll need to get them set up in Zendesk. Here's an overview of the steps:


	Create a new group in Zendesk

	Add team members to the group

	Add triggers to the Routing for internal teams category (Tip: Clone an existing trigger, rename it, and tweak it)

	Add views (Tip: Clone an existing view, rename it, and tweak it.)

	Add Slack notification triggers (Tip: Clone an existing trigger, yada, yada)

	Add SLA breach alerts

	Create a webhook endpoint in slack

	Create a Slack app

	Enable incoming webhooks

	Create a webhook to the channel, copy the url

	Create a webhook in zendesk (Tip: Refer to existing webhooks for common settings)

	Choose "Trigger or automation"

	Paste the endpoint url you copied from the Slack app



(Note: The built-in tool for testing webhooks in ZD has been flakey while the UI has been changing lately. Failed tests don't always mean the hook won't work. 🫤)


	Create an automation in zendesk (Tip: Clone an existing automation, blah, blah, blah)

	If you've split a team, sort the tickets to the new groups as needed, then disable the triggers, automations, and views related to the old team.

	Carry on



Community questions

At the end of every page in the docs and handbook is a form where visitors can ask questions about the content of that page. (These questions also appear in the relevant category in the PostHog community.)

Community questions appear in Zendesk and tickets are closed automatically if an answer is picked as a solution on the website. Ideally, the original poster is the one who marks a response as the solution. If they don't, feel free to close the ticket in Zendesk once you've replied.

How do I answer community questions?

When a question is posted, it'll appear in Zendesk with a direct link to the question. A notification is also sent to the #community-questions channel in Slack. (You can also receive notifications about specific topics in your own small team's Slack channel. Ask the Website & Docs team for help in setting this up if you like.)

You can answer a question directly on the page where it was asked. When a reply is posted, the person who asked the question will receive an email notification. (Important: Don't reply to community questions directly from Zendesk.)

The first time you answer a question, you'll need to create a community account. (You'll be prompted to do this after answering a question, as posting/responding requires authentication.)

Ask in #team-website-and-docs to be upgraded to a moderator. This will also give you access to moderator controls available for each question.

_Note: The PostHog.com community currently uses a separate authentication system from PostHog Cloud. There are plans to support other types of authentication so a visitor doesn't have to create a separate account for asking questions._

How do I handle a bug report or feature request?

For feature requests from low priority users, give them this link and suggest they open a feature request.

For bug reports from normal and high priority users (assuming you've confirmed it's a bug, and that there's not already an open bug report):


	Open a bug report on our GitHub repo

	Be sure to include a link to the insight (or other), below the repo steps

	Include "From: https://URL_for_Zendesk_ticket" in the additional info section of the bug comment (where the URL is for the Zendesk ticket where the customer reported the bug)

	Reply to the user to thank\* them for alerting us to the bug. Let them know you've opened a bug report and provide a link to it.

	Let them know they can follow the bug report on GitHub for updates.

	When sending the reply, change the ticket from Open to Pending

	In Slack, go to the team channel for the team that handles the feature that the bug report applies to (e.g. #team-product-analytics) and alert them with a post like "New bug report from a high priority customer: https://github.com/PostHog/posthog/issues/nnnnnn"



* consider sparking additional joy with a credit for merch

Steps for feature requests from normal and high priority users are pretty much the same, but use this form instead. If you find that there's already a matching feature request open, reply with a link to the feature request, and let them know they can upvote it by adding a "+1" comment.

How do I handle user requests to delete groups/organizations?

_WARNING:_ Do NOT click the DELETE button! That will delete the entire project!


Just use the Save button after clicking the delete checkbox for the group.



	Visit the Django Admin page for the project at https://us.posthog.com/admin/posthog/team/:project_id/change/ (Make sure you use the project ID for the project where the group/org is found)

	In the lower part of the page, find GROUP TYPE MAPPINGS and click on SHOW

	In the righthand column, check the box for the group(s) to be deleted

	Click the SAVE button. (Do NOT use the DELETE button!)

	Reply to the user to confirm







  34. Adding a team member

  Source: https://posthog.com/handbook/engineering/posthog-com/add-team-member

  
  The  oversees the process of completing their website profile so it's ready to go when they start. (The one exception is that the team lead or the Ops team will add the team member to the small team's page which will automatically add the person to the team page the next time the website is rebuilt.)

When a new team member is created in Deel with their new company email, a community profile is automatically generated for them. It should populate with info like their name, role, and start date.

One thing it doesn't automatically add is their profile photo. Here's the typical process for completing their profile, which is handled by the .

Add the team member's photo


	Watch for alerts that the new team member has been created (in the #alerts-deel private Slack channel). It's always worth keeping an eye on new hire announcements in #general in case the webhook doesn't fire.

	Verify their preferred name in their onboarding issue in posthog/company-internal, as their legal name automatically gets set by default based on the information added to Deel.

	Grab their photo from their LinkedIn or other easily publicly-available source. If they've already started, they may have also uploaded a photo to Slack.

	Copy photo to clipboard, visit remove.bg, paste the image, and download the resulting photo.

	Crop to square, size similarly to existing images, and make sure the arm on the left side of the photo isn't cropped.

	Optimize the image

	Add to team member's profile




	If the person hasn't started yet, this can be done in Strapi

	If the person has started, webmasters can add it via the person's community profile on PostHog.com




	Set a complementary background color that isn't overly used by other members in the small team

	Set their location field to a friendly name or major metropolis if in the US (like "San Francisco, CA") or a major international city (like "Barcelona, Spain") when possible.



Also add the team member's _original_ photo to the Team portraits Figma file where our contract illustrator will pick it up to draw the illustrated version.

Once notified in #portraits that the illustration is ready...

After illustration is drawn...


	Ensure proper sizing and positioning in Figma

	Export at @2x to PNG

	Optimize the image

	Add to team member's profile via their profile page

	Move the team member's photo to the live page in the Figma file



Notes


	If the new team member lives in a country we haven't hired from before, we'll need to add a new flag sticker for their country. Ask Cory Watilo to do this.

	We'll use the team member's public photo by default

	They have an option to ask the  to use a different photo, but if they don't, we'll roll with the public photo







  35. Editing the API docs

  Source: https://posthog.com/handbook/engineering/posthog-com/api-docs

  
  The PostHog API docs are generated using drf-spectacular. It looks at the Django models and djangorestframework serializers.

Note: We don't automatically add new API endpoints to the sidebar. You need to add those to src/navs/index.js


You can add a help_text="Field that does x" attribute to any Model or Serializer field to help users understand what a specific field is used for:

class Insight(models.Model):
    last_refresh: models.DateTimeField = models.DateTimeField(blank=True, null=True, help_text="When the cache for the result of this insight was last refreshed.")

class InsightSerializer(TaggedItemSerializerMixin, InsightBasicSerializer):
    filters_hash = serializers.CharField(
        read_only=True,
        help_text="A hash of the filters that generate this insight.",
    )

To add a description to the top of a page, add a comment to the viewset class:

class InsightViewSet(TaggedItemViewSetMixin, StructuredViewSetMixin, viewsets.ModelViewSet):
    """
    Stores saved insights along with their entire configuration options. Saved insights can be stored as standalone
    reports or part of a dashboard.
    """

To check what any changes will roughly look like locally, you can go to http://127.0.0.1:8000/api/schema/redoc/.

To add a description to a specific endpoint, add an MDX file (named after the endpoint ID's name) to the corresponding folder its page would belong to. Then, the content in the MDX file will only appear under the specified endpoint. This is like our MDX setup, except the file name will determine which endpoint the MDX contents appear on.

For example, to add a description to the "list annotations" endpoint, you'd create a new file: contents/docs/api/annotations/annotations_list.mdx

Whatever you add to that file will appear under that endpoint only.

Image: API endpoint description

Insights serializer

The serializer for insight lives here. Each time an insight gets created we check it against these serializers, and we'll send an error to Sentry (but not the user) if it doesn't match, to ensure the API docs are up to date.

Documenting custom endpoints

If you have an @action endpoint or a custom endpoint (that doesn't use DRF) you can still document by providing a serializer for the request and response.

from drf_spectacular.utils import OpenApiResponse
from posthog.api.documentation import extend_schema
@extend_schema(
    request=FunnelSerializer,
    responses=OpenApiResponse(
        response=FunnelStepsResultsSerializer,
        description="Note, if funnel_viz_type is set the response will be different.",
     ),
    methods=["POST"],
    tags=["funnel"],
    operation_id="Funnels",
)
@action(methods=["GET", "POST"], detail=False)
def funnel(self, request: request.Request, *args: Any, **kwargs: Any) -> Response:

Testing API docs locally

To test or develop the API docs locally, you need to create a personal API key (see top of this page) and then export it before running gatsby, in the same terminal window:

export POSTHOG_PERSONAL_API_KEY=yourkey





  36. Uploading assets with Cloudinary

  Source: https://posthog.com/handbook/engineering/posthog-com/assets

  
  We use Cloudinary for asset management (image and video uploads), mainly to reduce website build times (as each image hosted within the repo has to get processed on each build). Offloading assets to Cloudinary saves time and resources.

Uploading assets via the PostHog.com uploader (recommended)


	Sign into your PostHog.com account via profile icon in top right corner

	Click the account menu, then under Moderator tools choose Upload media



Image: Profile


	Open a folder, select, drag, or paste media to upload. This supports images, gifs, and videos. Cloudinary provides optimized links for images, but you'll want to optimize other formats before uploading.



Image: Upload


	Copy the file URL and insert wherever you need it



Uploading assets using the Cloudinary website (don't use this option)

_You shouldn't need to login to Cloudinary directly. Use the website uploader instead._


	Go to the Cloudinary dashboard and log in. (Find the login in 1Password.)



_Pro tip: Double-click a folder to drill in, despite the cursor pointer indicating it's a link you only need to click once._


	Click 'Upload' in the top right, then drag and drop. The upload button will not appear unless you follow the exact link above into the image folder.

	Add the filename (and any folders) to the base asset URL:



    https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/


	Use the full URL in your docs or handbook update







  37. Changelog entries

  Source: https://posthog.com/handbook/engineering/posthog-com/changelog

  
  The changelog publishing process is run by the .

Changelog entries can be created in two ways:


	Change the status of an existing roadmap or WIP entry to "Complete"

	Create a new changelog entry on the changelog page.



Both options are available when you're signed into posthog.com as a moderator.

For more details on the publishing process, check out the How to publish changelog handbook page by the .

Fill out the proper paperwork

Make sure all fields are filled out correctly before creating an entry.

Date

Set the date to the feature's release date. If updating from a previous roadmap or WIP entry, change the date to the actual release date (rather the date where the team started working on the feature).

Team and author

Select the team that is responsible for the change, and choose the author of the feature. If there's no individual lead on the feature or update, set the author to the team lead.

Categorization

Select the product or product area that the change is relevant to, and set the type of update. These can be used on the front end to filter down to a subset of changes.

Title and description

Be succinct with the title. Check the format of existing entries for inspiration.

Options

The Show on homepage option aggregates the entry to the _"We ship weirdly fast"_ calendar on the homepage. Only select this option if the milestone is impressive enough to be remembered years from now. The point of the calendar is to show the frequency of shipping big features, not to highlight every single update.

Social sharing

The  has created an image generator that takes the information from the changelog entry and creates a square image for sharing on social media. Read the blog post to learn how it works.

The customization options are designed to allow you to format the copy and image so it looks as good as it can. If you need suggestions or aren't sure if your changelog image meets our quality standards, don't hesitate to post in #team-website-and-vibes for a second opinion.





  38. Managing cool tech jobs

  Source: https://posthog.com/handbook/engineering/posthog-com/cool-tech-jobs

  
  Applying to get your jobs listed? The Cool Tech Jobs board exists to help people find jobs at companies with similar perks and culture to PostHog, and a strong engineer-led environment. Applications are approved only at our discretion and moderation can take up to 48 hours. If you have a question about an application, please contact our support team.


Create a company/jobs:

Non-moderator flow


	Visit /cool-tech-jobs

	Click "Apply to get your jobs listed here." If you're not already signed in, you'll be prompted to sign in

	Read the disclaimer and click next

	Fill out the required fields (non-moderators have an additional field - "Why is your company cool?")

	Click "Submit application"

	A message is fired off in the #cool-tech-jobs Slack channel with the details of the application

	A moderator approves and publishes the company from /cool-tech-jobs



Moderator flow


	Visit /cool-tech-jobs

	Click "Add a company"

	From here, you can either continue with a pending company (one that has a pending application) or create a company from scratch

	Fill out the required fields. If continuing from a pending company, verify the company details are correct before continuing

	Click "Publish company"



When a company is created, its jobs are automatically scraped based on the job board URL/slug provided. If no jobs are found, the company is still created (appears semi-transparent for moderators), but a warning message appears that suggests verifying the job board URL.

Edit a company


	Login to PostHog.com as a moderator

	Navigate to /cool-tech-jobs

	Click “Edit” under the desired company

	Fill out the fields in the side modal

	Click Update company



Jobs will be re-scraped when a company is edited.

Delete a company


	Login to PostHog.com as a moderator

	Navigate to /cool-tech-jobs

	Click “Delete” under the desired company

	Confirm that you want to delete that company



All jobs associated with the deleted company will be deleted along with the original company record.

Company fields


	Company name

	Company website URL - Used for the “Learn more” link

	Job board type (Ashby, Greenhouse, Other) - If “Other” is selected, a custom scraper will need to be built. When the company is published, it will be hidden as no jobs will be scraped.

	Job board URL (if Job board type is set to “Other”) - we’ll use this to build a custom scraper

	Job board slug (if Job board type is not “Other”) - the job board’s slug. This is automatically created as you type the company name, as these usually mirror each other. Must be unique and is checked for uniqueness as you type.

	Company perks

	Company logos - SVG/PNG only



Unless required conditionally (job board URL/slug), every company field is required.

Scraping

Jobs are scraped hourly based on the provided job board URL/slug. Jobs are individually checked for freshness hourly. If a job URL 404s, it is deleted.





  39. Developing the website

  Source: https://posthog.com/handbook/engineering/posthog-com/developing-the-website

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Option 1: Running with Codespaces

	Creating/running the Codespace

	Committing and pushing changes

	Stopping the server

	Notes

	Option 2: Editing posthog.com locally

	Before you begin

	Cloning the posthog.com repository



  You can contribute to the PostHog documentation, handbook, and blog in two ways:


	Create a pull request in GitHub for any page that has an Edit this page link on it. In this situation you must edit the page using the GitHub web editor interface. This method is suitable for text-only edits and basic file manipulation, such as renaming.




	Run the posthog.com website in development and make changes there by creating a branch of the master codebase, committing changes to that branch and raising a pull request to merge those changes. This is the recommended method as it allows you to quickly preview your changes, as well as perform more complex changes easily.



Below, we'll explain the two options for option two.

Option 1: Running with Codespaces

Creating/running the Codespace


	Open the posthog.com repository in GitHub.

	Click the Code button, then the Codespaces tab, then under the ... menu, choose New with options...



Image: New with options...


	Under Machine type, choose 4-core.



Image: Configure machine type


	When the repo opens in Codespaces, it will install some things automatically.



Image: Codespaces installing dependencies

When completed, press any key.


	In terminal, type pnpm install && pnpm start and hit [Enter].



Image: pnpm start


	This will take a while. The last step of the process is "Building development bundle" which will take a few minutes on its own.

	You may see a dialog that says, "Your application running on port 8001 is available." Don't be enticed by the big green button quite yet.




	Once you see <code><span class="text-green">success</span> Writing page-data.json files...</code>, you can click the green Open in browser button which will open the site at http://localhost:8001.



You can also click the Ports tab to access the URL where you can preview the site. Cmd + click the URL seen here.

Image: port

Committing and pushing changes

Use the built-in Git tab in VS Code to commit and push your changes.


	From the Git source control ... menu, choose Checkout to... to create a new branch.



Image: Checkout to...


	Type a new branch name and press enter.



Image: Branch name


	Now you can commit changes to your new branch. Type a commit message and use Cmd + Enter (or push the big green button).



Image: Commit message


	If you see the dialog below, choose Always to always stage all files you've changed. (Otherwise, you'll need to hit the + button next to each file you want to commit.)



Image: Stage all


	Now that your changes are committed, it's time to publish them to GitHub.



Image: Publish changes

Note: After finish changes on your branch, be sure to switch back to master so you don't inadvertently make future changes to your current branch.





Image: Checkout to master > Image: Switch to master


Stopping the server


	Place your cursor into Terminal and type Cmd+C to stop the server.

	In the bottom left corner of the window, click Codspaces: [your codespace name], then Stop current codespace.



Notes

If you plan on using this codespace frequently, disable Auto-delete codespace in the ... menu under the Code > Codespaces dropdown in the repo.

Option 2: Editing posthog.com locally

Before you begin

In order to run the PostHog website locally, you need the following installed:


	Git – version control system

	Node.js (version 22.x) – server runtime

	pnpm (version 10.x) – package manager for Node.js

	Apple Rosetta (version 2) – dynamic binary translator for Apple silicon



If you are unfamiliar with using Git from the command line (or just prefer graphical interfaces), use the GitHub Desktop app.

You may also want to familiarize yourself with these resources:


	GitHub's glossary of terms

	GitHub Desktop docs

	Visual Studio docs



Cloning the posthog.com repository

The posthog.com codebase is on GitHub at https://github.com/PostHog/posthog.com. To work on it locally, first you need to clone it to your disk:


	via the command line



You can clone the codebase from the command line using the following command:

    git clone git@github.com:PostHog/posthog.com.git


	via GitHub Desktop



You can also clone the repository with GitHub Desktop installed, from the posthog.com repository page, click the Code button and select Open with GitHub Desktop from the dropdown that appears.

Image: Open in GitHub Desktop

You will then be prompted by the browser to confirm if you want to open the GitHub Desktop application. Select the affirmative action that has text such as Open GitHub Desktop.

Once GitHub Desktop has opened you will be prompted to confirm the repository that is being cloned and the location on disk where you wish the code to be stored.

Image: GitHub Desktop clone to dialog

Click Clone to clone the posthog.com repository to your local disk.

Image: GitHub Desktop cloning to disk

Once the clone has completed the GitHub Desktop interface will change to the following:

Image: GitHub Desktop cloned successfully

To view the code for the website click Open in Visual Studio Code. Dialogs may appear around permissions and trust as you open Visual Studio Code.

Once you have Visual Studio Code open, select the Terminal menu option. Within the dropdown select New Terminal. This will open a new terminal window within Visual Studio Code:

Image: Visual Studio Code terminal

Don't worry! We only need to run a few commands in the command line.

Running posthog.com locally

If you're using an Apple Silicon Mac (M1+) then you'll need to run the following commands before using pnpm:

rm -rf ./node_modules
brew install vips

Type the following into the command line and press return:

pnpm install

This installs the dependency packages used by posthog.com. This may take a few minutes.

After initial setup, use the following command to start the development server:

pnpm install && pnpm start

This runs the local clone of the website, which you can use to preview changes you make before pushing them live. It takes a bit of time for some file processing and compilation to take place, but once it's completed you can access the locally running version of posthog.com via by visiting http://localhost:8001 in your web browser.

Any time you want to preview changes you are making to the local version of the website, all you have to do is run the pnpm start again, wait for the command to finish running and then open http://localhost:8001 in your web browser.

Troubleshooting

If the server fails to start, the first troubleshooting step is to clear cache. You can do this (and start the server again) by running:

pnpm clean && mkdir .cache && pnpm install && pnpm start

Minimal mode

For faster builds, you can run in minimal mode:

pnpm build:minimal

Minimal mode only builds:


	Docs pages (/docs/*)

	Handbook pages (/handbook/*)

	Blog/content posts (/blog/*, /tutorials/*, /library/*, /founders/*, /product-engineers/*, /newsletter/*, /spotlight/*, /customers/*)

	All pages in src/pages/ (product pages, pricing, etc.)



Everything else (apps, CDP, templates, jobs, API docs, SDK references, pagination/category/tag pages) won't exist - they'll 404. Next/previous navigation links and GitHub data for roadmaps/jobs will also be absent. Sourcemap generation is disabled.

PR preview deployments (Cloudflare Pages)

Pull request previews on Cloudflare Pages use the same minimal build as above: the workflow sets GATSBY_MINIMAL=true (see .github/workflows/deploy-preview.yml). That keeps preview builds fast.

Building without cache: If a preview build is broken due to a stale Gatsby cache, add the no-cache label to the PR. This skips cache restore and runs a clean build from scratch. Remove the label when you're done to go back to cached builds.

Implications for content authors:


	Post category indexes are not built — Routes like /tutorials, /blog, and /posts are not generated in previews. Opening them can fail or show a broken page (for example a blank or error screen in the site shell). This is expected.

	Individual posts and docs still build — Preview the change by opening the direct URL to the MDX page (e.g. /tutorials/your-post-slug, /blog/your-post-slug).

	Search and listing data — Post listings and site search rely on full production builds and indexing (e.g. Algolia). Content from a branch typically will not appear in search on the preview until it is merged to master and the production site is built.



Environment variables

Our website uses various APIs to pull in data from sites like GitHub (for contributors) and Ashby (our applicant tracking system). Without setting these environment variables, you may see various errors when building the site. Most of these errors are dismissible, and you can continue to edit the website.

If you need a specific environment development, ask in #posthogdotcom.

Finding the content to edit

Once you have cloned the repo, the contents/ directory contains a few key areas:


	docs/ = all of the documentation for PostHog's platform

	handbook/ = the PostHog company handbook

	blog/ = our blog posts



Inside each of these are a series of markdown files for you to edit.

Posts and blog filtering

There are two ways to filter posts by tag:


	Query param — Add a post_tags query param to the URL, e.g., /posts?post_tags=Comparisons. This works on the main posts listing and allows saving/sharing filtered URLs.




	Static tag pages — For SEO purposes, we generate static pages at /{category}/{tag}, e.g., /blog/session-replay. These are generated at build time in gatsby/createPages.ts.



Hidden from index

Some categories and tags are intentionally hidden from the main posts index view. They still appear when you filter directly to that category or tag.

Categories hidden from index: customers, spotlight, changelog, comparisons, notes, repost

Tags hidden from index: Comparisons

Posts can also set hideFromIndex: true in their frontmatter to be excluded.

These exclusions are defined in src/components/Edition/Posts.tsx and src/templates/BlogPost.tsx.

Making edits

Creating a new Git branch

When editing locally, changes should be made on a new Git branch. Branches should be given an "at a glance" informative name. For example, posthog-website-contribution.


	via the command line



You can create a new Git branch from the command line by running:

    git checkout -b [new-branch-name]

For example:

    git checkout -b posthog-website-contribution


	via GitHub Desktop



You can also create a new branch in GitHub Desktop by selecting the dropdown next to the Current Branch name and clicking New Branch.

Image: GitHub Desktop - new branch dropdown

Then, in the dialog that follows, entering the new branch name.

Image: GitHub Desktop - new branch dialog

Once you have a new branch, you can make changes.

Markdown details

Frontmatter

Most PostHog pages utilize frontmatter as a way of providing additional data to the page. Available frontmatter varies based on the template the page uses. Templates are determined based on the folder the file resides in:

Blog

Markdown files located in /contents/blog`

---
date: 2021-11-16
title: The state of plugins on PostHog
rootPage: /blog
author: ["yakko-majuri"]
featuredVideo: https://www.youtube-nocookie.com/embed/TCyCryTiTbQ
featuredImage: https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/images/blog/running-content.png
featuredImageType: full
category: Guides
tags: ["Using PostHog", "Privacy"]
seo: {
    metaTitle: Overview of PostHog Plugins
    metaDescription: Learn about the current state of plugins on PostHog and get valuable insights into their functionality and performance.
}
---


	date: the date the blog was posted

	title: the title that appears at the top of the blog post and on the blog listing page

	rootPage: necessary for listing all blog posts on /blog. should always be set to /blog

	author: the author(s) of the post. correlates to your handle located in /src/data/authors.json

	featuredVideo: the iframe src of the video that appears at the top of the post. replaces the featured image on post pages.

	featuredImage: the Cloudinary URL of the image that appears at the top of the post and on the blog listing page

	featuredImageType: standard | full - determines the width of the featured image on the blog post

	category: the broader category the post belongs to. one of the following:



-


	tags: the more specific tag(s) the post belongs to. an array containing any number of the following:



-


	seo: object containing SEO metadata:

	metaTitle: String

	metaDescription: String



Tutorials

Markdown files located in /contents/tutorials

---
date: 2022-02-14
title: How to filter out internal users
author: ['joe-martin']
featuredTutorial: false
featuredVideo: https://www.youtube-nocookie.com/embed/2bptTniYPGc
tags: ['filters', 'settings']
---


	date: the date the tutorial was posted

	title: the title that appears at the top of the tutorial and on the tutorial listing page

	author: the author(s) of the tutorial. Ccrrelates to your handle located in /src/data/authors.json

	featuredTutorial: determines if tutorial should be featured on the homepage

	featuredVideo: the iframe src of the video that appears at the top of the tutorial

	featuredImage: the Cloudinary URL of the image that appears at the top of the tutorial and on the tutorial listing page

	tags: the tag(s) the tutorial belongs to. an array containing any number of the following:



-


	seo: object containing SEO metadata:

	metaTitle: String

	metaDescription: String



Docs & Handbook

Markdown files located in /contents/docs and /contents/handbook

---
title: Contribute to the website: documentation, handbook, and blog
---


	title: the title that appears at the top of the handbook / doc page

	seo: object containing SEO metadata:

	metaTitle: String

	metaDescription: String



Comparison pages

Create a table on a "PostHog vs..." page with the following components. (You can see examples of how this is used in this pull request.)

Import the components at the top of the post content (after frontmatter):



Create a table like:



In ComparisonRow:


	Values for column1 and column2 can be: {true} | {false} | "Text string"

	feature is required but description can be omitted (only if not using that column for the entire table)



Customers

Markdown files located in /contents/customers

---
title: How Hasura improved conversion rates by 10-20% with PostHog
customer: Hasura
logo: https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/images/customers/hasura/logo.svg
featuredImage: https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/images/customers/hasura/featured.jpg
industries:
    - Developer tool
users:
    - Engineering
    - UI
    - UX
    - Marketing teams
toolsUsed:
    - Funnel Analysis
    - Session Recording
    - Self-Hosting
---


	title: the title of the case study

	customer: the name of the customer

	logo: the customer logo

	featuredImage: the Cloudinary URL of the image that appears in the card on the customers listing page

	industries: a list of industries that apply to the company

	users: a list of user types that use the company's product

	toolsUsed: a list of highlighted PostHog tools used by the company

	seo: object containing SEO metadata:

	metaTitle: String

	metaDescription: String



Plain

If the file doesn't reside in one of the above folders, it uses the plain template.

---
title: Example Components
showTitle: false
width: lg
noindex: true
---


	title: the title that appears at the top of the page

	showTitle: false - if omitted, the title will appear at the top of the page

	width: sm | md | lg | full - determines the width of the page

	noindex: true | false - determines whether to index the page or not

	seo: object containing SEO metadata:

	metaTitle: String

	metaDescription: String



You can often refer to the source of existing pages for more examples, but if in doubt, you can always ask for help.

Adding rich media

Add images or videos to your post by uploading them to Cloudinary and including the URL in your Markdown file. Be sure to follow our best practices when adding media.

Links to/from the navigation

If you've created a new markdown file (for use in docs or handbook), you should link to it from the sidebar where appropriate.

The sidebar is generated from src/navs/index.js.

Redirects

Redirects are managed in vercel.json which is located in the root folder.

To declare a new redirect, open vercel.json and add an entry to the redirects list:

{ "source": "/docs/contributing/stack", "destination": "/docs/contribute/stack" }

The default HTTP status code is 308 (permanent), but if the redirect should be temporary (307), it can be updated like this:

{ "source": "/docs/contributing/stack", "destination": "/docs/contribute/stack", "permanent": false }

Committing changes

It's best to create commits that are focused on one specific area. For example, create one commit for textual changes and another for functional ones. Another example is creating a commit for changes to a section of the handbook and a different commit for updates to the documentation. This helps the pull request review process and also means specific commits can be cherry picked.


	via the command line



First, stage your changes:

    git add [path-to-file]

For example:

    git add contents/docs/contribute/updating-documentation.md

Once all the files that have been changed are staged, you can perform the commit:

    git commit -m '[short commit message]'

For example:

    git commit -m 'Adding details on how to commit'


	via GitHub Desktop



Files that have been changed can be viewed within GitHub Desktop along with a diff of the specific change.

Image: Viewing changes in GitHub Desktop

Select the files that you want to be part of the commit by ensuring the checkbox to the left of the file is checked within GitHub Desktop. Then, write a short descriptive commit message and click the Commit to... button.

Image: Making a commit in GitHub Desktop

Push changes to GitHub

In order to request that the changes you have made are merged into the main website branch you must first push them to GitHub.


	via the command line



    git push origin [branch-name]

For example:

    git push origin posthog-website-contribution

When this is done, the command line will show output similar to the following:

    posthog-website-contribution $ git push origin posthog-website-contribution
    Total 0 (delta 0), reused 0 (delta 0), pack-reused 0
    remote:
    remote: Create a pull request for 'posthog-website-contribution' on GitHub by visiting:
    remote:      https://github.com/PostHog/posthog.com/pull/new/posthog-website-contribution
    remote:
    To github.com:PostHog/posthog.com.git
    * [new branch]        posthog-website-contribution -> posthog-website-contribution

This output tells you that you can create a pull request by visiting a link. In the case above, the link is https://github.com/PostHog/posthog.com/pull/new/posthog-website-contribution. Follow the link to complete your pull request.


	via GitHub Desktop



Once you have committed the changes you want to push to GitHub, click the Push origin button.

Image: Push to origin from GitHub Desktop

Create a pull request

Create a pull request to request that your changes be merged into the main branch of the repository.


	via the command line



Navigate to the link shown when you push your branch to GitHub. For example, https://github.com/PostHog/posthog.com/pull/new/posthog-website-contribution shown below:

    posthog-website-contribution $ git push origin posthog-website-contribution
    Total 0 (delta 0), reused 0 (delta 0), pack-reused 0
    remote:
    remote: Create a pull request for 'posthog-website-contribution' on GitHub by visiting:
    remote:      https://github.com/PostHog/posthog.com/pull/new/posthog-website-contribution
    remote:
    To github.com:PostHog/posthog.com.git
    * [new branch]        posthog-website-contribution -> posthog-website-contribution


	via GitHub Desktop



With the branch published, click the Create pull request button.

Image: pull request from GitHub Desktop

This will open up a page on github.com in your default web browser.

If you are pushing to an existing branch, navigate to the posthog.com repo and switch to the new branch using the dropdown:

Image: GitHub branch switcher

Then, open the Contribute dropdown and click the Open pull request button.

Make the pull request title descriptive name and complete the detail requested in the body.

If you know who you would like to review the pull request, select them in the Reviewers dropdown.

Preview branch

After a series of checks are run (to ensure nothing in your pull request breaks the website), Vercel will generate a preview link available in the Vercel bot comment. This includes all of your changes, so you can preview before your pull request is merged.

An initial build can take up to 50 minutes to run. After the initial build, subsequent builds should complete in under ~15 minutes. We're limited to two concurrent builds, so if there's a backlog, this process can take longer.

Because Vercel charges per seat, we don't automatically invite all team members to our Vercel account. If your build fails, you can run pnpm build locally to see what's erroring out. If nothing is erroring locally, it's likely the build timed out in Vercel. The Website & Docs team monitors for failed builds, so they'll re-run it for you. If the build is urgent, give a shout in #team-website-and-docs and someone with Vercel access can trigger a rebuild for you.

Image: Preview branch

Note: Checks are run automatically for PostHog org members and previous contributors. First time contributors will require authorization for checks to be run by a PostHog org member.


Deployment

To get changes into production, the website deploys automatically from master. The build takes up to an hour, but can be delayed if other preview builds are in the queue.

Product interest tracking for onboarding

We track which products users have shown interest in by visiting product landing pages or docs. This data is stored using PostHog's cookie_persisted_properties feature, making it available across all posthog.com subdomains (including app.posthog.com) for onboarding personalization.

How it works

When a user visits a product-specific page (like /product-analytics or /docs/session-replay), we record that product's slug using posthog.register() with the property prod_interest. This property is configured in cookie_persisted_properties in gatsby/onPreBoostrap.ts, which means it gets stored in a cross-subdomain cookie automatically.

To read the interests, we use posthog.get_property('prod_interest') which returns an array of product slugs like ["product-analytics", "session-replay"].

We always store the most recent interests last in the array.

Code structure

The tracking is implemented in:


	src/lib/productInterest.ts - Core utilities using posthog.get_property() and posthog.register()

	src/hooks/useProductInterest.ts - React hooks for tracking

	src/components/Products/Slides/SlidesTemplate.tsx - Integration for product landing pages

	src/templates/Handbook.tsx - Integration for docs pages



Reading interests on app.posthog.com

Since this uses PostHog's built-in cookie persistence, you can read the interests on any subdomain where PostHog is initialized:

const interests = posthog.get_property('prod_interest') || []
// interests = ["product-analytics", "session-replay", ...]

Expanding usage

Everything is usually automatically handled because our website is well-structured but if you want to start tracking interest for new products you'll need to add a new entry to PRODUCT_SLUGS in src/lib/productInterest.ts

Acknowledgements

This website is based on Gatsby and is hosted with Vercel.





  40. How PostHog.com works

  Source: https://posthog.com/handbook/engineering/posthog-com/how-posthog-website-works

  
  PostHog.com is built and maintained in-house by the . You've probably never seen a Gatsby.js site like this before. Eli Kinsey is the mastermind behind how the site is structured.

For more context, read why we designed our website to look like an operating system.

The "operating system"


	At the top level, gatsby-browser.tsx loads ``

	`` renders the chrome of the "operating system"

	`` – the MacOS-style menu bar

	`` – the desktop app icons and desktop background

	`` – the chrome for each app and where the content renders

	``

	` loads  and `.




	This contains the window's top bar with the minimize, maximize, and close buttons. It also supports window resizing.

	Inside here is where the contents of each app renders



The apps

Each "app" is simply a page like a normal Gatsby site. There are a handful of apps:


	`` – used for all long-form content like the docs, handbook, blog

	`` – a WYSIWYG page editor

	`` – an OS-style file explorer

	`` – an email-like app

	`` – a slide deck



Each app can reference shared components like `` which contains the necessary navigational elements (like the back button, search, and filters).

Let's look at a product page to see how it uses the `` template.

Example: posthog.com/session-replay

This page (/src/pages/session-replay/index.tsx) includes two critical pieces:


	`` – the views where the content will display

	Defines the PRODUCT_HANDLE

	Specifies which slides should appear in this presentation using createSlideConfig



` loads up all the various templates needed (like , , ) and sources the content using the useProduct` hook.

useProduct hook

Each product's data is defined in a JSON file like:

/src/hooks/productData/session_replay.tsx

When the session_replay handle is passed into useProduct, it looks up the product's data like:


	icon

	color

	category

	SEO data

	screenshots array

	feature customers

	features array

	feature comparison chart

	etcc



Note: The  maintains a billing API that contains pricing tiers and entitlements. This is how pricing data and usage tiers stay in sync between the website and product. The plan is to eventually move the product data into the billing API so there's a single source of truth for every product.


---

Services we use

| Service | Purpose | | ------------- | ------------------------------------------------------ | | Vercel | Hosting | | Gatsby | Static site framework | | GitHub | Source code repository | | Ashby (API) | Applicant tracking system | | Algolia (API) | Site search | | Strapi | Headless CMS for community profiles and changelog data | | PostHog | Analytics, feature flags | | Inkeep | AI-powered community answers |

Image: Diagram of PostHog.com

Website content is stored in two places:


	Markdown/MDX files (in the GitHub repo) - _most website content_




	Docs, handbook, most pages




	Strapi - _user-generated content_




	Community forum posts, community profiles







  41. Posting a new job listing

  Source: https://posthog.com/handbook/engineering/posthog-com/jobs

  
  Creating a new job


	Log in to Ashby

	Hover Jobs

	Click Admin

	Click Create Job

	Fill in the required fields

	Click Create Draft



You will now be on the settings page for the newly created job.

Custom fields

We use custom fields to connect various data to each job posting. Below is the description and purpose of each.

Teams

Teams is the only required custom field. The value(s) selected determines pineapple preference, objectives, mission, team lead, and which team members appear in the sidebar. If multiple teams are selected, all selected teams will appear as accordions in the sidebar, and the mission and objectives will be hidden.

Timezone(s)

Determines the preferred timezone for the position. If a value exists, it appears under the title.

Repo

Determines which repo to pull GitHub issues from if using the Issues custom field.

Issues

A comma-separated list of GitHub issue numbers relevant to the position. Queried at build-time and shown in the automatically created Typical tasks section.

Salary

Determines which role to use in the salary calculator. If no value is present, the job title is used. The calculator is not rendered if there is no matching role in the compensation calculator. If the role has been newly added to the compensation calculator, you'll need to add the role as an option to the custom field in Ashby global admin settings.

Mission & objectives

Determines whether the Mission & objectives section is shown on job listings

Creating a new job posting

Pages are only created for listed job postings. While viewing a job in Ashby:


	Click Job Postings in the sidebar

	Click New Draft



From here, you can create a job description and add automations.

Job descriptions

Each job posting can have a different description. When creating a new description, separate sections by H2 if you would like them to be collapsible. When the site is built, sections that start with an H2 are transformed into collapsible elements and added to the table of contents.

Below is a list of the automatically created sections and how they work.

Salary

This section appears if the job title or Salary custom field matches a job in the SF benchmark file.

Benefits

This section appears on all job postings. The data in this section can be updated in the Careers benefits component.

Typical tasks

This section appears if any GitHub issues are added to the Issues custom field in Ashby. The custom field accepts a comma-separated list of GitHub issue numbers.

Objectives

This section appears if the team has a mission.mdx file in their team folder. Example

Interview process

This section appears on all job postings. The data in this section can be updated in the Job interview process component. To add a custom interview process for a specific job, add a new key to the roleInterviewProcess variable and assign an array of IInterviewProcess objects.

Example:

const roleInterviewProcess: Record<string, IInterviewProcess[]> = {
    'Site Reliability Engineer - Kubernetes': [
        defaultInterviewProcess[0],
        defaultInterviewProcess[1],
        {
            title: 'Technical interview',
            description: `You'll meet with an Engineer who will evaluate skills needed to be successful in your role.`,
            badge: '1 hour',
        },
        defaultInterviewProcess[3],
        defaultInterviewProcess[4],
    ],
}

Custom description for the /careers page

By default, we look for section headers (<h2>) in the job description to show in the summary that appears at the top of the careers page. We're sniffing for these subheaders (in this order):


	"Who we're looking for"

	"What you'll be doing"

	"Requirements"



If none of these are found, the job description will be blank.

If your job description has more creative titles, you can add a short custom description that _only_ appears on this section of the website. (This will take priority over the subheaders listed above.) Add this in the role's settings in Ashby under the _Website description_ field. It requires html, but here's a template you can use:

<p><strong>Things you definitely won't be doing:</strong></p>
<ul class="list-none p-0">
<li>❌ backlog grooming (it always sounded gross anyway)</li>
<li>❌ deciding what we build</li>
<li>❌ shielding developers from users</li>
<li>❌ project management/writing gazillions of tickets, RFCs, or PRDs</li>
</ul>

<p><strong>From you:</strong></p>
<ul class="list-none p-0">
<li>✅ SQL (any technical experience beyond this is a plus) - you must be able to be a self-serve PM, not relying on engineers to do analysis</li>
<li>✅ very proactive/organized</li>
<li>✅ collaborative</li>
<li>✅ several years of experience as a PM talking to users/interviewing</li>
</ul>

Apply

This section appears on all job postings. The input fields here directly reflect the Application Form assigned to the job. The Application Form can be found on the job's settings page.

Getting the job to appear on the site

If the job posting is published, the job will appear automatically the next time the site is rebuilt.





  42. MDX components

  Source: https://posthog.com/handbook/engineering/posthog-com/markdown

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Images

	Product screenshots

	Image slider

	Videos

	Embedding Wistia videos

	Embedding YouTube videos

	Code blocks

	Basic codeblock



  There are some nifty MDX components available for use in Markdown content. These components are included globally, so you don't need to do anything special to use them (like renaming .md to .mdx or manually importing them at the top of the file).

Images

Product screenshots

The `` component encapsulates an image with a border and background. It's useful since the app's background matches the website background, and without using this component, it can be hard to differentiate between the screenshot and normal page content. It also optionally supports dark mode screenshots.

You use it by passing image URLs to the imageLight and imageDark props like this:

<ProductScreenshot
imageLight="https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/handbook/images/tutorials/limit-session-recordings/sampling-config-light.png"
imageDark="https://res.cloudinary.com/dmukukwp6/image/upload/posthog.com/contents/handbook/images/tutorials/limit-session-recordings/sampling-config-dark.png"
alt="Sampling config shown set to 100% i.e. no sampling"
classes="rounded"
/>

Optionally pass zoom={false} if you don't want the image to be zoomable, otherwise it will be zoomable by default.

_Note: If you don't have a dark image, just leave out the imageDark prop and the light screenshot will be used for both color modes._

Image slider

You can create a slider or carousel of images by wrapping them in the <ImageSlider> component like this:

![posthog](https://res.cloudinary.com/dmukukwp6/image/upload/v1710055416/posthog.com/contents/images/screenshots/hogflix-dashboard.png)
![posthog](https://res.cloudinary.com/dmukukwp6/image/upload/v1710055416/posthog.com/contents/images/screenshots/hogflix-dashboard.png)

See an example in our open-source analytics tools post.

Videos

Th `` component works the same as product screenshots (above) for videos uploaded to Cloudinary but supports light and dark videos.


	Import the video(s) at the top of the post (directly following the MDX file's frontmatter and dashes):



<!-- prettier-ignore -->

---
export const NewFunnelLight = "https://res.cloudinary.com/dmukukwp6/video/upload/posthog.com/contents/handbook/images/docs/user-guides/funnels/new-funnel.mp4"
export const NewFunnelDark = "https://res.cloudinary.com/dmukukwp6/video/upload/posthog.com/contents/handbook/images/docs/user-guides/funnels/new-funnel-dark.mp4"



	Use the component wherever you want the video(s) to appear.



<!-- prettier-ignore -->

<ProductVideo
videoLight={NewFunnelLight}
videoDark={NewFunnelDark}
classes="rounded"
/>

_Note: If you don't have a dark video, just leave out the videoDark prop and the light video will be used for both color modes._

Embedding Wistia videos

This can be used in articles like tutorials or blog posts for longer-form videos (where the asset exceeds 20 MB and can't be uploaded to Cloudinary).



Embedding YouTube videos

While not an MDX component, a reminder that when embedding a YouTube video, you should do two things:


	Use the -nocookie variant of the YouTube URL. eg:



https://www.youtube-nocookie.com/embed/{VIDEO_ID}


	Add the allowfullscreen attribute to the iframe so users have the option to watch the video in fullscreen (useful for reading code snippets).



Example:

<iframe
    src="https://www.youtube-nocookie.com/embed/1FZji2L-LmM"
    className="rounded shadow-xl"
/>

Code blocks

The PostHog website has a custom code block component that comes with a number of useful features built-in:


	Syntax highlighting

	Multiple snippets in a single codeblock

	Specifying which file a snippet is from



Basic codeblock

Codeblocks in PostHog are created by enclosing your snippet using three backticks (\\\`) or three tildes (\~\~\~), as shown below:



{ "name": "Max, Hedgehog in Residence", "age": 2 }



This will produce the following codeblock:

{
"name": "Max, Hedgehog in Residence",
"age": 2
}

Adding syntax highlighting

Syntax highlighting can be added by specifying a language for the codeblock, which is done by appending the name of the language directly after the opening backticks or tildes as shown below.



{ "name": "Max, Hedgehog in Residence", "age": 2 }



This will produce the following output:

{
"name": "Max, Hedgehog in Residence",
"age": 2
}

Using tabs

You can use the `` component to create tabs in your code blocks. This is useful for showing multiple code snippets or examples in a single code block.

<Tab.Group tabs={[ 'Preview', 'Markdown']}> Preview Markdown

console.log('Hello, world!')



console.log('Hello, world!')



Supported languages

Here is a list of all the languages that are supported in codeblocks:

Frontend

| | | | ----------------- | -------------- | | HTML | html | | CSS / SCSS / LESS | css / less | | JavaScript | js | | JSX | jsx | | TypeScript | ts | | TSX | tsx | | Swift | swift | | Dart | dart | | Objective-C | objectivec |

Backend

| | | | ------- | ----------- | | Node.js | node | | Elixir | elixir | | Golang | go | | Java | java | | PHP | php | | Ruby | ruby | | Python | python | | C / C++ | c / cpp |

Misc.

| | | | -------- | ----------------- | | Terminal | bash or shell | | JSON | json | | XML | xml | | SQL | sql | | GraphQL | graphql | | Markdown | markdown | | MDX | mdx | | YAML | yaml | | Git | git |

Note: If you want syntax highlighting for a snippet in another language, feel free to add your language to the imports in languages.tsx and open a PR.


Multi-language code blocks

You can use the <MultiLanguage> component to show code blocks in multiple languages.

<Tab.Group tabs={[ 'Preview', 'Markdown']}> Preview Markdown

console.log('Hello, world!')

print('Hello, world!')



console.log('Hello, world!')



print('Hello, world!')



Multiple code snippets in one block

With PostHog's MultiLanguage component, it's possible to group multiple code snippets together into a single block.



console.log('Hello world!')



<div>Hello world!</div>



Note: Make sure to include empty lines between all your code snippets, as well as above and below the MultiLanguage tag


This will render the following codeblock:

console.log('Hello world!')

<div>Hello world!</div>

Specifying which file a snippet is from

You can specify a filename that a code snippet belongs to using the file parameter, which will be displayed in the top bar of the block.



cloud: 'aws' ingress: hostname: <your-hostname> nginx: enabled: true cert-manager: enabled: true



Note: Make sure not to surround your filename in quotes. Each parameter-value pair is delimited by spaces.


This produces the following codeblock:

cloud: 'aws'
ingress:
hostname: <your-hostname>
nginx:
enabled: true
cert-manager:
enabled: true

Code highlighting

Especially in long tutorials, you can highlight the important differences between steps using highlighting comments. It's much easier to read visual diffs than reading through the code block line by line.

| Comment | Effect | Usage | | -------------- | ---------------- | ---------------------------------------- | | // + | Green highlight | Represents additions in diffs | | // - | Red highlight | Represents removals in diffs | | // HIGHLIGHT | Yellow highlight | General emphasis without special meaning |

<Tab.Group tabs={[ 'Preview', 'Markdown']}> Preview Markdown

const a = 1
const b = 2
const c = a + b // +

console.log(a + b) // -
console.log(c) // +

console.log('end') // HIGHLIGHT



const a = 1 const b = 2 const c = a + b // +

console.log(a + b) // - console.log(c) // +

console.log('end') // HIGHLIGHT



Collapsed code blocks

In some cases, such as large nested config files, you need readers to focus on a specific part of the code block while maintaining the context. You can do this by adding focusOnLines= to the code block. This collapses the code block and only shows the lines of code you specify.

<Tab.Group tabs={[ 'Preview', 'Markdown']}> Preview Markdown

{
"projects": {
"my-app": {
"architect": {
"build": {
"builder": "@angular-devkit/build-angular:application",
"options": {
"sourceMap": {
"scripts": true, // +
"styles": true, // +
"hidden": true, // +
"vendor": true // +
}
}
}
}
}
}
}



{ "projects": { "my-app": { "architect": { "build": { "builder": "@angular-devkit/build-angular:application", "options": { "sourceMap": { "scripts": true, // + "styles": true, // + "hidden": true, // + "vendor": true // + } } } } } } }



Mermaid diagrams

Code blocks can also be used to show mermaid UML diagrams. When using these diagrams, make sure to include a text description of the diagram afterwards for accessibility and LLMs.

<Tab.Group tabs={[ 'Preview', 'Markdown']}> Preview Markdown

sequenceDiagram
Alice->John: Hello John, how are you?
John-->Alice: Great!
Alice->John: See you later!



sequenceDiagram Alice->John: Hello John, how are you? John-->Alice: Great! Alice->John: See you later!



Product list

Use ` to render a list of products sourced from useProduct hooks. It links each product to /{slug}` by default using the product's icon, color, and name.

Auto-source from a product data field (e.g. every product where wizardSupport is set):

<!-- prettier-ignore -->

<ProductList
    sourceField="wizardSupport"
    sourceValues={[true, { value: "In development", color: "red" }, { value: "Coming soon", color: "yellow" }]}
/>

<ProductList className="grid gap-4 grid-cols-2 not-prose" sourceField="wizardSupport" sourceValues={[true, { value: "In development", color: "red" }, { value: "Coming soon", color: "yellow" }]} />

Products are grouped in sourceValues order. Plain values (true, "some string") filter without an indicator. Object values ({ value, color }) also render a colored dot with tooltip text.

Manual list of products:

<!-- prettier-ignore -->



<ProductList className="grid gap-4 grid-cols-2 not-prose" products={["product_analytics", "web_analytics", "session_replay"]} />

Manual list with field-based filtering and indicators:

<!-- prettier-ignore -->

<ProductList
    products={["product_analytics", "web_analytics", "feature_flags", 'ai_observability']}
    sourceField="wizardSupport"
    sourceValues={[true, { value: "Coming soon", color: "yellow" }]}
/>

<ProductList className="grid gap-4 grid-cols-2 not-prose" products={["product_analytics", "web_analytics", "feature_flags", 'ai_observability']} sourceField="wizardSupport" sourceValues={[true, { value: "Coming soon", color: "yellow" }]} />

Only the products whose wizardSupport value matches a sourceValues entry will render. Other props: urlPrefix (default /), className, itemClassName, iconSize.

Wizard command

Use `` to render a copyable install button for the PostHog wizard CLI. Clicking the button copies the command to the clipboard and shows a toast notification.

The command automatically includes --region eu or --region us based on the user's feature flags.

Props:

| Prop | Type | Default | Description | | --- | --- | --- | --- | | latest | boolean | true | Appends @latest to the package name | | slim | boolean | false | Hides the "Learn more" link below the button | | className | string | '' | Additional classes for the button element |

Slim mode (button only, no "Learn more" link):

<!-- prettier-ignore -->



Without @latest (used on the homepage and wizard page):

<!-- prettier-ignore -->



Call to action

Adding `` to any article will add this simple CTA:

Don't overuse it, but it's useful for high intent pages, like comparisons.

Feature comparison tables

When comparing features between two or more products, use the ` component which sources data from the src/hooks/competitorData/` directory and lets you compare specific features across multiple competitors.

<!-- prettier-ignore -->

<ProductComparisonTable
competitors={['posthog', 'amplitude']}
rows={['product_analytics']}
/>

Read more in the product & feature comparisons handbook page.

Captions

You can add captions below images using the following code:

Add you caption copy here

Here's an example of what it looks like:

Image: PostHog webshare pricing experiment

Adding the 'Buy Now' call to action and adjusting the text enabled Webshare to boost conversion by 26%

Customer quotes

Add a styled quote component using the following code:

Product-specific quote

<!-- prettier-ignore -->

<OSQuote
customer="significa"
author="tomas_gouveia"
product="web_analytics"
/>

Generic quote

<!-- prettier-ignore -->

<OSQuote
customer="lovable"
author="viktor_eriksson"
quote={0}
/>

We mainly use them in customer stories and some product pages.

Quotes are sourced from the useCustomers hook and can reference product-specific quotes or general quotes by someone at a company. Be sure to add the customer's information to the useCustomers hook in src/hooks/useCustomers.tsx.

Example

<!-- prettier-ignore -->

quotes: {
viktor_eriksson: {
name: 'Viktor Eriksson',
role: 'Software Engineer',
image: {
thumb: 'https://res.cloudinary.com/dmukukwp6/image/upload/q_auto,f_auto/viktor_00c779a706.jpg',
},
quotes: [
"PostHog is super cool because it is such a broad platform. If you're building a new product or at a startup, it's a no-brainer to use PostHog. It's the only all-in -one platform like it for developers.",
],
},
},

Collapsible sections

The combination of <details> and <summary> components enables you to add a collapsible section to your page. Useful for FAQs or details not relevant to the main content.

<details>
<summary>Can I specify some events to be identified and others to be anonymous for the same users?</summary>

Not if you already identified them. Once a user is identified, all _future_ events for that user are associated with
their person profile and are captured as identified events.
</details>

Tabs

Tabs enable you to display different content in a single section. We often use them to show different code examples for different languages, like in installation pages.

To use them:


	Import the Tab component.

	Set up Tab.Group, Tab.List, and Tab.Panel for each tab you want to display. The tabs prop in Tab.Group should be an array of strings, one for each tab. This enables you to link to each tab by its name.

	Add the content for each tab in the Tab.Panel components. You should use snippets for readability, maintainability, and to avoid duplication, but you can use multiple snippets in a single tab.



For example, here's how we can set up tabs using error tracking snippets:


Error tracking gives you multiple ways to control which exceptions are captured:

<!-- prettier-ignore -->
Before send
Suppression rules
Burst protection

You can default to a specific tab by passing the tab name in the query string like:

/docs/product-analytics/installation?tab=web

Links

Linking internally

Use Markdown's standard syntax for linking internally.

[Link text](/absolute-path/to/url)

Be sure to use _relative links_ (exclude https://posthog.com) with _absolute paths_ (reference the root of the domain with a preceding /).

| | | | -------------------- | ------------------------------------------ | | Correct syntax | /absolute-path/to/url | | Incorrect syntax | https://posthog.com/absolute-path/to/url |

Open a new PostHog window

To open a link in a new window within the PostHog.com OS interface, use state={{ newWindow: true }} like:

<!-- prettier-ignore -->

Link text

Linking externally

The ` component is used throughout the site, and is accessible within Markdown. (When used _internally_, it takes advantage of <Link to="https://www.gatsbyjs.com/docs/reference/built-in-components/gatsby-link/" external>Gatsby's ` features like prefetching and client-side navigation between routes).

While that doesn't apply here, using it comes with some handy parameters that you can see in action via the link above:


	Add external to a) open the link in a new tab, and b) add the _external link_ icon (for UX best practices if forcing a link to open in a new window)

	If, for some reason, you need to hide the icon, use externalNoIcon instead



Example:

click here


Private links

Sometimes we link to confidential information in our handbook. Since the handbook is public, it's useful to indicate when a link is private so visitors aren't confused as to why they can't access a URL (like a Slack link or private GitHub repo). Use the `` component for this. See an example (on our share options page.)

click here


Private links will always open in a new browser tab.

Mention a team member

Use this component to mention a team member in a post. It will link to their community profile and appears like this: Cory Watilo



There's also a photo parameter which will inline their photo next to their name like this: Cory Watilo

Mention a small team

Use this component to mention a small team in a post. It will link to their team page and appears like this:



The default version shows the team's mini crest and name in a bordered "chip" style. There's also a noMiniCrest parameter to omit the mini crest and border for inline usage like this:



Both versions will show the full team crest on hover. Clicking the tooltip will open the team page in a new window.

Embedded posts

You can embed what looks like ~~a Tweet~~ an X post using the <Tweet> component. It's used on the terms and privacy policy pages, but was componentized for use in blog posts to break up bullet points at the top of the post.

_Note: This does not actually embed an X post ; it's just styled to look like one._

Here's what a post looks like. It's designed to have a familiar look that makes it easy to scan.

If you show multiple posts in a row, they'll be connected by a vertical line to make it look like a thread.

Usage

Be sure to change the alert message which appears if you click one of the action buttons (reply, repost, like).

<!-- prettier-ignore -->

<Tweet
className="mx-auto"
alertMessage="Gen Z? Don't get distracted. You're here to read our exciting embedded post component."
>
If you show multiple posts in a row, they'll be connected by a vertical line to make it look like a thread.

You can optionally center the post with the mx-auto class (shown in the example code, but _not_ used in the preview above).





  43. MDX setup

  Source: https://posthog.com/handbook/engineering/posthog-com/mdx-setup

  
  What better way to document MDX than with MDX?

Rationale

There were a few moving parts involved with setting up MDX so it might make sense to have them written down.

What's MDX?

Not in scope here - but it's essentially React in Markdown.

How do we make it work?

Page creation

Website pages are automatically created for all MD and MDX files using Gatsby's createPages API. Slugs are automatically generated based on the file title, and the design template for each page is determined based on the folder the file resides in.

Design templates

There are currently 5 templates:


	Handbook / Docs - Files located in contents/handbook and contents/docs

	Blog post - Files located in contents/blog

	Blog category - Automatically created based on categories used in blog posts

	Customer - Files located in contents/customers

	Plain - All other files located in contents



Each template is passed a unique automatically generated ID that is used to query the data contained inside of the post.

The GraphQL query inside of each template will return everything we need, from content to frontmatter, and we use the component MDXRenderer to render the body, and MDXProvider to pass some context that is available to all MDX pages.

In this case, we pass references to components that can then be used without imports directly on MDX pages, like this hedgehog:

Because of the components passed to MDXProvider, I can include this hedgehog by just adding `` in my MDX file - no import needed.

However, if I want to include something from a module, I can also do so. Here's how one would insert a Transition component from Headless UI:


## Some Markdown

{/* ... */}

Currently, almost every component on the site is available automatically. This will eventually change because it causes some performance issues. For now, if you need a reference for which components you should be using in your MDX, check out our MDX components handbook page.


mdxImportGen

The mdxImportGen.js script handles global MDX imports automatically. This is currently a quick implementation that can improve and be made more robust in the pre-commit process. Essentially, it prepares a file based on all the components in our src/components directory which is then used to pass the components to MDXProvider, making them available everywhere.

Doing globally available imports this way was important for 3 main reasons:


	Relative imports in MDX can be annoying

	Keeping MDX files clean

	Making MDX a nice experience even for less technical people that update our website







  44. Merch store development

  Source: https://posthog.com/handbook/engineering/posthog-com/merch-store

  
  Read this primer on how our merch store works.


Adding new products

Products need to be first created in Brilliant, then added to Shopify.

Create the product in Brilliant

Brilliant handles adding products in inventory. Once the product appears in inventory, it needs to be linked to the product in Shopify.

After the product is created, you'll need to find the variant_id. If the product has no variants (ie: a sticker), you'll only need to enter one variant_id to Shopify. If the product has variants (ie: a t-shirt with sizes like S, M, L, etc.), you'll need to enter one variant_id per variant.

To find the variant_id, click Download CSV from the inventory page.

Create the product in Shopify


	Give the product a name

	Description appears when the product sidebar is opened

	Add photos

	Set the product category

	Set the product status to Active

	For sales channels, make sure it's available in Shop, Headless PostHog Merch Store, and Shopify GraphQL API.

	Set the price

	Uncheck Track quantity as this is handled through the Brilliant API.

	Under Metafields, add a Product subtitle. This appears in the index view for the product.

	Save the product



Link the product to Brilliant


	Reference the CSV downloaded from Brilliant and look for the variant_id column.




	For single variant products, find the Variant metafields section and enter it in the BrilliantID field.

	For multi-variant products, first create the variants and save the product. Then click into the variant, scroll to the Metafields section and enter the BrilliantID from the CSV. Do this for each variant, as the variant_id will be unique for each variant.




	Add the product to the Home page collection.

	Save the product

	Note: the website needs to be rebuilt for the product to appear. Run the /rebuild-website command in Slack. The site is typically rebuilt within 20 minutes.



Running the merch store locally

You'll need to set environment variables to source products from Shopify and build the merch store.

SHOPIFY_APP_PASSWORD=
GATSBY_SHOPIFY_STOREFRONT_TOKEN=

We don't include these by default as sourcing the products from Shopify takes an absurd amount of time. Ask the  if you need these values.





  45. About PostHog.com

  Source: https://posthog.com/handbook/engineering/posthog-com/overview

  
  The  is responsible for the PostHog.com website, but it takes a village to keep it running smoothly.

If you're new here, you might be interested in reading why our website looks like a desktop operating system.

| What | Who | | ---------------------- | ---------------------------------------------------------------------------- | | Design & copy | Cory Watilo | | Technical architecture | Eli Kinsey | | Graphic design | Lottie Coxon | | Docs |  | | Pricing data |  | | Job listings |  |

Our website was featured on Dive Club shortly after it launched in September 2025. You can watch the interview with Cory Watilo below:

<iframe src="https://www.youtube-nocookie.com/embed/9GLzf6VCfuA?si=ZdZ9oDg-gH5cTJdk" title="YouTube video player" frameborder="0" allow="accelerometer; autoplay; clipboard-write; encrypted-media; gyroscope; picture-in-picture; web-share" referrerpolicy="strict-origin-when-cross-origin" className="rounded" allowfullscreen

</iframe>






  46. Custom presentations

  Source: https://posthog.com/handbook/engineering/posthog-com/presentations

  
  Custom presentations are PostHog's version of landing pages.

They're designed to look like product slideshows, but can be more easily customized to include slides with custom content that span multiple products.

They can be used to tailor content for:


	a particular persona

	the needs of a specific company

	an individual



This is an MVP and ultimately needs to be refactored a bit. Check with Cory Watilo if you'd like to use this feature.


The example below shows a presentation that is personalized for a particular company and includes the person within PostHog assigned to that account.

Image: Custom presentation example

Features


	Sources slide structure and content from a json file (one per primary persona)

	Custom presentations can source content from default slides but also override content to personalize it further

	Can enrich with a target company using Clearbit

	Supports some variables like {companyName} and {companyLogo} that can be used within slides

	Connects with Salesforce to personalize the presentation with the assigned rep

	Embeds a Default.com scheduling form

	Supports a lead form

	Can optionally hide slide thumbnails and presenter notes

	And yes, they're fully responsive, and if an uploaded screenshot has a dark mode equivalent, it will be used in dark mode



How it works

Presentations are accessed via the URL pattern:

/for/{persona}
/for/{company-domain}/{role-or-id}

Examples:

/for/product-engineers
/for/engineering-managers
/for/product-managers
/for/engineering-managers
/for/engineering-directors
/for/example.com/product-engineers
/for/example.com/123456 ## see "Overriding default content" below

The system will:


	Look up company data from Clearbit (using the company's URL)

	Load the appropriate presentation JSON

	Render slides with company-specific data

	Display sales rep information if available



src/
├── components/Presentation/
│   ├── Templates/          # Slide templates
│   │   ├── StackedTemplate.tsx
│   │   ├── ColumnsTemplate.tsx
│   │   ├── ProductTemplate.tsx
│   │   ├── PricingTemplate.tsx
│   │   └── BookingTemplate.tsx
│   └── Utilities/          # Shared utilities
└── presentations/          # JSON configuration files
    ├── default.json
    ├── product-managers.json
    ├── product-engineers.json
    ├── product-directors.json
    ├── engineering-managers.json
    └── dream-customers/
        └── example.com.json

Presentation structure

Here's a general structure for a presentation using the various templates. You can add multiple product slides by adding additional entries. See a full example on GitHub in product-engineers.json.

{
    "name": "Product Engineers",
    "config": {
        "thumbnails": false,
        "notes": false,
        "form": true,
        "teamSlug": "sales-cs"
    },
    "slides": {
        "overview": {
            "template": "stacked",
            "name": "Overview",
            "title": "Title goes here",
            "description": "<p>You can add the {companyName} and it will get inserted when enriched with Clearbit.</p>",
            "descriptionWidth": "@2xl:w-3/5"
        },
        "error_tracking": {
            "template": "product",
            "name": "Error Tracking",
            "handle": "error_tracking",
            "screenshot": "home",
            "title": "Title goes here",
            "description": "<p>Description</p>"
        },
        "all_in_one": {
            "template": "columns",
            "name": "All-in-one",
            "title": "Multiple products on one slide",
            "description": "Supports multiple columns of content",
            "content": [
                {
                    "handle": "product_analytics",
                    "title": "Product Analytics",
                    "description": "<p>Description goes here.</p>",
                    "screenshot": "funnelVertical"
                },
                {
                    "handle": "session_replay",
                    "title": "Session Replay",
                    "description": "<p>Description goes here.</p>",
                    "screenshot": "home"
                },
                {
                    "handle": "error_tracking",
                    "title": "Error Tracking",
                    "description": "<p>Description goes here.</p>",
                    "screenshot": "errorsCropped"
                }
            ]
        },
        "pricing": {
            "template": "pricing",
            "name": "Pricing",
            "title": "Pricing",
            "description": "PostHog offers usage-based pricing. This means you only pay for what you use, and you can set billing limits so you never get an unexpected bill.",
            "image": "/images/products/product-analytics/screenshot-billing.png"
        },
        "cta": {
            "template": "booking",
            "name": "Get a demo",
            "title": "Get a demo",
            "description": "<p><strong>No demos required</strong> – you can try PostHog without ever talking to us. But if you'd like personalized demo, book a time.</p>"
        }
    }
}


Templates

Different templates support different features.

stacked

Content is stacked top to bottom and optionally supports an image which replaces the default Hogzilla background image.

Image: Stacked slide template

The above example does not use the image prop, thus Hogzilla is included.

"overview": {
    "template": "stacked",
    "name": "Overview",
    "title": "Title goes here",
    "description": "<p>You can add the {companyName} and it will get inserted when enriched with Clearbit.</p>",
    "descriptionWidth": "@2xl:w-3/5"
},

product

This imports the useProduct.ts hook to fetch product data based on the handle passed in. It allows it to access things like the product name, icon, color, and array of screenshots.

Image: Product template screenshot

In the above example, it uses the "home" screenshot from the ai_observability product:

"ai_observability": {
    "template": "product",
    "name": "AI Observability",
    "handle": "ai_observability",
    "screenshot": "home",
    "title": "AI Observability",
    "description": "Understand how your users consume AI in your product, and monitor performance and cost when using different models."
},

columns

This is a multi-column layout that supports multiple products or features side-by-side.

There is currently no logic to wrap items, so it works best for 2-4 columns for now.


Image: Columns template example

"all_in_one": {
    "template": "columns",
    "name": "All-in-one",
    "title": "PostHog apps have great synergy",
    "description": "Identify a trend, see what happened, assign issues – all in one place.",
    "content": [
        {
            "handle": "product_analytics",
            "title": "Product Analytics",
            "description": "<p>Easily uncover user friction by following the drop-offs in a funnel.</p>",
            "screenshot": "funnelVertical"
        },

        {
            "handle": "session_replay",
            "title": "Session Replay",
            "description": "<p>Watch session recordings to understand friction in the user experience.</p>",
            "screenshot": "home"
        },
        {
            "handle": "error_tracking",
            "title": "Error Tracking",
            "description": "<p>Assign issues to engineers to get user problems solved quickly.</p>",
            "screenshot": "errorsCropped"
        }
    ]
},

pricing

Image: Pricing slide screenshot

"pricing": {
    "template": "pricing",
    "name": "Pricing",
    "title": "Pricing",
},

booking

Image: Booking slide screenshot

"cta": {
    "template": "booking",
    "name": "Get a demo",
    "title": "Get a demo",
    "description": "<p><strong>No demos required</strong> – you can try PostHog without ever talking to us. But if you'd like personalized demo, book a time.</p>"
}

Customization

Overriding default content

You can create an entirely personalized presentation, use the dream-customers folder. Set the json filename to the company's domain name and inside the file, set an arbitrary ID that will be used in the URL, like:

/for/hasura.io/123456

Reference content from any persona file with inherit, or override the content by adding your own.

  "overview": {
      "template": "stacked",
      "title": "Hey John!",
      "description": "We've prepared this custom presentation specifically for the Hasura team to show how PostHog can accelerate your product development."
  },
  "error_tracking": {
      "inherit": "product-engineers",
      "slideKey": "error_tracking"
  },
  "feature_management": {
      "inherit": "engineering-managers",
      "slideKey": "feature_flags"
  },

Display options

Use the config object in the JSON file that supplies the content for the presentation to customize how the presentation renders. This can be done for a persona, a specific company, or an individual.

All properties

"config": {
    "thumbnails": false, // hides slide thumbnails column
    "notes": false, // hides presenter notes drawer
    "form": true,  // shows the lead form
    "teamSlug": "sales-cs" // specifies which Small Team appears in the form
}

The thumbnails, notes, and form values can be overridden in the query string (independently), like:

/for/product-engineers?thumbnails=false&notes=false&form=true

These configuration options are remembered when using the _Share your windows_ link generator in the _Active windows_ pane. This is useful for sending a link to someone that will open multiple windows _and also_ remember the display options of a presentation.

Product presentations

The above properties also work for product presentations, like:

/llm-analytics?thumbnails=false&notes=false&form=true

Lead form

The lead form is hidden by default but can be enabled in a persona's JSON file, or displayed manually using the query param &form=true.

"config": {
    "form": true,
}

Non-personalized (industry-specific) landing pages show avatars of the .

Image: Default small team

Company-specific landing pages show the  by default.

Image: No assignment in Salesforce

This is because different URL patterns are intended for different purposes.

| Path                       | Purpose  | Team                    | | -------------------------- | -------- | ----------------------- | | /for/{company}/{persona} | Outbound | New Business Sales Team | | /for/{persona}           | Inbound  | Product-Led Sales Team  |

Small team

The small team in the config object can be overridden for any persona, company, persona within a specific company, or completely custom landing page.

"config": {
    "form": true,
    "teamSlug": "sales-cs"
}

This can also be overridden to show a specific small team using &t={id} using mappings in the TEAM_QUERY_MAP in src/components/Presentation/index.tsx and works for product presentations, use case landing pages, personalized landing pages, and custom presentations.

| ID  | Small Team          | | --- | ------------------- | | 1   | sales-cs          | | 2   | sales-product-led |

On landing pages personalized to a specific company, we check if the account is assigned in Salesforce. This takes priority over any small team assignment in JSON and the t query param.

Image: Account assigned in Salesforce





  47. Product & feature comparisons

  Source: https://posthog.com/handbook/engineering/posthog-com/product-comparisons

  
  Keeping product comparison charts up-to-date across a large website with multiple products is tricky, so we've built a way to source data from a single place. That way, if a competitor adds a new feature (or updates an existing one), we can update the data in one place and have it automatically reflected across the entire website in existing product comparison tables, blog posts, and other documentation.

To do this, we need a source of record for:


	feature definitions (each PostHog product and its feature set)

	competitor data (each competitor and their product and feature offerings)



By standardizing all features across all products and competitors, we can generate a comparison table without any hard-coded data.

Example

This is not an ordinary Markdown table. (In fact, it's not Markdown at all!)

<OSTabs padding triggerDataScheme="primary" tabs={[ { label: 'Output', value: 'table', content: ( <ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { label: 'Some product summaries' }, 'product_analytics', 'experiments', { label: 'Cherry-picked rows about Product Analytics' }, { path: 'product_analytics.pricing.free_tier', label: 'Free usage', description: 'Custom description for the pricing row', }, 'product_analytics.features.autocapture', 'product_analytics.insights.sql_editor', 'product_analytics.cohorts', ]} /> ), }, { label: 'Code', value: 'code', content: (

<code className="language-mdx">{<ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { label: 'Some product summaries' }, 'product_analytics', 'experiments', { label: 'Info about Product Analytics' }, { path: 'product_analytics.pricing.free_tier', label: 'Free usage', description: 'Monthly free tier', }, 'product_analytics.features.autocapture', 'product_analytics.insights.sql_editor', 'product_analytics.cohorts', ]} />}</code>

), }, ]} />

See more examples in the PostHog vs Amplitude blog post. All tables are dynamically rendered from data sourced from json arrays.

Product & platform features

Feature definitions for PostHog products are stored in:

/src/hooks/featureDefinitions/{productName}.tsx // individual products
/src/hooks/featureDefinitions/platform.tsx // overall platform

Session Replay example:

/src/hooks/featureDefinitions/session_replay.tsx

Features can live in the features node, or nested inside in a logical grouping. (This is a truncated example.)

export const sessionReplayFeatures = {
    summary: {
        name: 'Session Replay',
        description: 'Watch real user sessions to understand behavior and fix issues',
        url: '/session-replay',
        docsUrl: '/docs/session-replay',
    },
    features: {
        canvas_recording: {
            name: 'Canvas recording',
            description: 'Capture canvas elements in your app',
        },
        chat_with_recordings: {
            name: 'Chat with your recordings',
            description: 'Discover useful recordings using AI-powered chat',
        },
    },
    platform_support: {
        description: 'Record on web and mobile across major frameworks',
        features: {
            web_app_recordings: {
                name: 'Web app recordings',
                description: 'Capture recordings from single-page apps and websites',
            },
            mobile_app_recordings: {
                name: 'Mobile app recordings',
                description: 'Capture recordings in iOS and Android apps',
            },
            ios_recordings: {
                name: 'iOS recordings',
                description: 'Record sessions from iOS mobile apps',
            },
        },
    },
}

Competitor (& PostHog) data

Competitor data is stored in:

/src/hooks/competitorData/{competitorName}.tsx
/src/hooks/competitorData/posthog.tsx

Amplitude example:

/src/hooks/competitorData/amplitude.tsx

Feature-level data for competitors is stored in the same format, with the exception being that products are namespaced under the products node in a single file instead of being spread across multiple files for each product.

There's also a platform node below the product array.

export const amplitude = {
    name: 'Amplitude',
    key: 'amplitude',
    assets: {
        icon: '/images/competitors/amplitude.svg',
        comparisonArticle: '/blog/posthog-vs-amplitude',
    },
    products: {
        session_replay: {
            available: true,
            pricing: {
                free_tier: '1,000 recordings',
            },
            features: {
                canvas_recording: false,
                chat_with_recordings: false,
                clickmaps: false,
                conditional_recording: false,
            },
        },
    },

    platform: {
        deployment: {
            eu_hosting: true,
            open_source: false,
            self_host: false,
        },
        pricing: {
            free_tier: true,
            transparent_pricing: false,
            usage_based_pricing: true,
        },
    },
}

Referencing data

There are several ways to assemble competitor tables. It uses the ` component which uses ` internally.

Compare products between competitors

This will list out the top-level product names and descriptions.

<OSTabs padding triggerDataScheme="primary" tabs={[ { label: 'Output', value: 'table', content: ( <ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { product: 'product_analytics' }, { product: 'web_analytics' }, { product: 'session_replay' }, ]} /> ), }, { label: 'Code', value: 'code', content: (

<code className="language-mdx">{<ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { product: 'product_analytics' }, { product: 'web_analytics' }, { product: 'session_replay' } ]} />}</code>

), }, ]} />

Render all items within a node

Use features to render all items inside the node.

This is helpful for comparing all features within a product without having to reference them individually.

<OSTabs padding triggerDataScheme="primary" tabs={[ { label: 'Output', value: 'table', content: ( <ProductComparisonTable competitors={['posthog', 'amplitude']} rows={['product_analytics.features', { label: 'Optional custom section header' }, 'dashboards']} /> ), }, { label: 'Code', value: 'code', content: (

<code className="language-mdx">{<ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ 'product_analytics.features', // includes "Features" section header { label: 'Optional custom section header' }, 'dashboards' // only renders true/false for 'available' and sources text from dashboards.tsx using the 'summary' node ]} />}</code>

), }, ]} />

Compare specific features between competitors

If you want to cherry-pick specific features, just reference the key directly. (This is useful for blog posts that compare specific features between competitors in a manually set order.)

<OSTabs padding triggerDataScheme="primary" tabs={[ { label: 'Output', value: 'table', content: ( <ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { path: 'product_analytics.pricing.free_tier', label: 'Free usage', description: 'Monthly free tier', }, { label: 'Core features' }, 'product_analytics.features.autocapture', 'product_analytics.insights.sql_editor', 'dashboards', ]} /> ), }, { label: 'Code', value: 'code', content: (

<code className="language-mdx">{<ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { path: 'product_analytics.pricing.free_tier', label: 'Free usage', description: 'Monthly free tier', }, { label: 'Core features' }, 'product_analytics.features.autocapture', 'product_analytics.insights.sql_editor', 'dashboards', ]} />}</code>

), }, ]} />

Override label/description but source values from competitor files

This is useful when referencing a global feature but want to tailor the label or description to be more personalized to the product or feature.

_Example: If there's a global data retention for 7 years but in reference to heatmaps, you might want to say "Heatmap data retained for 7 years."_

{
    label: 'Custom label',
    description: 'Custom description about heatmaps',
    path: 'heatmaps.features.heatmaps',
},

Add custom line items with arbitrary values

If you need to add a custom row that doesn't exist in the competitor data, you can use the values property to specify a value for each competitor.

<OSTabs padding triggerDataScheme="primary" tabs={[ { label: 'Output', value: 'table', content: ( <ProductComparisonTable competitors={['posthog', 'fullstory']} rows={[ { label: 'In-app prompts and messages', description: 'Send messages to users in your app', values: [true, false], }, { label: 'Custom pricing tier', description: 'Special pricing available', values: ['Enterprise only', 'All plans'], }, ]} /> ), }, { label: 'Code', value: 'code', content: (

<code className="language-mdx">{<ProductComparisonTable competitors={['posthog', 'amplitude']} rows={[ { label: 'In-app prompts and messages', description: 'Send messages to users in your app', values: [true, false], }, { label: 'Custom pricing tier', description: 'Special pricing available', values: ['Enterprise only', 'All plans'], }, ]} />}</code>

), }, ]} />

The values array should have the same length as the competitors array, with each value corresponding to a competitor in order.

Section headers

Add section headers to organize comparison tables into logical groups. Headers only require a label property:

<ProductComparisonTable
    competitors={['posthog', 'amplitude']}
    rows={[
        { label: 'Core Features' }, // Section header - no description needed
        'product_analytics.features.autocapture',
        'product_analytics.features.cohorts',
        { label: 'Advanced Features' }, // Another section header
        'product_analytics.insights.sql_editor',
        'product_analytics.group_analytics',
    ]}
/>

Headers automatically span across all columns and are styled with a border to visually separate sections.

Product page overrides

Excluding sections

Product pages list out all sections within a product's feature set by default, but in some cases it doesn't make sense to do so.

For example, showing the platform.integrations section might make sense for the Product Analytics comparison, but not for AI Observability comparison where that product doesn't really integrate with the tools that are otherwise integrated across the PostHog platform.

If you want to exclude a section from rendering, you can use the excludedSections property.

<ProductComparisonTable
    competitors={['posthog', 'amplitude']}
    rows={['product_analytics.features']}
    excludedSections={['platform']}
/>

For product pages, this is handled by the excluded_sections property in the product's feature definition file.

/src/hooks/productData/ai_observability.tsx:

export const aiObservability = {
    ...
    comparison: {
        companies: [
            {
                name: 'Langfuse',
                key: 'langfuse',
            },
            {
                name: 'Langsmith',
                key: 'langsmith',
            },
            {
                name: 'Helicone',
                key: 'helicone',
            },
            {
                name: 'Braintrust',
                key: 'braintrust',
            },
            {
                name: 'PostHog',
                key: 'posthog',
            },
        ],
        rows: ['ai_observability'],
        excluded_sections: ['platform'], // or an individual node like 'platform.integrations'
    },
}

Excluding rows with missing data

By default, the component will show rows where a competitor's cell doesn't have a value. This can be overridden on a per-product basis by setting require_complete_data: true in the product's feature definition file.

/src/hooks/productData/product_analytics.tsx:

export const productAnalytics = {
    ...
    comparison: {
        rows: ['product_analytics'],
        require_complete_data: true,
    },
}





  48. Managing the company roadmap

  Source: https://posthog.com/handbook/engineering/posthog-com/roadmap

  
  Creating a new roadmap item


	Log in to posthog.com

	Visit posthog.com/roadmap

	Click the + button at the top of the window



Image: plus button at top


	Fill out the details and click Create



Roadmap fields

Title

The title of the roadmap item. Self-explanatory.

Description

A brief description of what the roadmap item intends to accomplish.

Projected completion date / Date completed

The projected completion/completion date of the roadmap item. If the “Complete” checkbox is checked, this field label will change from “Projected completion date” to “Date completed”.

This field also controls where the roadmap item appears on the roadmap page.


	If no date is present, it will appear under “Under consideration”.

	If a projected completion date exists, it will appear under “In progress”.

	If a completed date is added, it will appear under “Recently shipped”



Category

Used to group roadmap items together. We only use this field to categorize the milestones on the homepage.

Add GitHub URL

If a GitHub issue is relevant to the roadmap item, you can paste the entire URL here. There is no limit on how many issues you can attach.

This field is used to display GitHub issue titles and links on roadmap items under the “Under consideration” section. It also determines the progress of the roadmap items under the “In progress” section.

Image

Used to show album art for roadmap items under the “In progress” section. Images should be square, at least 200 x 200 pixels, and not contain any borders or shadows. Images are optional. If you need a new image, request it through the normal process.

Complete

Used to determine if the roadmap item is complete. If checked, the date field will change from “Projected completion date” to “Date completed”.

Milestone

If checked, the roadmap item will appear on the roadmap section of the homepage.

Beta available

If checked, buttons under the “In progress” section change from “Subscribe for updates” to “Get early access”.

Notify subscribers

Only appears when editing an existing roadmap item. See the notifying roadmap subscribers section for more info on how to use this feature.

Notifying roadmap subscribers


	Visit the item in the roadmap

	Click Edit on a roadmap item

	Make the necessary changes to the roadmap item

	Check the “Notify subscribers” checkbox

	Click “Next”



You’ll see a couple of new fields.

Subject

The subject of the notification email.

Content

The body of the notification email. Supports Markdown.

This field will auto-populate with any changes you’ve made to the roadmap item. For instance, if you check the “Beta available” field before clicking “Next”, the content will be auto-populated with “Beta is now available”.

View subscribers

Click this button to see all subscribers who will receive the email.

Once your email body and subject are ready, click “Update & notify subscribers” to add the emails to the Customer.io email queue. Any emails sent from Squeak are automatically placed in “Draft”.

To send the emails, you must log in to Customer.io > Click “Broadcasts” > Click “API Triggered Broadcasts” > Click “Squeak! Roadmap item” > Click “Drafts”. From here, you can select and manually send all roadmap notification emails.

Note: This will change in the future. Once we determine this works as intended, we can automatically send emails directly from Squeak and cut out the Customer.io steps.






  49. Managing small teams

  Source: https://posthog.com/handbook/engineering/posthog-com/small-teams

  
  Small team pages are managed in a few places:


	MDX files in the repo under /contents/teams/{team-name}




	_Quarterly goals, team-specific handbook content_




	Team records in our CMS, with all fields editable directly on the small team page




	_Team photo, mission, crest_




	Small team FAQs




	_Aggregated from team member profiles, and from our CMS_



Team page content

Any MDX files in the repo will display below the team members and _recently shipped_ sections.

Quarterly goals

We're moving toward having quarterly goals in their own MDX files, like 2024-Q1.mdx. This will allow us to show the current team goals, while displaying previous goals in an accordion.

Until then, when adding quarterly goals for a new quarter, add them to the index.mdx file and move the previous goals into a section below them (rather than deleting):

## Previous goals

<details>
<summary>Q3 2024 goals</summary>

### Goal 1

- Details
- More details

### Goal 2

- Details
- More details

</details>

See the 's page as an example of how it will look.

---

Team management

Creating a new small team

Website steps


	Make sure you're logged in to your community account

	Navigate to /teams

	Click the _New team_ button

	Fill in all fields

	Click _Save & publish_



Repo steps


	Create a directory for the team in /contents/teams/{team-name} and duplicate index.mdx and objectives.mdx from another team as a starting point



The new team will be added to the _Teams_ page on the next build.

Editing a small team


	Make sure you're logged in to your community account

	Navigate to the small team page you wish to edit

	Click the _Edit_ button (top right corner of the app window)

	Edit the desired fields

	Click _Save_



Add content to the small team's page

Visit the new small team page to:


	Add team members (Login, click the Edit button)

	Assign the team lead (click the crown icon)

	Update the team photo and caption (click the team photo to upload)

	Update the team's mission

	Update the team crest (click _Edit crest_ to customize your team's crest)




	Use the default crest and default mini crest images until you have a custom crest.



Other tasks


	Request a custom team crest from Lottie. Describe your team with a few adjectives, maybe physical tools that can be used in an illustration, and a sentence or two about what you do. She'll create two versions: a large one (for your small team's page) and a mini crest used in other places (like the careers page).

	Create a new team on GitHub and remove the new members from their previous team. If moving a previous team lead, remove their team lead status from the previous team first.

	Give that newly-created team Direct Access with Write permission to the posthog and posthog.com repositories, as well as any other repos they will be contributing to frequently. This allows team members request review from their team instead of having to tag members individually.

	Create the new feature/team-{team-name} labels on GitHub.

	Add the team's feature ownership to the feature list.




	Features are managed in /src/hooks/useFeatureOwnership.tsx.

	owner: Use the team's slug (seen in the URL when visiting a small team's page). Supports an array for shared ownership.

	notes: (Optional) Displays below owners. (Wrap string in &lt                                                                                          ;em&gt;brackets&lt;/em&gt;)

	label: Defaults to the feature name, but slugified. Override with a custom tag if necessary. Supports false to hide the label if one doesn't exist.




	On Slack, create a new channel called                                                                                                                                                                                                                                                      #team-{team-name}. Add a new People > User group with the handle @team-{team-name}-folks. Add / Remove people from other groups as necessary.

	If there are existing forum topics or roadmap items, re-assign them to the new team.




	Make sure there's a group in Zendesk for the new team, and add the zendeskGroupID to the team's record in Strapi so community questions are routed to the right team in Zendesk. (Ask the Website & Docs team for help here.)




	Update small team names in Ashby. These are used to categorize jobs by team on the careers page.



Managing a small team

To manage content on the small team page, see the Add content to the small team's page section above.

Renaming a small team

This requires coordination with the  team, as updating team names involves changing slugs which will break builds if not done in the correct order. Ask in #posthogdotcom team for help.

Removing a small team

Ask in #posthogdotcom team for help.





  50. PostHog.com site architecture

  Source: https://posthog.com/handbook/engineering/posthog-com/technical-architecture

  
  PostHog.com doesn’t behave like a normal website. Instead, it runs inside a desktop-style environment where every page is a draggable window. This guide explains how that system works under the hood.

Core architecture

PostHog.com runs on Gatsby with a custom windowing system built using React context providers. The entire site operates inside a desktop-like environment where traditional page navigation is replaced by window management.

At a high level, every page is wrapped in the App Provider, which manages global state and window logic. The Wrapper renders the desktop interface, and each page is displayed inside an AppWindow component on the Desktop.

Key components


	App Provider (src/context/App.tsx) – Core state management and window system

	Wrapper (src/components/Wrapper/index.tsx) – Desktop layout and window rendering

	AppWindow (src/components/AppWindow/index.tsx) – Individual window state management

	Desktop (src/components/Desktop/index.tsx) – Desktop environment with wallpapers and icons



How pages become windows

Every page in the site is wrapped using Gatsby's wrapPageElement API in gatsby-browser.tsx:

export const wrapPageElement = ({ element, props: { location } }) => {
    return (
    )
}

When Gatsby loads a page, it passes:


	element – The page's React component

	location – Current route information



These get passed to the App Provider, which converts them into windows.

The App Provider system

Located at src/context/App.tsx, the App Provider is the core of our windowing system.

Window state management

The App Provider maintains an array of active windows in state:

const [windows, setWindows] = useState<AppWindow[]>([])

Each window object contains:


	element – The React component to render

	position – X/Y coordinates

	size – Width/height dimensions

	zIndex – Window stacking order

	minimized – Minimized state

	path – Route path

	appSettings – Window-specific configuration



Core functions

Key window management functions include:


	addWindow() – Creates and adds new windows to state

	closeWindow() – Removes windows from state

	bringToFront() – Updates z-index for window focus

	minimizeWindow() – Sets minimized state

	updateWindow() – Updates position, size, and other properties



Window routing behavior

The App Provider decides whether to create, focus, or replace a window based on navigation state:


	New window – If newWindow: true is passed in location state, or no existing window matches the path

	Focus existing – If a window with the same path already exists, bring it to the front instead of creating a duplicate

	Replace – For standard navigation without newWindow: true, replace the content of the focused window



This prevents duplicate windows for the same route while still allowing intentional multi-window behavior.

App settings configuration

Window behavior is controlled by the appSettings object in src/context/App.tsx. Each route can have custom settings:

const appSettings: AppSettings = {
    '/': {
        size: {
            min: { width: 700, height: 500 },
            max: { width: 800, height: 1000 },
            fixed: false,
        },
        position: {
            center: true,
            getPositionDefaults: (size, windows, getDesktopCenterPosition) => {
                // Custom positioning logic
                // Currently only offsets the homepage window
                // so the default background is always fully visible
            },
        },
    },
    // More route configurations...
}

Configuration options


	size.min/max – Minimum and maximum window dimensions

	size.fixed – Whether window can be resized

	size.autoHeight – Auto-adjust height to content

	position.center – Center window on screen

	position.getPositionDefaults – Custom positioning function



The Wrapper component

src/components/Wrapper/index.tsx handles the actual desktop rendering:

export default function Wrapper() {
    const { windows, constraintsRef } = useApp()

    return (
        <div className="fixed inset-0 size-full flex flex-col">
            <div ref={constraintsRef} className="flex-grow relative">
                    {windows.map((item) => (
                    ))}
            </div>
        </div>
    )
}

It renders:


	Desktop background and icons

	Taskbar at the top

	All active windows with animations



It also provides drag constraints for window movement via constraintsRef.

Window implementation

Individual windows are implemented in src/components/AppWindow/index.tsx using Framer Motion for animations and drag interactions. Each window is wrapped in a Window Provider so that child components can access the current window object via the useWindow hook.

Key features


	Dragging – Windows can be dragged around the desktop

	Resizing – Resize handles on window borders

	Snapping – Windows snap to screen edges

	Minimizing – Windows minimize to taskbar

	Focus management – Click to bring windows to front

	Chrome – Window controls (close, minimize, maximize buttons)



Window lifecycle


	Creation – New AppWindow object added to state

	Mounting – Component mounts with entrance animation

	Interaction – User can drag, resize, minimize, close

	Unmounting – Exit animation before removal from state



Experience modes

The site supports two experience modes controlled by siteSettings.experience:


	posthog – Full desktop OS experience with windows

	boring – Traditional website navigation (used on mobile or when explicitly toggled)



During development you can manually force boring mode by setting siteSettings.experience = 'boring'. This is useful for debugging.

Keyboard shortcuts

Global keyboard shortcuts are handled in the App Provider:

Navigation and search


	/ or Cmd+K – Open search

	? – Open chat



Appearance


	, – Display options

	. – Keyboard shortcuts

	\ – Toggle theme

	| – Cycle wallpapers



Window control


	Shift + Arrow keys – Window snapping

	Shift + W – Close focused window

	Shift + X – Close all windows



SEO compatibility

Despite the desktop interface, the site maintains full SEO compatibility:


	Pages are statically generated at build time

	Each route has proper HTML structure, canonical tags, and metadata

	Search engines crawl normal static files

	Client-side windowing does not affect crawling



Development workflow

When working on the windowing system:


	Test window creation – Ensure new pages create windows properly

	Check positioning – Verify windows open in expected locations

	Test interactions – Drag, resize, minimize, close functionality

	Verify animations – Smooth entrance and exit animations

	Mobile compatibility – Ensure fallback to boring mode works



Common debugging


	Windows not appearing – Check appSettings configuration for the route

	Positioning issues – Verify getPositionDefaults logic

	Animation problems – Check Framer Motion configurations in AppWindow

	State sync issues – Use React DevTools to inspect App Provider state



This architecture allows PostHog.com to feel like a desktop operating system while maintaining the benefits of a static website for performance and SEO.





  51. Product design process

  Source: https://posthog.com/handbook/engineering/product-design-process

  
  No product design within small teams

We encourage engineers to act like feature owners, carrying a project from ideation to completion. We maintain a design system in Storybook, so engineers can build high-quality features independently, as much as possible.

Because engineers choose their sprint tasks near the beginning of a sprint (and product doesn't plan tasks _for_ engineers in advance), our process doesn't allow for us to have a product manager and a designer to work closely together before a task gets selected by an engineer.

In our process of short, 2-week sprints with no pre-planning, design would become a blocker to an engineer quickly iterating on a feature. Thus, engineers don't get support from product designers. Product designers should deliver high quality components. The product teams should have people in them that can ship good-enough quality interfaces using those components. If that's not true, we should hire or move people around.

Learn more about how we decide this in our guide to working with product designers, for engineers.

Requesting artwork and brand materials.

Need some custom artwork? Read the art and branding request guidelines.

Portfolio





  52. Product Design, for Engineers

  Source: https://posthog.com/handbook/engineering/product-design

  
  We believe that everyone is a designer. Because we hire generalists, there is no expectation that every project should start by running through design _first_. It is up to you when to involve our product designers in your work.

You should start by identifying the stage and goals of your project.

v0.1 or v2?

As the feature owner, you should make a choice if you're building a very basic first iteration of something, or if you're improving the experience.

There are two paths for creating the first version of a product: v0.1 or MVP (even earlier).

v0.1

If we're attempting to reach parity on a product or feature with other competitors in the space – and there's a clear path toward how a product should work or look – there's no need to loop in a designer. You should make your best judgement, while leveraging our design system to build your feature.

MVP

If you're shipping an entirely new feature (i.e. SQL for PostHog), then you should figure out if any users even care (!), which usually means creating an MVP and releasing it behind a feature flag to some friendly users. (Pro tip: make friends by being support hero.)

During both of the above approaches, designers are happy to provide light recommendations that will improve the user experience without becoming a blocker to shipping.

v2

If you're improving an _existing_ feature that is popular, you are probably creating v2. Typically when we decide to ["Nail [a specific feature]"](/blog/product-360#4-we-created-two-very-basic-frameworks), it's worth working closely with design to figure out how we can _10x_ our product vs. competitors.

However you're building, please _communicate_ to product design what your expectations are!

Feature Complexity

The more complex a feature is to implement, the more likely it is that involving product design will make you faster.

Your design skill

We generally hire full stack engineers, but some people think more like designers than others. This is fine - you should play to your strengths.

The less strong you are at design, the more we'd encourage you to involve a product designer.

If you're unsure about your skill level, ask a product designer for direct feedback. This is a book we'd recommend if you want to learn the mindset.

Scenarios for looping in product design

If you built something and just need some polish...

Feel free to share a link (or screenshot) of what you've built. We can provide UX or design feedback for your consideration.

If you built something and realize it needs some UX love...

Share a link (or screenshot) of what you've built. Depending on the state of the project, we can either go back to the wireframe stage to rethink some things, or figure out a phased approach to incremental improvement.

If you designed your own wireframes or mocks...

Sometimes if you have domain knowledge or have been thinking about a project for a while, it might make more sense for you to start the design process. Feel free to share with us for a second opinion, or if you think certain UIs or flows are suboptimal.

Need help brainstorming a flow? Pair with a product designer

If you'd like the help of a product designer on an MVP/v0.1-type project, a 30-60 min Zoom working session is a great way to brainstorm and sketch out ideas. Since our design team is small, we try to avoid too much "homework".

Usually during quick syncs like this, it's enough to help an engineer work through complex UX issues. Reach out to Cory if you're interested in a synchronous session like this.

Product design capacity

Sometimes product design may push back if they simply don't have capacity. It's subjective when this may happen, and it'll usually be in cases where they feel they won't be as helpful based on the above.

Read more about how product design works at PostHog - _it's very unique!_





  53. How to do product, as an engineer

  Source: https://posthog.com/handbook/engineering/product-engineering

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Good product engineers, bad product engineers

	How to

	Validate ideas

	1. Pre PMF at PostHog

	2. Figuring out PMF at PostHog

	3. Post PMF at PostHog

	Ship things iteratively and follow up

	Iterate with users



  Good product engineers, bad product engineers

Good product engineers:


	Ship quickly so they have a fast feedback loop

	Understand the company strategy, and prioritize based on this _and_ what they believe users want

	Can easily propose ideas for what to build

	Make sure the things they've built are being used

	Follow up after they've built something to improve it if needed

	Are good at descoping things and getting products or features into people's hands quickly

	Have users that they're friendly with

	Manage to build things without lots of internal meetings

	Dive _deep_ when they need to, because shipping D might also require solving A, B, and C



Bad product engineers


	Consider research something that takes two weeks rather than two hours

	Can't explain our company strategy

	Can't explain who their product is built for

	Don't know their product's competitors

	Only work on things they've been told to work on

	Don't know the names of any of their users

	Never challenge why they're being told to work on something

	Don't talk to users about what they're going to build, or what they've built

	Don't track if the things they've built are being used

	Spend 6 months on a huge feature before a user can try it

	Never remove features or complexity, often by shipping features that aren't used and leaving them

	Focus on internal alignment over company strategy and what users need

	Wait for someone else to fix an adjacent problem



How to

Validate ideas

Despite what the industry tells you, it's debatable how well you can validate ideas up front (see: the number of startups that think they'll succeed based on user interviews then find they can't get any users). Just shipping is often the best way to validate an idea. When we built PostHog, Tim and James had to pivot 5 times – despite getting positive feedback on new ideas almost _every time_. Talking to users upfront can probably help remove totally stupid ideas fast, but for the majority of ideas "this could work", it only has a limited amount of benefit in our experience.

This gives you the best evidence (do people _actually_ use it, and what do they think), but _potentially_ at the highest cost as you have to build it! The challenge with this approach is making sure you de-scope the first version of the product or feature enough that users will at least try to use it, so you get enough signal that they care, without damaging our brand because the experience is so poor.

So, when you ship something:


	Consider what you are trying to learn (if anything, importantly – many things are so obvious like fixing a well-defined bug, you aren't trying to learn anything) product-wise.




	Descope it as much as possible to reduce the cost _you_ incur upfront of building it.




	Judge for yourself if and how to limit brand damage (your options are one or more things like - internal use first, a feature flag rollout, messaging a couple of friendly users, not marketing it or limiting the marketing, or shooting for Minimum Lovable Product instead of Minimum Viable Product).




	Follow up... figure out if / why it is or is not being used, and iterate. If you've shipped early, it'll be crappy so _will need more work_ as you figure out what users want.



Just shipping makes sense when it's very obviously in line with our company strategy (which is generally proven), and you can descope it successfully. This is almost _everything_ that you may ever build here. The key is to manage the rollout carefully.

Products at PostHog generically go through three phases, and considering your phase is important when you ship new features:

1. Pre PMF at PostHog


	We only build things that _already_ have successful competitors with real revenue. The implication is that "just build it" works disproportionately well because other people have already figured out that new product X has product market fit.




	The challenge is therefore figuring out if _PostHog's_ users base will want the new product, as we already know the product is useful.



2. Figuring out PMF at PostHog


	This is where we are getting our very first paying customers.




	The product focus is making sure people are _delighted_ with the above features. Maybe there are bugs or maybe there are too many gaps with competitors still for people to pay. Focus on how happy users are and why / why not. Keep an eye on early revenue data too - are people willing to pay, or are they churning?



3. Post PMF at PostHog


	This is where we're scaling the number of free and paid users.




	Features at this stage either fall into:

	(i) gaps with competitive products that we've not prioritized so far, probably based on feature requests from users, in which case the risk of them not being useful for users is pretty low or...

	(ii) totally innovative things like new UX driven by our take on AI, or a new way to access data (like Hog or SQL), or an integrated experience that no one else can offer because they don't have all the tools in one. In these cases, it is _more important_ to consider how your products are being used as you are more likely to build something that isn't useful (but at this stage, it's fine and encouraged to innovate)



There are plenty of other techniques, that you can do in parallel to get a signal on a new idea:


	Use the public roadmap. If you have a rough idea, create a GitHub issue and create an item on posthog.com/roadmap. This will gauge demand.




	Ask internally for help. There are lots of people that can help you. The CS team talk to users all the time, the support team have a strong sense of pain points, other product engineers have all talked to users, James and Tim have a broader view of how PostHog is doing, the marketing team can help you get usage or validate demand.




	Interviews. Our Product Managers regularly run interviews, ask to be included and give a heads up what you're trying to learn about, or just message users directly! You can even embed your calendar in our surveys app to book your own user interviews. You will need lots of existing potentially relevant customers for this to make sense, since response rates are typically low.




	Listen to the internet. We have a #brand-mentions channel in Slack that monitors for social mentions by customers, or get us to post a question here if you need.




	Seek internal feedback. We dogfood all our own products to grow our company, so ask for _internal_ relevant users.



Ship things iteratively and follow up


	Use staggered rollouts: we have a product _designed_ to help you do this. Depending on how risky a new feature is, start with internal users, or

	Data: check if the thing you just built is being used. Remember to add some events.

	Session replay: watch users using your thing. This can often highlight confusing UX.

	Interviews

	Support

	Listen to the internet



Iterate with users

A note on attitude first - any kind of feedback, bug report, complaint or usage is a gift from users. It's easy to get dismissive or frustrated when people don't "do what we want"! Worst case scenario is that we get ignored.

Handling users well is really important. If we do a good job responding to feedback:


	The product improves because we do a better job at building what users want.

	We get marketing benefits because the user will be impressed and will tell their friends.

	We get more feedback because it teaches people that we listen and that we care.



Tone matters a lot. Whenever you are messaging a user, please consider:


	They're on the internet, so you are competing with cat videos. It better be compelling.

	They receive loads of outreach from people. If you send something generic, it will get auto filtered out by their brain.



So, how do you make yourself compelling to engage with?

The tone is your starting point. Send something informal and human. You are explicitly trying to avoid sounding like a mega corporation that treats users like numbers. You are a human, your users are human. Be friendly, light hearted and fun. Make it clear the message isn't automated if you can.

If you _must_ automate messages for whatever reason, make them quirky and informal and human. "Yo I'm Manoel, my job at PostHog is making sure mobile users are happy. It looks like this includes you! I build X, Y, Z here – is there any chance we could talk about X new thing? Here's my calendar or respond and we'll find time!" sort of vibe. Don't make messages long if you want people to do something – one or two sentences.

The medium matters. The easier something is to spam, the harder it is to get hold of people. For example, email gets ignored far more than Slack or X.

Response times are very important. If you can catch someone _whilst_ you're top of mind, you are likely to get 20x the response rate. That means within a minute or two of receiving a message. There is a huge drop off if you don't respond for 30+ minutes. Obviously this isn't always possible, but take opportunities if you happen to be online at the same time as someone you need feedback from. I once ran a call center – if we phoned someone who made an enquiry within 5 minutes, it was 9x more likely we'd get hold of them.

Closing the loop is the final point. If a user gives feedback or asks for something, you should ultimately respond with:


	A PR (which will likely delight them)

	A roadmap item / issue they can follow (hey this is awesome, I want to do it, this is so you can follow progress)

	A reason why we can't do their thing



Closing the loop with the above shows people we've listened and considered their points carefully, and that we respect their opinion. This means they will continue to give us feedback.

Talk to users

If you're talking to a user, there are some basic principles if you want to be a good product engineer.

Use a lot of open ended questions. Ask things like:


	Do you understand your user behavior? Why / why not?

	What do you want to know about how a feature is used?

	If I could build one thing for you right now, what would it be?



Look for evidence that users have _actually done anything_ about the problems they say they have.

People want to be likable, so they'll often say they want what you're working on, even if they don't. Lots of features or products are nice-to-have versus must have. When something is a nice-to-have, people will act interested but won't get around to actually using it.

Ask things like:


	Have you tried to solve this problem before? What did you do?

	How important is this issue compared to other things you have to work on?

	Has your company spent money trying to solve this before?



Write down every interview. This helps us come back as the rest of the team, or you, consider other products or features in future.





  54. Revenue and forecasting

  Source: https://posthog.com/handbook/engineering/revenue-and-forecasting

  
  The  maintains the revenue dashboards and queries that are used to understand:


	What our historical revenue record looks like

	What our revenue is expected to be this month

	What our churn, growth, expansion, and contraction look like

	Which customers have done the above activities

	etc



Currently, all revenue dashboards can be found in Metabase (though we hope to have them all in PostHog's own data warehouse soon 👀).

Important dashboards

(these require internal access)


	General overview: Useful to see our ARR graph and get quick links to dig into revenue for certain months.

	Revenue lifecycle: Useful to see trends over time for churn, expansion, new revenue, etc.

	Product-specific analysis (pick your product and date [month] at the top!): Kind of a combination of the above two, but for a specific product

	Revenue by customer bucket: Useful for understanding trends in contract size for financial modeling, support, etc



FAQ

How is revenue attributed to a certain month?

Revenue is attributed to a given month based on the end-date of the invoice period. For example, an invoice that has a period of 2023-01-12 to 2023-02-12 will be counted in the revenue for 2023-02.

Some invoices cover multiple months. In this case, in the invoice_with_annual table (which is what all our dashboards use) we take the total amount of the invoice and divide it by the number of months the invoice covers, which gives us the MRR. We then generate a row for each month with that MRR so we can count that revenue into our monthly ARR/churn/expansion/etc calculations.

When is it a "forecast" vs a real, complete number?

As soon as any given month starts, we start closing invoices. As the month goes on and customers' invoice periods end, we close more invoices. This means that as the month goes on, we get more and more confident about what our revenue will be for that month. The month's revenue can still change after the month is over, however, due to delayed payments. This is generally not a hugely significant number, but it is something to be aware of.

How do we forecast a customer's revenue?

Our revenue is based on usage, so we do some basic math to make an educated guess about how much usage a customer will have in the current period.


	For new customers, their usage can be very spiky as they tune their implementation. We don't currently forecast their usage if it's less than 31 days since their subscription started. Instead, we just report their current usage as their forecast.

	If there are fewer than 7 days elapsed in the customer's current billing period, get the last 7 days usage (even if it's from the last period) and calculate the usage per hour. The calculate the remaining hours in the billing period, and do math to make an estimate.

	If there are more than 7 days elapsed in the customer's current billing period, do the math based on all the days in the billing period.

	If the customer has billing limits set, respect those billing limits.



How are cancelled bills handled? Are those forecasted?

As soon as someone cancels their account, their invoice is immediately closed. The revenue from that invoice immediately goes into the "completed" pile.

When are invoices updated?

A task is run nightly to sync the last 2 months of completed invoices, as well as all upcoming invoices for all customers. After the task is complete, the invoice_with_annual view is updated with the fresh data.





  55. SDK guidelines

  Source: https://posthog.com/handbook/engineering/sdks/guidelines

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Make the default experience excellent

	Don't break the host application

	Keep dependencies boring

	Respect the platform

	Be careful with resources

	Keep identity and state boring

	Make SDKs thread safe

	Treat privacy as a product feature



  These are living guidelines, and they're meant to help us make better tradeoffs, not to be a gatekeeper. If a guideline doesn't fit your SDK, don't treat it as a blocker. Talk about it, write down the decision, and move on with context for the next person.

The big idea: PostHog SDKs run inside customer applications. That means customers lend us trust every time they install one. Our job is to be useful, boring in production, and safe to run in places we don't control.

Make the default experience excellent

Most users never read every option. They install the package, copy the quickstart, and hope it works.

Good defaults matter more than lots of configuration. Capture the right context by default, batch sensibly, retry carefully, and avoid making users learn PostHog internals before they see value. Configuration is still important, but it should feel like customization rather than a requirement to get a safe baseline.

A clean install should get developers to first value quickly: install the package, initialize PostHog, and capture a test event or evaluate a feature flag in a few minutes. Quickstarts should work from a new project without hidden setup.

In general, features should be enabled by default unless there's a good reason not to, such as privacy risk, compatibility risk, performance risk, or platform limitations. Users should be able to opt in and out of features, and ideally high-level feature controls should also exist in PostHog project settings through remote config. When the reason is privacy-sensitive data, see Treat privacy as a product feature.

Don't break the host application

The SDK should never be the reason a customer's app crashes, slows down dramatically, fails to build, or starts behaving strangely.

Prefer graceful degradation over cleverness. If feature flag polling, replay capture, networking, storage, or background work fails, the app should keep running. In most cases, failing silently with useful debug logging is better than surprising the customer at runtime. The logger is our friend here: use it to explain what happened without making the host app pay for it.

Silent failure is not always the right default. Initialization errors, invalid configuration, unsupported hosts, project token problems, and explicit customer-called APIs should surface clear, idiomatic errors when the customer can act on them.

Retries and timeouts should be bounded, predictable, and documented. Avoid retry behavior that surprises customers, creates duplicate work, or hides persistent failures.

If an SDK can't support a platform, framework version, or runtime, make that clear at install time or startup. Don't make customers discover it through confusing production errors.

Keep dependencies boring

Every dependency adds size, security surface area, licensing questions, maintenance work, and compatibility risk. It can also introduce malware or compromised packages, naming clashes, dependency resolution surprises, runtime breakage from a transitive version change, and noticeably larger binaries or bundles. Use dependencies when they clearly improve the SDK, but be skeptical of adding them to the core path.

A good rule of thumb: basic event capture should work with as little extra machinery as the platform reasonably enables. Optional integrations can have optional dependencies, but the base SDK should stay lean.

If a specific feature needs a specific dependency, consider making that feature a separate module or package. For example, Session Replay may need image or video encoding dependencies, and iOS Error Tracking may need crash reporting dependencies. Users should have a clear way to opt out of that feature and dependency when they don't need it, can't ship it, or need a smaller binary.

That said, dependencies are sometimes the right choice. Some platforms don't provide safe basic primitives, such as an HTTP layer, storage, or concurrency tools. In those cases, use a boring, well-maintained dependency. If dependency risk is high but the code is small and stable, vendoring can also be a reasonable option. Document the tradeoff either way.

Respect the platform

Each SDK should feel natural in its language and ecosystem. Follow platform naming conventions, package manager expectations, async patterns, error handling style, logging conventions, and test tooling.

Consistency across PostHog SDKs is useful, but not at the cost of making a Ruby SDK feel like JavaScript, or a Swift SDK feel like Python. Prefer a small shared vocabulary – capture, identify, alias, flush, shutdown – and let the platform shape the details.

At the same time, don't make SDKs different for the sake of it. Users move between SDKs, and LLMs often help port examples from one language to another. Keep names, concepts, method behavior, and configuration shapes as close as the platform reasonably enables.

Be careful with resources

SDKs often run in hot paths, mobile apps, serverless functions, CLIs, browsers, background workers, and long-lived servers. Resource usage needs to be boring too.

Watch for memory growth, unbounded queues, aggressive timers, excessive network calls, large payloads, lock contention, startup cost, and battery usage. Add backpressure where possible. If the SDK holds data in memory, try to provide a clear maximum size for that data or queue, and make it configurable when customers may need to tune it.

If a customer reports one of these problems, consider adding a stress test or regression test with a safe threshold. The goal isn't to make performance tests flaky. It's to catch future PRs that clearly bring back the same class of problem.

Keep identity and state boring

Identity is one of the easiest places to confuse customers and corrupt data. distinct_id, anonymous IDs, identify, alias, reset/logout, group state, feature flag state, and persisted properties should behave predictably and, where possible, consistently across SDKs.

Be explicit about whether an SDK is stateful or stateless. Browser and mobile SDKs usually own local state because they persist anonymous IDs, queued data, flags, and replay/session context. Many server-side SDKs should be more stateless by default because one process can handle many users, tenants, requests, or jobs at the same time.

Don't accidentally make a stateless SDK stateful by storing per-user data globally. If state is needed, make the boundary obvious: request-scoped client, explicit context object, local storage, cookie, in-memory queue, or whatever is idiomatic for the platform.

Make SDKs thread-safe

Assume public SDK methods can be called from multiple threads, async tasks, workers, callbacks, request handlers, or lifecycle hooks. Queues, identity state, remote config, feature flag caches, loggers, and shutdown paths should be safe under concurrent access.

If a platform has a single-threaded runtime, still think about re-entrancy and async ordering. If something is not thread-safe, document it loudly and provide a safe path for normal usage.

Treat privacy as a product feature

PostHog helps customers understand users, but our SDKs should not collect sensitive data casually.

Be explicit about anything that can include personal data, request/response bodies, headers, screen contents, console logs, or exception context. Prefer opt-in for high-risk data, make masking and redaction easy, and document what leaves the device or server.

Think about security beyond privacy

Privacy is not the whole security story. SDKs should avoid exposing secrets, storing sensitive data unnecessarily, weakening TLS defaults, trusting unvalidated remote input, or making supply-chain risk worse.

Use platform-sandboxed storage where possible, such as app-scoped storage, Keychain/Keystore-style APIs for sensitive values, browser storage with the right assumptions, or restricted file permissions on servers. If data is only needed temporarily, prefer memory over durable storage.

Releases are part of the security model too. SDK publishing should be automated through CI and protected by an approval process, as described in the SDK release process. Avoid local machine publishing for official releases when CI can do it, because CI gives us clearer provenance, fewer long-lived credentials, and a better audit trail.

Design APIs for forward compatibility

SDK APIs live for a long time. Once a pattern is copied into thousands of apps, changing it gets expensive.

Keep the public API small, boring, and hard to misuse. Use options objects for things likely to grow. Avoid exposing internal concepts unless customers need them. Public APIs and configuration options should be unique: don't offer two or more ways to do the same thing unless there's a strong compatibility reason. Duplicate paths confuse humans, documentation, support, and LLMs.

Agents can help spec and drive SDK changes, especially repetitive cross-SDK work. Public APIs, configuration, defaults, and behavior that affects customers still need human review for ergonomics, platform fit, and long-term support cost.

Be careful not to expand the public API by accident. Exported helpers, leaked internal types, undocumented options, and test-only hooks can become APIs customers depend on. Keep internals private where the platform enables it. If something is experimental, say so clearly and consider keeping it behind an internal API until we're confident it should be public.

Prefer additive API changes over breaking ones. It's much easier to add a new method, option, or type than to remove one later. When you need a breaking change, respect the SDK's versioning scheme, make the migration obvious, document it clearly, and release it intentionally.

For larger migrations, write a migration doc and, where useful, an agent skill that can help apply the change across customer codebases. Try to batch breaking changes into a single major version instead of shipping a new breaking change every week.

Deprecate before removing

Use semver, or the ecosystem's closest equivalent, for public API changes. Removing a public method, field, configuration option, package, or behavior should usually wait for the next major version.

Before removing something, deprecate it first. Keep the deprecated method or option working until the major release, route it to the new implementation where possible, and log a clear runtime warning when it is used. The warning should say what changed, what to use instead, and where to find the migration guide.

Deprecation warnings should be useful, not noisy. Avoid logging the same warning thousands of times in a hot path if you can log it once per process, session, or call site.

Write less SDK code when the server can do it better

SDKs should collect useful context and send high-quality data. They should avoid owning complex business logic that can live safely on the server.

Server-side logic is easier to change, observe, roll back, and fix globally. SDK-side logic ships into customer apps and can take weeks, months, or years to update. Put logic in the SDK only when it needs local state, local performance, platform APIs, or offline behavior.

Make debugging humane

When something goes wrong, customers and support engineers need a path to answers.

Provide debug logging that can be enabled without rebuilding the world. Include enough information to understand initialization, dropped events, retries, network failures, feature flag decisions, and queue state. Avoid logging secrets. Project tokens are public identifiers, but other credentials are not.

Remember that SDKs often run on customer devices or infrastructure where we don't have access to logs. When it helps support and debugging, include minimal, high-value SDK state in captured data, recordings, or diagnostics. Session Replay is a good example: a small amount of SDK health context can make production issues much easier to investigate. Keep this data minimal, documented, and privacy-aware.

Test the boring paths and the weird paths

The happy path matters, but SDK bugs often hide in shutdown, retries, offline mode, old runtimes, ad blockers, proxies, clock skew, app backgrounding, forked processes, serverless cold starts, and partial initialization.

Prefer tests that match how customers use the SDK. Add small example apps where they help. For mobile and browser SDKs, remember that customers can't always roll out fixes quickly, so a little extra caution before release is worth it.

Treat docs and examples as part of the SDK

An SDK without good docs is only half shipped. Keep the quickstart current, show idiomatic examples, and explain common production setup: flushing on shutdown, identifying users, using custom hosts, handling feature flags, and enabling debug logs.

Each SDK should have a troubleshooting page for common install, build, configuration, network, and runtime errors.

Examples should be boring, copy-pasteable, and close to how customers write real production code in that ecosystem.

Public methods, configuration options, and types should have documentation comments in the platform's standard style, such as JSDoc, docstrings, KDoc, or Swift documentation comments. Write them for humans, but remember that LLMs and IDEs parse them too. A good comment explains what the method or option does, when to use it, defaults, side effects, and any privacy or performance caveats.

The public API reference should be complete and current. It should cover public methods, types, configuration options, defaults, side effects, return values, errors, and examples where they help.

Release like people depend on it

Because they do. Use semver or the ecosystem's closest equivalent, keep changelogs readable, call out breaking changes loudly, and follow the SDK release process. Official releases should be automated through CI and sit behind an approval process to reduce supply-chain risk.

Release cadence is a balance. Giant releases are hard to review, hard to debug, and hard to roll back, but releasing every tiny change can also create noise and upgrade fatigue. Prefer coherent releases: small enough to understand, grouped enough to be useful, and clearly documented so customers know whether they should care.

The right cadence also depends on the platform and ecosystem. Web and server SDK users can often upgrade quickly through a package manager, but mobile, desktop, game engine, and enterprise customers may deal with app store review, slow adoption, long release trains, or internal approval processes.

Keep changelogs and version bumps accurate

A changelog is customer-facing release documentation, not just release metadata. For SDKs using changesets, the changelog entry is part of the code change. As the author of a change, you're responsible for writing a meaningful summary and choosing the correct semver bump before the PR lands. Take care to ensure that the entry accurately reflects what changed, who it may affect, and whether customers need to take action. If they do, describe that action clearly.

Use semver, or the ecosystem's closest equivalent:


	Patch versions are for backward-compatible bug fixes, security fixes, documentation/package metadata corrections, and internal changes that don't add customer-facing API or behavior. A user should be able to upgrade a patch release without changing their code or expectations.

	Minor versions are for backward-compatible additions or behavior improvements: new public methods, options, integrations, supported platforms, or feature support. Existing code should continue to compile, run, and behave as before.

	Major versions are for breaking changes: removing or renaming public APIs, changing method signatures or return types, changing default behavior in a way customers may rely on, dropping supported platforms/runtime versions, changing persisted data formats without safe migration, or making previously valid configuration invalid. Major version bumps are ideally planned in advance, and should typically be avoided unless absolutely necessary.



If a release does include a breaking change, call it out clearly in the changelog and provide migration guidance. Before introducing a breaking change, consider alternative solutions by asking yourself:


	Could this change have been written in a backward-compatible manner?

	If this supersedes an existing public API or behavior, should the old one be deprecated first?

	Can the new behavior be introduced as an opt-in option first, or can the old behavior remain available through a defaulted option or alias?

	Do we understand who is affected and how hard migration will be?

	Should this be batched with other breaking changes in the next major release?



Document decisions and sharp edges

If an SDK supports only certain platform versions, has unusual threading behavior, drops events under pressure, stores data locally, or handles privacy-sensitive data, write it down.

Most of the time, a code comment near the decision is enough. For bigger decisions, write an RFC or add the guidance here if it applies across SDKs. This isn't bureaucracy. It's how we avoid the next contributor rediscovering the same tradeoff six months later.





  56. SDKs

  Source: https://posthog.com/handbook/engineering/sdks

  
  There is now a small, dedicated SDK team at PostHog (@PostHog/team-client-libraries) that helps drive direction and coordination. However, SDK development and maintenance remains a collaborative effort across the engineering organization. @PostHog/client-libraries-approvers exists in GitHub to coordinate the collaboration for those who are more interested than normal in the development of these SDKs.

How SDK work gets done

SDKs are maintained by engineers across different teams who either:


	Volunteer for the SDK support rotation to help with issues and bug fixes

	Contribute improvements when their team's product needs SDK changes (e.g., adding session replay support to a new SDK)

	Pick up SDK work during hack days or when they have spare capacity



This distributed model means SDKs get attention from engineers with diverse expertise, and ownership is shared across the company.

Want to get more deeply involved?

If you're interested in contributing to our SDKs — whether that's fixing bugs, adding features, or improving documentation — drop a message in #team-client-libraries. We're always happy to have more people helping out, and it's a great way to learn about different parts of the PostHog ecosystem.

You can also sign up for the SDK support rotation to get hands-on experience with SDK issues.

Slack channels


	#team-client-libraries – Main channel for SDK discussions and general questions

	#support-client-libraries – Main channel for SDK support discussions, handovers between support rotation engineers

	#approvals-client-libraries – Where release approval requests are posted (see Releases)



What are our SDKs?

There are too many to have a static list here. Check the libraries docs to learn more about them.





  57. SDK releases

  Source: https://posthog.com/handbook/engineering/sdks/releases

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How it works

	Setting up releases for a new SDK

	1. Create a GitHub App

	2. Expose proper access to client libraries teams

	3. Create a release environment

	4. Add app to bypass lists

	CodeQL bypass

	Repository PR bypass



  This guide documents our semi-automated release process for PostHog SDKs. Each SDK repository uses a GitHub App with restricted permissions to handle releases securely, requiring team approval before any release is published. SDK repositories also require all commits to be signed by their author.

Almost all SDKs have been migrated to this process already, but there are still some SDKs who haven't caught up.

If you're creating a new SDK/repo that must be published you MUST implement this approach.

How it works

Our SDK release process uses a dedicated GitHub App per repository that can push directly to the main branch (bypassing branch protections) while still requiring human approval through GitHub Environments. This gives us:


	Security: The app only has access to the specific repository it needs

	Auditability: All releases require approval from the Client Libraries team

	Automation: Changelog generation, version bumping, and publishing are handled automatically



Setting up releases for a new SDK

When creating a new SDK, or migrating an existing one to the new workflow, follow these steps to set up the release infrastructure.

Most of these steps require super administrator privileges on GitHub. Make sure you have the appropriate permissions to work on this.

1. Create a GitHub App

Create a new GitHub App:


	Name: Releaser (<sdk_name>) (e.g., Releaser (posthog-go))

	Description: Should be "Used to release new versions of posthog-<sdk_name> (e.g. "Used to release new versions of posthog-go.")

	Homepage URL: Point to the SDK's docs page on posthog.com (e.g., https://posthog.com/docs/libraries/go)

	Webhook: Disable (uncheck "Active")

	Permissions: Under "Repository permissions", set only:




	Contents: Read and write



Note: If your app needs to open PRs in other repositories and assign teams or members as reviewers (e.g., the posthog-js upgrader opens PRs from posthog-js to posthog and assigns the client-libraries and client-libraries-approvers teams), you also need to add under "Organization permissions":


- Members: Read-only



	Where can this GitHub App be installed? Keep it restricted to "Only on this account"

	Click Create GitHub App



After creating the app:


	Download this image and upload it as the app icon



Image: SDK Releaser bot icon


	Set the background color to #D97148

	Click the big "Generate a private key" button to generate a private key and save it locally — you'll need it later

	Also save the "App ID" number - you'll need it later

	Go to Install App in the sidebar

	Install the app in the PostHog organization, restricting it to only the SDK repository



2. Expose proper access to client libraries teams

In your SDK repository settings:


	Verify that both @PostHog/client-libraries-approvers and @PostHog/team-client-libraries teams have at least read access to the repository. This is required for them to be able to approve release workflows.

	Access "Collaborators and teams"

	Make sure both teams are added as collaborators with at least write access

	For new repositories, make sure Enable release immutability is enabled in the repository settings



3. Create a release environment

In your SDK repository settings:


	Go to Environments and create a new environment named Release

	Configure protection rules:




	Required reviewers: Add PostHog/client-libraries-approvers and PostHog/team-client-libraries as the only teams allowed to approve this release

	Prevent self-review: Check this box

	Allow administrators to bypass: Uncheck this box

	Deployment branches and tags: Select Selected branches and tags and add main as the only selected branch or tag

	If the package manager requires publishing from tags, such as pub.dev, also add [0-9]*.[0-9]*.[0-9]* as an allowed deployment branch or tag pattern



Image: Protection rules)


	Remember to click "Save protection rules" to enforce them

	Add environment secrets:




	GH_APP_POSTHOG_<SDK_NAME>_RELEASER_APP_ID — Copy the App ID from your GitHub App settings

	GH_APP_POSTHOG_<SDK_NAME>_RELEASER_PRIVATE_KEY — Paste the private key you downloaded, include the trailing newline

	Easiest way to get the private key value with the correct formatting is via cat ~/Downloads/release-posthog-<sdk_name>-private-key.pem | pbcopy on Mac or type release-posthog-<sdk_name>-private-key.pem | pbcopy



Replace <SDK_NAME> with your SDK name in uppercase with underscores (e.g., GH_APP_POSTHOG_GO_RELEASER_APP_ID, GH_APP_POSTHOG_GO_RELEASER_PRIVATE_KEY)


Image: Environment secrets

4. Add app to bypass lists

The GitHub App needs to bypass certain protections to push release commits directly.

CodeQL bypass


	Access the CodeQL ruleset

	Under Bypass list, click Add bypass

	Select your newly created GitHub App (Releaser (<sdk_name>))

	Click the three-dot menu and choose Exempt

	Save the ruleset



Image: CodeQL bypass exemption

Repository PR bypass


	Go back to your SDK repository settings

	Navigate to Rules → Rulesets

	Open the ruleset that requires PRs (may have various names)

	If this ruleset doesn't exist, create one requiring PRs and reviews from codeowners which should be @PostHog/client-libraries-approvers for all files

	Under Rules, make sure Require signed commits is enabled

	Under Bypass list, click Add bypass

	Select your GitHub App (Releaser (<sdk_name>))

	Click the three-dot menu and choose Exempt

	Save the ruleset



Image: Repository PR bypass

Check for classic branch protection too. The steps above exempt the app in a ruleset, but a repository can also have classic branch protection under Settings → Branches → Branch protection rules, which GitHub enforces alongside rulesets and which has its own separate bypass list. If a classic rule requires pull requests, the release still fails with protected branch 'main' check failed: Changes must be made through a pull request even after the ruleset exemption. Remove the classic rule, since the ruleset already covers it, or add the app to its bypass settings as well. Older repos are most likely to have this; newer ones tend to be rulesets-only.


5. Grant access to organization secrets

The release workflow needs access to shared organization secrets. Grant your SDK repository access to the below organization secrets in the organization settings:

Secrets:


	SLACK_CLIENT_LIBRARIES_BOT_TOKEN

	POSTHOG_PROJECT_API_KEY



Variables:


	GROUP_CLIENT_LIBRARIES_SLACK_GROUP_ID

	SLACK_APPROVALS_CLIENT_LIBRARIES_CHANNEL_ID



6. Add the release workflow

Important: Our release workflows use GitHub Actions OIDC tokens for secure authentication with package registries. Make sure your workflow uses a version that supports OIDC for your registry:


- npm: Node.js v22+


Copy the release workflow from an existing SDK (e.g., posthog-rs) and adapt it:


	Update the environment variable prefix to match your SDK name

	Modify the changelog generation logic if needed for your language's conventions

	Update the version bumping logic for your package manager (npm, pip, etc.)

	Update the publishing steps for your package registry



npm packages: set up trusted publishing before enabling the workflow

This applies only to npm publishing (not other package registries).

If your SDK publishes to npm using OIDC trusted publishing, set it up before allowing your GitHub Actions workflow to publish.

New package (never published before)

OIDC trusted publishing can only be _configured_ for a package that already exists on npm. For a brand-new package there's nothing to attach the trusted publisher to yet, so the workflow's very first publish can't use OIDC and will fail with a 404.

To avoid this, bootstrap the package and configure its trusted publisher before enabling the workflow:


	Log in to npm (npm login) as a member of the npm org.

	Run setup-npm-trusted-publish to publish a placeholder so the package exists on the registry. This is a manual, authenticated publish (not OIDC). The command is self-contained and publishes from its own temp directory using your global npm auth, so the working directory doesn't matter.



   npx setup-npm-trusted-publish @posthog/<package-name>


	Follow the CLI prompts to configure the Trusted Publisher for the placeholder:




	Choose GitHub Actions as the publisher.

	Fill in the repo details (PostHog/<repo>) and the release workflow filename (e.g. release.yml).

	Only set the environment name (e.g. NPM Release) if the publish job itself runs inside that GitHub environment (see the callout below).

	Under Allowed actions, check Allow npm publish.



This bootstraps npm trusted publishing for the package so future automated releases can publish successfully.

Existing package

If the package has already been published, you can configure trusted publishing directly in npm package settings instead.

Casing matters when configuring the trusted publisher. npm validates the GitHub organization, repository, and workflow filename against the values GitHub puts in the OIDC token, and those values are case-sensitive. The PostHog GitHub organization is PostHog (capital P and H) — entering posthog causes the publish to fail with a misleading 404 Not Found from npm, even though the package and the workflow exist. Use PostHog exactly when setting up or editing the trusted publisher, both via setup-npm-trusted-publish and in the npm package settings UI.


Only set an environment if the publish job runs in it. npm also validates the environment claim in the OIDC token against the trusted publisher settings. Fill in an environment name only if the job that runs npm publish has environment: <name> set in the workflow. If a GitHub environment is only used to gate approval in an earlier job, leave the environment field blank, otherwise the publish fails with a misleading 404 Not Found error.


7. Update the README

Add a section to your SDK's README explaining that releases are semi-automatic and link to the #approvals-client-libraries Slack channel where approval requests are posted.

8. Create required labels

Make sure the repository includes the release label, it's used to trigger new releases.

If you're not using something like changesets or sampo that automatically generates version bump labels, create the following labels as well to indicate the type of release:


	bump-patch

	bump-minor

	bump-major



9. Open a PR

Create a PR with the new release.yml workflow and request a review from @PostHog/client-libraries-approvers. There is now a small, dedicated SDK team at PostHog (@PostHog/team-client-libraries) that helps drive direction and coordination. However, SDK development and maintenance remains a collaborative effort across the engineering organization.

Triggering a release

Once set up, releases are triggered by having a release label added to the PR alongside a changesets(or matching bump-* tag). Once a PR is merged, the environment workflow will kick up and someone from the @PostHog/client-libraries-approvers team will have to approve it on #approvals-client-libraries.

We're slowly migrating all SDKs to use sampo. This is a language-agnostic version of the famous changesets library.

If you're feeling inspired, I highly recommend you build an adapter for Sampo for the language you're working on. We'll all thank you for that.

Troubleshooting

Access token expired or revoked when running npm publish

If you see the error "Access token expired or revoked. Please try logging in again" when publishing with npm publish — even though your credentials and tokens are correctly configured — the issue may be with npm's token handling itself.

Solution: Migrate your project to use a pnpm workspace and publish with pnpm publish instead. pnpm handles authentication differently and isn't affected by this issue.





  58. SDK support rotation

  Source: https://posthog.com/handbook/engineering/sdks/support-rotation

  
  The SDK Support Hero rotation is managed by the . Each week, one member of the team is designated the SDK Support Hero. The schedule is managed in incident.io.

Your primary responsibility is to make sure SDK questions get some love — across all SDKs, including mobile. During the rotation, please keep an eye on:


	Escalated SDK tickets in Zendesk

	New issues in the SDK repositories:

	posthog-js (Web, Web Lite, React, React Native, Next, Node, AI)

	posthog-python

	posthog-ios

	posthog-android

	posthog-flutter

	Others, see /docs/libraries



How should I prioritize my time?

Firstly, try to stay on top of new escalated Zendesk tickets and GitHub issues, and make sure that issues related to a specific team are routed to them. If there is a relevant team (e.g. the issue is related to session replay in posthog-js), you can assign the Zendesk ticket to that team, and use the team's label in GitHub. If there is no relevant team for a GitHub issue, please label with SDK Support Hero. Feel free to try to fix things yourself before tagging the team.

Next, please work on SDK tickets in Zendesk, and GitHub issues labelled SDK Support Hero (and unlabelled, but please label these!). You can use your own judgement to decide which issues to work on but please consider effort / reward / urgency / your skill set. For example, posthog-js usually has the most issues, but if you're a Python expert, you might want to focus on posthog-python.

For mobile SDK issues, prioritize accordingly — rolling out fixes on mobile apps may take weeks or even months, so faster turnaround on these is important. Make sure, however, to validate changes carefully, avoid breaking changes and think through edge cases before shipping, since our ability to correct mistakes after release is significantly constrained.

At the end of the week, please write a public handover message in #support-client-libraries, to let the next person know what work is in progress, let the team know how the support rotation is going in general, and to share any learnings or feedback.





  59. Security Best Practices

  Source: https://posthog.com/handbook/engineering/security

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	GitHub

	SSH Keys

	Setting up with Secretive

	Setting up with 1Password

	Commit signing

	After setup

	Troubleshooting

	GitHub Actions



  GitHub

SSH Keys

Connecting to GitHub requires an SSH key (unless using HTTPS). Traditional SSH keys live as text files on your filesystem, making them vulnerable to theft or misuse by malware. We explicitly prohibit the use of SSH keys stored on your filesystem.

Use Secretive or 1Password to generate and store your SSH key. We have a slight preference for Secretive because it stores your key in the macOS Secure Enclave, ensuring the key can never be exported or extracted, even by malware. Always use ECDSA or Ed25519 — don't use RSA.

Note: The default shell on macOS is zsh, so the ~/.zshrc instructions below apply to you unless you've deliberately switched to a different shell. If you're not sure which shell you're using, run echo $SHELL in your terminal to check.


Setting up with Secretive


	Open Secretive and click the + button to create a new key.

	Name your key "GitHub SSH" and select Notify in the Protection Level dropdown.




	For additional protection, select Require Authentication instead. This will require you to use Touch ID each time the key is accessed.




	Go to Secretive > Integrations in the menu bar.

	Select your shell on the left side set the SSH_AUTH_SOCK environment variable as instructed. For zsh, add the following to your ~/.zshrc:



   export SSH_AUTH_SOCK=~/Library/Containers/com.maxgoedjen.Secretive.SecretAgent/Data/socket.ssh

Then run source ~/.zshrc to apply it.


	Click on your new key in Secretive and copy the public key.

	Go to your GitHub SSH keys settings and add a new SSH key. Paste your public key and set the key type to Authentication Key.

	Test it by running:



   ssh -T git@github.com

You should see a message like "Hi username! You've successfully authenticated".

Setting up with 1Password

Follow the 1Password SSH key management guide.

Commit signing

A git commit's Author field is completely user controllable and can be forged. Signing your commits cryptographically proves you authored them, preventing impersonation and confusion.

You can sign commits with either Secretive or 1Password. We have a slight preference for Secretive because it stores your key in the macOS Secure Enclave, ensuring the key can never be exported or extracted, even by malware.

Setting up with Secretive


	Open Secretive and click the + button to create a new key.

	Name your key "Git signing key" and select Notify in the Protection Level dropdown.

	Go to Secretive > Integrations in the menu bar.

	Click Git Signing and select "Git signing key" from the Secret dropdown.

	Copy and paste the ~/.gitconfig and ~/.gitallowedsigners snippets into their respective files.




	If you already have content in ~/.gitconfig, merge the new sections into the existing file rather than replacing it.

	If you've previously configured commit signing (with a different SSH key, a GPG key, or an older Secretive key), replace any existing signingkey, gpgsign, gpg.format, and allowedSignersFile entries — don't append duplicates. Git will silently use the last value, but a .gitconfig with multiple conflicting signingkey lines is hard to reason about. Confirm the active key afterwards with git config --get user.signingkey.

	The ~/.gitallowedsigners file is used by git log --show-signature for local verification. Each line is <your-git-email> <key-type> <public-key>, e.g. you@posthog.com ecdsa-sha2-nistp256 AAAA... Git-Signing-Key@.... If you skip it, signing still works but local verification will report No principal matched.




	Select your shell on the left side of Secretive and set the SSH_AUTH_SOCK environment variable as instructed. For zsh, add the following to your ~/.zshrc:



   export SSH_AUTH_SOCK=~/Library/Containers/com.maxgoedjen.Secretive.SecretAgent/Data/socket.ssh

Then run source ~/.zshrc to apply it.


	Your ~/.gitconfig now has a signingkey pointing to a file. Copy your public key to the clipboard:



   cat <path-from-signingkey> | pbcopy


	Go to your GitHub SSH keys settings and add a new SSH key. Paste your public key and set the key type to Signing Key.




	GitHub treats Authentication Key and Signing Key as separate roles, even for the same key. If you get "Key is already in use", it most likely means you already added this key as an Authentication Key (from the SSH Keys setup above). The same key can serve both roles — but you have to add it once for each. Add it again with key type Signing Key.




	Verify the signature locally before pushing. Create an empty commit on a new branch:



   git commit --allow-empty -m "test signing"
   git log -1 --format='%GK %G?'

You should see a fingerprint followed by G (good signature). The fingerprint must match the Signing Key you just added on GitHub — find it at GitHub SSH keys settings under the Signing keys heading. If it matches an Authentication key entry instead, your user.signingkey in ~/.gitconfig is pointing at the wrong file — fix it before pushing.


	Push the branch to GitHub — you should see a green Verified badge on the commit.



Image: Signed commit

Setting up with 1Password

Follow the 1Password git commit signing guide.

After setup

Once commit signing is configured, enable the option in your GitHub Profile to "Flag unsigned commits as unverified".

Troubleshooting


	If using iTerm/Cursor/GitHub Desktop/Sourcetree/etc., you may be endlessly prompted to "access data from other apps". You can fix this by granting the app Full Disk Access in System Settings > Privacy & Security > Full Disk Access.




	If you are prompted to complete Touch ID each time you commit, your signing key is using a Protection Level of Require Authentication. Re-follow the instructions above to generate a new signing key with a Protection Level of Notify.




	GitHub rejects your push with GH013: Commits must have verified signatures even though the commits look signed locally. The commit was signed with a key GitHub doesn't recognize as a Signing Key — usually because (a) the key is only registered as an Authentication Key, or (b) your user.signingkey points at the wrong file. Confirm with git log -1 --format='%GK' and cross-check the fingerprint against your GitHub keys. Once the right key is registered as a Signing Key, re-sign the existing commit:



   git commit --amend --no-edit -S
   git push --force-with-lease

Use --force-with-lease rather than plain --force — it refuses the push if someone else has pushed to the branch since you last fetched.

GitHub Actions

Great care should be taken when writing or modifying a GitHub Actions workflow. Actions can access (and exfiltrate) secrets scoped to the repo. We scan workflows with Semgrep and CodeQL for common misconfigurations.

Authentication

Most Actions use the default GITHUB_TOKEN, whose permissions can be scoped via the permissions property. However, GITHUB_TOKEN cannot trigger other workflows — so commits or PRs created by an Action won't run CI, leaving PRs unmergeable without manual intervention. The workaround is a Personal Access Token (PAT) or GitHub App. We use GitHub Apps because PATs are tied to an individual user and break when that user leaves PostHog.

Scope each GitHub App to its use case and ideally a single repo. Prefer creating a new App over expanding an existing one's permissions, otherwise every Action using that App inherits permissions it doesn't need.

Send a message in #team-security if you need help setting up a new GitHub App.

External contributors

In public repos, Actions may run against PRs written by external contributors. These PRs should be reviewed thoroughly before approving workflows to run against them. Otherwise, a malicious PR could gain access to and steal all of the secrets available to the repo.

Managing secrets

AWS

Application secrets are stored in AWS Secrets Manager. To modify an app's secrets, use our secrets tool.

GitHub

Secrets used by GitHub Actions are stored in GitHub secrets. All secrets should be stored in our GitHub org rather than in an individual repo. This allows us to more easily reuse secrets across repos, and also provides a holistic view of all of our secrets. The org secret should be scoped to the specific repos that need it.

Reporting a security issue

If you believe we've been hit by a security issue, raise an incident. In the best case, it'll mean security folks look at it ASAP. In the worst case, it's a false positive and we can close the incident.





  60. Session replay architecture

  Source: https://posthog.com/handbook/engineering/session-replay/session-replay-architecture

  
  Session recording architecture: ingestion → processing → serving

1. Capture (client-side)

PostHog-JS uses rrweb (record and replay the web) to:


	Serialize DOM into JSON snapshots

	Capture full snapshots (complete DOM state) + incremental snapshots (mutations/interactions)

	Track clicks, keypresses, mouse activity, console logs, network requests

	Batch events into $snapshot_items arrays with a $session_id (UUIDv7)

	Send to /s/ (replay capture endpoint) via $snapshot events



Events include metadata: $window_id, $session_id, $snapshot_source (Web/Mobile), timestamps, distinct_id

2. Ingestion pipeline

Phase 1: Rust capture service (recordings mode)

rust/capture/src/router.rs:235 and rust/capture/src/v0_endpoint.rs:342


	Separate capture service instance running with CAPTURE_MODE=recordings

	Receives POST to /s/ endpoint (routed to recording handler)

	Validates session_id (rejects IDs >70 chars or with non-alphanumeric characters except hyphens)

	Calls process_replay_events to transform events into $snapshot_items format

	Publishes to session_recording_snapshot_item_events Kafka topic

	Or session_recording_snapshot_item_overflow if session is billing-limited (checked via Redis) OR if session id is present in Redis key @posthog/capture-overflow/replay (operational/load management)



Kafka sink (rust/capture/src/sinks/kafka.rs):


	Produces to primary topic: KAFKA_SESSION_RECORDING_SNAPSHOT_ITEM_EVENTS

	Overflow topic: KAFKA_SESSION_RECORDING_SNAPSHOT_ITEM_OVERFLOW



Phase 2: Blob ingestion consumer (Node.js/TypeScript)

plugin-server/src/main/ingestion-queues/session-recording-v2/

SessionRecordingIngester consumes from Kafka and:


	Parses gzipped/JSON messages (kafka/message-parser.ts)

	Batches by session via SessionBatchRecorder

	Buffers events in memory per session using SnappySessionRecorder:



    public recordMessage(message: ParsedMessageData): number {
        if
   ...
   133| {
            this.endDateTime = message.eventsRange.end
        }

        for (const [windowId, events] of Object.entries(message.eventsByWindowId)) {
            for (const event of events) {
                const serializedLine = JSON.stringify([windowId, event]) + '\n'
                const chunk = Buffer.from(serializedLine)
                this.uncompressedChunks.push(chunk)

                const eventTimestamp = event.timestamp
                const shouldComputeMetadata = eventPassesMetadataSwitchoverTest(
                    eventTimestamp,
                    this.metadataSwitchoverDate
                )

                if (shouldComputeMetadata) {
                    // Store segmentation event for later use in active time calculation
                    this.segmentationEvents.push(toSegmentationEvent(event))

                    const eventUrl = hrefFrom(event)
                    if (eventUrl) {
                        this.addUrl(eventUrl)
                    }

                    if (isClick(event)) {
                        this.clickCount += 1
                    }

                    if (isKeypress(event)) {
                        this.keypressCount += 1
                    }

                    if (isMouseActivity(event)) {
                        this.mouseActivityCount += 1
                    }

                    this.eventCount++
                    this.size += chunk.length
                }

                rawBytesWritten += chunk.length
            }
        }

        this.messageCount += 1
        return rawBytesWritten
    }


	Accumulates events as newline-delimited JSON: [windowId, event]\n[windowId, event]\n...

	Tracks metadata: click_count, keypress_count, URLs, console logs, active_milliseconds

	Compresses each session block with Snappy




	Flushes periodically (max 10 seconds buffer age or 100 MB buffer size)



Persistence (sessions/s3-session-batch-writer.ts):


	Writes to S3 as multipart uploads

	File structure: {prefix}/{timestamp}-{suffix}

	Each batch file contains multiple compressed session blocks

	Uses byte-range URLs: s3://bucket/key?range=bytes=start-end

	Retention-aware: writes to different S3 paths based on team retention period



Metadata written to ClickHouse via Kafka:


	Produces to clickhouse_session_replay_events topic

	Table: session_replay_events (AggregatingMergeTree, sharded)

	Stores: session_id, team_id, distinct_id, timestamps, URLs, counts (clicks/keypresses/console), block locations, retention_period_days

	Old format also used: session_recording_events (deprecated, contains raw snapshot_data)



3. Storage schema

ClickHouse tables

session_replay_events (primary, v2):

session_id, team_id, distinct_id
min_first_timestamp, max_last_timestamp
block_first_timestamps[], block_last_timestamps[], block_urls[]
first_url, all_urls[]
click_count, keypress_count, mouse_activity_count, active_milliseconds
console_log_count, console_warn_count, console_error_count
size, message_count, event_count
snapshot_source, snapshot_library
retention_period_days

session_recording_events (legacy):


	Stored raw snapshot_data directly in ClickHouse

	Deprecated, no usage (maybe except very old, long-lived hobby installs but unlikely and totally unsupported)



PostgreSQL

PostgreSQL writes happen when:


	User pins to playlist → Immediate write

	User requests persistence → Immediate write + background LTS copy task

	Auto-trigger on save → Background LTS copy task (via post_save signal)

	Periodic sweep → Finds recordings 24hrs-90days old without LTS path, queues background tasks



Note: Regular session recordings (not pinned/persisted) do NOT write to PostgreSQL - they only exist in ClickHouse session_replay_events table until explicitly pinned or persisted as LTS.

posthog_sessionrecording model:


	session_id (unique), team_id

	object_storage_path (for LTS recordings)

	full_recording_v2_path

	Metadata: duration, active_seconds, click_count, start_time, end_time, distinct_id

	Used for persisted/LTS recordings



S3 object storage


	Main storage: session_recordings/{team_id}/{session_id}/...

	Blob ingestion: organized by retention period + timestamp

	Files are byte-addressable compressed session blocks



4. Playback/Retrieval

API Flow (posthog/session_recordings/session_recording_api.py)

GET /api/projects/:id/session_recordings/:session_id/:


	Loads metadata from ClickHouse session_replay_events or Postgres

	Returns: duration, start_time, person info, viewed status



GET /api/projects/:id/session_recordings/:session_id/snapshots: Two-phase fetch:


	Phase 1: Returns available sources: ["blob"] or ["blob", "realtime"]




	note: "realtime" source is no longer used for blob-ingested recordings (possibly used only for Hobby)




	Phase 2: Client requests ?source=blob



Source resolution:


	Blob (primary): Queries ClickHouse for block metadata

	Gets S3 URLs with byte ranges for each session block

	Generates pre-signed URLs (60s expiry)

	Client fetches compressed blocks directly from S3

	Legacy: Recordings were originally stored in ClickHouse session_recording_events table (migrated away in 2024)



Query (queries/session_replay_events.py):

SessionReplayEvents().get_metadata()  # metadata
SessionReplayEvents().get_block_listing()  # S3 blob locations

Returns block listing:

[{
  "blob_key": "s3://bucket/path?range=bytes=0-1000",
  "first_timestamp": "...",
  "last_timestamp": "...",
  "first_url": "...",
  "size": 1000
}, ...]

Frontend playback

frontend/src/scenes/session-recordings/player/


	sessionRecordingPlayerLogic fetches snapshot sources (only blob_v2 now, except for hobby)

	For each snapshot source fetches snapshots

	Decompresses Snappy blocks

	Parses JSONL: [windowId, event] per line

	Feeds to rrweb-player for DOM reconstruction

	Renders in iframe with timeline controls



Metadata (playerMetaLogic.tsx):


	Shows person info, properties, events, console logs

	Queries events from events table filtered by session_id



Key optimizations


	Compression: Snappy for session blocks

	Byte-range fetching: Only fetch needed time ranges from S3

	Pre-signed URLs: Direct client→S3 download, no proxying

	Buffering: 10 second batches reduce S3 write ops

	Sharding: ClickHouse sharded by distinct_id

	TTL: Automatic expiry based on retention_period_days

	Overflow handling: Separate Kafka topic + limiter for billing control



Data flow summary

Browser (rrweb)
  → POST /s/ with $snapshot events
  → Rust Capture validates & produces to Kafka
  → Node.js Blob Ingestion buffers & compresses
  → Writes to S3 (session blocks) + ClickHouse metadata (via Kafka)
  → Frontend fetches metadata from ClickHouse
  → Frontend fetches blocks from S3 via pre-signed URLs
  → rrweb-player reconstructs & renders





  61. Tech talks

  Source: https://posthog.com/handbook/engineering/tech-talks

  
  We encourage engineers to give tech talks on topics they're interested in/knowledgeable about.

Recording links are only accessible by the PostHog team.


Here are our talks so far:


	"PostHog Cloud infrastructure" by James Greenhill

	"Let's Talk About PyCharm" by <a href="/community/profiles/30202">Marius Andra</a>

	"Approaches to scaling" by Karl-Aksel Puulmann

	"Databases 101" by <a href="/community/profiles/30174">James Greenhill</a>







  62. How we track and manage usage

  Source: https://posthog.com/handbook/engineering/usage_reports

  
  Tracking and managing usage is one of the core responsibilities of the . If we do it wrong, we don't get paid.

Each organization's usage is calculated once per day and saved in a usage report. This usage report is sent to the billing service, which saves the report and sends the usage along to Stripe for the customer's subscription, if one exists.

Usage reports

Usage reports are largely generated within posthog/posthog - because that's where the usage happens. Every day at midnight BST a cron job runs in each instance (US and EU) to calculate usage for every single organization in the instance.

Occasionally the cron will get interrupted - when this happens the billing service won't receive or store any of the reports, and usage won't be sent to Stripe. You'll notice that usage reports have failed in two ways:


	When looking at the Revenue dashboard in Metabase, you'll see that there are fewer reports than previous days, and one of the instance (generally US) will show 0 reports sent.

	When looking at the Usage report insight on the Growth dashboard you'll see a big dip in an otherwise steady trend.



We don't currently have a way to automatically re-run failed usage reporting, so we have to do it manually. To do so, you'll need to follow the instructions to connect to PostHog Cloud infra. Once you do so you can run a management command to re-run the usage reports for a specific date:

python manage.py send_usage_report --date YYYY-MM-DD --async 1

where the date is the day that the usage report would have been run, so is one day past the date where usage reports are missing. For instance, if we had 0 usage reports on May 11, the date you'd use in the command is actually May 12 (because usage reports are reporting usage for the previous day).

It is recommended to run async using the --async 1 option so you don't need to wait for all the billing requests to be completed synchronously. If you use this option, it'll finish with Done!. When using this option, it's important to go back and ensure it is completed and there are no errors / Clickhouse timeouts.

If you run the command without the async option it can take a while to run, and if it gets interrupted (eg because pods were turned over with a deploy) it'll fail again with command terminated with exit code 137. Simply reconnect and try again. If it's successful, you'll get a log like 21262 Reports sent!.





  63. Visiting customers as an engineer

  Source: https://posthog.com/handbook/engineering/visiting-customers

  
  As a product engineer, you’re encouraged to visit customers at their offices to gather feedback and ship features or improvements on the spot.

While PostHog is fully remote - we optimize for async work, write things down, and talk to users remotely – the reality is that occasional in-person time with customers is highly valuable. Some products are hard to dogfood properly, and it can be tricky to fully grasp specific workflows or see how high-scale users actually operate.

In-person visits let you notice things that don’t surface on calls: team dynamics, tools they rely on day to day and small but important friction points that get lost in remote conversations. People also tend to hold back or polish their feedback when writing it down – they might dismiss a detail as unimportant, or assume you already know something when you don’t. Seeing it all unfold in real life can surface insights you’d never get otherwise. All of this makes a customer visit time well spent.

Which customer should you visit? Sometimes, when interacting with a customer on Slack, you’ll notice an obvious click with someone. You’ll know when this happens – they’re friendly, proactive with feedback, and genuinely interested in making the product better. They might also be driving heavy usage, with multiple power users, or even adoption across different teams. If you come across a customer like this and feel curious to dig deeper into how they use PostHog, that’s a strong sign they’d be a good candidate for a visit. Of course, this makes the most sense for customers whose teams are at least partly in-office – otherwise you won’t get the real benefit of seeing how they work together day to day.

Here’s one way to organize a great customer visit. None of this is set in stone, so feel free to adapt, and pay attention to what the customer is comfortable with.

1. Identify the biggest areas for improvement

Review the customer's Slack channel and pull together a list of the most pressing issues from the past few months. For larger customers, there may also be lots of context in BuildBetter and past recorded calls, as well as information from their sales or CS person. Focus on understanding what they’re struggling with most and which upcoming features matter the most to them.

2. Lock in dates and the point of contact

Find a single point of contact to help organize the visit. Share with them the list of topics and pain points, and explain that you’d like to meet in person to get a deeper understanding. Don’t underestimate this step – even if the company is very engaged on Slack, people are busy and organizing something optional like this isn’t always their top priority. Having one person on their side makes it much easier to get dates confirmed, which is the main thing you need at this stage. You can sort out the details and a more precise agenda later.

As for the duration, two to three days is usually a sweet spot – enough time to spend quality time with the team without overstaying or being a distraction in their office. Use your best judgment here and agree on the timing with your point of contact. A nice option can be to tie the visit onto a small-team offsite – if the team is already traveling, extending for a couple of days can allow some extra time for this.

For large customers with an account manager assigned, it’s super valuable to bring them along. They often already have a strong relationship with the customer, can ask additional questions you might not think of, and can keep things like scheduling, follow-ups, and expectation-setting smoother.

3. Book the travel

Book flights and tickets as early as possible to avoid high prices. Reach out to the People & Ops team to get a budget approved.

4. Plan the agenda

Work with your point of contact to set the agenda. Aim to get dedicated time with several people who use the product. A one-hour session is usually enough to go deep and uncover useful insights. Also offer other formats, like a company-wide training or Q&A session, and let your POC guide you on what’s most valuable for their team.

5. Deep prep

A few days before traveling, take a deep dive into how their users are actually using the product. Watch session recordings, look at the kinds of records they create, and try to spot patterns. For example, in the case of experiments, check which types of metrics they use most often, how many they create per week, and whether there are obvious points of friction. Alongside this, prepare a list of questions that can help uncover deeper insights during the sessions.

At the onsite

Run the sessions! Let users show you how they use the product in real time and as naturally as possible. Give them space to talk, ask questions to dig deeper, and don’t be afraid to let the conversation go off on tangents, as those often reveal the most interesting insights.

In between the sessions you’ll have opportunities to code. It makes sense to prioritize small improvements you can ship and demo on the same day – this kind of quick turnaround leaves a strong impression. It’s also common for team members to approach you with questions, sometimes even unrelated to your product area. Be ready for this and go out of your way to help. Solving problems in real time is one of the best parts of being there in person.

After the onsite

Revisit the transcripts of all sessions – you should record everything in Buildbetter or a similar tool. Share what you’ve learned with your team and discuss if any quarterly goals need to be re-prioritized based on the learnings. Summarize the features or improvements you shipped during or right after the visit and send a thank-you message to the customer's Slack that lists them clearly.

It's important for visibility to notate on the account that a customer visit took place. We can do this in Vitally, by creating a new note on the account, with the "On-site" category and copying any known people on the account to be aware of the note content. This can be helpful in many ways even if no primary person at PostHog is managing their account today. BuildBetter calls should automatically attach to the account along with any existing email conversations.

Just as important is following up in the weeks after. Customers should feel the visit was worth their time, and a big part of that is quickly actioning the items they raised, even if it’s just small fixes or clear updates on progress. This builds excitement and goodwill, shows immediate impact, and shows them it was worth investing their time with you. Most importantly, you’ll walk away with a much deeper understanding of how your product is really used.





  64. Working with PostHog AI

  Source: https://posthog.com/handbook/engineering/working-with-max-ai

  
  PostHog AI lets users interact with PostHog's products through a chat interface and other shortcuts throughout the platform. The  is responsible for building and maintaining the AI platform.

What is PostHog AI?

PostHog AI enables users to:


	Ask questions about their data in natural language

	Generate insights and reports through conversation

	Navigate PostHog's products using AI assistance

	Automate common analytics tasks



We want Max to work with _every_ PostHog product, so that we can at some stage make a chat (or even complete automation with approval steps as necessary) the default experience for people using PostHog, then resorting to clicking the UX as the backup option for _most_ tasks.

How to work with the PostHog AI team

Products already integrated with Max always have a supporting engineer assigned on the Max team.

This naturally distributes AI knowledge throughout the organization, while ensuring high-quality AI features that integrate properly with the platform. Implementing something new, missing features in the Max API, or seeing failures? Your supporting engineer is your go-to! Tag them directly on your PRs and questions.

If your team is integrating AI features for the first time – the PostHog AI team will do their best to assign a supporting engineer.

Just message about your plans in the #team-max-ai channel in Slack.

| Product             | Supporting engineer on the PostHog AI team                                                                    | | ------------------- | ------------------------------------------------------------------------------------------------------------- | | Product analytics   | Emanuele Capparelli                                                               | | Data warehouse      | Michael Matloka                                                                   | | Session replay      | Alex Lebedev                                                                      | | CDP                 | Georgiy Tarasov                                                                   | | \[Insert your team] | Shoot #team-max-ai a message! |

Getting started

If you need AI capabilities for your product area:


	Reach out early: Contact the PostHog AI team lead at #team-max-ai in Slack to discuss your requirements

	Define the use case: Be specific about what AI functionality you need, or consult with us if you're trying to flesh out ideas

	Plan the collaboration: Work with the PostHog AI team to determine the best approach (e.g., sending an engineer to your team for a sprint or a few sprints vs. building the feature in PostHog AI directly without your involvement, or you just being able to do it solo)

	Coordinate sprints: Align on timing and resource allocation if needed. This shouldn't feel like a heavyweight process, if it is - we should change it



Best practices


	Start small: Begin with simple AI features and iterate based on user feedback. A lot of automation can be broken down into smaller, automatable steps!

	Avoid death by random AI widgets - maintain consistency: Ensure AI features follow PostHog's design patterns and user experience standards. PostHog AI team can help if you are missing a UX pattern.



Resources


	PostHog AI team page

	PostHog AI objectives

	PostHog AI documentation



Contact

For questions about working with PostHog AI, ask in the #team-posthog-ai Slack channel.





  65. Writing blogs as an engineer

  Source: https://posthog.com/handbook/engineering/writing-blogs

  
  We write and publish a lot of content at PostHog.  focuses on this, but we also publish writing on our blog from anyone, including engineers. These usually look like:


	Guides like A beginner's guide to testing AI agents




	Technical blogs about experiences and lessons learned like Karpathy's Autoresearch found a 3-year-old bug in our query engine (and improved performance by 11%), Untangling Tokio and Rayon in production: From 2s latency spikes to 94ms flat, and 8 learnings from 1 year of agents




	Opinionated blogs like Being AI-native matters more than experience and AI is killing no-code experiments



Why do we encourage writing blog posts?


	You're doing cool things, others should know about it. PostHog values making it public.

	It helps us attract users, customers, and talented teammates.

	It's a reference point you can point at for future engineers, customers, and teammates.



What to write about

PostHog's audience (ICP) is the same as you: the people building products at high-growth startups. This means the posts you're interested in are likely the same as what they're interested in.

There's a couple of frames that can help you decide if something is interesting enough to write about:


	Is it interesting enough to write up and sending to an engineering friend?

	Would it be useful for you two years ago?



If yes, then it's probably interesting enough to blog about. There's a huge amount that is obvious to you but not obvious to others. You're more of an expert than you think you are, especially when it comes to your personal experiences.

How to write

Start by thinking about a reader's perspective: What will be interesting or useful to them? What do you want readers to come away remembering?

Don't worry about some "PostHog designated style," there is no such thing. Write like you would in an email, Slack message, or RFC. Read through our style guide though, especially the first General principles section, but don't obsess over perfectly following it. The  can help you and there's always exceptions.

AI is helpful for research, outlining, line-editing, and finding weak spots, but please don't get it to write the entire piece for you. Readers can tell when something is written by AI and discount it.

If you need a skeleton of post, many technical blogs look like this:


	Hook: The surprising result or pain you experience.

	Context: What the state of things were. Enough so readers can follow.

	Journey: The investigation of what you tried, what failed, and what succeeded. Include the "takeaways" as part of the journey.

	Resolution: What actually changed? Give specifics, numbers, and/or visuals if you can.



Use descriptive titles along the way rather generic ones like "Background" or "What we learned." If someone was skimming the piece, would the title give them the details they were looking for?

The details about publishing

The general workflow for a post looks like this:


	Have an idea.




	Share in the #content-and-video-ideas Slack channel. This is optional, but useful if you want feedback on the idea first. You can also just write up an outline or draft right away.




	Open pull request of your draft in posthog.com. Blogs go in the /contents/blog folder (you can see the format from other blogs there).




	Get review from someone from the  and (optionally) a relevant teammate. If you're not sure who to ask, message the #team-editorial Slack channel with a link to your PR.




	Iterate on feedback (usual 1-2 rounds).




	Fix formatting and styling details ( can help with this). Check the deployment preview to see how it looks.




	Merge and it's automatically published on posthog.com.



Once published, you can share it on social (LinkedIn, X, Bluesky, etc.), with relevant coworkers, and in relevant communities (like HackerNews, but be careful not to spam or ask for upvotes). This might feel a little cringe, but it's critical for actually getting people to read your writing.

Remember, you're the driver on all of this. You don't need someone's approval to write a blog.





  66. Writing docs as an engineer

  Source: https://posthog.com/handbook/engineering/writing-docs

  
  Product engineers are responsible for writing and maintaining documentation for their products. This page is a guide to help you do this.

Ownership

High-quality docs require the expertise and context of the engineers building them, which is why you own your product's documentation.

Docs are extra important in the age of AI. All of our docs eventually make their way into the training data of newer foundation models. The quality and accuracy of your docs directly affect how people discover your product through LLMs.

AI search is our fastest-growing channel for user signups by far. So remember to update your docs and keep them up to date.

What about the so-called Docs & Wizard team?

The  can help you, but they can't write docs for everyone. They are responsible for improving the docs as a knowledge base. This means:


	Reviewing and improving docs PRs created by product teams

	Shipping docs content based on prioritized feedback and emerging use cases

	Building tools and systems to improve baseline quality and structure

	Creating context services that power agents like the AI wizard

	Working on large scale docs projects



If you want their input, hit them up in #team-docs-and-wizard or tag @team-docs-wizard in GitHub.

They've also created a comprehensive self-serve guide on how to write product docs for you to use.

When should I start writing product docs?

Three great times to write docs:


	When you ship a new user-facing product or feature. Write docs for big product launches before they release (during early access or beta). Smaller features and updates can wait until after they are shipped.




	When you recognize a confusion or gap in users' understanding of your product. This could be based on support tickets, sales requests, or just user feedback.




	When you update product behavior or interfaces. Check if the docs need to be updated with new information or instructions.



Basically, if users could self-serve and use your product, but aren't, you should write docs to help them do so. Write the obvious docs before users start asking you obvious questions.

What about features behind a feature flag? If you are releasing a product to users, even a small number of them, you should write docs for it. Include what stage the feature is at (private alpha, beta, etc. is fine). This helps ensure users can successfully use it and provides the added benefit of drumming up demand from those who discover it.


What should I write docs about?

Docs should help people:


	Get started with your product or feature. Installing it, setting it up, and finding it in PostHog.




	Understand what your product does, including an as complete as possible list of features and their details.




	Make the most of your product by detailing common use cases, concepts related to your product, answering common questions, and more.



Write the docs you would want to read if you were a user.

The  has created a guide on how to write product docs for you to follow. It walks through how to structure and write your product docs in detail. Start there.

Where do docs live?

Nearly all our docs live on posthog.com/docs. You can find the repo to add and edit docs in the contents/docs directory of posthog.com. It uses file-based routing, so the folder and file structure is the same as the URL path. You can learn more about developing the website here.

Most docs should go somewhere in your product's section. Product docs usually have sections on installation, basic set up, key features, troubleshooting, common questions, and more. Docs for platform features like SDKs, data types, and PostHog AI live in the Product OS section.

Don't know where a doc or feature should go? Ask in #team-docs-and-wizard.


What about internal docs?

If you can make something public, you should. Being open source is a core value of PostHog. We try to avoid "internal" docs as much as possible.

If it deals with private information, like security, customer data, or competitor analysis, use one of our internal repos like product-internal.

You can learn more about this in the communications handbook entry.

How do I document code?

Code should be self-documenting. If it's complicated to figure out, you probably need to make it simpler. This is especially important for APIs and interfaces that other teams will interact with.

For cases where code isn't self-documenting or easy to understand, include a README.md file in the directory that is closest to the entry point of the code.

This README should:


	Describe the general flow of interacting with the functions, but stop where the code starts to become self-documenting.

	Be short. If it's long, then your interfaces should be made simpler.



For an example, see the PostHog AI README.

Further reading


	How to use the content writer agent

	What nobody tells developers about documentation

	Docs style guide

	PostHog style guide

	Writing blogs as an engineer
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