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  1. Hogref Schema

  Source: https://posthog.com/handbook/docs-and-wizard/_snippets/hogref-schema

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Root Object

	Info

	Class

	Function

	Parameter

	TypeReference

	Type

	Property



  The hierarchy of the HogRef JSON schema is as follows:

Root
├── info (metadata)
├── categories[] (string labels)
├── classes[]
│   ├── functions[]
│   │   ├── params[]
│   │   ├── returnType
│   │   ├── examples[]
│   │   ├── throws[]
│   │   └── overloads[]
│   ├── properties[]
│   ├── staticMethods[]
│   └── events[]
└── types[]
    ├── properties[]
    ├── enumValues[]
    └── generic[]

Root Object

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | ✓ | Unique identifier for the SDK (e.g., 'posthog-js', 'stripe-node') | | schemaVersion | string | | Version of this schema format being used | | info | Info | ✓ | Metadata about the SDK | | classes | Class[] | ✓ | Main classes/modules exposed by the SDK | | types | Type[] | | Type definitions, interfaces, and enums | | categories | string[] | | List of functional categories for organizing methods |

---

Info

Metadata about the SDK.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | ✓ | Package/library identifier | | title | string | ✓ | Human-readable name of the SDK | | version | string | ✓ | Current version of the SDK | | description | string | | Brief description of what the SDK does | | slugPrefix | string | | URL-friendly prefix for documentation links | | specUrl | string (uri) | | URL to the source specification or repository | | docsUrl | string (uri) | | URL to the official documentation | | license | string | | License type (e.g., 'MIT', 'Apache-2.0') | | platforms | string[] | | Supported platforms (e.g., 'browser', 'node', 'react-native') |

---

Class

Main classes/modules exposed by the SDK.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | ✓ | Unique identifier for the class | | title | string | ✓ | Display name of the class | | description | string | | Overview of what this class provides | | functions | Function[] | ✓ | Methods and functions available on this class | | properties | Property[] | | Instance properties of this class | | staticMethods | Function[] | | Static methods on this class | | events | Event[] | | Events emitted by this class |

---

Function

Methods and functions available on a class.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | ✓ | Unique identifier for the function | | title | string | ✓ | Function name as it appears in code | | description | string | | Brief description of what the function does | | details | string \| null | | Extended explanation, usage notes, or caveats | | category | string | | Functional category (e.g., 'Initialization', 'Capture') | | releaseTag | ReleaseTag | | Stability/visibility status of the function | | showDocs | boolean | | Whether to display in public documentation | | params | Parameter[] | | Function parameters | | returnType | TypeReference | | Return type of the function | | examples | Example[] | | Code examples showing usage | | throws | ThrowsClause[] | | Exceptions/errors that may be thrown | | since | string | | Version when this function was introduced | | deprecated | string \| boolean | | Deprecation notice or true if deprecated | | seeAlso | string[] | | Related functions or documentation links | | path | string | | Source file path for this function | | async | boolean | | Whether this is an async function | | overloads | FunctionOverload[] | | Alternative function signatures |

---

Parameter

Function parameters.

| Field | Type | Required | Description | |-------|------|----------|-------------| | name | string | ✓ | Parameter name | | type | string | ✓ | Type annotation for the parameter | | description | string | | What this parameter is for | | isOptional | boolean | | Whether this parameter is optional | | defaultValue | string | | Default value if not provided | | isRest | boolean | | Whether this is a rest parameter (...args) |

---

TypeReference

Reference to a type, used for return types and property types.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | | Reference ID to a type definition | | name | string | ✓ | Display name of the type |

---

Type

Type definitions, interfaces, and enums.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | ✓ | Unique identifier for this type | | name | string | ✓ | Type name | | description | string | | What this type represents | | kind | TypeKind | | Kind of type definition | | properties | Property[] | | Properties for object types | | enumValues | EnumValue[] | | Values for enum types | | example | string | | Inline type definition or usage example | | path | string | | Source file path | | extends | string[] | | Types this type extends | | generic | GenericParameter[] | | Generic type parameters |

---

Property

Properties on types or classes.

| Field | Type | Required | Description | |-------|------|----------|-------------| | name | string | ✓ | Property name | | type | string | ✓ | Type of the property | | description | string | | What this property represents | | isOptional | boolean | | Whether this property is optional | | isReadonly | boolean | | Whether this property is read-only | | defaultValue | string | | Default value | | deprecated | string \| boolean | | Deprecation notice |

---

Example

Code examples demonstrating usage.

| Field | Type | Required | Description | |-------|------|----------|-------------| | id | string | | Unique identifier for the example | | name | string | | Title describing what the example demonstrates | | code | string | ✓ | The example code | | language | string | | Programming language (e.g., 'javascript', 'typescript') | | description | string | | Additional explanation of the example |

---

Event

Events emitted by a class.

| Field | Type | Required | Description | |-------|------|----------|-------------| | name | string | ✓ | Event name | | description | string | | When this event is emitted | | payload | string | | Type of data passed to event listeners |

---

ThrowsClause

Exceptions/errors that may be thrown by a function.

| Field | Type | Required | Description | |-------|------|----------|-------------| | type | string | | Type of error thrown | | description | string | | When this error is thrown |

---

EnumValue

Values for enum types.

| Field | Type | Required | Description | |-------|------|----------|-------------| | name | string | ✓ | Enum member name | | value | string \| number | ✓ | Enum member value | | description | string | | What this enum value represents |

---

GenericParameter

Generic type parameters.

| Field | Type | Required | Description | |-------|------|----------|-------------| | name | string | ✓ | Generic parameter name (e.g., 'T') | | constraint | string | | Type constraint (e.g., 'extends string') | | default | string | | Default type |

---

FunctionOverload

Alternative function signatures for overloaded functions.

| Field | Type | Required | Description | |-------|------|----------|-------------| | params | Parameter[] | | Parameters for this overload | | returnType | TypeReference | | Return type for this overload | | description | string | | Description specific to this overload |

---

Enumerations

ReleaseTag enum:

| Value | Description | |-------|-------------| | public | Stable, public API | | beta | Beta feature, may change | | alpha | Alpha feature, likely to change | | internal | Internal use only | | deprecated | Deprecated, avoid use |

TypeKind enum:

| Value | Description | |-------|-------------| | interface | Interface definition | | type | Type alias | | enum | Enumeration | | class | Class definition |

Example JSON

{
  "id": "example-sdk",
  "schemaVersion": "1.0",
  "info": {
    "id": "example-sdk",
    "title": "Example JavaScript SDK",
    "version": "1.0.0",
    "description": "Example SDK for tracking events.",
    "slugPrefix": "example-sdk",
    "specUrl": "https://github.com/example/example-sdk"
  },
  "categories": ["Capture"],
  "classes": [
    {
      "id": "ExampleClient",
      "title": "ExampleClient",
      "description": "The main client for tracking events.",
      "functions": [
        {
          "id": "capture",
          "title": "capture",
          "description": "Captures an event with optional properties.",
          "details": "You can capture arbitrary object-like values as events.",
          "category": "Capture",
          "releaseTag": "public",
          "showDocs": true,
          "params": [
            {
              "name": "event_name",
              "type": "string",
              "description": "The name of the event (e.g., 'Sign Up', 'Button Click')",
              "isOptional": false
            },
            {
              "name": "properties",
              "type": "Properties | null",
              "description": "Properties to include with the event",
              "isOptional": true
            }
          ],
          "returnType": {
            "id": "CaptureResult | undefined",
            "name": "CaptureResult | undefined"
          },
          "examples": [
            {
              "id": "basic_event_capture",
              "name": "basic event capture",
              "code": "\n\n// basic event capture\nclient.capture('button-clicked', {\n    button_name: 'Get Started',\n    page: 'homepage'\n})\n\n"
            }
          ],
          "path": "lib/src/client.d.ts"
        }
      ]
    }
  ],
  "types": [
    {
      "id": "Properties",
      "name": "Properties",
      "properties": [],
      "path": "lib/src/types.d.ts",
      "example": "{\n    $timestamp: '2024-05-29T17:32:07.202Z',\n    $os: 'Mac OS X',\n    $browser: 'Chrome'\n}"
    }
  ]
}





  2. API specifications

  Source: https://posthog.com/handbook/docs-and-wizard/api-specifications

  
  PostHog's API specifications are (mostly) generated automatically from the OpenAPI spec. We have a tooling to generate the API specification markdown files from the OpenAPI spec.

Where we publish the API specifications

When ever you run the app locally, the API specification is available at /api/schema/, and you can view it using Swagger UI.

On the website, the API specification is available at /docs/api/. Some of these pages are hand-rolled, and some are generated from the OpenAPI spec.

| Page | Type | |------|------| | Overview | hand-rolled | | Capture | hand-rolled | | Flags | hand-rolled | | Queries | hand-rolled | | Actions | generated | | Alerts | generated | | Activity log | generated | | Annotations | generated | | Batch exports | generated | | Cohorts | generated | | Dashboards | generated | | Dashboard templates | generated | | Early access features | generated | | Endpoints | generated | | Environments | generated | | Event definitions | generated | | Events | generated | | Experiments | generated | | Feature flags | generated | | Groups | generated | | Groups types | generated | | Hog functions | generated | | Insights | generated | | Invites | generated | | Members | generated | | Notebooks | generated | | Organizations | generated | | Persons | generated | | Projects | generated | | Property definitions | generated | | Query | generated | | Roles | generated | | Session recordings | generated | | Session recording playlists | generated | | Sessions | generated | | Subscriptions | generated | | Surveys | generated | | Users | generated | | Web Analytics | generated |

How the website ingests the OpenAPI spec

The website ingests the OpenAPI specification during the Gatsby build process in two stages:


	During sourceNodes: The OpenAPI spec is fetched and parsed using OpenAPIParser and MenuBuilder from the redoc library. This creates a structured menu of API endpoints that's used for navigation. The menu groups endpoints and handles pagination for groups with more than 20 items.

	During onPostBuild: The build process fetches the OpenAPI spec from https://app.posthog.com/api/schema/ (or from the POSTHOG_OPEN_API_SPEC_URL environment variable if set). The spec is then passed to generateApiSpecMarkdown(), which:




	Iterates through all paths and HTTP methods in the spec

	For each endpoint with an operationId, creates a markdown file named after the operation ID

	Recursively extracts all referenced component schemas for each endpoint

	Generates markdown files containing the endpoint's OpenAPI JSON in a code block

	Writes these files to public/docs/open-api-spec/



The generated markdown files are then available at /docs/open-api-spec/{operationId}.md and are included in the documentation site's API reference section.

How to update the OpenAPI spec

Any of the automatically generated pages sources from the OpenAPI spec. To update the content of an automatically generated page, you need to update the OpenAPI spec by making changes to the PostHog/posthog repository.

Updating the page title and description

These updates happen in the PostHog/posthog.com repository.


Page title: Update the titleMap object in src/templates/ApiEndpoint.tsx. For example, to change the "Actions" page title, modify the actions entry in the map.

Page description: Create or update an overview.mdx file in the corresponding API folder. The file should be located at contents/docs/api/{name}/overview.mdx, where {name} matches the API endpoint name (e.g., events, feature-flags).

Example: contents/docs/api/events/overview.mdx contains the description that appears at the top of the Events API page.

Updating the endpoint title and description

These updates happen in the PostHog/posthog repository.


Endpoint title: The title is auto-generated from the operationId in the OpenAPI spec using the generateName() function in src/templates/ApiEndpoint.tsx. To customize it, update the operationId or description in the Django viewset in the PostHog repository. You basically need to update the path to update the title.

Endpoint description: Create an MDX file named after the endpoint's operationId in the appropriate API folder. The file should be located at contents/docs/api/{name}/{operationId}.mdx.

Example: contents/docs/api/feature-flags/feature_flags_list.mdx adds custom content that appears under the "List all feature flags" endpoint. The content from this file is rendered above the endpoint's description from the OpenAPI spec.

Updating the endpoint parameters and responses

The endpoint request body parameters, query parameters, path parameters, response body, response headers, API key scopes, etc. are all defined in the Django serializers and viewsets in the PostHog repository.

Generally, there are two types of "views" in Django and they require different annotations to generate accurate OpenAPI specs.


	Model-based CRUD views: These are views that are backed by Django models. These CRUD views are backed by models defined in the Django ORM. They map literally to Django model fields, and generally don't need any additional annotations for accurate request and response definitions.

	Function-based views: These are views that are backed by Python functions. These views are not backed by models, and generally annotated with @action decorators. For these views, we need to manually annotate request and response definitions.



If an endpoint needs additional annotation, you can use the @validated_request decorator to annotate the view. This decorator will use the serializers passed in for both validation and annotation of the request bodies, query parameters, and response bodies, ensuring the OpenAPI spec stays accurate (or we know when they're not).

Basic usage

The @validated_request decorator wraps a view function and provides validation for request and response data:

from posthog.api.mixins import validated_request
from drf_spectacular.utils import OpenApiResponse
from rest_framework import serializers, status
from rest_framework.response import Response

# Django uses serializer to validate request body data, validated request can infer the request and response schemas from the serializer definitions.
class EventCaptureRequestSerializer(serializers.Serializer):
    event = serializers.CharField(max_length=200, help_text="Event name")
    distinct_id = serializers.CharField(max_length=200, help_text="User distinct ID")
    properties = serializers.DictField(required=False, default=dict)

class EventCaptureResponseSerializer(serializers.Serializer):
    status = serializers.ChoiceField(choices=["ok", "queued"])
    event_id = serializers.UUIDField()
    distinct_id = serializers.CharField()

@validated_request(
    request_serializer=EventCaptureRequestSerializer,
    responses={
        200: OpenApiResponse(response=EventCaptureResponseSerializer),
    },
    summary="Capture an event",
    description="Sends an event to PostHog for tracking",
)
def capture_event(self, request):
    # Access validated request body data
    event_name = request.validated_data["event"]
    distinct_id = request.validated_data["distinct_id"]

    # Process the event...

    return Response(
        {
            "status": "ok",
            "event_id": str(uuid.uuid4()),
            "distinct_id": distinct_id,
        },
        status=status.HTTP_200_OK,
    )

Validating query parameters

Use query_serializer to validate query parameters:

class QueryParamSerializer(serializers.Serializer):
    page = serializers.IntegerField(required=False, default=1)
    limit = serializers.IntegerField(required=False, default=10, max_value=100)
    include_deleted = serializers.BooleanField(required=False, default=False)

@validated_request(
    query_serializer=QueryParamSerializer,
    responses={
        200: OpenApiResponse(response=ListResponseSerializer),
    },
)
def list_items(self, request):
    # Access validated query parameters
    page = request.validated_query_data["page"]
    limit = request.validated_query_data["limit"]

    # Use validated query params...
    return Response(...)

Multiple response status codes

Declare multiple possible response status codes:

@validated_request(
    request_serializer=EventCaptureRequestSerializer,
    responses={
        200: OpenApiResponse(response=EventCaptureResponseSerializer),
        400: OpenApiResponse(response=ErrorResponseSerializer),
        500: OpenApiResponse(response=ErrorResponseSerializer),
    },
)
def capture_event(self, request):
    try:
        # Process event...
        return Response(..., status=status.HTTP_200_OK)
    except ValidationError as e:
        return Response(
            {"type": "validation_error", "code": "invalid", "detail": str(e)},
            status=status.HTTP_400_BAD_REQUEST,
        )

No response body

Declare status codes with no response body using None:

@validated_request(
    responses={
        204: None,  # No response body
    },
)
def delete_item(self, request, pk):
    # Delete the item...
    return Response(status=status.HTTP_204_NO_CONTENT)

Validation modes

By default, @validated_request uses strict validation for requests (raises on invalid data) and non-strict for responses (logs warnings in DEBUG mode). You can control this:

@validated_request(
    request_serializer=MySerializer,
    responses={200: OpenApiResponse(response=MyResponseSerializer)},
    strict_request_validation=False,  # Log warnings instead of raising
    strict_response_validation=True,   # Raise on invalid responses
)
def my_endpoint(self, request):
    # ...

Which endpoints have validated request and response definitions

The @validated_request decorator is new and many endpoints have not been annotated yet. The following endpoints have been annotated:


	tasks

	task-runs

	feature_flags

	feature_value



We plan on slowly annotating all endpoints with the @validated_request decorator through Q1 2026.

The special case for Capture

Ingestion is basically an entirely different service and not included in the OpenAPI spec. It also has special limitations like batching, rate limiting, etc that need to be documented separately. It doesn't fit the classic patterns for a RESTful API as well as other endpoints.

The ingestion team and docs team will need to work together to update the OpenAPI spec for the Capture endpoint.





  3. How to publish changelog

  Source: https://posthog.com/handbook/docs-and-wizard/changelog

  
  We have one of the coolest changelogs on the internet. It's also one of the busiest.

As a company that ships weirdly fast, it's important to share what we're working on with as many people as possible, as often as possible. The changelog is a great way to do that.

<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/changelog_handbook_1_8038f2d9d4.mp4" autoPlay={false} muted={false} loop={false} background={false} alt="The /changelog page on the website" classes="rounded" />

The /changelog page on the website

Changelog content and ownership

Technically speaking, the changelog is a stream of content that's published across multiple channels.

From start to finish, a changelog entry is:


	Posted in the #changelog Slack channel

	Published on the website by

	Produced into a video by

	And then sent in an email by



The engineer is responsible for making sure their feature appears in the #changelog Slack channel and writing the initial draft (details below).

This page mainly covers the first two steps.

The changelog code and data (stored in our Strapi CMS) is mainatined by the . To learn more about how the features work, check out their roadmap and changelog handbook pages.

What gets included

New features! But changelog entries can also include beta launches, UX improvements, or performance improvements.

For engineers, here's the rule of thumb: if you think an update (small or big) is worth sharing with users, it's probably worth posting about in the changelog.

A published changelog entry

How the publishing process works

We have an end-to-end process for moving shipped features into the website changelog.


	An engineer merges a feat PR into the monorepo or rolls out a feature flag.

	Relay workflows are triggered, which classify and summarize the PR or flag.

	The feature is automatically posted in the #changelog Slack channel if classified as "impactful" by the workflow.

	The PR author or engineer is tagged in the Slack thread.

	The engineer writes the initial changelog draft (2-3 sentences and screenshots) and replies to the thread.

	At the end of every week, the  team reviews the #changelog channel, compiles the entries, edits them, and then publishes to the /changelog page.



Anyone can manually post in the #changelog Slack channel if something is worth sharing but isn't captured by the automated workflow.

The #changelog Slack channel

How to publish changelog yourself

People are encouraged to self-serve and publish changelog entries. Here's how.

You must be logged into your posthog.com account. Only website moderators (a.k.a PostHog employees) are permitted to publish changelog entries.

Option 1: The main changelog

Go to the /changelog page and click the + button in the top right corner.

<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/changelog_form_c7f3d3a351.mp4" alt="Changelog form" classes="rounded" />

Fill out the changelog form and click Create to publish. The changelog entry will appear on the website on the next website build, which is usually when a PR is merged into the master branch.

| Field | Required | Recommended value | |-------|----------|-------------------| | Title | Yes | The title of the changelog entry. Keep it short and sweet. | | Description | Yes | The description with native Markdown support. Add screenshots or gifs here. | | Hero image | No | We leave this empty. We add images in the description field for more control. | | Status | Yes | It must be set to Complete to appear in the changelog. | | Date | Yes | The completed date of the changelog entry. | | Team | Yes | The team that shipped the feature. | | Author | No | We normally leave this blank because we pull in GitHub PR metadata which includes author and reviewers. | | Product or feature | Yes | The category or product area of the feature. Select Uncategorized if nothing fits. | | Type | Yes | Set to New feature for most changelog entries. | | GitHub URLs | Yes | It's technically optional, but the GitHub URL populates the changelog entry with the feature's PR metadata. | | Category | Yes | The product category of the changelog entry. | | Show on homepage | No | Always set the toggle to off or no. |

Option 2: The product changelogs

Each product has a dedicated changelog page in their docs. You can also publish from there using the + Add changelog button.

Each product should have a changelog page in their docs

| Product | Changelog page | |---------|----------------| | PostHog AI | /docs/posthog-ai/changelog | | Product Analytics | /docs/product-analytics/changelog | | Session Replay | /docs/session-replay/changelog | | Error Tracking | /docs/error-tracking/changelog | | AI Observability | /docs/ai-observability/changelog | | Feature Flags | /docs/feature-flags/changelog | | ... | ... |

Option 3: Automated drafting via Slack reaction

The  team uses an automated flow to draft changelog entries directly from Slack.


	React with ✅ on an entry in the #changelog Slack channel. We recommend reacting to the top-level message.

	This kicks off a Relay workflow where Claude writes the draft in the required format – YAML frontmatter for the Strapi fields, and Markdown for the body.

	The draft opens as a new issue in the changelog-drafts repo.

	Review the draft in the GitHub issue, edit as needed, then add the publish label when it's ready to go.

	A GitHub Action POSTs the entry to Strapi. It adds a success or failure label (synced or sync-failed) and comment to the GitHub issue, and self-closes on success.

	The changelog entry will appear on the website on the next website build.



Because Claude is writing the initial draft, make sure you review the draft in detail before you add the publish label – don't rubber-stamp it.

Links and resources


	Relay workflow for PRs

	Relay workflow for feature flag rollouts

	Relay workflow for automated changelog drafts

	PostHog webhook for feature flag rollouts

	Slack bot for posting in #changelog

	#changelog Slack channel

	Google Doc for editing changelog entries







  4. How to use the content writer agent

  Source: https://posthog.com/handbook/docs-and-wizard/content-writer-agent

  
  We built an agent that automatically drafts docs PRs in posthog.com when your code changes are merged into the posthog monorepo.

The content writer agent leverages the Inkeep platform to index and reference the PostHog website, codebase, and our docs style guide, so its drafts are usually a solid starting point — but they still need your review for technical accuracy.

Who owns what

Product engineers own the docs for their products. When the agent opens a docs PR based on your merged code, you're responsible for reviewing it for technical accuracy, iterating on it until it's right, and merging it. You don't need docs team sign-off — treat it like any other PR for your product.

The  team does not review every docs PR. Engineers loop us in when they want a second opinion. We're responsible for building the system, monitoring its output quality over time, and tuning and steering the agent.

Agent system for the content writer

The workflow

When you merge a PR in the posthog monorepo, the Inkeep bot automatically opens a docs PR on posthog.com and tags you as a reviewer. From there:


	Review the draft for technical accuracy, completeness, code examples, and links.

	Iterate until the docs are correct. See how to make changes.

	(Optional) Loop in the docs team if you want a second opinion on style, structure, or information architecture — tag @team-docs-wizard as reviewers.

	Approve and merge when the docs are ready.



If you tagged @inkeep or made changes to the PR, a feedback form is posted after merge. This helps us understand where the agent fell short — please fill it out so we can continue improving the agent.

How to make changes

You can iterate on an Inkeep docs PR in a few ways:


	Tag @inkeep in a PR comment to ask the agent to make specific changes. Describe what you need and Inkeep will push updated commits.

	Edit the files yourself — either by pulling the branch locally or directly on GitHub. This bypasses the AI loop entirely and is often faster when you know exact changes you want to make.



What to check


	Technical accuracy — Does the documented behavior match what your code actually does?

	Completeness — Are all user-facing changes covered?

	Code examples — Are snippets correct, realistic, and using PostHog conventions?

	Links — Do internal links (website or in-app) point to real pages?



When to loop in the docs team

You don't need our approval to merge a docs PR. But do loop us in when:


	You need a second pair of eyes on information architecture choices (e.g., new sidebar sections, new landing pages, navigation changes, etc.)

	You want a style or structure review beyond what you can assess yourself

	The change is large and you want a second opinion



Tag @team-docs-wizard as reviewers on the PR, and we'll help out.





  5. 🌾 Context mill

  Source: https://posthog.com/handbook/docs-and-wizard/context-mill

  
  The context mill repo gathers up-to-date context from multiple sources, packaging developer docs, prompts, and working example code into a versioned manifest, which can be shipped anywhere.

The PostHog MCP server currently fetches the context mill repo manifest and exposes it to any MCP-compatible client as resources and slash commands. This is what currently powers the PostHog AI wizard.

<ProductScreenshot imageLight="https://res.cloudinary.com/dmukukwp6/image/upload/q_auto,f_auto/context_mill_5b0f0323b7.png" alt="Context mill" />

The context mill effectively acts as an assembly line for turning disparate PostHog knowledge into something portable, something AI systems can reliably consume.

You can break its context engineering flow into three main stages.


	Context sourcing: The context mill can pull from the entire PostHog developer docs, with pages delivered from posthog.com as raw Markdown. It also includes curated, hand-crafted prompts and working example apps.




	Context assembly: The context mill transforms and packages the sourced context into a zip file manifest, which is meant to be portable and self-contained. We can structure and shape the manifest however we need.




	Context delivery: The context mill creates a versioned release for the manifest, which can be consumed by any agent or MCP server as a skill or resource.



Getting the best results requires some hand-cranking and refining. Context mill packages are created using a simple declarative YAML spec, so it’s worth spending some time experimenting and tuning things until they feel right.





  6. AI wizard

  Source: https://posthog.com/handbook/docs-and-wizard/developing-the-wizard

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	The wizard's architecture

	Commands and skills

	Developing the wizard

	Setting up the workbench

	Using the MCP inspector

	Handling wizard drama

	Declare an incident



  Developers love the wizard: it's the fastest way to get a deep, correct integration of PostHog, with none of the hallucinations that come from naive agent-based attempts.

For users, it is a one-line CLI command which runs an AI agent that automatically instruments PostHog into their codebases.

npx -y @posthog/wizard@latest

The wizard's architecture

The wizard is a CLI tool that runs locally against developers' projects.

It wraps the Claude Agent SDK to perform the integration, reviewing project code and making edits as needed.

To direct the agent, the wizard uses the PostHog context mill repository as a context provider. The context mill provides the agent with skills packages for great integrations, which include workflow prompts, documentation, and example code to maximize correctness and completeness.

The context mill repo generates a zip file and manifest that determines the structure of the skills packages.

Commands and skills

The wizard's command surface comes from context mill, not hardcoded in the wizard. A skill becomes a command when its config.yaml declares a cli: block with role: command – so wizard audit events is the audit-events skill, promoted to a command. A skill without that block stays reachable only via wizard skill <name>. Same machinery, two surfaces — which is why wizard audit <subcommand> chooses an audit area rather than taking a skill name (the [skill] label in wizard audit --help is an internal positional name, not a prompt for a skill).

Because these entries are read from the published manifest at runtime, adding a subcommand under a command that already exists is a context mill release – no wizard release required. A new audit leaf (e.g. wizard audit feature-flags) is just a skill with cli: { role: command, parentCommand: audit }; the audit parent is already registered in the wizard, so the subcommand resolves from the manifest at runtime.

A brand-new top-level command word is the exception – it also needs a wizard PR. yargs only routes top-level commands that are statically registered in the wizard's bin.ts, so nothing in a context mill release can conjure a new top-level word on its own. To add one you ship both: the skill (with cli: { role: command }) in context mill, and a thin native command in the wizard — a ProgramConfig (usually via createSkillProgram) plus a nativeCommandFactory stub registered in bin.ts, exactly like migrate and revenue-analytics. Ship the context mill PR first so the manifest is published before the wizard tries to resolve the skill.

Worked example — adding wizard mcp-analytics. This flat top-level command was added across four PRs and is the canonical reference for the pattern: the skill (context-mill#202), the wizard command stub (wizard#731), the test fixtures (wizard-workbench#2158), and the docs/wizardSupport label (posthog.com#17939). Copy that shape rather than inferring from the cli: schema alone.


Cover both test layers when you add a command:


	Unit (wizard repo) — a per-command test in 
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  7. Docs ownership

  Source: https://posthog.com/handbook/docs-and-wizard/docs-ownership

  
  Product engineering teams are responsible for writing docs and ensuring they are up-to-date. This means:


	Documenting new features when they're launched

	Reviewing and merging docs PRs generated by Inkeep when your monorepo PRs are merged

	Add doc comments to SDKs to make them easier to understand

	Clarifying documentation where needed based on support tickets

	Ensuring public betas have docs that are linked to from the feature preview menu



Read writing docs as an engineer – it's really important!

The  is responsible for improving the docs. This means:


	Building tools and systems to improve baseline quality and structure

	Shipping docs content based on prioritized feedback and emerging use cases

	Reviewing and improving draft documentation created by product teams

	Improving the subjective docs experience (navigation, discovery, interactivity, etc.)

	Creating context services that power agents like the AI wizard

	Working on large scale docs projects



Ownership within the Docs & Wizard team

We've previously assigned ownership to areas of the PostHog platform and product docs to individuals, but we're presently more project orientated.

You can view what we're working on right now by:


	Reading our goals on the  page

	Dropping in on our #team-docs-and-wizard Slack channel



You can share ideas / requests for new docs in the #team-docs-and-wizard Slack channel, or by creating an issue on the posthog.com repo.

As ever, though, PRs > issues. ;)

Sources for inspiration

There are lots of places you can go to find inspiration for what to work on during your stint, such as:


	community questions

	open issues on our project board

	feedback in #brand-mentions

	#docs-feedback

	#content-docs-ideas

	#ask-max for questions missing content

	Zendesk tickets where root cause is documentation unclear

	Inkeep chat sessions where there is a documentation gap

	Most unhelpful docs

	Most popular docs

	that annoying thing you saw that you keep meaning to go fix



FAQ

I'm really busy, can the  team write docs for me?

We can help, but we can't do it all for you. We lack the context necessary to document new features. First drafts of documentation must always come from the relevant product team.

If you need help updating documentation:


	Write a draft that covers the basics, which the content team can then help review and polish.

	If multiple docs pages need updating, create an example of changes needed and then request help to complete the rest.



Bottom line: It's much easier for the content team to improve a draft than write completely new documentation, especially when documenting new features. Pull requests > Issues.

Who should review docs updates?

Tag the docs reviewers team on GitHub and someone will come running.

How do I add images to my docs?

If you need to add images to your docs, please upload them to Cloudinary first and then embed them into the document.

You can embed light mode and dark mode versions of the image using this code snippet:

<ProductScreenshot
  imageLight = "https://res.cloudinary.com/dmukukwp6/image/upload/add_holdout_light_ce0827be42.png"
  imageDark = "https://res.cloudinary.com/dmukukwp6/image/upload/add_holdout_dark_cc687f7688.png"
  classes="rounded"
  alt="Screenshot of the form to create a new holdout"
/>
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  8. Style guide for writing docs

  Source: https://posthog.com/handbook/docs-and-wizard/docs-style-guide

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Tools to enforce style

	Voice and tone

	Address the reader directly

	Use active voice

	Use present tense

	Be concise

	Avoid unexplained jargon

	Contractions



  First, you should start with two assumptions about our users.


	They're busy and have limited time.

	They're not experts and don't know what we know.



This style guide helps you write docs based on these assumptions.

These are guidelines, not rules. They exist to keep our docs consistent and polished, but good judgement matters more than strict adherence when you're writing. If something makes the docs clearer, more helpful, or just plain better, do it.

See the style guide from the  for additional writing guidelines.

---

Tools to enforce style

Tools like prose linters and LLMs are effective at catching style guide violations that humans often miss. Use them to check your writing against this entire guide.

We apply style guides through multiple tools.


	Vale – enforces style guide rules through prose linting in PRs

	InKeep docs writer – an AI agent that uses style guides as context when drafting docs PRs

	Skill – (coming soon) agent skills that uses style guides as references for writing docs



---

Voice and tone

Address the reader directly

Address the reader directly using "you" instead of "the user", "developers", or "we".

Do: "You can create an insight by clicking New insight."


Don't: "Users can create insights."


Use the imperative form and drop the "you" when giving instructions, commands, or guidance.

Do: "Create an insight by clicking New insight"


Use active voice

Active voice makes it clear who or what performs an action.

Do: "PostHog captures events automatically."


Don't: "Events are captured automatically by PostHog."


Exception: Use passive voice when the actor is unknown or unimportant.

Acceptable: "The data is encrypted at rest."


Use present tense

Write in present tense. Avoid future tense unless you are explicitly describing future behavior or outcomes.

Do: "The insight displays your data."


Don't: "The insight will display your data."


Be concise

Remove unnecessary words. Every clause should add either value or clarity.

Do: "Click Save"


Don't: "Now you can go ahead and click the Save button to save your changes"


Avoid unexplained jargon

When you introduce technical terms or acronyms, explain them on first use or link to a definition. Don't assume the reader knows what you're talking about.

Do: "Create a cohort to analyze behavior. A cohort is a group of users who share common properties."


Do: "Create a cohort — a group of users who share common properties — to analyze behavior."


Don't: "Enable LTV analysis by configuring your CDP and syncing cohort data to the warehouse."


Contractions

Use contractions to maintain a conversational tone.

Do: "That's it. The experiment is running."


Don't: "That is it. The experiment is running."


---

Product terminology

Capitalize product names

Always capitalize PostHog product names as proper nouns. Use "Product Analytics", not "product analytics".

Do: "Use Session Replay to understand user behavior."


Don't: "Use session replay to understand user behavior."


However, if you're referring to the general industry term or a feature that isn't specific to PostHog, use lowercase. For examples: "many companies offer product analytics."

Keys and tokens

| Term | Description | |------|-------------| | Project token | The public identifier (starts with phs_) used in SDKs and the snippet to send events. This is NOT an API key. Never call it project API key. | | Personal API key | A private key (starts with phx_) used for server-side API access. This IS an API key. | | Feature flags secure API key | A separate key used for local evaluation of feature flags. |

Do: "Add your project token to the PostHog initialization code."


<!-- vale PostHogBase.ProjectToken = NO -->

Don't: "Add your project API key to the PostHog initialization code."


<!-- vale PostHogBase.ProjectToken = YES -->

PostHog platform

| Platform term | Description | |---------------|-------------| | PostHog | Use by default. Refers to our cloud platform. Most users are on cloud, so do not specify "Cloud" unless differentiating from self-hosted. | | PostHog Cloud | Only use when explicitly differentiating cloud features from self-hosted deployments. | | Self-hosted PostHog or hobby deployments | Use when referring to self-hosted installations. |

Do: "Go to Insights in the PostHog app and click New insight."


Do: "This feature is only available on PostHog Cloud."


Don't: "To create an insight on PostHog Cloud, go to the Insights tab."


---

Grammar and mechanics

Use American English

PostHog is a global company. Our team and our customers are distributed around the world. For consistency, we use American English spelling, grammar, date, and time formatting.

Do: color, analyze, behavior, license


Don’t: colour, analyse, behavior, licence


Sentence case for headings

Use sentence case for all headings. Capitalize only the first word and proper nouns like our products.

Do: "## How to create a feature flag"


Do: "## Get started with PostHog Feature Flags"


Don't: "## How To Create A Feature Flag"


Oxford comma

Always use the Oxford comma.

Do: "PostHog offers analytics, session replay, and feature flags."


Don't: "PostHog offers analytics, session replay and feature flags."


Numbers


	Spell out numbers zero through nine

	Use numerals for 10 and above

	Use numerals for percentages, measurements, and technical values



Do: "You can create three dashboards" or "You can create 15 dashboards."


Do: "Set the timeout to 30 seconds."


Use straight apostrophes and quote marks

Many writing tools, such as Google Docs, Notion and Word, add curly quotes and apostrophes. Please avoid using these. They can normally be turned off in the settings.

Use British-style en dashes

While we default to American English in most things, we prefer using the British-style en dash ( – ) with a space either side rather than the longer em dash with no spaces (—) used in American English.

Please don't use a hyphen instead of en dash. On Macs, holding down Option and the hyphen key will give you an en dash.

Do: "Don’t up vote your own content, and don’t ask other people to – post it and pray."


Don't: "Don't up vote your own content, and don't ask other people to—post it and pray."


---

Word choice

Acronyms

Use all caps for acronyms and initialisms.

Do: SQL, API, HTML, CSS, JSON, REST, HTTP, URL, SDK, CLI, UI, UX


Don't: Sql, Api, Html


Follow official capitalization for branded technologies.

Do: GraphQL, WebSocket, PostgreSQL


Choose simple words

Choose simple, common words over complex alternatives.

| Instead of | Use | |------------|-----| | utilize | use | | facilitate | help | | commence | start, begin | | subsequent | next | | prior to | before |

Use precise verbs

Use precise verbs that clearly describe the action being performed.

| Vague | Specific | |-------|----------| | use the API | call the API | | work with data | query data, analyze data | | handle errors | catch errors, log errors | | manage users | add users, remove users, assign roles |

Inclusive language

Prefer neutral, inclusive terms.

| Instead of | Use | |------------|-----| | blacklist/whitelist | denylist/allowlist | | sanity check | validation, verification | | master/slave | primary/secondary |

Avoid phrases that trivialize

Avoid words or phrases that trivialize the work. They can sound dismissive or minimize the reader's efforts.

Don't use words like "simply", "just", "easily", "obviously", "of course", and "clearly".

Do: "Add the SDK to your project."


Don't: "Simply add the SDK to your project."


---

Formatting and structure

Use descriptive headings

Headings should clearly and explicitly describe what's in the section. Prefer action-oriented titles over nouns and gerunds.

Do: "## How to create a feature flag"


Don't: "## Feature flag creation"


Do: "## Customize styles and layouts"


Don't: "## Customization"


Use short paragraphs

Avoid paragraphs longer than 3-4 lines. Break up longer content with line breaks, subheadings, lists, or visual elements as needed.

Bulleted lists

Use bullets for unordered items of equal importance. Default to prose when 1-2 items would be clearer as a sentence.

Do:





PostHog offers several products:


- Product Analytics


- Session Replay


- Feature Flags


- Experiments


Don't:





Feature flags let you:


- Control feature rollouts


Numbered lists

Use numbered lists when ordering, ranking, or hierarchy matters.

Do:


1. Click New insight


2. Select your event


3. Click Save


Definition-style lists

When listing items with descriptions, use a dash ( - ) to separate the item from its description. Don't use a colon.

Do:





- Product Analytics - Track user behavior and measure conversions


- Session Replay - Watch real user sessions to debug issues


- Feature Flags - Control feature rollouts and run experiments


Don't:





- Product Analytics: Track user behavior and measure conversions


- Session Replay: Watch real user sessions to debug issues


- Feature Flags: Control feature rollouts and run experiments


Punctuation in lists

Use a period when each item is a complete and standalone sentence (has a subject and verb and is an independent thought).

Don't use a period when items are phrases or fragments that complete an introductory phrase.

Be consistent within a single list. If one item is a partial sentence, make all items partial sentences.

Do:





PostHog offers several products:


- Product Analytics


- Session Replay


- Feature Flags


Do:





Use feature flags to:


- Control rollouts to specific users


- Run A/B tests on new features


- Disable features without redeploying


Do:





There are multiple ways to fetch data from PostHog.


- You can use the API.


- You can use the SDK.


- You can use webhooks or data pipelines.


Don't:





To set up PostHog:


- Install the SDK.


- Configure your project token.


- Start capturing events.


Tables

Use tables for listing multiple items across multiple attributes. When a bulleted list isn't easy to scan, try using a table instead.

| Plan | Events | Team members | Price | |------|--------|--------------|-------| | Free | 1M | Unlimited | $0 | | Paid | 2M+ | Unlimited | $0.00031/event |

Don't:





Our plans:


- Free: 1M events per month, unlimited team members, $0


- Paid: 2M+ events per month, unlimited team members, $0.00031 per event


Bold text

Use bold for structured information and visual formatting like callout labels, definition lists, and problem/solution patterns.


	Callout labels - **Note:**, **Important:**, **Warning:**, **Tip:**

	Definition lists - **Term** - Description patterns

	Problem/Solution labels - **Problem:** and **Solution:** in troubleshooting docs



Do: "Note: Use feature flags to control rollouts."


Do: "Problem: Events aren't appearing in the dashboard."


Avoid using bold text for general emphasis in prose. If something is important and needs extra emphasis, consider using a callout box instead.

Don't: "This is a really important step in the process."


Don't: "Make sure you always configure this setting before deploying."


Bold UI elements

Use bold for UI elements like buttons, menu items, labels, and text fields. Don't use quotes.

Do: Click New insight in the Insights tab.


Don't: Click the "New insight" button.


For nested UI elements, use > to connect them hierarchically.

Do: In PostHog, navigate to Settings > API keys > Personal API key.


Don't: In PostHog, navigate to Settings, look under API keys, and then click Personal API key.


Avoid excessive formatting

Don't use:


	Multiple header levels in short sections

	Bold text for general emphasis in prose

	Lists when prose is clearer

	Too many callout boxes



Links

Wikipedia-style internal links

Link the first mention of a PostHog term, feature, or SDK on a page to its docs page.

Example: "To create an insight, first capture events. Then, select the data you want to see."


Link to the PostHog app

Link directly to PostHog in-app pages using https://app.posthog.com/. Users are redirected automatically to the correct US or EU subdomain.

Do: "Go to the Insights tab and click New insight."


Don't: "Go to the Insights tab and click New insight."


Don't: "Go to the Insights tab and click New insight."


Link text

Link text should describe the destination. Avoid generic text like "click here" or "this page."

Do: "See our installation guide for instructions."


Don't: "Click this link for installation instructions."


---

Code

Use backticks


	Inline code - Use single backticks for code elements or values in prose like posthog.capture()

	Code blocks - Use triple backticks for multi-line code blocks



Follow language conventions

Use the standard style conventions for each programming language:


	JavaScript/TypeScript - PascalCase for classes, camelCase for functions and variables, ES modules (import/export) instead of CommonJS (require)

	Python - PascalCase for classes, snake_case for functions and variables

	HTML - Lowercase for elements and attributes



PostHog event and property naming

Always use snake_case for PostHog event and property names:

posthog.capture('user_signed_up', {
    user_id: '123',
    username: 'Jane Doe',
})

Never use camelCase or PascalCase for event or property names.

Show real-world examples

Use realistic examples that demonstrate actual use cases.

Do:


```js


posthog.capture('purchase_completed', {


    product_id: 'prod_12345',


    revenue: 49.99,


    currency: 'USD'


})


```


Don't:


```js


posthog.capture('event', {


    property: 'value'


})


```


Comment sparingly

Only add comments when code isn't self-explanatory:

// Don't show the survey if user dismissed it in the last 30 days
if (lastDismissed > Date.now() - 30 * 24 * 60 * 60 * 1000) {
    return
}

---

Screenshots and media

It's extremely important to ensure screenshots or videos don't show any personal or sensitive user information like emails, phone numbers, or other identifying details.

Screenshot requirements

To maintain consistency and clarity:


	Focus on the relevant UI - Exclude sidebars and irrelevant interface elements

	Use standard viewport - Set device width to 1000-1400px in devtools

	Use annotations – Add arrows, text, or other visual elements to highlight specific UI elements



When to use videos

Use videos for:


	Multi-step workflows

	Complex interactions

	Demonstrating UI behavior



Use Screen Studio with these settings:


	Use the preset

	Remove zoom-in for clicks

	Export: MP4, 1080p, 60 fps, "web" quality
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  9. How to publish changelog

  Source: https://posthog.com/handbook/docs-and-wizard/how-to-publish-changelog

  
  We have one of the coolest changelogs on the internet. It's also one of the busiest.

As a company that ships weirdly fast, it's important to share what we're working on with as many people as possible, as often as possible. The changelog is a great way to do that.

Internal Slack channels

We run two internal Slack channels that surface what we ship and what's about to ship. We recommend that everyone at PostHog joins both.

| Channel | Use it for | Cadence | Owner | |---------|------------|---------|-------| | #changelog | What's just shipped | Updates constantly as PRs merge |  | | #coming-soon | What's shipping soon | Daily digest |  |

Both channels are powered by agentic workflows that scan merged PRs and feature flag changes in the posthog/posthog repo, classify them, and summarize them into the relevant channel. The #changelog channel posts each impactful change as it lands; the #coming-soon channel rolls up upcoming work into a single daily digest.

You can also opt a PR into either workflow manually:


	PR template checkboxes — the posthog/posthog PR template has Publish to changelog? and Alert Sales and Marketing teams? checkboxes under Automatic notifications. Tick them when you want to override the automated classification.

	@posthog Slack app — you can also include or exclude PRs from these workflows via the @posthog Slack app, which is handy after the fact (e.g. once a change is in production).



<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/changelog_handbook_1_8038f2d9d4.mp4" autoPlay={false} muted={false} loop={false} background={false} alt="The /changelog page on the website" classes="rounded" />

The /changelog page on the website

Changelog content and ownership

Technically speaking, the changelog is a stream of content that's published across multiple channels.

From start to finish, a changelog entry is:


	Posted in the #changelog Slack channel

	Published on the website by

	Produced into a video by

	And then sent in an email by



The engineer is responsible for making sure their feature appears in the #changelog Slack channel and writing the initial draft (details below).

This page mainly covers the first two steps.

The changelog code and data (stored in our Strapi CMS) is mainatined by the . To learn more about how the features work, check out their roadmap and changelog handbook pages.

What gets included

New features! But changelog entries can also include beta launches, UX improvements, or performance improvements.

For engineers, here's the rule of thumb: if you think an update (small or big) is worth sharing with users, it's probably worth posting about in the changelog.

A published changelog entry

How the publishing process works

We have an end-to-end process for moving shipped features into the website changelog.


	An engineer merges a feat PR into the monorepo or rolls out a feature flag.

	Relay workflows are triggered, which classify and summarize the PR or flag.

	The feature is automatically posted in the #changelog Slack channel if classified as "impactful" by the workflow.

	The PR author or engineer is tagged in the Slack thread.

	The engineer writes the initial changelog draft (2-3 sentences and screenshots) and replies to the thread.

	At the end of every week, the  team reviews the #changelog channel, compiles the entries, edits them, and then publishes to the /changelog page.



Anyone can manually post in the #changelog Slack channel if something is worth sharing but isn't captured by the automated workflow.

The #changelog Slack channel

How to publish changelog yourself

People are encouraged to self-serve and publish changelog entries. Here's how.

You must be logged into your posthog.com account. Only website moderators (a.k.a PostHog employees) are permitted to publish changelog entries.

Option 1: The main changelog

Go to the /changelog page and click the + button in the top right corner.

<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/changelog_form_c7f3d3a351.mp4" alt="Changelog form" classes="rounded" />

Fill out the changelog form and click Create to publish.

The changelog entry will appear on the website on the next website build, which is usually when a PR is merged into the master branch.

| Field | Required | Recommended value | |-------|----------|-------------------| | Title | Yes | The title of the changelog entry. Keep it short and sweet. | | Description | Yes | The description with native Markdown support. Add screenshots or gifs here. | | Hero image | No | We leave this empty. We add images in the description field for more control. | | Status | Yes | It must be set to Complete to appear in the changelog. | | Date | Yes | The completed date of the changelog entry. | | Team | Yes | The team that shipped the feature. | | Author | No | We normally leave this blank because we pull in GitHub PR metadata which includes author and reviewers. | | Product or feature | Yes | The category or product area of the feature. Select Uncategorized if nothing fits. | | Type | Yes | Set to New feature for most changelog entries. | | GitHub URLs | Yes | It's technically optional, but the GitHub URL populates the changelog entry with the feature's PR metadata. | | Category | Yes | The product category of the changelog entry. | | Show on homepage | No | Always set the toggle to off or no. |

Option 2: The product changelogs

Each product has a dedicated changelog page in their docs that filters entries from the main changelog. You can also publish directly from these pages using the + Add changelog button.

Each product should have a changelog page in their docs

| Product | Changelog page | |---------|----------------| | PostHog AI | /docs/posthog-ai/changelog | | Product Analytics | /docs/product-analytics/changelog | | Session Replay | /docs/session-replay/changelog | | Error Tracking | /docs/error-tracking/changelog | | AI Observability | /docs/ai-observability/changelog | | Feature Flags | /docs/feature-flags/changelog | | ... | ... |

Links and resources


	Relay workflow for PRs

	Relay workflow for feature flag rollouts

	PostHog webhook for feature flag rollouts

	Slack bot for posting in #changelog

	#changelog Slack channel

	Google Doc for editing changelog entries
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  10. Overview

  Source: https://posthog.com/handbook/docs-and-wizard

  
  At PostHog, we want our docs to win over developers and give us a competitive edge.

The  focuses on delivering a delightful developer experience, maintaining a well-organized knowledge base, and writing documentation that is a genuine pleasure to read for both humans and robots.

Our team's values


	Treat docs like a product

	Be practical, not just technical

	Great docs start with writing

	Teach the robots

	Help our customers win



1. Treat docs like a product

We treat our docs like a product because they are. They have users (readers and AI agents), use cases (implementation, education, troubleshooting, etc.), and success metrics (more on this later).

Documentation presents unique challenges and opportunities. But ultimately, great docs drive product activation by providing the right information, in the right way, at the right stage in a developer's journey.

This means helping developers set up their very first PostHog event and helping existing customers with complex configurations integrate their third or fourth PostHog product. It also means enabling our docs to be used as context for AI workflows. It's a wide spectrum, but the goal is the same: help developers self-serve and succeed with PostHog.

Docs are a core part of the product experience. So when you're working on them, take some time to ask:


	Where is the reader on their PostHog developer journey?

	Where do they need to go next?

	How does this help them get there?

	Can the reader use this as valuable context for AI?



2. Be practical, not just technical

Developers don't want abstract examples or out-of-context code snippets. They want to solve real problems and use cases.

We want to showcase code that's runnable, practical, and immediately useful.

As a rule of thumb, our docs should show code within application context whenever possible. The examples we provide should reflect how PostHog is actually used in production, in the wild.

Isolated example:

posthog.capture({
  distinctId: 'distinct_id_of_the_user',
  event: 'user_signed_up',
  properties: {
    login_type: 'email',
    is_free_trial: true,
  },
})

If a code snippet has missing application context or business logic, it can be improved.

In-context example:

// Importing PostHog into the app

// Initializing PostHog client
const posthog = new PostHog(
  '<ph_project_token>',
  { host: 'https://us.i.posthog.com' }
)

app.post('/api/signup', async (req, res) => {
  const { email, password } = req.body

  try {
    const user = await createUser({ email, password })
    // Calling PostHog inside business logic // HIGHLIGHT
    posthog.capture({ // HIGHLIGHT
      distinctId: user.id, // HIGHLIGHT
      event: 'user_signed_up', // HIGHLIGHT
      properties: { // HIGHLIGHT
        login_type: 'email', // HIGHLIGHT
        is_free_trial: true // HIGHLIGHT
      }, // HIGHLIGHT
    }) // HIGHLIGHT
    res.status(201).json({ message: 'Signup successful', userId: user.id})
  } catch (error) {
    res.status(500).json({ error: 'Signup failed' })
  }
})

The in-context example is more verbose, but much more useful. It shows how PostHog fits into applications, which helps developers understand when and where to use it.

3. Great docs start with writing

Writing is something we love to do here at PostHog. The principles of PostHog writing and marketing all still apply here.

But documentation has a few unique demands.

People come to our docs looking for answers, usually with limited time. We focus on precise and consistent writing because they contribute to a smoother, more efficient learning experience.

Docs need to be finely tuned. Even small oversights or tiny mistakes can create snags that confuse readers. So nitpicking isn’t just allowed, it’s encouraged!

<summary>Nitpick #1</summary>

~~Just~~ Click Save ~~and the insight will be created~~ to create an insight.

<summary>Nitpick #2</summary>

~~Events are captured automatically by PostHog.~~ PostHog captures events automatically.

Nits and semantics and formatting (oh my!) – they're all part of the fun of technical writing. Careful attention to detail is what turns good docs into great ones, so don't shy away from it.

This does not mean our docs have to be dry or academic. In fact, they should have a natural flow that makes them easy to read. Be open, direct, and opinionated. Don't be afraid to add humor and personality when there's opportunity.

PostHog's writing voice is one of the key things that sets us apart from a sea of generic SaaS platforms. It's important that this voice can come through in our docs.

The docs style guide is a key reference we'll continue to update with examples and best practices.

4. Teach the robots

Robots aren’t a future concern. They're already here, and they're changing how people discover, evaluate, and use PostHog.

AI workflows depend on accurate and up-to-date context. Our documentation, the knowledge base, is the largest maintained source of natural language context we have. LLMs read our docs. Developers paste them into prompts. Agents use them as skills.

In other words, our docs teach AI how to be useful.

The AI wizard is a direct outcome of this philosophy. An agent that automatically integrates multiple PostHog products across frameworks, the wizard is the fastest way to activate PostHog because it consumes our docs as structured, on-demand context. It closes the gap between curiosity and real usage.

Making this possible requires context engineering and shaping our documentation into a moving, living system. We code as much as we write.

5. Help our customers win

Our customers are smart, discerning, and ambitious. They're here to build. They want to 10x their own products.

Our docs exist to help them win.

This means we should include details beyond references and technical implementations. We should share examples, use cases, and the big picture reasons why they should use a product or feature.

How we prioritize

Here's how we loosely define high-priority docs work:


	Anything that blocks product adoption or severely impacts the product experience

	Anything that speeds up new content velocity or improves overall quality

	Anything that unblocks better LLM-assisted workflows

	Usable docs (e.g., SDK references) come first. Cool docs (e.g., interactive code editor) come after



Measuring success

Our north star indicators that tell us if our docs are heading in the right direction:


	Praise for how awesome our docs are (#brand-mentions, #posthog-feedback, etc.)

	More docs transformed into high-quality context for AI agents

	Fewer support tickets caused by bad or missing docs

	More docs used by customer facing teams as a valuable self-serve resource

	More docs pageviews (within context)
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  11. MDX and components for docs

  Source: https://posthog.com/handbook/docs-and-wizard/mdx-and-components

  
  The website's core technical architecture is built and maintained by the . See their handbook pages on the website and MDX components for more information.

Gatsby and MDX features

Snippets for content reuse

Create snippets in a _snippets/ directory for content you want to reuse across multiple pages.

When to create a snippet:


	Content appears in 2+ pages

	Event schemas or property tables

	Platform-specific code blocks

	Reusable UI components



MDX snippets

Create an MDX snippet for static reusable content like tables, callouts, or text blocks.


The error event includes the following properties:

| Property | Type | Description |
|----------|------|-------------|
| `$exception_message` | string | The error message |
| `$exception_type` | string | The error type |


Use the snippet in an MDX page like this:



TSX snippets

Create a TSX snippet for dynamic content for lightweight components or React hooks.

// _snippets/installation-platforms.tsx

export default function InstallationPlatforms() {
  const platforms = usePlatformList('docs/[product]/installation', 'installation')
  return
}

Use the snippet in an MDX page like this:



If the TSX snippet contains substantial logic, create a reusable component or hook in /src/components/ or /src/hooks/ instead.

Frontmatter

All .mdx pages support frontmatter, which Gatsby uses to configure page metadata.


---
title: Install PostHog for React
platformLogo: react
showStepsToc: true
---

This guide walks you through installing PostHog for React.


Here's a table of available frontmatter fields:

| Field | Purpose | Example | |-------|---------|---------| | title | Page title | React installation | | platformLogo | Platform icon key for installation pages | react, python, nodejs | | showStepsToc | Show steps in right sidebar TOC | true | | hideRightSidebar | Hide right sidebar TOC on start-here and changelog pages | true | | contentMaxWidthClass | Control and customize the width of main content column | max-w-5xl | | tableOfContents | Override the auto-generated TOC with custom entries | [{ url: 'section-id', value: 'Section Name', depth: 1 }] |

Magic <placeholders>

You can use magic placeholders or strings to replace the project token, project name, app host, region, and proxy path in the code block with values from the user's project.


	If the user is logged into the PostHog app, the placeholder will be replaced with the actual value from their project.

	If the user is not logged into the PostHog app, the placeholder will display as is.



| Placeholder                | Description                   | Default                                         | | -------------------------- | ----------------------------- | ----------------------------------------------- | | <ph_project_token>       | Your PostHog project token    | n/a                                             | | <ph_project_name>        | Your PostHog project name     | n/a                                             | | <ph_app_host>            | Your PostHog instance URL     | n/a                                             | | <ph_client_api_host>     | Your PostHog client API host  | https://us.i.posthog.com                      | | <ph_region>              | Your PostHog region (us/eu)   | n/a                                             | | <ph_posthog_js_defaults> | Default values for posthog-js | 2026-05-30                                    | | <ph_proxy_path>          | Your proxy path               | relay-XXXX (last 4 digits of project token)   |

You can use these placeholders in the code block like this:

const client = new PostHog('<ph_project_token>', { host: '<ph_client_api_host>' })

Docs components

Screenshots and gifs

For UI screenshots and gifs with light and dark variants:

<ProductScreenshot
  imageLight="https://..."
  imageDark="https://..."
  alt="Descriptive alt text"
  classes="rounded"
/>

Videos

For videos like .mp4 or .mov files:

<ProductVideo
  videoLight="https://..."
  videoDark="https://..."
  alt="Descriptive alt text"
  classes="rounded"
  autoPlay={false}
  muted={true}
  loop={true}
  background={false}
/>

Multi-language code blocks

For code examples in multiple programming languages:



// JavaScript example



Python example



Callout boxes

You can add callout boxes to documentation to ensure skimmers don't miss essential information.

    Here is some information

Three styles are available:


	fyi: this is for stuff that's helpful but not critical

	action: these are tasks developers should complete and not miss

	caution: these flag the potential for misconfiguration, data loss, and other churn vectors



They look like this:

Provide detail here. You can go on at length if necessary.

Provide detail here. You can go on at length if necessary.

Provide detail here. You can go on at length if necessary.

Valid icons are listed in PostHog's icon library.

Steps

Use the <Steps> component for content that walks the reader through a strict sequence of instructions. Think how-to guides or step-by-step tutorials.



Steps are automatically numbered.



Write the _content_ in **markdown**.



Add checkpoints to help readers verify their progress.



Our mdx parser does not play nice with certain whitespace. When using the component, make sure you:


	Add a line break after the opening component tags

	Avoid using 4-space indents



Decision tree

Use decision trees to help users choose between 2-6 options:

<DecisionTree
    questions={[
        {
            id: 'platform',
            question: 'What platform are you using?',
            options: [
                { value: 'web', label: 'Web' },
                { value: 'mobile', label: 'Mobile' },
            ],
        },
    ]}
    getRecommendation={(answers) => {
        // return recommendation based on answers
    }}
/>

PostHog AI components

You can also link to PostHog AI which used to be called Max AI.

Use <AskMax> to provide in-context help:

The <AskMax> component opens the PostHog AI chat window directly on the website. Use this for documentation pages where users might need help understanding concepts or troubleshooting. Unlike <MaxCTA> which links to the PostHog app, this keeps users in the docs context.

<AskMax
    quickQuestions={[
        'How do I mask sensitive data?',
        'Can I enable recordings only for certain users?',
        'How can I control costs?',
    ]}
/>

Use <AskAIInput> for troubleshooting sections:

## Have a question? Ask PostHog AI


Platform logos

All platform logos are centralized in src/constants/logos.ts. To add a new platform:


	Upload SVG to Cloudinary

	Add key to src/constants/logos.ts in camelCase

	Reference in MDX frontmatter: platformLogo: myPlatform



Use consistent naming: stripe, react, nodejs, etc.

Debugging MDX issues

Common MDX parsing issues:


	Avoid deep indentation. Stay at 2 spaces or less

	Add line breaks after opening JSX tags and before closing tags

	Ensure all components are imported correctly

	Empty lines must be completely empty, no spaces

	Snippets can't share file names



Run the formatter to catch issues:

pnpm format:docs
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  12. Onboarding docs

  Source: https://posthog.com/handbook/docs-and-wizard/onboarding-docs

  
  Onboarding docs, or product installation docs, are special because these instructions are shared between the in-app onboarding flow and the getting started pages on the PostHog website.

These are some of the first pieces of docs a new user will see. They show users how to quickly set up and install a product, so they need to be up to date and accurate.

To help keep in-app and website onboarding docs in sync, there is a single source of truth for the onboarding docs in the posthog/posthog repository under the docs/onboarding directory. This means you only need to update the in-app onboarding docs in the PostHog monorepo, and the website docs will be updated automatically.

<ProductVideo videoLight= "https://res.cloudinary.com/dmukukwp6/video/upload/posthog_onboarding_docs_13eddf168e.mp4" alt="How shared onboarding docs work" classes="rounded" autoPlay={false} muted={false} />

Video explainer of how onboarding docs and shared rendering work

Which products have shared onboarding docs

This is a relatively new feature, so we're still migrating old onboarding docs to the new system. As of February 2026:

| Product | Status | |---------|--------| | AI Observability | ✅ Migrated | | Product Analytics | ✅ Migrated | | Web Analytics | ✅ Migrated | | Session Replay | ✅ Migrated | | Feature Flags | ✅ Migrated | | Experiments | ✅ Migrated | | Error Tracking | ✅ Migrated | | Surveys | ✅ Migrated | | Data Pipelines | ⏳ Not yet migrated | | Data Warehouse | ⏳ Not yet migrated | | PostHog AI | ⏳ Not yet migrated | | Workflows | ✅ Migrated | | Logs | ⏳ Not yet migrated | | Endpoints | ⏳ Not yet migrated |

How it all works

Onboarding content is written once as React components in the posthog/posthog repo, then rendered in two places:


	PostHog monorepo: For in-app onboarding, the PostHog app imports these docs components directly and wraps them with OnboardingDocsContentWrapper, which provides UI components like Steps, CodeBlock, etc.

	PostHog.com repo: The website pulls the docs components from the monorepo via gatsby-source-git, a Gatsby plugin, and then renders them through MDX stub files that use a similar but different OnboardingContentWrapper to provide compatible UI components.



Both wrappers provide the same component names (Steps, CodeBlock, CalloutBox, etc.) so the shared content renders correctly in either place. When you merge changes to master in posthog/posthog, the website automatically pulls the updated content on its next build.

flowchart LR
    subgraph website["<strong>posthog.com repo</strong>"]
        gatsby["gatsby-source-git<br/>(pulls on build)"]
        mdx["MDX stub files"]
        wrapper2["OnboardingContentWrapper"]
        ui2["Docs pages"]
        gatsby --> mdx --> wrapper2 --> ui2
    end

    subgraph monorepo["<strong>posthog/posthog repo</strong>"]
        docs["docs/onboarding/*.tsx<br/>product installation docs"]
        wrapper1["OnboardingDocsContentWrapper"]
        ui1["In-app onboarding flow"]
        docs --> wrapper1 --> ui1
    end
    docs -.->|"auto-sync"| gatsby

If you need some help with structuring your files, this is the architecture for each repo:

posthog/posthog
├── docs/onboarding/
│   └── your-product/
│       ├── index.ts              # Barrel file re-exports all Installation components + snippets
│       ├── sdk-name.tsx          # getSteps + createInstallation
│       └── _snippets/
│           └── reusable-snippet.tsx
│
└── frontend/src/scenes/onboarding/
    └── sdks/your-product/
        └── YourProductSDKInstructions.tsx  # withOnboardingDocsWrapper

posthog/posthog.com
└── contents/docs/your-product/
    └── installation/
        ├── sdk-name.mdx          # MDX stub
        └── _snippets/
            ├── prefix-installation-wrapper.tsx  # Single file with ALL wrappers
            └── shared-helpers.tsx               # modifySteps helpers

For a complete working example, see the Session Replay implementation:

| Repo | File | |------|------| | posthog/posthog | docs/onboarding/session-replay/ | | posthog.com | react.mdx | | posthog.com | sr-installation-wrapper.tsx (single file with all wrappers) |

How to create/migrate new onboarding docs

Step 1: Create the shared component in posthog/posthog


	Navigate to the product directory in docs/onboarding/. If it doesn't exist, create it: docs/onboarding/your-product/

	Create a new .tsx file: docs/onboarding/your-product/filename.tsx

	Export a step function and Installation component. Use createInstallation to automatically handle the rendering:




   // Step function receives a single context object with all components
   export const getPythonSteps = (ctx: OnboardingComponentsContext): StepDefinition[] => {
       const { CodeBlock, Markdown, dedent, snippets } = ctx

       // Reuse installation steps from product-analytics
       const installationSteps = getPythonStepsPA(ctx)

       // Add feature-flag-specific steps
       const flagSteps: StepDefinition[] = [
           {
               title: 'Evaluate feature flags',
               badge: 'required',
               content: (
                   <>
                       Check if a feature flag is enabled:
                       {snippets?.BooleanFlagSnippet && <snippets.BooleanFlagSnippet />}
                   </>
               ),
           },
       ]

       return [...installationSteps, ...flagSteps]
   }

   // createInstallation wraps your step function into a ready-to-use component
   export const PythonInstallation = createInstallation(getPythonSteps)


	You can reuse installation steps from product analytics by calling their step function with the same context.

	Step badges include required, optional, or recommended.




	For reusable snippets, create them in docs/onboarding/<product>/_snippets/ and export a named component.

	Create the in-app wrapper in frontend/src/scenes/onboarding/sdks/your-product/. Use the withOnboardingDocsWrapper helper:




   const PYTHON_SNIPPETS = {
       PythonEventCapture,
       BooleanFlagSnippet,
       MultivariateFlagSnippet,
   }

   const FeatureFlagsPythonInstructionsWrapper = withOnboardingDocsWrapper({
       Installation: PythonInstallation,
       snippets: PYTHON_SNIPPETS,
   })

   export const FeatureFlagsSDKInstructions: SDKInstructionsMap = {
       [SDKKey.PYTHON]: FeatureFlagsPythonInstructionsWrapper,
       // ... other SDKs
   }


	Test in the app by running the monorepo locally and navigate to localhost:8010/onboarding. From this page, you can select your product and test.



Step 2: Create the website stub in posthog/posthog.com


	To test your changes locally, use the GATSBY_POSTHOG_BRANCH environment variable to point to your branch:



   GATSBY_POSTHOG_BRANCH=your-branch-name pnpm start

This tells gatsby-source-git to pull from your branch instead of master.


	Create a single TSX wrapper file at contents/docs/<product>/installation/_snippets/<prefix>-installation-wrapper.tsx that exports all SDK wrappers:



       JSWebInstallation,
       ReactInstallation,
       NextJSInstallation,
       // ... import all SDK installations
       SessionReplayFinalSteps,
   } from 'onboarding/session-replay'

   const SNIPPETS = {
       SessionReplayFinalSteps,
   }

   // Export a wrapper for each SDK
   export const SRJSWebInstallationWrapper = () => (
   )

   export const SRReactInstallationWrapper = () => (
   )

   export const SRNextJSInstallationWrapper = () => (
   )

   // ... repeat for all SDKs

The modifySteps prop lets you add website-specific steps (like "Next steps") that aren't needed in-app.


	Create an MDX stub file for each SDK at contents/docs/<product>/installation/<name>.mdx:



   ---
   title: React session replay installation
   platformLogo: react
   showStepsToc: true
   ---

   <!--
   This page imports shared onboarding content from the main PostHog repo.
   Source: https://github.com/PostHog/posthog/blob/master/docs/onboarding/session-replay/react.tsx
   -->




	Test locally: Run pnpm start and verify the page renders correctly at the expected URL.

	Commit and merge both the posthog/posthog and posthog/posthog.com PRs.



Exceptions to the standard pattern

The architecture described above works well for products that have their own SDK installation steps – but not every product fits this mold. Some products are exceptions, and that's fine. The shared onboarding pattern should only be used when it makes sense.

Workflows

Installing an SDK for Workflows is optional. Because of this, Workflows doesn't define its own shared doc components. There are no files in docs/onboarding/workflows/.

Instead, Workflows reuses the Product Analytics Installation components directly and transforms them with a modifySteps function at the in-app level:


// Filter out product-analytics-specific steps and add a workflows-specific final step
function workflowsModifySteps(steps: StepDefinition[]): StepDefinition[] {
    const installationSteps = steps.filter(
        (step) => !['Send events', 'Send an event', 'Send events via the API'].includes(step.title)
    )
    return [
        ...installationSteps,
        {
            title: 'Set up workflows',
            badge: 'recommended',
            content: ,
        },
    ]
}

const WorkflowsReactWrapper = withOnboardingDocsWrapper({
    Installation: ReactInstallation,
    modifySteps: workflowsModifySteps,
})

This pattern works because Workflows only needs a PostHog SDK installed (the same installation steps as Product Analytics), then swaps the final "send events" step for a "set up Workflows" step. Everything lives in a single WorkflowsSDKInstructions.tsx file – no shared docs directory, no website stubs.

If your product's onboarding is essentially "install the PostHog SDK + do one product-specific thing," consider reusing existing Installation components with modifySteps instead of creating a full set of shared doc files. This avoids unnecessary duplication.
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  13. SDK reference docs

  Source: https://posthog.com/handbook/docs-and-wizard/sdk-reference-docs

  
  SDK references document class, method signatures, and type interfaces for each SDK. They complement examples in tutorials and guides by providing a comprehensive reference with all the details. They're important for deep understanding of PostHog SDKs and as context for LLM-based tools. Tutorials and guides reference them for parameter and return type details.

Which SDKs have reference docs

It's an ongoing effort to create SDK reference docs for all our SDKs, starting with popular SDKs. Here's the current status:

| SDK | Status | |-----|--------| | JavaScript Web SDK | ✅ Completed | | Python SDK | ✅ Completed | | Node.js SDK | ✅ Completed | | React Native SDK | ✅ Completed | | iOS SDK | 🚧 In progress | | Flutter SDK | ⏳ Not started | | Android SDK | ⏳ Not started | | Go SDK | ⏳ Not started | | Java SDK | ⏳ Not started | | Rust SDK | ⏳ Not started | | PHP SDK | ⏳ Not started | | .NET SDK | ⏳ Not started |

How the SDK reference docs work


	SDKs are parsed for basic information like class names, method names, and type interfaces.

	Descriptions, parameters, return types, and examples are extracted from the SDKs or SDK doc comments.

	The information is rewritten into a standardized JSON format (HogRef). They're stored in each SDK's repository under a references directory. For example, the JavaScript Web SDK reference is stored here.

	When an SDK releases a new version, the reference docs are generated automatically. Here's an example workflow.

	The Strapi instance behind the website is configured to fetch the HogRef JSON files from the SDK's repository and display them on the website via a cron job.

	The website renders the HogRef JSON files as a table on the SDK reference page.



Each language works slightly differently, but the general process is the same.

<summary>HogRef JSON schema specification</summary>

How to create new SDK reference docs

To contribute a new SDK reference doc:


	Create a script to parse the SDK's documentation and extract the information into a HogRef JSON file. The script should:




	Parse for class names, method names, and type interfaces

	Extract descriptions, parameters, return types, and examples from the SDK or SDK doc comments

	Format the information according to the HogRef JSON schema specification

	Store the HogRef JSON file in a references directory in the SDK's repository

	See existing SDK repositories for examples, such as the JavaScript Web SDK reference




	Create a workflow to generate the HogRef JSON file when a new version of the SDK is released. See an example workflow.

	Update the cron-tasks.ts file to fetch the HogRef JSON file from the SDK's repository and display it on the website.

	Once the HogRef is ingested into the Strapi instance via the cron job, a new page should be created automatically on the website. The website will render the HogRef JSON file as a table on the SDK reference page.

	Find existing links to the SDK's GitHub repository source code and point them to the new HogRef JSON file instead.
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  14. Vale and prose linting

  Source: https://posthog.com/handbook/docs-and-wizard/vale

  
  Vale is a prose linter that enforces PostHog's writing style across the website: docs, blog posts, newsletters, and more.

It catches spelling mistakes and style inconsistencies based on rules we define – like the unforgivable use of em dashes.

Why use a prose linter?

Prose is infinitely diverse. Different authors, tones, and writing goals make inconsistencies easy to introduce and a nightmare to maintain.

A prose linter creates a baseline. It automatically enforces the core mechanical and stylistic rules we care about most as a brand, so our writing stays consistent.

"Never send an LLM to do a linter's job." – someone


LLMs can generate drafts and reviews, but they are not reliable linters. They're slow and expensive compared to deterministic tools.

Use Vale to detect issues, then use LLMs to hep fix them.

<ProductScreenshot imageLight="https://res.cloudinary.com/dmukukwp6/image/upload/q_auto,f_auto/pasted_image_2026_02_16_T15_09_34_778_Z_61bcc3fa2b.png" alt="Vale linting" />

Prose linting with Vale

Getting started

Install Vale

brew install vale

Run linting

pnpm vale:staged     # Lint md/.mdx files you have staged in git

pnpm vale contents/blogs/           # Lint a specific directory
pnpm vale contents/blog/my-post.md  # Lint a specific file
pnpm vale .                         # Lint current directory

pnpm vale:test       # Lint the .vale/test/ directory

For real-time linting in your code editor, install the Vale VS Code extension.

Style rules

Styles are enforced by a collection rules and checks written as YAML files. We can organize these rules into directories to create different style guides for different areas of our website.

Vale then applies these rules hierarchically and in combination with each other.

PostHogBase            Rules for all .md and .mdx files
├── AmericanEnglish
├── ProductNames
├── EnDash
├── OxfordComma
├── Spelling
├── Inclusivity
└── ...

PostHogDocs            Rules for /docs
├── DefinitionListDash
├── DirectAddress
├── Trivializers
└── UIBoldNotQuotes

PostHogEditorial       Rules for /blog, /newsletter, /tutorials
├── BulletSpacing
├── EnableNotAllow
└── Hedging

Adding a rule


	Pick the right directory. PostHogBase will apply the rule everywhere, PostHogDocs to the docs, and PostHogEditorial to the blog, newsletter, and tutorials.




	Create a .yml file in the respective styles/ subdirectory.



The two most common rule types are substitution and existence.

# Substitution – suggest a replacement
extends: substitution
message: "Use '%s' instead of '%s'."
level: warning
swap:
  colour: color

# Existence – flag terms that shouldn't appear
extends: existence
message: "Avoid using '%s'."
level: warning
tokens:
  - simply
  - obviously

Each rule can be configured to a severity level:


	Errors

	Warnings

	Suggestions



We generally stick to warnings and suggestions.

The Vale docs have more information on rule types and configuration.

If you add a new rule, update the test/ directory with examples and run pnpm vale:test to see if it works as expected.

You can also test specific rules with the Vale CLI.

pnpm vale --filter='.Name=="PostHogBase.SentenceCase"' ./docs/error-tracking/pricing.mdx

Breaking the rules

Vocabularies and spelling exceptions

Not every violation is actually a mistake. We frequently use industry terms, brand names, and colloquialisms that aren't in standard dictionaries like "faq", "devops", or "stonks."

You can add exceptions to the Vale rules as vocabulary or as a spelling exception.

Here's how to choose between them:

| Proper noun? | Examples | File | |------------------------------|----------|------| | Yes | HubSpot, JavaScript, ClickHouse, PostHog | config/vocabularies/BrandsAndTechnologies/accept.txt | | No | webhook, cronjob, heatmaps, stonks | PostHogBase/spelling-exceptions.txt |


	Vocabularies are case-sensitive regex patterns that enforce exact capitalization. Use for brand names, products, and technologies where casing is a part of correctness. They will be exempt from rules like SentenceCase.yml.




	Spelling exceptions are case-insensitive words the spell checker should accept. Use for industry terminology or developer jargon that isn't in standard dictionaries. They will be exempt from the rule Spelling.yml.



The .vale.ini file

We've configured global ignores in .vale.ini based on certain scopes, tokens, and tags.

Vale globally ignores:


	Fenced code blocks ` ` `

	JSX import and export statements

	Markdown link URLs

	React component tags
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  15. How to write product docs

  Source: https://posthog.com/handbook/docs-and-wizard/writing-product-docs

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Docs categories

	Sidebar navigation

	Overview

	Getting started

	Start here

	Installation

	Concepts

	Guides



  This guide explains how to write and structure your product's documentation.

Docs categories

We've created a standard, flexible structure for product docs. Each section contains specific types of pages that serve different purposes in the developer journey.

Every docs page should fit into one of the following categories:


	Overview – The landing page for your product docs. Think of it as a one-pager for your product.

	Getting started – Docs that focus on the minimal tasks and context necessary to get your product up and running.

	Concepts – Docs that explain the core abstractions and building blocks of your product.

	Guides – Tutorials on how to use your product's features.

	PostHog AI – Docs on how to use PostHog AI or AI workflows with your product.

	Resources – Standalone docs that don't fit into the other categories like pricing or changelog.



We recommend using Error Tracking docs as a reference. We've invested significant time in their docs and consider them to be the strongest example of well-structured documentation. It's a good template to use when writing docs for new products or improving existing ones.

<ProductScreenshot imageLight="https://res.cloudinary.com/dmukukwp6/image/upload/q_auto,f_auto/pasted_image_2026_02_02_T01_01_56_985_Z_3300a46cb9.png" alt="Error Tracking docs" padding={false} />

Error Tracking is a good template for product docs structure

Disclaimer: PostHog has a wide variety of products. For example, Data Pipelines is integration heavy while PostHog AI and Workflows are UI-oriented. They require different content structures for their docs, and that's okay. You can adapt this structure to your product's needs.

That said, stick to this structure first. It’s worked well for other products, both in terms of docs-to-product conversion and user feedback, so it’s proven to be effective.

Sidebar navigation

This sidebar navigation mirrors the docs structure. The hierarchy drives how users discover and navigate docs.

Docs sidebar
|
├── Your product
|   └── Overview                # Landing page or home page
├── Getting started
|   ├── Start here              # "Syllabus" page
|   ├── Installation
│   │   ├── Framework 1         # Installation quickstart
│   │   └── Framework 2
│   └── Basic config            # Minimal setup quickstart
├── Concepts
|   ├──Concept 1                # In-depth product explainer
|   └──Concept 2
├── Guides
|   ├──Guide 1                  # Tutorial for feature
|   └──Guide 2
├── PostHog AI
|   ├──AI guide 1               # Tutorial for AI feature
|   └──AI guide 2
├── Resources
|   ├──Pricing                  # Pricing and usage limits
|   ├──Troubleshooting          # Common issues and solutions
|   ├──Changelog                # Product updates
|   └──References               # Links to SDK and API docs

Overview

The Overview page is the landing page for your product docs. Think of it like a book cover for your product. People will judge your product based on a quick glance.

The overview needs to work like an effective one-pager. Imagine a busy engineering manager who's evaluating multiple solutions. Someone sends them a link to your product docs. With a quick scan, they need to confirm basic criteria before deciding to learn more or bounce:


	What is this product?

	Is it compatible with my tech stack?

	Does it have the essential features I expect or need?



<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/error_docs_overview_compress_e8ddecebaf.mp4" alt="Error Tracking overview video" classes="rounded" />

Example - Error Tracking overview


Your Overview page should include:


	Description of the product and its value proposition

	List of key features and capabilities

	List of supported languages, frameworks, and integrations

	List of PostHog platform, cross-product features

	CTAs for next steps in the docs

	Visual components and elements to make it scannable and appealing



Getting started

The Getting started section in your product docs exists to get new users up and running with your product as quickly as possible and with just enough context for them to understand what's going on. It needs to be streamlined for minimal setup.

Avoid including advanced or more complex features in the getting started section. Those should go into the guides section.

Your Getting started section should include:


	A Start here page

	Installation quickstarts

	Basic config quickstarts (optional) (e.g. upload source maps)



Start here

The Start here page shows the product adoption journey at a high-level. It gives readers an overview of the milestones necessary to be successful with your product, like the quest log of a video game.

It acts as a syllabus. Users are more willing to invest their effort and time when they can see what they’re signing up for. Otherwise, one setback – a missing link or an outdated config – can be enough for users to give up if they don't know how far along they are in the process.

These pages are high converting pages for our paid ads, so they matter. Use the QuestLog component to create a visual roadmap that guides users through adoption milestones.

<ProductVideo videoLight="https://res.cloudinary.com/dmukukwp6/video/upload/error_start_here_compress_8251df6df1.mp4" alt="Error Tracking start here page" />

Example - Error Tracking start here page


Your Start here page should include:


	QuestLogItem sections for each milestone in the adoption journey

	Screenshots and media

	Links to deeper docs

	Use for free section at the end



Installation

The installation pages are quickstarts for your product. An installation page using the <Steps> component should be created for each platform, framework, or language your product supports.

Installation docs have a special architecture; they render the same content as the in-app onboarding flow from the monorepo. The single source of truth lives in the posthog/posthog monorepo, and the website pulls the content automatically. But it requires some boilerplate code to set up.

See the onboarding docs handbook for full details on how to create or migrate installation guides to the shared rendering architecture.

Image: installation platforms overview
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Image: installation 2

Example - Error Tracking installation docs


Your Installation section should include:


	Installation index page of all supported platforms

	Installation quickstarts for each framework or language using <Steps> component



The installation index page displays a grid of platform cards (i.e. frameworks and languages) that's automatically generated from the sidebar navigation with logos and icons.





1. The index page imports a snippet that calls usePlatformList().


2. The hook reads all MDX files in the installation folder.


3. It sorts them based on the order defined in src/navs/index.js.


4. Each platform's logo comes from the platformLogo frontmatter field.


Concepts

The Concepts section explains your product's core abstractions or building blocks in depth. Concept pages help readers understand how your product is designed to work and the underlying mental model.

The goal is to explain to readers why the product behaves the way it does, not just how to use it.

If your product uses any terminology that carries specific meaning or implies functionality, it probably deserves a concept page. Some concepts are shared across an industry, others are specific or adapted to your product. For example, in Error Tracking, we have concept pages for:


	Exceptions: an industry-wide concept

	Stack traces: an industry-wide concept

	Issues: a PostHog-specific concept (group of exceptions in the app UI)

	Fingerprints: a PostHog-specific concept (low-level identifier for exceptions on SDK capture)



Use Mermaid diagrams for data flows and relationships, tables for definitions, and screenshots for in-app UI elements.

Image: Concept page 1

Image: Concept page 2

Image: Concept page 3

Image: Concept page 4

Examples - Fingerprints, Issues and exceptions, Stack traces, Releases


Your Concepts section should include:


	In-depth explainers for each product concept

	Mermaid diagrams for data flows and relationships

	Tables for definitions with context



Guides

The Guides section contains tutorials for your product's features. These pages are framed around accomplishing specific use cases, jobs-to-be-done, or goals with your product.

Why call this section "Guides" instead of "Features"? Because it's task-oriented and focuses on outcomes. We want to avoid listing out a bunch of branded feature names in the sidebar: they don't mean anything to the user. What your product feature is called is secondary to what it enables, which is to help users solve their problems.

In general, there should be one page for each major feature or workflow in your product. On each page, include a brief intro explaining what the guide helps you do, instructions on how to use the feature in practice, and screenshots of the UI.

Image: Guides page 1
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Examples - Capture exceptions, Manage and resolve issues, Send alerts, Set up integrations


Your Guides section should include:


	Guides for each major feature or workflow in your product

	Screenshots showing the feature in the UI

	Step-by-step or general instructions on how to use the feature

	A use case or jobs-to-be-done framing for the guide



PostHog AI

The PostHog AI section showcases your product's AI workflows. This includes integrations with our official PostHog AI product, MCP-based workflows, or examples of useful prompts or skills.

We don't want to be too prescriptive here. The goal is to show off your product's AI capabilities, small or big.
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Example - Error Tracking PostHog AI docs


Your PostHog AI section should include:


	Guides for PostHog AI features your product supports

	Guides for AI workflows like MCP

	Guides for AI resources like recommended prompts or skills



Resources

The Resources section is where the useful “lookup” stuff lives. These are important but standalone pages like pricing, changelog, troubleshooting, and API or SDK references.

If something doesn't fit neatly into the other categories, it belongs here.
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Example - Error Tracking resources


Your Resources section should include:


	Pricing page

	Troubleshooting page

	Changelog page

	Links to SDK and API references

	Other resources



Pricing

The Pricing page explains the product's pricing model, free tier limits, and how usage is calculated. Transparency is a differentiator for us, so we want to be clear and upfront about how much users will pay.

Just as importantly, we want to show users how to stay in control of costs. This page should include advice on how users can reduce their bill and cut costs.

Example - Error Tracking pricing


Your Pricing page should include:


	<SingleProductPricing> calculator component

	Breakdown of how usage or costs are calculated

	Section on how to reduce and cut costs



Troubleshooting

Common issues and solutions that unblock users who are stuck. Keep this updated based on support tickets and community questions.

Start with the <AskAIInput> component to enable AI chat support, then use searchable headings with numbered solutions. Each section should be scannable and actionable.

Example - Error Tracking troubleshooting


Changelog

Displays changelog entries for your product using the <ProductChangelog> component. It filters entries from the main /changelog page.

Example - Error Tracking changelog


API and SDK references

Links to SDK reference docs and API documentation filtered by product.

Example - Error Tracking references
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