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  1. Common churn reasons

  Source: https://posthog.com/handbook/cs-and-onboarding/churn-reasons

  
  Some recurring reasons customers churn, and what we can do about them.

Things we can influence

Champion leaves

If our champion was the main user, their departure is high risk. The best defense: get more people across the org using PostHog before it happens. More teams using PostHog, more products adopted, more relationships across the org. Build relationships with more than one champion.

Champion isn't the decision maker

A great relationship with a non-decision-maker is good for context, but limits influence over PostHog adoption. Use them to introduce you to people who can actually move things — and remember decision-makers aren't always in leadership roles. Ensure team adoption, new feature roll-outs, or other key wins are consistently visible to decision-makers.

Customer replaces PostHog

Common reasons:


	They built feature parity internally

	We lack a critical feature

	Leadership prefers a competitor

	They got a sweetheart deal somewhere else



You can't always prevent this, but customers using multiple PostHog products are stickier. If they're switching for one specific need, you might keep them on the others.

When you spot a customer evaluating alternatives, get involved early and push for the changes that would keep them.

Poor customer experience

If a customer has struggled to get help or fast responses, turn it around by staying on top of their stuff going forward.

When you can solve a problem for them, solve it — and explain how, so they can do it themselves next time.

For feature requests, bugs, or anything else you're advocating for internally, circle back proactively. Don't wait for them to follow up. Provide updates if resolution is taking longer. Customers who've had a poor experience care most about communication and follow-through.

Customer can't extract value

Offer to work with their team. Set up regular meetings if they're open to it. Help them get the specific metrics that move the needle.

If their team doesn't understand how PostHog can help, run a workshop or training call with concrete examples.

Missing features or slow delivery

If they're an ICP fit, loop in the relevant PM and engineering team. PMs often want to talk directly to the customer.

Flag the churn risk openly in the team channel. We never want to lose a customer over a missing feature, but these conversations help our PMs prioritize.

Lack of trust in PostHog data

If a customer says PostHog data conflicts with what they see elsewhere, dig in. What stats are they comparing? Where's the implementation issue?

Customers who rely on a different source of truth are at long-term risk — they're not tied to PostHog. Fix this even when it's not an immediate threat.

Privacy, compliance, or data governance

Some customers have constraints we can't fully solve — e.g. they can't store data with third parties and need on-prem.

Make sure they know what privacy controls PostHog offers. We're anonymous by default, Session Replay masks sensitive data, and many customers don't realize what's possible. Useful links:


	Data collection

	URL masking

	Session replay privacy

	Cookieless tracking

	GDPR

	Data deletion



Things we can't influence

Acquisition

Not an immediate risk, but acquired customers often move off eventually. Find out early what risks the acquisition introduces.

Customer shuts down

Nothing we can do.

Lack of ICP fit

This has come up more recently and it's tough. Figure out where we underserved them and why it wasn't a fit, then relay feedback to the team.





  2. Learn from churn

  Source: https://posthog.com/handbook/cs-and-onboarding/customer-churn-retros

  
  Churn retros

When a human-managed account churns from PostHog, we share learnings in #customer-churn-retros. The goal is simple: learn from what happened so we can prevent it next time.

Who does this

The CSM or AE who managed the account writes the retro. Post it as soon as possible after the churn (or even when the risk is first surfaced as a possible churn) - while the details are fresh.

What to include

Keep it concise. We're looking for signal, not noise.

Basic info


	Customer name:

	ARR at churn: $X,XXX

	Tenure: X months/years

	ICP fit (1-10): X/10

	Scoring guide:

	1-3: Poor fit (wrong industry, too small, misaligned use case)

	4-6: Marginal fit (some alignment but missing key characteristics)

	7-8: Good fit (matches most ICP criteria)

	9-10: Perfect fit (textbook ICP customer)

	Primary reason for churn: One sentence



What we did well

Bullet points. Be specific about what actually worked:


	Things we tried that had positive impact

	Successful interventions or saves along the way

	Strong relationship moments or engagement wins

	Features or support that resonated



What we could do better

This is the important part. Be honest:


	Warning signs we missed or ignored

	Outreach we didn't do or mistimed

	Technical issues we didn't catch early enough

	Relationship gaps or communication failures

	Contract/commercial missteps



Don't sugarcoat it. If we screwed up, say so.

Product learnings

What did this churn teach us about the product?


	Feature gaps that mattered

	Integration or performance issues

	Competitive losses (what did they switch to and why?)

	Pricing or packaging problems

	UX friction that drove them away



Tag relevant product teams if needed.

Process learnings

What do we need to change in how we work?


	Health score signals we should've caught

	Playbook gaps or broken processes

	Tools or data we needed but didn't have

	Handoff failures (sales → CS, onboarding → CS, etc.)

	Communication cadence issues



Example retro

Customer name: HogFlix ARR at churn: $42,000 Tenure: 14 months ICP fit: 8/10 - B2B SaaS, 75 employees, solid PMF Primary reason for churn: Switched to Amplitude due to advanced analytics needs we couldn't meet

What we did well:


	Strong relationship with eng team, they genuinely liked us

	Proactive about billing limit management, saved them $8k over tenure

	Quick response on support tickets (avg <2hr)

	Successfully onboarded them to 4 products



What we could do better:


	Saw usage decline 3 months before churn but didn't act fast enough

	Never connected with their PM team, only eng - left us blind to analytics requirements

	Should've involved product team when they asked about funnel analysis 6 months ago

	Missed that their SQL queries were getting more complex - signal they needed more



Product learnings:


	Lost to Amplitude's behavioral cohorting and advanced path analysis

	They needed cross-product funnels we don't support well yet

	Data warehouse integration wasn't mature enough for their analysts

	Tagging @max-ai team - they wanted AI insights we couldn't deliver



Process learnings:


	Health score didn't catch declining SQL query complexity (possible new signal?)

	Need a playbook for "single-department adoption" risk - eng loved us but PM didn't know we existed

	Should trigger alert when customer starts evaluating "advanced analytics" docs heavily



---

Tips for writing these

Be direct. This isn't a CYA exercise. If you missed something, own it.

Focus on prevention. Every retro should have at least one concrete "we should change X" takeaway.

Tag people. If product or process changes are needed, @ the relevant teams.

Don't make excuses. "They were never a good fit" isn't helpful. Why did we take them on? What should we have done differently?

Keep it readable. Use bullets. Be concise. Respect everyone's time.





  3. Customer industry segments

  Source: https://posthog.com/handbook/cs-and-onboarding/customer-industry-segments

  
  We have thousands of customers in PostHog, many of which are in similar industries. As CSMs having an understanding of our customers' industries can help us better be an expert on PostHog works best for their specific use cases. This page serves as a resource for us to be able to collect and share industry specific vocabulary, important metrics, PostHog best practices, etc. that allow us to quickly ramp up on the industry to better engage with those customers.

Industry segment list

These segments can change as our customer data evolves, but the following serve as a starting point:


	AI & Data

	Consumer software

	Developer tools

	E-commerce

	Education

	Enterprise software

	Finance

	Healthcare

	Logistics

	Marketing



Template for industry playbook

Eventually each industry listed above will be linked to its own playbook with details its specifics. The following is a template that can be used to create the playbook:

### Description (general overview of what the industry is and the businesses it consists of)
### What they care about (i.e. what is most important to their business success)
### Industry terminology
### Common software used
### Important business metrics and data
    #### Metrics
    #### Data (event taxonomy, person profiles, groups)
### PostHog products they should be using
    #### Product
    	##### Best practices
    	##### Common challenges
    	##### Cross product use cases

Segments in Vitally

Industry segment is a custom account trait in Vitally. You can find and edit your customer's industry on the side panel of their account page as a pinned trait. You can add a value or edit current value directly on the account page or add the industry segment as a column to any custom tables you have in Vitally.

<summary>E-commerce playbook</summary>

Ecommerce description

Online retail businesses including direct-to-consumer brands, marketplace platforms, and omnichannel retailers selling physical or digital goods through web and mobile.

What they care about


	Conversion rate optimization across the entire funnel

	Cart abandonment reduction

	Customer acquisition cost (CAC) vs lifetime value (LTV) balance

	Site performance impact on sales

	Mobile vs desktop performance disparities

	Seasonal traffic and sales patterns

	Inventory turnover and demand forecasting

	Return rates and reasons

	Cross-sell/upsell effectiveness



Industry terminology


	AOV (Average Order Value): The average dollar amount spent each time a customer places an order.

	PDP (Product Detail Page) / PLP (Product Listing Page): PDP is the individual product page with detailed information, images, and add-to-cart button. PLP is the category or search results page showing multiple products in a grid or list format.

	SKU (Stock Keeping Unit): A unique identifier code assigned to each distinct product and its variants (size, color, etc.) for inventory tracking.

	Drop-off rate / Abandonment rate: The percentage of users who leave a process (like checkout) without completing it. Cart abandonment specifically tracks users who add items but don't purchase.

	Retargeting / Remarketing: Advertising strategy that shows ads to people who previously visited the company's website or app, aimed at bringing them back to complete a purchase.

	Attribution window: The time period after a user clicks or views an ad during which a conversion (purchase) will still be credited to that ad. Common windows are 1, 7, or 30 days.

	ROAS (Return on Ad Spend): Metric measuring ad campaign effectiveness by dividing revenue generated by the cost of ads.



Common software used


	Platforms: Shopify, WooCommerce, BigCommerce

	Analytics: Google Analytics 4, Contentsquare, Hotjar

	A/B Testing: Optimizely, VWO, Shoplift



Important business metrics and data

Metrics


	Conversion funnel: Homepage > Category/PLP > PDP > Add to Cart > Checkout Started > Purchase Complete

	Key rates: Browse-to-buy rate, PLP>PDP rate, PDP>Cart rate, Cart>Purchase rate

	Revenue metrics: Revenue per visitor (RPV), items per order, repeat purchase rate

	Engagement: Pages per session, bounce rate by landing page, search-to-purchase rate

	Performance: Page load time correlation with conversion



Data

Event taxonomy


	Core events: product_viewed, product_added_to_cart, checkout_started, order_completed

	Detailed spec for Ecommerce event taxonomy

	Key event properties: product_id, product_name, price, currency, quantity, category, brand, variant (size/color), cart_value



Person profiles


	Often anonymous until purchase or email capture

	Limited utility for one-time purchasers but valuable for subscription/replenishment businesses

	Key properties: customer_type (i.e. new/returning), total_orders, total_spent, last_order_date, preferred_product_categories



PostHog products they should be using

Product analytics

Best practices


	Build conversion funnels for each major product category

	Create cohorts based on acquisition channel to compare quality

	Track micro-conversions (newsletter signup, wishlist adds)

	Monitor search query performance and null results



Common challenges


	Shopify and other ecomm website builders can make installing PostHog properly difficult and cause unique bugs related to plug-ins, etc.

	Cookie/privacy restrictions affecting attribution



Cross product use cases


	Use session replay to identify issues > Create experiment to test fix > Monitor with analytics

	Feature flag for seasonal promotions > Track performance in analytics > Watch customer interactions via replay

	Identify drop-off points in funnels > Watch those specific sessions > Run experiments on improvements







  4. Customer success

  Source: https://posthog.com/handbook/cs-and-onboarding/customer-success

  
  Customer Success Managers (CSMs) help customers get more value out of PostHog so they stick around. That means helping them onboard, train their team, work through support issues, find cost savings, and advocate for them inside PostHog.

Principles


	Show, don't tell. Help customers prioritize their needs, deliver bad news early, and stay on top of their questions. Under promise, over deliver.

	Help them save money, even when it costs us short term. Long-term value matters more.

	Be their voice inside PostHog. Advocacy only works if you're willing to go to bat for them. Push product and engineering to understand why a feature matters.



Who we manage

CSMs cover all customers above $20k ARR, whether they're long-time customers whose spend tipped over the threshold, new business handed over after closing, or customers new to PostHog on an enterprise plan.

What we're aiming for

Our primary goal is retention, and the team target is 120% NRR (see how we work for how that's calculated and how it ties to bonus). We hit that by being genuinely helpful.

A big part of the work is spotting customers who need help before they ask. The loudest ones will find us anyway. The ones quietly struggling won't, and those are the ones where a well-timed outreach, a usage pattern in Vitally, or just reading between the lines on a ticket makes the difference.

No two accounts need the same thing. Some need deep ticket involvement, some need strategic time, some just need a catch-up call every quarter.

The levers we have


	Establishing and building relationships. Be the person a customer Slacks first when something breaks or when they want to try something new. Getting started with customers covers the first 30 days; the lifecycle of CSM engagement covers how the relationship evolves after that.

	Implementation and setup. Getting the right PostHog setup for a customer's use case, and improving what's already there. Implementations evolve - the person who set things up may have left, the product changes, or they want something more mature. Getting this right matters because if the implementation is off, customers stop trusting the data, and that makes everything else harder. The foundation check and health check are the two main entry points.

	Technical troubleshooting and support. Debugging customer issues (the broken event, the missing identify call, the misconfigured flag) and answering "how do I do X." CSMs at PostHog are technical, so this is yours by default, and it's also one of the best ways to build a relationship - you show technical credibility, get a better read on how they're actually using PostHog, and connect with the engineers who own the implementation. Handling customer issues covers how we work through these.

	Finding and navigating friction. Spotting where a customer is trying to do something they expect PostHog to handle and can't. Sometimes the fix is implementation or troubleshooting, sometimes it's training or pointing them to a feature they didn't know about, sometimes it's a feature request or bug report on our end. When it's genuinely our gap, we give credits generously. Churn reasons lists the patterns we see most.

	Monitoring health. Health tracking is our main signal for who needs attention. Don't just look at the score, look at what changed.

	Cost optimization. We think about cost and value together - customers should be paying for what they're actually getting. Optimizing spend (over-ingestion, session replay you can sample down, products on a plan they aren't using) is one of the easiest ways to show you're genuinely helpful.

	Running trainings. Customer training sessions for a customer's team on a specific PostHog area, usually requested by the customer or proposed when we see a clear gap.

	Credit purchases. Helping customers buy ahead of usage they can predict, like annual deals, top-ups, and plan changes. Renewals covers the mechanics.







  5. Engaging unengaged customers

  Source: https://posthog.com/handbook/cs-and-onboarding/engaging-unengaged-customers

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Why this matters

	Pre outreach research

	Review their engagement metrics

	Walk through their site with debug mode

	Outreach tactics

	SDK health — flag outdated SDKs

	Spot new product interest and reach out proactively

	Steady drumbeat of usage specific tips



  This is a living document — we'll keep adding tactics as we learn what works. If you've found something effective, add it here!


Why this matters

Unengaged customers churn. But "just checking in" rarely works. The tactics below give you concrete, helpful reasons to reach out — so your outreach feels like a favor, not a follow-up.

The common thread: do your homework first, then lead with something specific and valuable.

Pre-outreach research

Before reaching out, spend 10 minutes understanding where the customer is at. This makes all the difference between a generic check-in and a genuinely helpful conversation.

Review their engagement metrics

Use the customer's PostHog usage data to understand what they're actually doing before you reach out. Look at:


	What features they're using — insights, dashboards, recordings, etc.

	Insight titles they've created — these reveal what business questions they care about

	Recent activity — are they creating new things or just passively viewing?



For example, if a customer is creating and viewing insights with titles around "funnel conversions," they almost certainly care about improving funnel conversion rates. Lead with that.

Where to look: Customer engagement dashboard in PostHog — filter by the customer's org/team and check insight creation and viewing activity. Use PostHog AI or the PostHog MCP (with CS Skills like User Deep Dive) to pull additional details and summaries.

Walk through their site with debug mode

Visit the customer's website and inspect their PostHog implementation firsthand:


	Open the browser console and run posthog.debug() to enable debug mode

	Check the config to see how PostHog is configured

	Walk through key flows (login, onboarding, core product actions)

	Watch what events fire — are they capturing meaningful actions?

	Look for issues: missing events, misconfigured properties, no identify calls, etc.



This gives you a firsthand view of what the customer is (or isn't) capturing. You can come to the conversation with specific, concrete observations — "I noticed you're not capturing any events after sign-up" — rather than asking them to self-report.

Framing matters: Position it as a proactive health check, not a criticism. Something like: "I took a look at your implementation and spotted a couple of things that might be worth addressing..."

Outreach tactics

Ordered roughly by how often the trigger comes up — the first few you can do for almost any account, the last few only when external events line up. Apply the meta-tactics below to whichever you pick.

SDK health — flag outdated SDKs

Use the SDK health check to see if the customer is running outdated SDKs. This is one of the easiest, most concrete reasons to reach out. We recommend customers update monthly so they don't miss bug fixes and improvements.

Suggested cadence: Run the SDK health check on each of your accounts quarterly, or whenever a customer is ramping up usage of a specific SDK.

Suggested wording:

BTW our SDK health check is warning that you are using a three year old version of our Python SDK — I promise we've improved it since then! Also your iOS and Android SDKs are really out of date. Any chance of updating these?


Why it works: Specific, helpful, and low-effort for both sides. The tone is light and friendly, not alarming.

Spot new product interest and reach out proactively

Watch customer activity for signs they're exploring a product they haven't adopted — docs page views, product-page activity, exploratory events. Use that as a natural conversation starter (credit to Tyler).

Suggested cadence: Weekly scan of doc-page views and product-page activity for your accounts.

Suggested wording:

Hey @[contact], saw you checking out AI observability and wanted to share a few things. It occurred to me that our LLM observability suite might be really helpful for your team.





Not only do you get evals/traces/generations to track model performance, token usage, etc, you can then also connect those things back to PostHog session/user data. Which means you can actually easily run A/B and multivariate tests on things like prompts, models, and so on, while ALSO seeing how the LLM performance/quality have an impact on conversion and funnel.





You may already have something like that in place but thought it was worth mentioning!


Steady drumbeat of usage-specific tips

For customers who rarely reply, keep sending value anyway. Session replays will tell you whether your advice is landing — quiet customers often act on tips without ever responding (credit to Anna-Marie, who used this pattern on a customer that hadn't replied in months; replays showed they were quietly acting on every tip and eventually adopted multiple new features).

Suggested cadence: Every 1-2 weeks. Rotate value types so it doesn't feel like a stream of asks.

Value types to rotate through:


	Cost optimization — e.g. "you have a couple of flags tied to completed experiments still enabled"

	Alerts or monitoring opportunities you spot in their data

	Data quality observations — e.g. "your group analytics has many groups being created with a UUID as the group key"

	Workflow templates based on insights or dashboards they've drafted but not saved

	Heads-ups on upcoming products in their space — especially competitive ones — so they don't get blindsided

	New beta features that tie back to what they're already doing

	OOO heads-ups with a fallback contact



Suggested wording (transparency about a competing product launch):

Hey @[contact], :wave: just wanted to give you a heads-up and be super transparent: as you might already know our engineers have been working on [new product]. I've just heard that the ballpark timeline is ~end of [month] for going into beta. I know this might be a sore point given your space, and didn't want you to feel blindsided.





I'd love to address any questions or concerns you may have, and as always — make sure that you continue getting value from our product analytics, feature flags and experiments you've been running.





Wanted to be upfront here! :pray:


Source: Slack discussion

1:1 individualized outreach to revive a dead channel

When a customer channel goes completely silent, don't mass-ping — it gets ignored. Instead, DM team members individually over a couple of weeks until you've rebuilt the channel one person at a time, then get them on a call together. Seb used this on a dead channel and eventually got the whole team back on a call.

Suggested cadence: Spread individual DMs over 2-3 weeks. Convene the group on a call once you have a critical mass.

Bonus — same-day call follow-up with a custom touch: A custom-branded merch discount code (set up in the Shopify admin — see the merch store handbook page) is a small detail with outsized goodwill impact. Sending it same-day rides the momentum, well before the "proper follow-up."

Suggested wording (same-day follow-up):

hey team! thanks for the productive chat earlier today.





i owe you a proper follow up on everything we discussed, but couldn't wait to share this discount code ([CUSTOM-CODE]) with ya'll so you can get your save posthog t shirt on the (hog)house :hog-party-wave:





lovely meeting you all - excited to keep working together :hog-offers-heart:


cc @[people who showed interest on the call] - tagging you since you were esp excited about the merch :slightly_smiling_face:


Source: Slack discussion

Post-event outbound to long-silent customers

After events (Stripe Sessions, conferences, meetups), sweep through post-event outbound — including customers who already have a CSM/TAM relationship that's gone cold (credit to Lorena). Event context resets the conversation: it's not "checking in," it's "I just saw you at X." A different sender or different framing can revive a stalled thread that relationship-based follow-ups couldn't.

Suggested cadence: After every event your customers attended, do a post-event outbound sweep — don't filter out accounts with existing relationships.

Why it works: Event-tied context lowers the social bar to engage. The customer doesn't have to explain the silence — they just have to reply to "great to see you at X."

Source: Slack discussion

Use a competitor pricing change (or market news) as a value-based reason

When something happens in the wider market that could cost the customer money — e.g. a competitor's pricing change — that's a real reason to reach out. Will used this when LaunchDarkly's pricing changes started getting bad press: tagged specific engineers and offered to do the heavy lifting on a PostHog vs LD comparison.

Suggested cadence: Opportunistic — keep an eye on competitor news so you're not the last to know.

Suggested wording:

Hey @engineer1 and @engineer2,


i know you're using [competitor] for feature flags — we heard at [event] that the pricing changes are causing bill shocks, so if you're doing any sort of internal review, lemme know and i'll do the heavy lifting of the comparison from our side.


p.s. please lemme know if i should tag anyone specific


Follow-up pattern that worked:


	If they engage, drop a deep, honest technical breakdown. Don't oversell — call out gaps in our product where they exist.

	If they push back on a gap, close the loop publicly: "Let's put a pin in it for now. I'll keep an eye on this from our side, and if we can support [X] cleanly sooner, I'll come back with something then!"

	Loop in engineering in the customer channel when relevant — turns the conversation into a product input loop and shows the feedback is being taken seriously.



Source: Slack discussion

Meta-tactics

Cross-cutting patterns that apply to any outreach above, regardless of which trigger you use.

Lead with their data, not a generic ask

Every message should open with a specific observation pulled from their actual PostHog usage. Pair it with a direct link to the relevant view in their project (e.g. eu.posthog.com/project/.../...) so they can act in one click.

Tag specific people, not channels

Name individuals in your message ("Hey @[contact], saw that..."). Channel-only pings get ignored; named tags lower the social cost of replying. Invite a redirect when you're not sure who's right: "lemme know if i should tag anyone specific."

Mix value types, not all asks

Rotate through tips, cost optimization, transparency about upcoming products, OOO heads-ups, beta invites. If every message is an ask, you train them to ignore you. Build trust before the ask.

Low-pressure framing

Phrases that consistently work:


	"thought it was worth mentioning"

	"lmk if interesting"

	"if it's a bad fit, I'll say that and leave it there"

	"you may already have something like that in place"



Don't push when they push back. Close the loop publicly with a clean "let's put a pin in this" so the door stays open for next time.

Strike while energy is high

Same-day follow-ups after calls beat polished follow-ups sent a week later. Small unexpected perks (custom merch codes, personalized touches) sent in the momentum window punch above their weight.

Investigating further with MCP

Use MCP to find frustration signals for specific outreach

Our MCP can be a great tool for understanding silent user frustation. Below are some signals to look out for and find specific individuals worth reaching out to.

Lost insights:: You can ask our MCP how many insights were started versus how many were saved and by who. This can signal users may be having difficulty trying to create the right insights. For example, a customer may have started 130 insights in the past week but only saved 6.

Rage clicks: This can be great to understand if there are specific pages or insights the user is showing higher than usual frustration. Understanding what the page or insight is about, and coupling this with session replay can give you an idea as to what the user was trying to accomplish as a way to be helpful.

Product engagement: By default, AI will sometimes assume certain users are not engaged because it's measuring PostHog UI engagement. To get around this, ask about MCP engagement as well to better understand how active users are engaging with PostHog. Additionally, Vitally may sometimes report low dashboard activities or product usage but this can be a false positive as its measuring dashboard views and not specific insights. Checking actual user engagement will get you a more accurate view of who is active and who isn't, and specifically what products they're engaging in to reach out with specific questions or help.

Query failures: Vitally can help surface query failtures but MCP can get more specific on the failures customers are encountering so this could be an opportunity to reach out with a specific message to see if the customer may want assistance with getting a specific query working. Sometimes the MCP will highlight the specific query that is failing giving you something to directly investigate and fix before reaching out.

Client request failures: This is separate from query failures and can mean customers are having issues loading specific data and could be a great opportunity to resolve the issue for them or reach out to confirm and file a bug fix on their behalf.

Priority summary: After requesting AI to look at all the potential frustration signals, you can request a prioritization summary for users you should reach out to with specific summaries of issues that particular user is dealing with and a sample crafted outreach message. The MCP will then priortize these and give suggestions that you can tweak making it easier to reach out to users that you typically may not speak with.

Use MCP to understand events changes for outreach

Event changes: MCP is great at is surfacing event changes on a daily, weekly, or monthly basis, and any potential implementation changes or product drops that can be easily missed. Ask the MCP to do an analysis at the organization level (important as sometimes the MCP can default to user engagement rather than product events), and if there are changes in event volume, request who was actively using these products prior to the change before reaching out to learn about the changes. For example, AIO volume suddenly changed 7 days ago, ask if this could have been related to implementation changes.

Product adoption: A quick way to see product adoption changes is to ask MCP for this info. Rather than only look at event volume increasing or decreasing, MCP has been able to surface when customers were testing a new product, sample events, reduce product usage, etc. These are all perfect opportunities for reaching out to specific users who are working on these with specifics such as "I see you recently are tested our data warehouse briefly but have discontinued sending data. Was there anything specific you were looking to do with data warehouse that I could help with or answer questions around. Curious on how your team is thinking about using data warehouse and what goals you have in adopting PostHog's data warehouse as a solution."

_Note:_ It can be helpful to request MCP ignore weekend events when doing these analysis as weekend events often dips and can create false positive signals in your analysis.





  6. Feature request tracking

  Source: https://posthog.com/handbook/cs-and-onboarding/feature-requests

  
  When working with our customers, they will occasionally ask for features which aren't in the product yet. We won't build a niche feature for a single big customer, but if we can see a request being of benefit to multiple customers, we should capture, track and feed it back to our product teams.

Urgent vs Non-urgent requests

If a customer is at risk of churn, or otherwise unhappy about the missing feature, then we should communicate this to the relevant team in their Slack channel (usually #team-xyz). Adding in the urgency, ARR and tagging the team lead is a good approach here to get some focus.  Remember that you still own the customer and may need to follow up with product teams to get the right level of focus as they don't have all of the customer context that you do.  Don't create false urgency where there is none - we only want to use this approach when things are _actually_ urgent.

For non-urgent requests we should capture them in Vitally using the process on this page, and then share them with the teams in their Slack channels ahead of quarterly planning.

Tracking feature requests in Vitally

Current Feature Request List

We track feature requests a custom object in Vitally. You can see the current list of feature requests here. It's filterable by team, and shows the accounts and combined ARR of those accounts who have asked for the feature. There's also a Kanban board view which helps you track the progress of requests.

Adding a customer to an existing request


	Open up the request by clicking on the title of it

	Under Accounts near the top of the request click to Select an Account

	If the customer has specific context or a link to a Slack discussion then add it into the text area at the bottom of the request UI.  Also add in the contact information of the person asking for it, if it's not a Slack thread.



Creating a new request

If you've checked the list above and can't see an existing request then you should create a new one.  You can do this in two ways:


	When looking at the list of features, there is a Create new button in the top left of the UI.

	When looking at an account, you can see the feature requests they are connected to in the related objects section of the UI.  There's a Create new button at the top of that UI as well.



Most of the fields are self-explanatory, and the status should almost always be set to Requested if it's a new one, unless the team is actively working on it.  Make sure you add as much context in the text area at the bottom as possible, with links to Slack/Zendesk tickets.





  7. Basic account review

  Source: https://posthog.com/handbook/cs-and-onboarding/foundation-check

  
  Prior to a customer discovery call, review session replays of the user to see how they interact with PostHog, and where improvements can be made. Check historic conversations in Vitally, or calls in BuildBetter, for wider context.

For fundamentals, use this checklist to check for common issues before a customer discovery call. PostHog only shows you some of this — for backend implementation details, you'll need to ask on the call.

Events and event properties

Check what events the customer is tracking, whether they have custom events, whether autocapture is on, and whether they're collecting event properties (custom or autocapture).

Two places to look:


	Activity — recent events.

	Data management — custom actions, event definitions, property definitions.



Look for custom actions. Customers without any actions often aren't using PostHog effectively. Common patterns: renaming events into something more meaningful (e.g. purchase_completed instead of clicked_purchase_button), or bundling events like user signups or purchases.

If a customer has autocapture enabled but no actions defined, that's worth raising with them on the call.

Reverse proxy configured

Check whether the customer has a reverse proxy set up:


	If session replay is on: open a replay, go to Activity → Inspector → Doctor, search "config", expand api_host. If you see us.i.posthog.com or eu.i.posthog.com, no proxy. If you see one of their domains, they have one.

	If session replay is off: add ?__posthog_debug=true to a URL where PostHog is loaded, open the console, type posthog.config, and check the api_host property.

	If neither works (no session replay and the site isn't publicly accessible): ask on the discovery call.



Person properties, group properties, and cohorts

Check whether the customer is using person properties, whether they might be over-identifying, and whether they're using cohorts.

Worth a look:


	What person properties are being added? Are there obvious ones missing for their business?

	Are they using cohorts? What kind?

	If group analytics is enabled: do their group types and properties make sense? Group types are limited to five, so they need to be set up intentionally.



Ecommerce events

For ecommerce customers, check whether they've implemented the ecommerce events specification — events like sku, product_id, category. Many customers don't know it exists.

SDK or library version

Check that the customer is on an up-to-date SDK:


	In Activity, click Configure columns and add Library and Library Version.

	Or look up the Library version audit table in Metabase.



Compare against the latest versions in our GitHub repos.

Sign up for an account

If the customer's product offers a free account, sign up and walk through the flow. You'll see which events fire, which don't, and what's likely missing.

Dashboards

Have they set up custom dashboards or insights for their own goals (sign-ups, retention, free-to-paid), or are they relying on defaults? On the discovery call, you can ask whether what they're tracking matches their priorities.

Data pipelines for event notifications

Check whether they're using data pipeline destinations (e.g. Slack notifications on specific events). Many customers don't realize this use case exists — it's an easy upsell.





  8. Getting started with customers

  Source: https://posthog.com/handbook/cs-and-onboarding/getting-started-with-customers

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	1. Audit the account

	Their business

	Their PostHog setup

	Data management

	2. Reach out

	Handover from Sales

	Cold (no established contact)

	Your intro message



  When a customer is assigned to you, your job is to understand their business, learn how they use PostHog, and find ways to be useful — whether or not they choose to engage. This page walks through how to research, reach out, and run your first call.

Also read Get people to talk to you for tactics.

1. Audit the account

Before you reach out, build context. The more you bring to your first conversation, the faster you get to relevant recommendations.

Their business


	What industry are they in? What products do they make?

	If you have other customers in their industry, does their PostHog usage match what you've seen before?

	For a deeper dive, the Sales team's account planning template is a good reference.



Their PostHog setup


	Which PostHog products are they using?

	Which are they not using?

	Does their setup look complete? Are they paying for products they don't use? Run the customer deployment health check.

	Review their product onboarding status.



Data management

In their project(s), check the data management tab:


	Do they have custom events defined?

	If they use autocapture, have they defined actions?

	Do custom events have meaningful properties?

	If they identify persons or groups, are the profile properties meaningful?



Also worth running through the basic account review checklist.

2. Reach out

How you reach out depends on whether you're inheriting an existing contact or starting cold.

Handover from Sales

If you're inheriting an existing contact:


	Review the Sales → CSM Handover process.

	Get introduced in the existing Slack/Teams channel or via email.

	Coordinate with the previous owner for continuity.



Cold (no established contact)

Cast a wide net — org owner, org admin, recent ticket raisers, anyone active in the last month. Even if there seems to be a point of contact, things probably changed — multi-thread by reaching out to several people.

Your intro message

Cover:


	A value nugget — grabs attention and shows you've already done your homework.

	Who you are and that you're their new CSM.

	What a CSM does — their dedicated PostHog human, go-to for help, questions, training, and strategic guidance. Many customers misunderstand CSMs as "just support" — distinguish yourself.



Value nugget ideas

Pull from Vitally and Metabase to find something specific to mention:


	Event count spike or drop — make sure it's expected and tracking is correct.

	Recent support ticket — follow up to confirm it's resolved.

	Concrete ways to optimize spend or improve implementation.

	Invite to a shared Slack channel.

	High user count or low engagement — offer a training session.

	Legacy pricing plan: "We moved off legacy plans over a year ago. I'd like to transition you to standard pricing — happy to walk through the changes."

	New feature for their use case - Highlight a new PR or functionality for an app you know they use.



If you're inheriting an existing Slack channel, do the intro in Slack.

Subject lines

Find what feels natural to you — keep it in PostHog's voice. Examples:


	"Hello 👋 from your new CSM at PostHog + hook"

	"hi from PostHog"

	"Checking in from PostHog"



In Vitally, an account's Active conversations tab is a good place to see how teammates have reached out in the past.

No response?

Follow up after 2-3 business days. Try engineering, product, or data folks. Emphasize that you're not selling — you want to understand their use case and help optimize their PostHog integration. Reach out to users directly, avoid large group messages.

Connecting with a champion

Once you've got someone responsive, aim to build a 1-1 relationship — ideally with someone in engineering, product, or data.

Acknowledge their time, make clear you're not pitching, and ask for a 15-minute call (async works too).

Pro tip: if they're not in Slack yet, don't ask — send them a direct invite. For accounts without a shared Slack channel, follow the shared Slack channels guide to set one up.

3. Your first call

A quick discovery call is one of the most effective ways to learn about a customer. It beats a month of back-and-forth in Slack.

Typically 15-30 minutes. Aim: rapport, pain points, and a sense of where you can help.

Goals to clarify

Use the call to figure out how deeply you'll work with this customer. Think through:


	What do you want to achieve with this customer? Keep an eye on them, or go deeper as their partner?

	Do they need help fixing their current setup?

	Do they have plans to implement new PostHog products?



If they need help or are expanding their use, that's an opening to work with them more closely — collaborate on a detailed success plan. Some customers won't want to engage deeply, and that's fine — keep monitoring their usage and check in when appropriate.

Prep

Before the call:


	Understand their PostHog usage. Which products are they using and how? What metrics do they care about? Which products are they not using that should make sense for them? E.g. if they use product analytics but not web analytics, understand why.

	Show them feature previews. Recommend PostHog AI (relevant to most customers). Otherwise, recommend new products they likely already use (Messaging, CRM) — frame it as "you probably already have this — we're trying to launch it, would love your feedback."

	Leave room for Q&A on the product.

	Plan next steps and an ideal cadence.



Question bank

Don't interrogate the customer — pick a few that are relevant.


	What's your role and team?

	What does your company do?

	What are your immediate and overall goals?

	Can you describe your current analytics setup and any tools you use alongside PostHog?

	Which user flows or features do you most want to understand better?

	Any blind spots or gaps in understanding?

	What problems have you had with analytics (ad blockers, data privacy, endpoint reliability)?

	What does success look like after implementing a new analytics solution?

	Are you more comfortable with direct SQL or do you prefer visual dashboards?

	How do you make decisions about scaling, feature adoption, and pricing flexibility?

	Who are the main users of PostHog on your side?

	Any concerns about compatibility or integration with your current stack?

	Anything weird happening in PostHog?

	What metrics do you deeply care about?

	Do you feel set up for success with your current PostHog setup?

	Which teams currently use PostHog at your company?

	Are there opportunities for other teams to adopt PostHog?

	Could you introduce me to champions on other teams to learn about their use case?

	Review their current implementation — any concerns?

	Would training or workshops be useful for you and your team?

	How do you feel about PostHog overall?



4. Ongoing

Prioritization

Prioritize potential churn risks, low engagement, and accounts where something is changing (for better or worse):


	Upcoming renewals: accounts with renewals in the next 3-4 months.

	Low engagement: customers who aren't using PostHog or engaging with us.

	MRR variance: significant decline or growth in the last quarter.



Account research

A lot of valuable context lives in past conversations:


	BuildBetter — recordings of customer success, sales, and onboarding calls. Use People to search companies or contacts and see call history, or use direct search / AI chat.

	Pylon — Slack channel history. The account page is linked to Salesforce accounts that have a Slack channel. Filter by Owner (mapped to the account owner in Salesforce) to view all Slack/Teams interactions for your accounts.

	Vitally — Zendesk and email conversations under Active Conversations. See who the key contacts have been, who's supported them in the past, and how frequently they raise tickets.



Product usage analysis

PostHog is the best place to see how customers actually use our product. We also pipe product events to Vitally via the CDP, so you can see active users, MAUs, and which paid products an account uses.

Metabase has more detail, including cross-sell and upsell signals.

News alerts

We use Watch Tower to track news about companies in your book of business.

To set up:


	Create an account with your PostHog email.

	Create a list and import your book from Vitally or Salesforce.

	Check that company names and domains are correct — Vitally and Salesforce often have inaccurate domains, and Watch Tower uses the domain for context.

	Set up notifications (email by default, Slack also available).



Watch Tower will scan the news daily and ping you when there's a match.

Find your own rhythm

There's no strict playbook. Use whichever sources work best for you.





  9. Handling customer issues

  Source: https://posthog.com/handbook/cs-and-onboarding/handling-customer-issues

  
  As the dedicated PostHog human for your customers, you're the first stop for issues. You have the most context on them, so you're best placed to triage and escalate.

Support and engineering are always available to help, but try to solve issues yourself first. You'll level up your product knowledge faster.

Raising issues

Zendesk

We use Zendesk Support as our internal platform for support tickets. For specifics on how we use Zendesk, see here.

Tickets from Slack

Customers can create tickets from Slack by adding the 🎫 emoji reaction. This means they can get help even when you're asleep or on holiday. Let your customer know about this, and remind them now and then.

If it isn't working, check that you've invited Pylon to the channel. Fill out the automated message asking for Group and Severity so the ticket goes to the right team — customers often forget, so fill it for them. Check feature ownership if you're not sure who owns a product area.

If you're working on a ticket the customer raised in Slack, let support know to avoid duplicate effort. Leave an internal note in Zendesk.

Tip: Customer messages from Pylon channels also go to #support-customer-success. Find the ticket there and reply in the thread — that also creates an internal note in Zendesk.


Investigating issues

Ask for specifics: links to the insight, feature flag, or dashboard; a screenshot or the exact error message.

If it helps, log in as the customer. Clicking a link from their PostHog instance will sometimes offer a "log in as" option. Otherwise, go to US admin (EU admin), search for the org or user, and click "Log in as user". If you don't see that option, ask Dana Zou to add you as a staff member in admin.

Use our docs, troubleshooting tips, and search Slack, Zendesk, GitHub, and Pylon for similar issues. If you've just joined, spend 30 mins to an hour investigating yourself before asking for help — onboarding is when you learn the products best. Use common sense based on urgency.

Keep the customer in the loop while you investigate — progress, blockers, next steps.

Escalating tickets

Escalate to support or the relevant engineering team:


	Need more context or further digging → support

	Issue needs deep technical domain knowledge → engineering



Our support team are technical engineers and handle most tickets. When in doubt, escalate to support.

If you're escalating to support, no action needed — the ticket stays in the support queue.

If you're escalating to engineering, set the esc. dropdown in Zendesk's left sidebar to escalated and check the group assignee makes sense. You may need to upgrade your Zendesk role to full agent — remember to downgrade after.

Either way, leave an internal note explaining what you're escalating and why, plus what you've already tried. Even confirming you followed the customer's repro steps and saw the same issue is valuable context.

Auditing impersonations

Customers sometimes ask who from PostHog has accessed their account. Use this SQL query on project 2 to get an impersonation log for a specific organization. Get the organization ID from Vitally.

-- Get all user emails for an organization from persons table
WITH org_users AS (
    SELECT DISTINCT
        properties.email as user_email,
        properties.org__name as org_name
    FROM persons
    WHERE properties.organization_id = 'ORGANIZATION_ID'
        AND properties.email IS NOT NULL
)
SELECT
    e.timestamp,
    ou.org_name,
    e.properties.target_user_id as target_user_id,
    e.properties.target_user_email as target_email,
    e.event,
    e.properties.staff_user_email as staff_email,
    e.properties.mode as mode,
    e.properties.reason as reason
FROM events e
JOIN org_users ou ON e.properties.target_user_email = ou.user_email
WHERE
    e.event IN ('impersonation_started', 'impersonation_upgraded')
    AND e.timestamp >= now() - INTERVAL 30 DAY
ORDER BY e.timestamp DESC





  10. Checking the health of a customer's deployment

  Source: https://posthog.com/handbook/cs-and-onboarding/health-checks

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Are they paying for things they don't need?

	Group analytics

	Autocapture

	Legacy Teams package

	Session replay targeting

	Are they running up to date SDKs?

	Have they implemented tracking incorrectly?

	Calling identify too often



  In a world where a lot of our high-paying customers have self-served without ever speaking with a PostHog human there is scope for them to implement PostHog in a less than optimal way.  This could result in people spending more than they need to, or having inaccurate reporting data available to them.  Ultimately if left unchecked these things will lead to avoidable churn.

Are they paying for things they don't need?

Group analytics

Group Analytics can be a real value-add for B2B companies, allowing them to track analytics at the company or workspace level rather than an individual person.  They do however need to implement group tracking in their PostHog SDK.  Customers who haven't done this may end up paying for Group Analytics but not able to use it.

We have a Vitally risk indicator added to customers who are paying for Group Analytics but not using it.

To help the customer you should figure out whether they are B2B or could otherwise benefit from sending group information.  If so, reach out with guidance.  If not, reach out telling them that they can save by removing the Group Analytics add-on from the billing page.

Autocapture

Autocapture is a great way for users to get up and running with event capture without a huge engineering effort.  Autocapture can however get very noisy very quickly, and if users aren't leveraging these events they may not be getting value out of them.  You can understand a customer's Autocapture event volume from their Metabase customer usage dashboard (instructions above on how to get there).  There is a breakdown of the Key event volume Last 30 days which shows the number and % of Autocapture events they are sending across all projects.  If that is high (>50%) then check the Actions (by type) visualization on the same dashboard to see if they have any Autocapture actions defined.  If not they are likely to not be benefitting from Autocapture events.

If they aren't benefitting from Autocapture you should reach out to let them know how best to use it. Alternatively, they can tune or turn it off by following the Autocapture configuration docs.

Legacy Teams package

Customers on the legacy "Teams" package ($450/month) can save $200 by switching to the Boost package ($250/month) if they don't need SAML SSO. The Teams package has been split into:


	Boost package ($250/month)

	Scale package ($750/month)



Session replay targeting

When Session replay is enabled it will capture all sessions by default.  As every session is counted for billing purposes, customers may end up with a bunch of low value short recordings and still be paying for them.

If a customer has Session replay enabled, log in as them and look at their session replay settings.  At a minimum we recommend setting the minimum duration to 2 seconds or more but there are other tuning options which they may also benefit from.

Are they running up-to-date SDKs?

Outdated SDKs miss out on bug fixes, performance improvements, and new features. A customer using a three-year-old SDK will hit issues we've already solved, which can silently erode trust over time.

Check SDK versions using the SDK health check or in Metabase via the Library version audit table. At minimum, the SDK sending the bulk of their event volume shouldn't be more than 3 months behind the latest. Monthly updates are the best-practice habit to encourage. Some SDKs have breaking changes between versions, and if so, make sure you make the customer aware about the breaking change.

A light nudge on this also doubles as a natural re-engagement touchpoint for customers you haven't spoken to in a while.

Have they implemented tracking incorrectly?

Calling identify too often

A common pattern is for users to call posthog.identify() on every page, or in an endless loop.  Whilst this won't break their tracking (unless they use different distinct IDs in the identify call) they will end up with a drastically inflated event volume.  You can diagnose this by looking at their Metabase usage dashboard in the Key event volume visualization.  If either the volume of $identify or $set events is higher then 5% then something has likely gone wrong in the implementation.

You should get in touch and let them know that they only need to call posthog.identify() once per session.

Calling groupidentify too often

As with identify() above users may also end up calling posthog.group() more than they should.  In the Key event volume visualization in Metabase if the $groupidentify count is higher than 5% they've likely set it to call once per page.

You should get in touch and let them know that they only need to call posthog.group() once per group per session, or when the group changes.

To see where duplicate groupidentify calls are being generated, you can use the following SQL:

SELECT properties.$lib AS lib, count() AS groupidentify_event_count
FROM events
WHERE event = '$groupidentify'
  AND $session_id IN (
    SELECT $session_id
    FROM events
    WHERE event = '$groupidentify'
    GROUP BY $session_id
    HAVING count() > 1
  )
  AND timestamp >= now() - INTERVAL 30 DAY
  AND timestamp < now()
GROUP BY lib
ORDER BY groupidentify_event_count DESC

Calling posthog.reset() before identifying the user

Posthog.reset() will generate a new anonymous distinct ID.  If this is called before a user is identified then two anonymous unlinked user may be created.  There is no easy way to proactively diagnose this however if a customer says that their tracking between web and app is off, this is a common culprit.

We have guidance on when to call posthog.reset() in the JavaScript library features guide.

Reverse Proxies

It is best practice for a customer to use PostHog's Managed Reverse Proxy or to configure their own for events to be sent from their own domain.

When using either PostHog's managed reverse proxy or deploying a non-managed reverse proxy, events should populate the "Library custom API host" property. Host mapping and domains can potentially be seen in Metabase. You should verify the setup with a customer.

Cookieless tracking

If a customer mentions their user/event count seems to be missing a lot of data from their website, ask them if they have implemented cookie opt-in and to share the part of their code where PostHog is initialized. Some customers may not be aware that we have specific recommendations for how to initiatlize PostHog for cookieless tracking.

For example, if they implement PostHog on their website similar to as follows:

posthog.init(...,
    opt_out_capturing_by_default: true
)

if (cookiePreference === 'accepted') {
    posthog.opt_in_capturing()
}

They will not be capturing anything for customers who visit their website and opt-out of cookies or ignore the cookie banner completely. We recommend instead they use the cookieless_mode parameter in their initializer as outlined in the cookieless tracking tutorial. If the customer wants to move forward with implementing cookieless mode, ensure they enable "Cookieless server hash mode" in their project settings under Project Settings > Web analytics.

Cookieless mode can help them have more accurate tracking totals because when using cookieless tracking, the PostHog SDK will generate a privacy-preserving hash, calculated on our servers.

Are feature flags resilient?

Falling back to working code

It is important that hitting the flags endpoint does not block an application from otherwise functioning correctly. If the flag fails to load or returns an unexpected value for any reason, such as None, (empty string), or false you should always fall back to working code.

Server side local evaluation

Implementing Server-side local evaluation will ensure that flags continue to return values regardless of the network status of the flags endpoint. By default, PostHog will attempt to evaluate the flag locally using definitions it loads on initialization and at the poll interval. If this fails, PostHog then makes a server request to fetch the flag value.

As a note, server side local evaluation is billed differently than other flag requests.





  11. Customer health tracking

  Source: https://posthog.com/handbook/cs-and-onboarding/health-tracking

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Health scoring

	Overview

	Customer engagement

	User engagement

	Product experience

	Company engagement

	Product engagement

	Product analytics



  We use Vitally as a customer success platform.  You can log in via Google SSO to view customer data but will need Mine or Simon to grant you admin access to let you manage your accounts. It integrates with our other systems such as PostHog, Salesforce and Zendesk to give you a complete view of what's going on with your customers.

Health scoring

Overview

Health scores are a great way to assess whether your customer is at risk of churn or in a good state and are a common pattern in Customer Success tracking.  We compute an overall health score out of 10 based on the following factors and weighting.  You can read more about how Vitally health scores work in their docs here.

Health score metrics are divided into two categories: Customer Engagement (25%) and Product Engagement (75%).

Customer engagement

| Score Name                | Measuring                                        | Weighting    | |---------------------------|--------------------------------------------------|--------------| | User engagement           | Are they using PostHog regularly?                | 15%          | | Product experience        | Are there negative experiences with the product? | 5%           | | Company engagement        | Are they engaging with PostHog humans?           | 5%           |

Product engagement

| Score Name                  | Measuring                                                                            | Weighting    | |-----------------------------|--------------------------------------------------------------------------------------|--------------| | Product Analytics           | Event volume and users analyzing insights                                            | 33%          | | Session replay              | Replay volume and users analyzing replays                                            | 20%          | | Feature flags & Experiments | Flag requests, users creating feature flags, users creating or viewing experiments | 17%          | | Surveys & Data warehouse    | Users creating and viewing surveys, volume of rows synced                            | 5%           |

Customer engagement

Non-product metrics, looking holistically at: Are customers using PostHog? Do they have friction when using PostHog? Are they engaging with PostHog humans?

User engagement

This tracks whether users are logging in to PostHog. It can tell us if customers are getting value from PostHog (regardless of the products they're using). Customers that have a low active user percentage, or only have 1-3 users engaging with PostHog are at risk of churn.

| Measure                                       |  Poor   | Concerning | Healthy | |-----------------------------------------------|---------|------------|---------| | Last seen in product                          | >5 days | 1-5 days   | ≤ 1 day | | Active user percentage                        | <20%    | 20-40%     | ≥40%    | | Percentage decrease in active user percentage | >20%    | 5-20%      | ≤5%     | | Users engaging with features                  | <3      | 3-10       | ≥10     |

Product experience

This looks at the experience of using PostHog.

Creating a lot of tickets can mean users are not satisfied with PostHog, haven’t implemented PostHog correctly or aren’t using the product correctly (opportunity to offer training)! Similarly, visiting docs can mean users are trying to do something and could need help.

We also look at query failure rate. Failed queries are common (users can cancel a query, there can be SQL syntax errors, etc.), however, a high failure rate means users aren't getting the data they need from PostHog. You should help investigate and provide recommendations.

| Measure                                       | Poor | Concerning | Healthy | |-----------------------------------------------|------|------------|---------| | Tickets created in last 30 days               | >10  | 5-10       | ≤5      | | Urgent tickets that remain unresolved         | >2   | 0-2        | 0       | | Docs visited in last 7 days                   | >100 | 20-100     | ≤20     | | Query failure rate in last 7 days             | >13% | 5-13%      | ≤5%     |

Company engagement

This looks at a customer's engagement with PostHog as a company. Most of PostHog's customers are happily self served so this is weighted very little in the overall healthscore.

| Measure                     | Poor     | Concerning | Healthy  | |-----------------------------|----------|------------|----------| | Most recent meeting         | >90 days | 30-90 days | ≤30 days | | Most recent ticket          | >90 days | 30-90 days | ≤30 days | | Total product count         | <3       | 3-6        | >6       |

Product engagement

Across PostHog's products, we look at 2 factors – data volume & user engagement.

Data volume

This tracks _percentage decrease_ in data volume over the last 30 days. We use success metrics to track billable usage over the last 30 days and compare it with the previous 30 days on a rolling basis. The percentages you see in the tables below are the _decrease_ between the previous and current period.

User engagement

Data volume is a lagging indicator, by the time it drops, customers may have already decided to churn. We combine data volume with product-specific user engagement, measuring the percentage of _active users_ interacting with product features over the last 14 days.

There are products we don't include in the health score. Vitally has a limit of max 20 health metrics so we are excluding other products for now as the overall ARR from them are still very low compared to the others.


Product analytics

| Measure                                        | Poor | Concerning | Healthy | |------------------------------------------------|------|------------|---------| | Event count last 30 days (percentage decrease) | >20% | 5-20%      | <= 5%   | | Active users analyzing insights                | <20% | 20-40%     | ≥40%    |

Product analytics usage include: analyzing insights or dashboards, creating or saving insights, creating or updating dashboards


Session replay

| Measure                                         | Poor | Concerning | Healthy | |-------------------------------------------------|------|------------|---------| | Replay count last 30 days (percentage decrease) | >20% | 5-20%      | <= 5%   | | Active users watching replays                   | <20% | 20-40%     | ≥40%    |

Feature flags & experiments

| Measure                                            | Poor | Concerning | Healthy | |----------------------------------------------------|------|------------|---------| | Decide requests last 30 days (percentage decrease) | >20% | 5-20%      | <= 5%   | | Active users creating feature flags last 30 days*  | <5%  | 5-20%      | ≥20%    | | Active users using experiments**                   | <5%  | 5-20%      | ≥20%    |

Feature flag usage includes: creating or updating feature flags. We look at this over 30 days instead of the usual 14 as feature flags provide value over a longer time frame.


Experiments usage includes: creating experiments, viewing experiments, and launching experiments.


Surveys & data warehouse

| Measure                                            | Poor     | Concerning | Healthy | |----------------------------------------------------|----------|------------|---------| | Active users viewing surveys                       | <5%      | 5-20%      | ≥20%    | | Rows synced last 30 days (percentage decrease)     | >20%     | 5-20%      | <= 5%   |

Account indicators

Health scores are useful for tracking the long-term trends in an account, but occasionally there are more immediate point-in-time events that we should react to.  These are tracked as indicators in Vitally and fall into one of two categories


	Risk indicators - show up red against the account name and indicate potential churn

	Opportunity indicators - show up green against the account name and indicate a potential opportunity for growth



Risk indicators

These are automatically applied via Vitally playbooks (see the Risk category here):

Forecasted MRR decrease

Applied if the Forecasted MRR Change is less than -10%, indicating a drop in MRR.  We should look into the account to understand whether it is just a reduction in usage, or they are trending towards churn.

Increased billing page visits

Applied if there have been more than 1 visits to the billing page in the previous 7 days.  Can be a good indicator that the customer needs help understanding or reducing their bill.

Query failure rate > 10%

Applied if the Query failure rate over the last 7 days (Success metric) is greater than 10%.  Use Vitally to see which user was impacted and see if you can help optimize their queries or flag to our team for investigation.

Sudden decrease in event volume

Applied if the Event count last 7 days (Success metric) decreases more than 20% versus the previous 7 days.  Indicates that they may have turned event tracking off.

No insights analyzed past week

Applied if insight analyzed was last seen greater than 7 days ago.  Indicates that they may have stopped using PostHog to track analytics data.

Payment failed

Applied if there is a failed payment on their Stripe account.  We should reach out to get this resolved ASAP.

Startup credit will run out this billing cycle

Applied if they are currently in the Startup plan segment but also have Forecasted MRR, meaning that they are on track to make a payment this month.

Organization owner recently removed

Applied if the Owner role has been removed from a user in the last 14 days.  May be a sign that you've lost a champion.

Opportunity indicators

These are automatically applied via Vitally playbooks (see the Opportunity category here):

Forecasted MRR growth

Applied if the Forecasted MRR Change is more than 10%, indicating an increase in MRR.  We should look into the account to understand whether it is likely to be deliberate or an accidental spike.

Organization owner recently added

Applied if the Owner role has been added to a user in the last 14 days. This is a good opportunity to reach out to a potential champion if you've not met them before.





  12. How we use automation in Customer Success

  Source: https://posthog.com/handbook/cs-and-onboarding/how-we-use-automation

  
  How we use automation

Customer Success at PostHog means managing \~30 accounts per CSM while maintaining deep, meaningful relationships with each customer. Automation and AI tools can help surface important signals and streamline repetitive tasks, allowing CSMs to focus on strategic guidance and relationship building.

Automation should never be used as a replacement for human connection and interaction, but mainly as a tool to help a CSM be better prepared, informed, and effective.

Current automation stack

PostHog CS leverages several integrated tools to monitor account health and identify opportunities:

Core monitoring systems:


	Vitally: Tracks usage patterns, billing changes, health scores, and engagement metrics.

	Opportunities and Risks are surfaced via "Indicators"

	Health scores update regularly as a composite of multiple metrics with different weights

	Data is synced in from Salesforce, PostHog, BuildBetter, and Stripe

	PostHog pipelines: Alerts for usage milestones, new product adoption, and behavioral changes. These are sent to Vitally, Salesforce, or Slack via PostHog CDP for alerts and data updates.

	BuildBetter: Analyzes customer calls for feature requests, pain points, and sentiment.

	Notes from calls are automatically synced to Salesforce and Vitally

	feature requests and painpoints are automatically added to Vitally and sent to \#feature-request-feed channel

	Zapier: Used for numerous automations such as:

	Renewal reminders

	Stale Slack channel notifications

	Billing updates, failed payments



Key automated workflows

Account monitoring triggers include:


	MRR changes exceeding certain thresholds generate investigation tasks

	inactivity periods to flag engagement reviews

	New product usage (any amount) creates cross-sell opportunity indicator

	Payment failures and low credit balances to send Slack alerts to assigned CSM

	Health score changes trigger Vitally indicators

	Annual renewal dates trigger preparation workflows in advance and a ping in Slack



Human-first automation philosophy

Every automated workflow includes deliberate human decision points. For example, when an account begins using session replay, Vitally creates an indicator suggesting outreach about their use case \- but the CSM determines whether and how to engage based on the account relationship and context.

This approach ensures automation enhances rather than replaces the human elements of customer success.

Working effectively with automations

Best practices:


	Review automated tasks such as Vitally indicators, Slack alerts, and customer health scores at least twice weekly.

	Treat automated insights as starting points for investigation, not final answers\!

	Set-up individual alerts in Vitally or PostHog CDP that match your own portfolio and experiences

	As an example, setting up your accounts as a Cohort in PostHog and then setting up CDP alerts/notifications to Slack based on product usage and activity.



What remains purely human:


	Initial customer responses and relationship building

	Renewal negotiations and strategic planning

	Technical implementation guidance

	Complex problem-solving and consultative conversations



Requesting new automations

CSMs are encouraged (as are all PostHog employees) to experiment and surface new ideas frequently in Slack or team stand-up. Examples of areas where automations could be useful include, but are not limited to:


	Time savings versus implementation complexity

	Impact on customer experience

	Requirement for human judgment

	Scalability across the team







  13. How we work

  Source: https://posthog.com/handbook/cs-and-onboarding/how-we-work

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Main metrics for each role

	Book of business

	Customer Success Managers

	Weekly Customer Success standup

	How contractual bonus works Technical CSMs

	Working with engineering teams

	Working with customers in Slack

	Tools we use



  This page covers more of the operational detail of how our team generally works - for a broader overview of roles and responsibilities, visit the customer success team page.


Main metrics for each role


	Technical CSM: revenue retention



Book of business

Customer Success Managers

Each CSM is assigned customer accounts accumulating to ~$1.5m ARR to work with.  We use the CSM Managed Segment in Vitally to track this against goals and CSMs should not assign this themselves (that's up to Dana or Charles).

Weekly Customer Success standup

In addition to the weekly sprint planning meeting on a Monday, we do an account review standup on Wednesday to discuss any at-risk accounts.

The objective of the meeting is to hold each other to account, provide direct feedback, and also support each other. It is a great place to ask for help from the team with thorny problems - you should not let your teammates fail.

How contractual bonus works - Technical CSMs

CSMs are responsible for ensuring that a larger book of existing customers - both annual and monthly - continue to use PostHog successfully. They nurture customers and are product experts - this isn't a role of just going back and forth between customers and support engineers, or collecting feedback.

This plan will _also_ almost certainly change as we scale up the size and complexity of our success machine! As above, we will always ensure folks are treated fairly when we make changes.


Variables


	Your OTE comprises an 80/20 split between base and contractual bonus.

	Bonus is paid based on revenue retention above 100%, and is _uncapped_.

	For example, if you have 100% revenue retention and your target is 120% revenue retention, you get 0% of bonus. For 120% retention, it's 100% bonus, and for 140% retention, it's 200% bonus. This is on a sliding scale so if you hit 110% retention you get 50% bonus.

	The Q4 2025 target is 120% half-yearly NRR. This may change in future depending on how things go.

	To calculate retention we use the total usage over the past 2 quarters and annualize this, then compare it to the 2 quarters before that.

	For monthly customers this is the total of their 6 invoices multiplied by 2

	For annual customers, we look at the usage-based MRR and multiply by 2

	For newer customers: if there's at least 2 quarters of revenue, we use quarter-on-quarter comparison for that specific customer. If it's a brand new customer with less than 1 quarter of revenue, we start measuring next quarter.

	Bonuses are paid out quarterly, and in any case after an invoice is paid

	Bonus payments are made at the end of January, April, July, and October - at the end of each quarter, we'll monitor how many invoices actually get paid in the first two weeks of the next quarter. Fraser will send you an email that breaks down how you did.

	Your bonus is guaranteed at 100% for your first 3 months at PostHog - this gives you time to get up to speed, but also if you over-perform then you will get your additional bonus.

	If an account is added to your book:

	If you inherit a new account that hasn't been managed by a PostHog human before, you have a 3 month grace period - if they drop or churn in that initial period, they won't be counted against you. We want to encourage you to right-size customers, rather than your deliberately letting them wastefully spend money due to some poor implementation.

	If you inherit an account from another CSM, AE, or AM, it will count toward your NRR in that quarter, even in the first 3 months.

	How bonus is calculated:

	In general, we compare annualized ARR over the past 2 quarters with annualized ARR 2 quarters before.

	For Q4 2025 bonus: (Q4 + Q3 ARR) vs (Q2 + Q1 ARR)

	For Q1 2026 bonus: (Q1 + Q4 ARR) vs (Q3 + Q2 ARR)

	For customers on annual plans, we will look at their usage-based spending (instead of total contract amount / 12)

	If an account is removed from your book mid-quarter, they will not be included in bonus calculation. We do this extremely rarely, even if a customer shuts down. If we have to give a customer a big refund, we’ll deal with your bonus on a case by case basis depending on what happened, but usually this will still be counted.



Account allocation


	CSMs manage approximately $1.5M in ARR.

	This coverage amount will grow ~10% quarterly to match our growth targets.

	When rebalancing accounts (e.g., if accounts drop below the $20k threshold), we'll bring you up to the current quarter's target amount.



Working with engineering teams

We hire Technical CSMs. This means you are responsible for dealing with the vast majority of product queries from your customers. However, we still work closely with engineering teams!

Product requests from large customers

Sometimes an existing or potential customer may ask us to fix an issue or build new features. These can vary hugely in size and complexity. A few things to bear in mind:


	Engineers at PostHog talk to customers. It's much better to bring engineers onto calls to speak to large customer to talk to them directly than just do the call yourself and copy and paste notes back and forth. This is especially useful if a) the team was already considering building the feature at some point, b) it's an interesting new use case, or c) the customer is really unhappy for valid reasons and could churn.

	Provide as much internal context as you can. If a customer sends a one-liner in Slack, don't just copy and paste into a product team's channel - find out as much as you reasonably can first, ask clarifying questions up front etc. Otherwise the relevant team will just ask you to do this anyway.

	We already have principles for how we build for big customers - if you have a big customer with a niche use case that isn't applicable to anyone else, you should assume we won't build for them (don't be mad!)

	For any feature requests customers care deeply about, we should file and track those in Vitally.



Finally, if you are bringing engineers onto a call, brief them first - what is the call about, who will be there. And then afterwards, summarize what you talked about. This goes a long way to ensuring sales <\> engineering happiness.

Complicated technical questions

You will run into questions that you don't know the answer to from time to time - this is ok! Some principles here:


	Try to solve your own problems. Deep dive the docs, ask PostHog AI, ask the rest of the sales team first - a bit of digging is a valuable opportunity for you to learn.

	Similar to the above, don't just copy and paste questions from Slack with no context. Add some commentary - 'they have asked X, their use case is generally Y, I think the answer might be Z - is that right?'. Do some of the lifting here, rather than putting all the mental load on an engineering team.



Working with customers in Slack

Most of our customers use Slack, and it's a great way for us to be responsive to them. Everyone has the permission in Slack to create a Connect channel with a customer, and you should do this as early as possible in your relationship with them.

When you've created the channel you should also add Pylon, which is used to sync Slack conversations with Zendesk so that our Support and Engineering teams can work on customer issues in a familiar context.

To add Pylon to your customer channel:


	In the Slack desktop app, click the channel name.

	On the Settings tab, click Add apps.

	Type Pylon and click Add.

	In the popup that appears in the Slack channel, select Customer Channel.

	Add yourself as the Account Owner.

	Click Enable.

	Add Tim, Charles, and Abigail to the channel.



Once enabled, you can add the :ticket: emoji to a Slack thread to create a new Ticket in Zendesk.  Customers can also do this.  Make sure that a Group and Severity are selected or the ticket won't be routed properly.

It's your job to ensure your customer issues are resolved, make sure you follow up with Support and Engineering if you feel like the issue isn't getting the right level of attention.


Tools we use

Gmail We use Gmail for our email and the team uses many different clients from Superhuman to Spark to the default Gmail web interface. Find something that works well for you. To get your own email signature, copy the signature from someone else on the team (like Simon) and then fill in your own details.

Calendly: We use Calendly for scheduling meetings. In order to schedule a meeting between a customer and multiple members on the PostHog team, click on "Event types" in the left hand navigation, then click "+ New Event Type" button in the top right, and select "Group" from the dropdown. This will allow you to create a group meeting and add multiple team members to the event and create a link you can share with the customer.

BuildBetter: We use BuildBetter for call recording and notetaking. You will need to integrate BuildBetter with your calendar in order for it to automatically join your calls. To do so, click on settings and look for the integrations link under account (not the one under organization) and follow the steps from there.

Zoom: We use Zoom for sales calls, and if you have Calendly properly integrated, calls that are booked through the tool will default to Zoom. You can find backgrounds to use for the calls here: This is fine \(and other awesome PostHog wallpapers\).





  14. Lifecycle of CSM engagement

  Source: https://posthog.com/handbook/cs-and-onboarding/lifecycle-csm

  
  This page is the day-to-day. For the role overview, see the customer success team page.


When you start as a Technical CSM, you're assigned a book of business with ~30 accounts. Customer engagement falls into three stages.

Stage 1: Getting started

See getting started with customers.

Stage 2: Establishing trust

Once you've worked through your book of business, focus on building trust with your champions.


	Show, don't tell. When a customer has a question or goal, build the solution rather than linking to docs. Create the insight or dashboard, then share what you did so they can do it themselves next time. Don't create dependency — they should be able to do it without you.

	Be timely on alerts. Our automated alerts flag event spikes, drops, and other unusual behavior. Reach out quickly so the customer can investigate. If a customer's company raises funding or gets press, send congrats.

	Push beyond the basics. Look at what they're not using yet. Have they set up tracking funnels for key metrics? Created alerts on important actions? Tried PostHog AI? Implemented error tracking to explain conversion drops? Cross-sell here, but frame it as helping them get more value.

	Regularly invite new users to the Slack channel. The more people on the customer side who know you exist, the more come to you when they hit issues. Monthly is a good cadence — Vitally shows you who's new.



Offer recurring calls with your champion so you have a touchpoint and can stay close to what's happening.

Stage 3: Getting deeply embedded

At this stage, dig into the customer's goals and help them build on top of their existing PostHog setup.

Two examples:


	Custom recommendation engine. An ecommerce customer used PostHog to track key metrics, then wanted us as the source of truth for personalizing returning visitors' feeds based on past views, searches, and purchases. That meant custom event tracking, pushing data to their backend, and more.

	Real-time alerts. Customers have wanted notifications when a visitor abandons a purchase, when a download fails, or when high-value actions happen. Each needed custom implementation work.



If your champion can push these changes through, great. If not, ask for an intro to the decision maker — or reach out directly to the head of engineering or product with their quarterly goals and offer to help. Either way, showing you understand their goal helps them justify prioritizing the work internally.





  15. New hire onboarding exercise

  Source: https://posthog.com/handbook/cs-and-onboarding/new-hire-onboarding-exercise

  
  This exercise can help you learn more about your customer’s usage of PostHog while helping you ramp up on your own PostHog skills!

Tactical questions

To get started you’ll need all the organization IDs for your accounts. You can get those via SQL query: SELECT DISTINCT posthog_org_id_c, NULL as empty_column FROM salesforce.account WHERE owner_id = 'your_salesforce_id' You can find your salesforce ID by going to your profile and copy the text in the website URL after “/User/” then export the results via CSV. (The empty column is there so we have commas as delimiter for the org ids, this allows you to directly copy and paste all the org ids into a filter input text field.)

Cohorts


	Who are all the users in your accounts?

	Who are all the admins / owners in your accounts? (Hint: check the current_organization_membership_level property)

	Who are the new users in your account this week?

	Who are the power users in your account? (Power users can be across multiple products, or you can split it by product. Define a power user as you see fit!)



Activation


	For the new users on your accounts, how many came back to analyze an insight, watch a recording, create a feature flag, etc. within their first week?

	What are the monthly activation rates across all your accounts for product analytics? (Hint: read this activation metric post and these insights)



Retention / Usage


	Which of your new users have retained their usage after their first 3 months?

	Which of your organizations have viewed /docs/ pages more than once in the past week? How many /docs/ pages views have there been across accounts for the past week?



Churn


	Have any of your accounts churned from a specific product within the last 3 months? How many/if any across all your organizations within the last 3 months?



Strategic questions


	Are any of your users getting stuck setting up a product?

	What alerts / CDP destinations can you set up to help you monitor drastic changes in your account metrics in PostHog?

	What analysis would help understand why accounts take so long to convert from first login to consistent usage?



Example answers

If you get stuck or want to verify your implementation against an example, below are existing cohorts, insights, etc. to match each question.

Cohorts:


	Example cohort

	Example cohort

	Example cohort

	Example cohort



Activation:


	Example insight



Retention / Usage:


	Example insight

	Example insight



Churn:


	Example insight



Strategic questions:


	Example funnel -  Where would you dive deep next from here?







  16. New starter onboarding

  Source: https://posthog.com/handbook/cs-and-onboarding/new-hire-onboarding

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Week 1 – how we talk about PostHog

	Week 2 – in person onboarding, your customers

	Weeks 3–4 – start working with your customers

	What good looks like at the end of week 4

	Month 2 and beyond

	Learning PostHog

	Product analytics

	Implementation



  Welcome to the PostHog Customer Success team! We only hire about 1 in 400 applicants, so you've done well to make it here!

Onboarding here is mostly self-serve - we won't sit you in a room for training for two weeks, and unlike a lot of companies, we'd prefer you get up and running with your book of customers quickly. If you're not sure who's supposed to make something below happen, the person responsible is almost certainly you.

Below is a rough plan for your first month - use it as a guide, not a contract. The handbook itself is a work in progress, so you'll find gaps as you ramp up, things you needed to know that weren't written down. That's normal, and when you find a gap your job is to fill it in so the next person has it easier.

Week 1 – how we talk about PostHog

This week is about getting set up and learning how we talk about PostHog. You'll feel extremely unproductive, and that's fine - the aim is to set yourself up for in-person onboarding in Week 2. Read everything you can, work through the product fundamentals, and come to Week 2 with questions we can work through together.

Focus on:


	Setting up the day-to-day tools you'll be using - Vitally, Gong, Slack, Metabase. See sales and CS tools for set-up, and start copying other CSM's views and automations (or even better, build your own!)

	Reading the CS and sales sections of the handbook.

	Preparing your PostHog demo.

	Picking a recent customer call on Gong/BuildBetter to watch, and asking team members to add you to as many of their live calls as you can - the goal is exposure to how we talk about PostHog and how we talk to customers.

	Nailing the product fundamentals - use the framework as a guide and work through the onboarding exercise. Use the demo environments or your own PostHog project to test different features and use cases.

	Events, persons, and product analytics are the foundation for everything else - start here.

	Session replay, feature flags, and experiments are the next priority. They're PostHog's most mature products with the most overlap with everything else. But let your book guide you - if your customers are all-in on error tracking, logs, or AI observability, that's an opportunity to go deep early.

	Learn how to use the MCP across all products. This is increasingly how customers will interact with PostHog.

	Exploring Slack. We're public by default, so Slack is one of the richest resources you have. You'll find outreach messages that worked, prior conversations with customers, PostHog history on decisions like pricing changes, and context that didn't make it into the handbook.



How to think about each product. As you go through the fundamentals, for each product you're trying to be able to answer:


	The value add - why a customer would care

	Common use cases to demo

	How it's implemented and implementation quirks worth knowing

	Signs of poor implementation

	How it works alongside other PostHog products

	How to get value out of it

	What you can do with the MCP



Week 2 – in-person onboarding, your customers

In-person onboarding typically happens this week (3-4 days led by your team lead). You'll get your book of customers, work through how to prioritise it, start digging in, and see how all the systems we use come together.

Focus on:


	Walking through your book of business with your team lead - prioritisation, where to start, who to reach out to first.

	Digging into individual customers - what they're using, where they are in the lifecycle, any open issues, recent conversations.

	Demo practice and feedback.

	Seeing how the systems we use (Vitally, PostHog data, Pylon, Zendesk) come together day-to-day.

	A no-stupid-questions session - bring everything you've been wondering about from Week 1.

	First look at signals - what Vitally tags and alerts are, how the team uses them. You won't be confidently responding to them yet, but that comes over the rest of the month.



Weeks 3–4 – start working with your customers

This is when you start working with your customers. Reach out, take the first calls, pick up the questions that come in, and start figuring out what each customer needs from you. You'll learn more about the product as you go, but the main thing in these weeks is starting to be helpful to your customers.

Focus on:


	Reaching out to customers in your book to establish contact, scheduling handovers for any coming from existing owners. Getting started with customers covers the playbook for early outreach and intro calls.

	Picking up customer questions and tickets as they come in - this is where the bulk of customer work happens. See handling customer issues for how tickets flow.

	Evaluating implementations as you go - is the customer set up well, are they getting value? The foundation check and health check are the structured ways to do this.

	Refining your demo with each conversation.

	Starting to respond to Vitally signals on your book - what triggers your attention, what's the right next move? You'll feel confused at first, and that's fine, the goal is to start building a feel for it.



Ship your first handbook PR. Somewhere along the way you'll find a gap or mistake in the handbook, or want to add a new page entirely. Write it up and open a PR. The point isn't the PR itself, it's that the handbook only stays useful if everyone adds to it. Not knowing something isn't a failing, but leaving it undocumented for the next person is.

What good looks like at the end of week 4

This is the bar for end of month 1.

You have a clear read on your book:


	Who's responsive and who isn't

	Who you'd build a strong relationship with

	Who knows you're there

	Where the expansion opportunities sit



You're up and running with customers:


	Made contact with every customer in your book of business

	Handling tickets and customer questions across the products your book uses, with help when needed

	Doing demos for those products

	Evaluating customer implementations and seeing where to improve them

	Understanding how pricing works and the levers you have for cost optimization



You're working with Vitally signals. You know what the signals are and have a sense of how to prioritise and work through them.

You're sharing with the team. You're posting wins, learnings, opportunities for feedback, and anything else valuable in our shared channels. You were hired because we think you can improve our team, so don't be afraid to share opinions and approaches.

Month 2 and beyond

By the end of month 2:


	Saved your first 'we're going to churn' - it's going to happen, but you're going to save them!

	Be independently working with your entire book to solve tricky technical problems with minimal assistance

	Focusing strategically on your customers - engaging with accounts based on risk and growth opportunity, not just reacting to tickets and signals



By the end of month 3:


	On track to consistently hit your retention targets

	You've suggested and made changes to our systems that enable you to do your job better

	Think about customer health scores and add/change anything you learn here



Learning PostHog

PostHog has a lot of products, and you can't learn them all upfront, so trying to will just frustrate you. The lenses in Week 1 are the bar for each product you do learn; this section is how to figure out which products to focus on, and what to do when you hit something you don't know.

Find out the products your customers are using. Once you have your book of business, you can see this in Vitally in a few places: the product usage widget in the CSM dashboard, the paid products widget in the default 360 dashboard, or the paid products trait. These look at paid usage only and won't include free-tier usage, though most of our customers aren't in free tier anyway. There's no point going deep on session replay initially if none of your customers use it, so use your book to guide what to prioritise first.

Start with the foundations, then focus on what your book uses. Events, persons, and product analytics are useful regardless of who your customers are. Session replay, feature flags, and experiments are the next priority - they're PostHog's most mature products and have the most overlap with everything else. Past that, prioritise the products that show up most in your book, that keep coming up in customer conversations, and that have expansion opportunities. Implementation, billing, and MCP are worth learning alongside all of the above.

When you hit something you don't know:


	Read the docs

	Search Slack — you'll find that someone might've already asked the same question or documented the answer in a thread

	Post in #team-customer-success



Below is a per-product reading list to work through. Add and modify as you go - products are added frequently and the list goes out of date fast.

Product analytics


	Quick primer on Product analytics

	Creating insights:




	Trends, Funnels

	User Paths

	Wildcard groups

	Path cleaning Rules

	Retention, Stickiness, Lifecycle

	How to filter out test users?




	Persons




	What are persons and how are they created?

	Identify()

	identified vs anonymous events

	Pricing




	Groups – what is it? what is the use case? how is it charged?

	Session replay – masking, cutting costs, filtering

	Toolbar – heatmaps, actions



Implementation


	How is PostHog implemented?

	Autocapture – how do you customize autocapture? How do you leverage autocapture?

	What are custom events? How do you set custom properties?

	What is identify? How do you set custom person properties? How do you merge users? What is alias?

	What are groups? How do you set group properties?

	What are cohorts? How do you create cohorts (static and dynamic)? How are they different from groups?

	Projects, organizations and access controls

	More advanced use cases:




	Cross-domain tracking

	reverse proxy

	cookie consent (EU)



Billing


	How to estimate costs

	Pre-paid credits

	Billing Limits



Feature flags


	Creating and using them in code




	How do I ensure flags are loaded before capturing any events?

	Can you evaluate feature flags using properties that haven't been ingested yet?




	Locally testing feature flags using toolbar

	Insights based on feature flags:




	Some users have access to a beta feature. How do I filter insights for these users?




	Local evaluation

	Client-side bootstrapping

	Troubleshooting



Experiments


	Creating an experiment from PostHog UI

	Understanding MDE, primary metrics, secondary metrics, interpreting results

	Traffic allocation - configuring it and validating it. What are some reasons why 80/20 split may not be an 80/20 split?

	Returning users: user sees variant A in session 1, does not convert; user sees variant B in session 2, does convert




	Does this happen? Can the same user see different variants in different sessions? If so, how does this affect the results?




	No-code web experiments




	Implementation requirements

	Landing page experiments – how to deal with flickering of content when page is first loaded?



AI Observability


	Implementing with your LLM SDK




	Privacy options




	Generations vs traces vs spans vs sessions

	LLM Cost Analysis




	How do we accommodate custom LLM pricing?




	Insight analysis



Error tracking


	Implementing error tracking

	Stack traces




	Uploading source maps

	Releases




	Exceptions vs issues




	What is a fingerprint?



Other products and features


	Platform packages (Boost/Scale/Enterprise/Teams)

	Data pipelines




	Sources

	Destinations

	Transformations




	Surveys




	How surveys works with feature flags/experiments




	Workflows

	Logs

	SPA (single page apps)

	API



Alerting setup (for team leads)

We have certain automations in Vitally that your team lead needs to add you to. Please ask your team lead to add you.


	Vitally name trait playbook: create a new branch that matches assigned CSM to new team member. In this branch, add action to update account trait CSM name to name of the new team member. This is used to populate account owner info in tickets created by customers we own, so support knows who to reach out to.







  17. Template for onboarding success plan

  Source: https://posthog.com/handbook/cs-and-onboarding/onboarding-success-plan

  
  Introduction

Each customer is going to be a bit unique when it comes to onboarding and implementation; especially with such a broad product surface area! There are still some best practices we can follow to collaborate with the customer and plan for their success. It really helps customers to build engagement if we can collaborate with them on a plan for their first 30 days at PostHog.

Customize the below template


	Customize the template with the goals, specific products and commitments that make sense for your customer's use case.

	Share with customer, ideally as a Slack Canvas



Template

PostHog 30-Day success plan

Customer: [Customer Name] | CSM: CSM or AE NAME | Start Date: [Date]

Our shared goal

Week 1: You're getting actionable insights from PostHog Week 3: You've identified specific opportunities to improve your key metrics Week 4: You're confident PostHog is driving measurable business value

---

Week 1: Quick setup & first insights

Goal: See value within 7 days

Your commitments


	[ ] SDK Validation: Confirm SDK is properly tracking (usually done in trial)

	[ ] Key Stakeholders: Attend 30-min kickoff call

	[ ] Custom Events: Define business-specific events you want to track

	[ ] Primary Use Case: Define the #1 metric you want to improve



PostHog commitments


	[ ] Implementation Guidance: Validate SDK setup and custom event tracking

	[ ] Feature Flags Setup: Configure feature flags for your use cases

	[ ] Group Analytics Setup: Configure B2B company-level tracking

	[ ] Custom Dashboard: Build initial dashboard for your key metrics

	[ ] Training Session: 45-min walkthrough of your specific setup

	[ ] First Insights: Identify 2-3 actionable findings from your data



Weekly check-in: [Day/Time] - 30 minutes


	What findings have you learned from the first few insights you set up?

	Have you come across any points of friction in the setup or areas of the product you're struggling to understand?

	What are the next actions steps for us to follow up with in the next meeting?



---

Week 2-3: Feature Adoption & Optimization

Goal: Expand usage across your team

Together We'll:


	Session Replay: Set up recordings for your key user flows

	Feature Flags: Deploy your first A/B test or feature rollout

	Surveys: Launch feedback collection (if applicable)

	Team Training: Onboard 3-5 additional team members

	Advanced Analytics: Build funnels, cohorts, or retention analysis



Bi-weekly Check-in: [Day/Time] - 30 minutes

---

Week 4: Value Confirmation & Next Steps

Goal: Quantify business impact and plan expansion

Success Review:


	Measurable Impact: Document specific improvements/insights gained

	ROI Assessment: Calculate value PostHog has delivered

	Team Adoption: Confirm regular usage across stakeholders

	Expansion Opportunities: Identify additional products or use cases



Business Review: [Day/Time] - 45 minutes

---

Post-Launch: Optimization Check-in

Goal: Maximize ROI and identify expansion opportunities

6-8 Weeks After Launch:


	Usage Analysis: Review which features are driving the most value

	Advanced Features: Explore underutilized capabilities

	Workflow Optimization: Streamline your team's PostHog processes

	Expansion Planning: Identify additional use cases or team members

	Success Story: Document wins for internal stakeholders



Optimization Review: [Day/Time] - 60 minutes

---

Success Metrics

| Milestone | Target Date | Success Criteria | Status | |-----------|-------------|------------------|---------| | SDK Validated | Day 2 | Data flowing correctly into PostHog | ⏳ | | Custom Events Defined | Day 3 | Business-specific tracking configured | ⏳ | | Feature Flags & Groups Setup | Day 5 | B2B tracking and flags operational | ⏳ | | Team Trained | Day 7 | 3+ people actively using | ⏳ | | Actionable Insights | Day 10 | 2+ specific findings identified | ⏳ | | Feature Expansion | Day 20 | 2+ products actively used | ⏳ | | Business Impact | Day 28 | Measurable metric improvement | ⏳ |

---

Key Contacts & Communication

PostHog Team


	PostHog Human: [your email]

	Support Channel: [Dedicated Slack channel/email]

	Documentation: posthog.com/docs



Your Team


	Executive Sponsor: [Name, Role] - Strategic oversight, success validation

	Technical Lead: [Name, Role] - Implementation, data setup

	Primary Users: [Names, Roles] - Daily usage, feedback



Meeting Schedule


	Onboarding Phase: Training sessions and weekly progress check-ins

	Post-Onboarding: Monthly or bi-weekly check-ins recurring



---

What You Can Expect From Us

✅ Rapid Response: Same-day replies to questions/issues from your PostHog Human ✅ Proactive Guidance: We'll suggest optimizations based on your usage ✅ Custom Resources: Tailored documentation and best practices ✅ Issue Resolution: PostHog human will resolve issues directly and escalate internally as needed ✅ Product Feedback: Feedback calls or user interviews with product managers or engineers

What We Need From You

✅ Clear Objectives: Tell us the specific metrics you want to improve ✅ Custom Event Planning: Help us understand your business-specific tracking needs ✅ Stakeholder Engagement: Keep key people involved and responsive ✅ Honest Feedback: Let us know what's working and what isn't ✅ Success Definition: Help us understand what ROI looks like for you

---

Questions or concerns? Reach out anytime - our success is measured by your success.

This plan is our shared roadmap. We'll adjust it based on your specific needs and progress along the way.





  18. Renewals

  Source: https://posthog.com/handbook/cs-and-onboarding/renewals

  
  Renewal principles

Prepaid credit plans (usually annual) work for both sides. Customers get a discount, and we get confirmed revenue.

When estimating the renewal amount, accurately project how many credits the customer will need over the next 12 months (or whatever period applies — e.g. 6 months if they prepaid for 6). This isn't the time to upsell. Drive that later through product usage.

For mechanics, see Contract rules and How to create contracts.

When to start


	Active accounts: start renewal conversations 2 months before the renewal date.

	Quiet accounts: start 3 months out, to allow time for re-engagement.



Vitally and Slack remind you automatically. At the 2-month mark, the customer moves into the Upcoming renewal segment, a Vitally task is assigned to you, and Slack pings you.

Start with a message in the shared Slack channel — the person you worked with last time might not be the right contact now. Flag the renewal date and ask about preferred next steps.

As things progress, update the renewal opportunity in Salesforce.

Unique renewal cases

Customers running out of credit early

Credit bot will ping you in Slack if a customer is set to run out of credits before their renewal date. Treat this as an early renewal — same process applies. Make sure the customer has a credit card on file so any overage bills get paid.

Customers with credits expiring at end of contract

If a customer has a balance when their contract ends, the credits expire and they move to monthly payments. We have rules to let customers carry over credits on a flat renewal or higher.

If you spot a customer trending this way, reach out early to explain the credit expiry and the options. Use the call to explore projected growth and other use cases. Start the renewal conversation 3 months out so you have time to explore new features and figure out if the carry-over is worth it for them.

Customers with irregular contracts

Many customers are on legacy contracts that don't follow our contract rules — non-Net 30 payment terms, unique discounts, legacy pricing, monthly or quarterly payments.

Prioritize migrating these customers to standard pricing and discounts. The conversations may be difficult, but stick to handbook pricing whenever reasonable — and share the handbook directly to back up your point. Use your judgment on when an irregular term is a deal-breaker worth keeping.

Renewal discussions

Do these on a call. There are a lot of moving parts and talking through it works best.

Before the call:


	Review the customer's usage and start a quote in Quotehog.

	For usage data beyond the last 6 months, use this PostHog dashboard and edit the variables.

	Check if they're on a legacy pricing tier — either move them to standard pricing or factor it into your quote.



Use the call to learn about their PostHog experience so far and what's coming up next. It's also a good chance to explain how contracts, credits, and discounts work — our pricing philosophy and contract rules pages are useful references.

When walking through the quote, start with past usage and anchor to their main products (there can be a lot of numbers). Explain how you projected each product's usage. Check in throughout to make sure your assumptions still hold.

After the call, share the public quote link with the customer along with any usage info you discussed.





  19. LLM cost optimization

  Source: https://posthog.com/handbook/cs-and-onboarding/shareable-guides/llm-cost-optimization

  
  A field guide for customer-facing roles helping customers reduce LLM spend with AI Observability.

Why this matters now

Every flavor of AI – agentic, generative, functional, to name a few – is now woven into the infrastructure of most major SaaS organizations. As the relative intelligence of frontier models converges, the exponential spend from LLMs is much more visible on a company's P&L. PostHog sits at every observable layer of the technology stack, so customer-facing roles will field a growing number of asks about how to optimize LLM-related spend.

_Token efficiency_ is delivering the required output quality using the fewest tokens across prompt, context, and response. It's the highest-priority lever, and the biggest wins are architectural. Customer-facing roles at PostHog are well positioned to understand and convey the common cost optimization levers and how they're instrumented.

The cost model

There are three main drivers of LLM spend.


	Model selection – using a frontier model on a trivial task is like taking a Ferrari to the grocery store. Cost varies significantly across model family, catalog, and provider, so picking the right tool for the job makes the difference.

	Context window usage – you might think it's just long prompts, retrieval-augmented generation (RAG) applications, and extensive chat histories, but you'd be wrong. It also includes tool and skill bloat, which happens when an AI agent has access to too many tools and skills, causing decision paralysis as it struggles to find the right one.

	Output length – output tokens can cost ~4-5× input tokens because generation is sequential, which can make verbosity the most costly lever.



One note on the math: cost is an _estimate_ from tokens × matched pricing (OpenRouter data) – ideal for the breakdown (which model, feature, or customer, and the trend), but reconcile the absolute total against the provider console or gateway, since negotiated rates, brand-new models, and some customers' billing live outside PostHog. To improve accuracy, customers can pass pre-calculated $ai_input_cost_usd and $ai_output_cost_usd, or set custom per-token pricing with $ai_input_token_price and $ai_output_token_price.

The toolbox – and what each looks like in PostHog

The goal is maximum impact without affecting quality. Work top-down, starting with the lowest-risk levers.

A note on breakdowns: dimensions like feature and product below are custom properties the customer sets on their generations (plain property names, no $ prefix) – not reserved PostHog properties.

Low risk

1. Prompt caching – reuse a stable, front-loaded prompt prefix instead of reprocessing it. This isn't about making the prompt shorter; it's about keeping the prefix identical across calls. For example, using cache_control in calls to Anthropic models charges 0.1× for cached input because the compute is skipped.

Watch: any prefix change (even a timestamp) busts the cache.

_In PostHog:_ break down $ai_input_tokens by feature to find a stable prompt dominating input. After enabling, validate by watching the cached-token share rise and $ai_total_cost_usd per call drop at the same volume.


2. Output discipline – set max_tokens per task type (a classifier needs ~20 tokens, not the SDK's 4,096 default) and use structured outputs (JSON/schema) for extraction and classification. This can cut a significant portion (sometimes 30-60%) of output cost.

Watch: don't truncate genuinely generative responses.

_In PostHog:_ rank features by output:input ratio ($ai_output_tokens ÷ $ai_input_tokens). Afterward, output tokens per call fall and cost follows.


3. Batch API – submit asynchronous work for a significant discount, processed via batching. Use it for large jobs that don't require streaming.

Watch: latency – it's a job returning data on a schedule.

_In PostHog:_ tag offline jobs with a task_type property and watch their share of total cost; cost-per-task on those features roughly halves after moving to batch.


Medium risk

4. Context hygiene – continuously evaluate and trim the system prompt (30-40% is often removable), use a sliding window or rolling-summary compression for long chats, and retrieve 3-5 RAG chunks instead of 50. Long workloads can be reduced significantly.

Watch: over-trimming drops context whose value shows up later – tune on real traces.

_In PostHog:_ watch $ai_input_tokens climb across a $ai_trace_id or session. Afterward, input tokens per generation flatten.


5. Model routing – route each request to the cheapest model that can handle it, using heuristics/rules or a model-based classifier. This takes more work up front since it adds a layer to the architecture, and the obvious risk is added complexity and another model in the mix. It won't work without LLM calls that carry metadata.

Watch: the math wins only if the savings exceed the classifier costs, the retries from routing errors, and the engineering maintenance.

_In PostHog:_ break down $ai_total_cost_usd by $ai_model and the relevant metadata (feature, product, etc.) to spot frontier-model spend on trivial features. Validate by watching spend shift over time toward cheaper models on trivial tasks.


High risk

6. Semantic caching – match queries by embedding similarity and return the cached answer, bypassing the model entirely. Use it for FAQ-style, stable-answer, low-context, read-only knowledge. This is the riskiest lever because it trades correctness for cost.

Watch: false-positive similarity (cancel "order" versus cancel "subscription"), time decay of answers (returning last month's price when someone asks for current pricing), data drift, and model or prompt upgrades.

_In PostHog:_ for customers serving features in scope, identify high-$ai_generation-volume candidates. Recommend shadow testing, then Feature Flags, then production. Validate by a reduction in excessive $ai_generation volume without consumer impact.
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