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  1. Soc2

  Source: https://posthog.com/handbook/company/_snippets/soc2

  
  Utilize our Trust Center powered by SafeBase to self-serve reports, policies, and certifications.

PostHog is certified as SOC 2 Type II compliant, following an external audit.

Our latest security report is publicly available (covering controls as of May 31st, 2025). Our reporting period runs from 01 June - 31 May each year.

Policies

We have a number of policies in place to support SOC 2 compliance. All team members have been invited to Drata to review these and to complete security training and background checks as part of onboarding.

All of our policies are available for viewing and upon request via our Trust Center.





  2. Adding company-wide tools and vendors

  Source: https://posthog.com/handbook/company/adding-tools

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	What is it?

	What is it not ?

	How does it work?

	What to think about?

	After a decision is made: Review process



  What is it?

In the software section of our spending money page we say:

There needs to be a very significant upside to introducing a new piece of software to outweigh its cost.


This is our mechanism for making decisions where we need to assess the cost of introducing a new piece of software.

It is inspired by this post on "fad resilience" from Slack. We want to be able to introduce new tools and services, without introducing overlapping tools and unnecessary complexity.

What makes us fad resilient is that you are free (and encouraged) to try new things. But by introducing new things, you become responsible for rolling them out. And for replacing anything they make obsolete.

What is it not?

This doesn't apply to making "cheap decisions". A cheap decision is one that can be easily completed or reversed, or one that only affects your work not other people's. For those types of decisions you should continue to follow the guidance in the the software section of our spending money page. This is about the adoption of new company-wide tools, or implementation of vendors that are going to be used in the PostHog product.

How does it work?

If you find yourself saying something like:


	"we should use Notion, not Google Docs"

	or "(Haskell|Rust|Chicken) would be a better programming language for us"



Then you need to do the following:

1. Try the tool in a low-risk context

Use the tool in a context where it is easily replaced and does not involve sensitive data. If you have doubts about what information can be shared at this stage, check with #legal first. Similar to a spike.

The goal is to:


	Check whether the tool works as well as you expect

	Understand the consequences of introducing it

	Learn what data the tool may have access to

	Give others a way to see it in action



2. Open an pull request in Company Internal

At the same time open an issue describing why we should adopt the tool. Anyone proposing a new vendor should think about the impact on the whole company, not just their team or use case.

You should carefully be thinking about and your proposal should consider the types of things described below:

What to think about?

Problem and motivation


	Why should we introduce this tool now? What problem does it solve?

	How large is the benefit vs. the status quo? Is this solving a real issue or just something interesting to try?

	What existing tools or processes would it replace?

	Could this be solved using an existing tool or by building something directly in PostHog?



Trial/Proof of concept


	Have you tested the tool in a small, reversible context (spike or sandbox)?

	Can it be evaluated without sending real data?

	What did you learn from the trial?



Data exposure and privacy


	What type of data would be sent to the tool/vendor and does the benefit justify that risk?



From least to most sensitive:


	General data – publicly accessible information

	Business data – internal PostHog data without customer data

	Customer data – customer PII (name, email, address, IP addresses, etc.)

	Customer’s customers’ data – end-user PII



Also consider:


	Where will the data be stored or processed? (significant preference toward EU/US as these jurisdictions are lower risk, well vetted, and have robust privacy frameworks)

	Can we avoid sending customer or end-user PII?

	Can data be aggregated, redacted or irreversibly anonymized before leaving our systems?



Vendor due diligence


	Where is the company that provides the proposed tool headquartered and where do they operate?

	Who are their customers? How long have they been around?

	Do they demonstrate a credible security posture (SOC2, GDPR, HIPAA, etc.)?

	Are they a well-established tool in the industry, or something experimental and less well known?



Alternatives and competition


	Why this tool instead of competitors?

	What other credible options exist and how do they compare (cost, security, reputation, risk)?

	What are other companies in our space using? Checking their list of subprocessors is a good place to start.



Internal impact


	Have other engineers been consulted about technical impact or prior experience?

	Are relevant teams supportive of introducing this tool?

	Has security/infra reviewed the vendor and given their thoughts on their security posture?

	Has legal chimed in and given their thoughts on risks? Is this tool going to qualify as a subprocessor such that customers will need to be aware we’re sending them data?

	Would using this tool impact how sales pitches the PostHog product to potential customers?

	Does this change anything about how we need to communicate with existing customers (marketing/support)?



Customer defensibility


	If a customer asked why we use this tool/vendor and send data to them, could we clearly and transparently justify the decision?

	Would customers that fit our ideal customer profile view this as a standard and responsible choice?

	How would enterprise-level customers react to this decision if we were selling PostHog to them?



These are guidelines, not a rigid checklist.  The goal is for everyone to be thinking about the overall impact of introducing a new tool, and to allow for a holistic review of the risks against the benefits.

Many proposals will not make it past this stage – that's good. We don't want a stack that changes constantly, but we also don't want one that never improves.

After a decision is made: Review process

Once a decision has been made to adopt a tool/vendor, the person proposing the tool is responsible for coordinating the next steps.

1. Finalize business terms

Work with the vendor to negotiate the commercial and business terms, such as:


	Cost

	Number of licenses or usage terms and limits

	Contract length

	Any implementation or onboarding details



Once the business terms are mostly settled, the vendor’s documents will need to go through legal review before anything is signed.

Typically, these includes:


	Master Services Agreement – the primary contract governing the relationship.

	Data Processing Agreement – required if the vendor processes personal data.

	Security/compliance documentation – e.g. SOC 2, ISO certifications, or similar.



As soon as it looks like we intend to move forward with the vendor, post in #legal, and give a heads-up that:


	A decision has been made to use the vendor.

	Business terms are being negotiated.

	Contract documents will be shared for review shortly.

	As much context you can provide as possible to aid in the review.



As soon as documents are available for review, send the documents to #legal (in an editable format such as .docx).

2. Plan time for legal review

Legal review usually takes a few business days depending on bandwidth, priorities, and existing obligations, and negotiations may take longer depending on the use case, the vendor’s contract terms and how quickly they review and negotiate proposed changes.

Plan accordingly and involve legal early. If you have a deadline for implementing the tool or there is another reason the standard timeline above needs to be expedited, please make sure to let legal know ahead of time.

3. Additional requirements for Subprocessors

If a vendor qualifies as a subprocessor, the review process will usually be more involved.

Generally speaking, a subprocessor is a vendor or tool that is going to be used to processes customer or end-user data as fundamental part of the PostHog product or infrastructure. For example, infrastructure providers (like cloud hosting) or services that process production data are clearly subprocessors.

Many internal tools used for productivity or operations (for example, documentation and productivity tools) are not necessarily subprocessors.

As a rule of thumb, any vendor that needs to have access to customer end-user data in order for a part of the PostHog product to function should raise alarm bells, but if you are unsure whether a tool/vendor qualifies as a subprocessor, always check with #legal early.

For new subprocessors:


	Customers must receive 14 days’ notice after the agreement is finalized before the vendor can be used in production.

	Because of this requirement, and because the legal and compliance documents for a subprocessor are generally going to be reviewed with careful detail, implementations involving new subprocessors will likely take additional time.



4. Using the tool

Once:


	Legal review is complete.

	Contract documents are finalized and signed.

	Any required subprocessor notice period has passed.



...the tool can be used in production.





  3. Logos, brand, hedgehogs

  Source: https://posthog.com/handbook/company/brand-assets

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Logo and brand usage for third parties

	Logo

	Typography

	Building for web

	Developing locally

	Designing on desktop

	Other fonts

	Squeak



  Looking for brand voice, design philosophy, and visual identity guidelines? Check out our Style guide.


Want to use our hedgehogs for your community event or article? We have a huge library of them you can use. Can't see what you need? Let us know! Please don't use AI art though. We're quite particular about our illustrations and AI just doesn't get it right.


Logo and brand usage for third-parties

We’re really happy people want to build on top of PostHog, but we want to keep it clear when something is made by us or made by someone else. If you've built a third-party app on top of PostHog or want to partner with us in some way, here is some high-level guidance for you to bear in mind.


	We're _generally OK_ with people using the PostHog name to describe compatibility. For example, you can say your product "works with PostHog," is "built for PostHog" or "built on PostHog".




	We're _not OK_ with people using the PostHog name to make it look like your project is made by, endorsed by, or is officially partnered with PostHog if it isn't. So for example, while "Desktop Studio for PostHog" would be fine, "Official PostHog Desktop Studio" or "PostHog Desktop Studio" would not be.




	You can use our logo or brand assets only in unmodified form, and not as the main branding for your own project. However, you may not use our hedgehog mascot or other illustrative brand assets in any commercial or marketing materials without explicit permission, as this can imply endoresement and confuse people. You cannot make it seem like your product is an official PostHog product, or that we've endorsed your product or partnered with you if we haven't. Please make sure that logo, brand asset and name usage are consistent with the rules we've laid out in this page.



We don't like doing it, but if we spot some name, brand asset or logo usage that are inconsistent with our guidelines or brand, we will reach out to try to get that sorted out, so please try to be thoughtful about branding and try to be consistent with the guidelines we've set out here. If you have questions, please reach out to us at marketing@posthog.com for clarification.

Logo

If you're looking for the PostHog logo, you came to the right place. Please keep the logo intact. SVG is always preferred as it will infinitely scale with no quality loss.

(Images shown below have transparent backgrounds but appear here with a solid background color.)

| Preview                                                                                                                             | Name           | Vector                                                     | PNG                                                                                                                             | PNG w/ padding\*                                                                                                                              | | ----------------------------------------------------------------------------------------------------------------------------------- | -------------- | ---------------------------------------------------------- | ------------------------------------------------------------------------------------------------------------------------------- | --------------------------------------------------------------------------------------------------------------------------------------------- | | <div style="background:#EEEFE9;padding:5px 5px 0;margin-left:-5px;"><img src="/brand/posthog-logo@2x.png" width="157" /></div>      | Standard logo  | <a href="/brand/posthog-logo.svg" download>SVG</a>         | <a href="/brand/posthog-logo.png" download>PNG</a> \| <a href="/brand/posthog-logo@2x.png" download>PNG @2x</a>                 | <a href="/brand/posthog-logo-padded.png" download>PNG</a> \| <a href="/brand/posthog-logo-padded@2x.png" download>PNG @2x</a>                 | | <div style="background:#EEEFE9;padding:5px 5px 0;margin-left:-5px;">Image: /brand/posthog-logo-black.svg</div>                        | Dark logo      | <a href="/brand/posthog-logo-black.svg" download>SVG</a>   | <a href="/brand/posthog-logo-black.png" download>PNG</a> \| <a href="/brand/posthog-logo-black@2x.png" download>PNG @2x</a>     | <a href="/brand/posthog-logo-black-padded.png" download>PNG</a> \| <a href="/brand/posthog-logo-black-padded@2x.png" download>PNG @2x</a>     | | <div style="background:#111;padding:5px 5px 0;margin-left:-5px;">Image: /brand/posthog-logo-white.svg</div>                           | Light logo     | <a href="/brand/posthog-logo-white.svg" download>SVG</a>   | <a href="/brand/posthog-logo-white.png" download>PNG</a> \| <a href="/brand/posthog-logo-white@2x.png" download>PNG @2x</a>     | <a href="/brand/posthog-logo-white-padded.png" download>PNG</a> \| <a href="/brand/posthog-logo-white-padded@2x.png" download>PNG @2x</a>     | | <div style="background:#EEEFE9;display:inline-block;padding:5px 5px 0;margin-left:-5px;">Image: /brand/posthog-logomark.svg</div>     | Logomark       | <a href="/brand/posthog-logomark.svg" download>SVG</a>     | <a href="/brand/posthog-logomark.png" download>PNG</a> \| <a href="/brand/posthog-logomark@2x.png" download>PNG @2x</a>         | <a href="/brand/posthog-logomark-padded.png" download>PNG</a> \| <a href="/brand/posthog-logomark-padded@2x.png" download>PNG @2x</a>         | | <div style="background:#EEEFE9;display:inline-block;padding:5px 5px 0;margin-left:-5px;">Image: /brand/posthog-logo-stacked.svg</div> | Logo (stacked) | <a href="/brand/posthog-logo-stacked.svg" download>SVG</a> | <a href="/brand/posthog-logo-stacked.png" download>PNG</a> \| <a href="/brand/posthog-logo-stacked@2x.png" download>PNG @2x</a> | <a href="/brand/posthog-logo-stacked-padded.png" download>PNG</a> \| <a href="/brand/posthog-logo-stacked-padded@2x.png" download>PNG @2x</a> |

\*PNGs with padding are useful when uploading the logo to a third-party service where there is limited control over padding/margin around the logo.

When using the logo on a dark background, use the white-only version of the logo. _Never_ modify the colors in the logomark (like changing the hedgehog's face color to white when using on a dark background).

The @2x version of PNGs are designed for hi-dpi (or "Retina") screens. When using the logo in third party services that support uploading multiple versions (standard and hi-dpi), please be sure to include the @2x logo as it will appear crisper on newer devices, tablets and high resolution mobile devices.

Important: We updated our logo in 2021. (Note the square font and sharp edges on the logomark in the old version.) Please be sure to use the _correct_ version. 👇🏼


Image: Logo usage examples

If you have any questions or need clarification about which version to use, ask Cory, or reach out in our community page and we'll be happy to help.

Typography

We use Displaay's typeface called _Matter SQ_. (SQ = square dots.)

On the website, we use this for all text. In-product, we only use for titles and buttons.

Building for web

On posthog.com, we use the variable font version. This allows us to specify our own font weights, which we do for paragraph text.

Context: _Matter Regular_'s weight is 430 and the next step up is _Matter Medium_ at 570, so we use our own weight of 475 for paragraph text.

Developing locally

Fonts are hosted outside of our posthog.com GitHub repo (due to licensing reasons). To protect the font files, they are restricted to loading on posthog.com and are not currently used for local development. Contributors will see the system default font load in place of Matter.

Workaround for local development

Restricted to PostHog employees, it's possible to reference the font locally to see an exact replication of what will be published on posthog.com.

global.css contains some commented out code which can be used, in conjunction with the variable webfont files (restricted to PostHog organization members). Here's how to use them:


	Download the webfont files from the zip above

	Extract the files and place them in /public/fonts

	In global.css, comment out the src for both fonts with production (Cloudfront) URLs and uncomment the relative URLs.

	Optionally use .gitignore to keep the files locally without inadvertently checking them in



Note: When submitting a PR, be sure to revert changes made to global.css

Designing on desktop

We use 4 cuts of Displaay's _Matter SQ_ typeface (SQ stands for square dots):


	_Bold_ (titles and section headers)

	_Semibold_ (paragraphs accompanying headers and paragraph links)

	_Regular_ & _Regular Italic_ (paragraph text)



Note that _Regular_ and _Regular Italic_ are lighter than the font-weight we use on the web, so paragraph text in Figma mockups will look noticeably thinner than how it appears on posthog.com.

When designing ads or other content with non-paragraph text, use _Semibold_ instead of _Regular_.

We have a handful of licenses for desktop use of Matter. Contact Cory if you need the desktop fonts (OTFs).

| Name                                  | Weight   | Size | Letter spacing | Line height | | ------------------------------------- | -------- | ---- | -------------- | ----------- | | h1                                    | Bold     | 64px | -1%            | 100%        | | h2                                    | Bold     | 48px | -1%            | 120%        | | h3                                    | Bold     | 30px | -2%            | 140%        | | h4                                    | Bold     | 24px | -2%            |             | | h5                                    | Semibold | 20px | -2%            |             | | h6                                    | Semibold | 16px | 0              |             | | Paragraphs accompanying large headers | Semibold | 20px | -1%            | 125%        | | p                                     | Regular  | 17px |                | 175%        | | p (small)                             | Regular  | 15px |                | 150%        |

Other fonts

We use two other fonts for special purposes. Please adhere to their usage guidelines listed below.

Squeak

Squeak is used in informal settings, generally accompanied by hedgehog artwork.

Usage guidelines


	When used for headlines or at larger sizes, use the Bold variant

	Only for small (description) text, use the Normal variant in regular casing. Never use for more than a couple lines of text in a row.

	Always use uppercase letters

	Letter spacing: -2%

	Line height: 100% (generally)



Examples

Image: Squeak font example

Image: Squeak font example

Image: Squeak font example

Loud Noises

Loud Noises is used for quotes in hedgehog artwork.

Usage guidelines


	Only use for quotes in hedgehog artwork or where hedgehogs are otherwise communicating something

	Only use uppercase



Example

Loud Noises is used in the sign the hedgehog is holding:

Image: https://res.cloudinary.com/dmukukwp6/image/upload/loud_noises_5919818659.png

---

If you have questions about which font to use, please ask in #team-website - don't just do what feels right to you!

Colors

We have two color schemes (light and dark mode), but primarily use light mode.

We use the same set of colors, and only swap out a couple hues depending on the color scheme.

Colors denoted with an asterisk (\*) are the same between palettes.

| Name                        | Light mode                                                      | Dark mode                                                       | | --------------------------- | --------------------------------------------------------------- | --------------------------------------------------------------- | | Text color (at 90% opacity) | <span style="color:#151515; font-size: 20px">■</span> #151515 | <span style="color:#EEEFE9; font-size: 20px">■</span> #EEEFE9 | | Background color            | <span style="color:#EEEFE9; font-size: 20px">■</span> #EEEFE9 | <span style="color:#151515; font-size: 20px">■</span> #151515 | | Accent                      | <span style="color:#E5E7E0; font-size: 20px">■</span> #E5E7E0 | <span style="color:#2C2C2C; font-size: 20px">■</span> #2C2C2C | | Dashed divider line         | <span style="color:#D0D1C9; font-size: 20px">■</span> #D0D1C9 | <span style="color:#4B4B4B; font-size: 20px">■</span> #4B4B4B | | Red\                       | <span style="color:#F54E00; font-size: 20px">■</span> #F54E00 |                                                                 | | Yellow                      | <span style="color:#DC9300; font-size: 20px">■</span> #DC9300 | <span style="color:#F1A82C; font-size: 20px">■</span> #F1A82C | | Blue\                      | <span style="color:#1D4AFF; font-size: 20px">■</span> #1D4AFF |                                                                 | | Gray\*                      | <span style="color:#BFBFBC; font-size: 20px">■</span> #BFBFBC |                                                                 | | Links                       | Use Red                                                         |                                                                 |

Use opacity over more colors

When possible, use opacity to modify colors. This allows us to use fewer colors in our palette, which is light years easier when working with two color schemes.

| Paragraph text | rgba($value, 90%)                 | | -------------- | ----------------------------------- | | Links          | rgba($value, 95%) (and semibold)  | | Links:hover    | rgba($value, 100%) (and semibold) |

Presentations

We use Pitch for polished presentations (like when giving a talk). Read more about this in our communication guidelines.

Illustration guide

Our hedgehog mascot is called Max and we're quite particular about how he (or any of his hoggy pals) are illustrated. We're exploring AI tools for internal use, but currently ask that you don't use AI tools to create your own hedgehog art. Instead, you can follow the guidelines below, or create a new art request.

Image: How to draw a hedgehog

If Max is drawn in color he should always have a beige body with brown spines, arms, and legs. His arms should only bend once in the middle and he doesn't have fingers unless swearing or pointing. His feet are stubby by design and his snout lines should be visible unless obscured by a mask or beard. His expression comes mainly from his eyebrows.

Image: Draw the rest of the hedgehog

He should be outlined with a strong, black monoline with consistent thickness. He should always face left, right, or straight-on but shouldn't be drawn with a side profile or from behind as he's self-conscious.

A more detailed version of this guide is available on Figma for team members.


Hedgehog library

For team members we keep all our currently approved hedgehogs in this Figma file. This enables us to look through the library of approved hogs, and to export them at required sizes without relying on the design team.

Here's how:


	Open the Figma file. You can manually browse, or use Cmd + F to search based on keywords such as 'happy', 'sad', or 'will smith'.

	Select the hog you want. If needed, adjust the size using the 'Frame' menu in the top of the right-hand sidebar.

	At the bottom of the right-hand sidebar, select the file type you need in the 'Export' menu, choose @2x, then select 'Export [filename]' to download the image.



If you can't find a suitable hog, you can request one from the design team.

Non-team members can find some of the most-used hogs to download on our press page.






  4. Communication

  Source: https://posthog.com/handbook/company/communication
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  Introduction

With team members across many countries, it's important for us to practice clear communication in ways that help us stay connected and work more efficiently.

To accomplish this, we use asynchronous communication as a starting point and stay as open and transparent as we can by communicating on GitHub through public issues and pull requests, as well as in our PostHog User and internal Slack.

Our communication values


	Assume positive intent. Always coming from a position of positivity and grace.

	Form an opinion. We live in different locations and often have very different perspectives. We want to know your thoughts, opinions, and feelings on things.

	Feedback is essential. Help everyone up their game in a direct but constructive way.



Golden rules


	Use asynchronous communication when possible: pull requests (preferred) or issues. Announcements happen on the appropriate Slack channels and people should be able to do their work without getting interrupted by chat.

	Discussion in GitHub issues or pull requests is preferred over everything else. If you need a response urgently, you can Slack someone with a link to your comment on an issue or pull request, asking them to respond there. However, be aware that they still may not see it straight away (and that's OK in our book). That said, casual conversations in Slack are completely normal — it’s our main space for day-to-day communication.

	You are not expected to be available all the time. There is no expectation to respond to messages outside of your planned working hours.

	It is 100% OK to ask as many questions as you have - please ask in public channels! If someone sends you a handbook link, that means they are proud that we have the answer documented - they don't mean that you should have found that yourself or that this is the complete answer. If the answer to a question isn't documented yet please immediately make a pull request to add it to the handbook in a place you have looked for it.

	When someone asks for something, reply back with a deadline or by noting that you already did it. Answers like: 'will do', 'OK', or 'it is on my todo list' are not helpful. If it is a small task for you but will unblock someone else, consider spending a few minutes to do the task so the other person can move forward.

	By default, avoid creating private groups for internal discussions.



Public by default

We make things public by default because transparency is core to our culture. The kinds of information we share falls into one of three buckets:


	_Public_ - most things, including our product, roadmap, handbook and strategy.

	_Shared internally_ - almost everything else, such as financial performance, security, fundraising and recruitment.

	_Private internally_ - personal team information, i.e. compensation, disciplinary issues.



Information that is not publicly shared is in areas with complex signals that can impact our ability to sell, raise money or are inappropriate to share more widely for personal privacy reasons.

We have two repos to centralize and document private internal communication. These are the source of truth for any internal information, and anything that should be written down (as established in these guidelines) should live in these repos or (better) in this Handbook, not on Slack. This will make it easier when having to search for older stuff, sharing context between public and internal repos, and for newcomers to have all information they might need readily available.

Company Internal

Repository can be found in https://github.com/PostHog/company-internal

Documents any company-wide information that can't be shared publicly within People, Ops, Legal, Finance or Strategy.

Examples of information that should go here:


	✅ Hiring plans and discussions _before_ we post a job ad

	✅ People discussions, e.g. benefits, pensions, share options, org structure

	✅ Onboarding/offboarding checklists

	✅ Non-engineering team sprint planning (as these will often be a mix of public and private tasks and we don't want to restrict people)

	✅ Sensitive discussions about future positioning, customer strategy, fundraising, board meetings

	✅ [Sometimes] Discussions about replacing or adding tools, services, and systems that we use



For company-related issues that _can_ be discussed publicly, these should go in the meta repo which can be found in https://github.com/PostHog/meta/

Examples of information that should NOT go here:


	❌ Any information that should be public (see guidelines on public by default), this should go in the public repositories (posthog, posthog.com, meta, ...). Things like:

	Some marketing campaigns where it doesn't matter if our competitors see it; retros after campaigns

	Offsite planning and retros

	Discussions about future positioning and strategy that will end up in the Handbook anyway

	Discussions about tools where there isn't a security risk and it interfaces with our customers (e.g. marketing, customer support)

	Generally anything that will end up in the Handbook anyway, including culture and values discussions

	❌ Bug reports, security issues, or any other engineering-related discussions. These should go in the Product Internal repo.

	❌ Billing issues, product or growth discussions. These should go in the Product Internal repo.



Product Internal

Repository can be found in https://github.com/PostHog/product-internal

Contains internal information related to the PostHog product. Documents any non-public information (as established in these guidelines) that specifically relates to engineering, product, growth or design.

This repository was introduced to aid maintenance and day-to-day usage of internal repositories. Having these discussions together with the company-wide information proved unwieldy. More context on this decision.

Please be sure to read the README of the repo for guidelines on how to file specific issues.

Examples of information that should go here:


	✅ Vulnerabilities (security bugs) reports

	✅ Bug reports where most of the context of the report depends on customer's PII. _Some bug reports require screenshots, recordings, or some other information that contains PII and as such can't be public._

	✅ Post-mortems on outages, or other issues affecting a large portion of customers. The results of these should usually be made public though.

	✅ Documentation of internal infrastructure, where if it was public knowledge could provide valuable information to an attacker.

	✅ Experiment (A/B testing) results.

	✅ Product or growth strategy discussions (unless they should be public).

	✅ Interview exercises or questions for engineering, product, growth or design tasks that should not be public.

	✅ Documentation of engineering or product requirements documents that can't be public (these should be quite rare).

	✅ Billing or pricing-related discussions that is not yet public.



Examples of information that should NOT go here:


	❌ Any information that should be public (see guidelines on public by default), this should go in the public repositories (posthog, posthog.com, meta, ...).

	❌ Any internal information that does not fall under the scope of purely engineering, product, growth or design. This should go in the Company Internal repo if private or meta if public.

	❌ Bug reports that don't contain any PII or where the PII only contains supporting information. In this case, file the bug under the relevant public repo and add a protected link to the additional information (e.g. a private Slack link, or a link to this repo).



Written communication

GitHub

Everything starts with a pull request

It's best practice to start a discussion where possible with a Pull Request (PR) instead of an issue. A PR is associated with a specific change that is proposed and transparent for everyone to review and openly discuss. The nature of PRs facilitate discussions around a proposed solution to a problem that is actionable. A PR is actionable, while an issue will inevitably lead to a longer period before the problem is addressed.

Always open a PR for things you are suggesting and/or proposing. Whether something is not working right or we are iterating on new internal process, it is worth opening a pull request with the minimal viable change instead of opening an issue encouraging open feedback on the problem without proposing any specific change directly. Remember, a PR also invites discussion, but it's specific to the proposed change, which facilitates focused decisions.

By default, pull requests are non-confidential. However, for things that are not public please open a confidential issue with suggestions to specific changes that you are proposing. When possible, consider not including sensitive information so the wider community can contribute.

Not every solution will solve the problem at hand. Keep discussions focused by _defining the problem first_ and _explaining your rationale_ behind the Minimal Viable Change (MVC) proposed in the PR. Have a bias for action and don't aim for consensus - some improvement is better than none.

Issues

GitHub Issues are useful when there isn't a specific code or document change that is being proposed or needed. For example, you may want to start an issue for tracking progress or for project management purposes that do not pertain to code commits. This can be particularly useful when tracking team tasks and creating issue boards.

However, it is still important to maintain focus when opening issues by defining a single specific topic of discussion as well as defining the desired outcome that would result in the resolution of the issue. The point is to not keep issues open-ended and to prevent issues from going stale due to lack of resolution. For example, a team member may open an issue to track the progress of a blog post with associated to-do items that need to be completed by a certain date (e.g. first draft, peer review, publish). Once the specific items are completed, the issue can successfully be closed.

Note: If you're new to using GitHub, check out this handy primer - it's specific to how we use GitHub at PostHog. You'll learn the key concepts and how to manage notifications. It's important, as this is where the bulk of our company-wide communication happens. (Think of GitHub notifications as a replacement for your work email.)


Keeping on top of reviews, issues and notifications

Keeping track of everything that's happening in GitHub can be daunting, but it's important to make sure your team receives reviews and feedback on a timely manner.

To keep on top of this, we suggest going through issues where you've been mentioned regularly. Some tricks which can help are:


	(Highly recommended) Turn on Github slack notifications

	This will send you a slack notification when someone mentions you in a PR or issue. You can also get periodic reminders for PRs that you've been requested to review.

	(Highly recommended) Join the #github-rfcs channel on Slack. This is where we post all the RFCs.

	Turning on GitHub email notifications and use filters to focus on your teams activity.

	Using the GitHub notifier extension.



Tip for easy searching through everything

To search all code, PRs and issues ever written at PostHog you can search everything in the PostHog organization on Github. To do that can go to github.com/posthog and search in the top left corner.

For extra convenience, you can also add this search as a 'search engine' in Chrome. That way you can type in ph <tab> and instantly find anything. To do that, follow these steps:


	Hit command + , in your browser

	Type search, find "manage search engines"

	Click "add" next to "other search engines"

	For "Search engine" type in github posthog organization

	For "keyword" type in ph

	For "url" copy in https://github.com/search?q=org%3Aposthog+%s&type=issues



You can now type ph + tab into your browser and search issues directly

Slack

Slack is used for more informal communication, or where it doesn't make sense to create an issue or pull request. Use your judgment to determine the appropriate channel, and whether you should be chatting publicly (default) or privately.

Also keep in mind that, as an open source platform, PostHog has contributors who don't have access to Slack. Having too much context in a private location can be detrimental to those who are trying to understand the rationale for a certain decision.

Slack canvasses are useful for storing information like schedules, bookmarks, personal to-do lists, scratch notes etc. However, things like quarterly goals, runbooks, sprint plans, FAQs etc. should live in the Handbook, Docs, or in a GitHub RFC or Issue by default. If you find yourself documenting something useful in Slack, it's much better to put it in GitHub instead and link to it from Slack so that PostHog AI can include it in future search results. Slack canvasses are terrible for searchability!


Slack recap is a great way to learn from others by adding channels like #ask-max and #today-i-learned to the recap. You can also use it to keep tabs on teams you may not directly work on, but still want to know what's being discussed.


Slackbot is a handy AI agent that can search across the PostHog workspace in Slack to help answer your questions. If you're looking for information or trying to find a past conversation, Slackbot is a great place to start.


Keeping up with what we ship

We recommend everyone at PostHog joins these two channels to stay current on what's shipped and what's coming:


	#changelog — what's just shipped. Owned by the Docs & Wizard team. Updates constantly as PRs merge.

	#coming-soon — what's shipping soon. Owned by the Marketing team. Posts a daily digest.



Both channels are powered by agentic workflows that scan merged PRs and feature flag changes and summarize them into the relevant channel. PR authors can opt in or out manually via the Publish to changelog? and Alert Sales and Marketing teams? checkboxes on the posthog/posthog PR template, or via the @posthog Slack app. See how to publish changelog for more detail.

Slack etiquette

Slack is used differently in different organizations. Here are some guidelines for how we use Slack at PostHog:


	Keep #general open for company-wide announcements.

	@channel or @here mentions should be reserved for urgent or time-sensitive posts that require immediate attention by everyone in the channel. (Examples: changing a meeting invite URL just before a meeting, or soliciting urgent help for a service disruption, where you're not sure who is immediately available)

	Make use of threads when responding to a post. This allows informal discussion to take place without notifications being sent to everyone in the channel on every reply.

	When possible, summarize multiple thoughts into a single message instead of sending multiple messages sequentially.

	You don't need to tell people if you're away from your computer, especially on no-meeting days. There's no general expectation people are available to reply to messages in real time, including in Slack.

	Keep your Slack profile up to date with the right information, including the appropriate name eg with surname or surname initial if you share a name with a colleauge.



Channel naming conventions so people don't get confused:


	#team-[team-name] - small team channels, only as listed on the teams page

	#project-[project-name] - one-off initiatives that may involve people across multiple teams, but don't fit neatly into a team channel

	#posthog-[customer-name] - shared channels with _customers_ only (if you want to create a shared channel with an external partner, use #[partner-name]-posthog instead)

	#alerts-[team-name] - useful to create a separate channel for your team to send alerts into, so your main channel doesn't get noisy

	#support-[product-name] - similarly, useful to feed support requests in if helpful without adding clutter

	#offsite-[team]-[month]-[year]-[where] - For planning and coordination of team offsite events

	#onboarding-[who]-[team]-[month]-[year]-[where] - For coordinating and supporting new team member onboarding

	#hiring-[team-name] - For recruiting discussions, candidate feedback, and hiring coordination for a specific team

	#superday-[first-name]-[role] - For candidate interview coordination and feedback during intensive interview days



On the very rare occasions you need to create a private channel for some reason - most commonly hiring-related - then it's probably worth sticking #private-xxxxx in front so people don't accidentally add external parties who shouldn't be in there.

Google Docs and Slides

Never use a Google Doc / Slides for something non-confidential that has to end up on the website or this handbook. Work on these edits via commits to a pull request. Then link to the pull request or diff to present the change to people. This prevents a duplication of effort and/or an out of date handbook.

We mainly use Google Docs to capture internal information like meeting notes or to share company updates and metrics. We always make the doc accessible so you can comment and ask questions.

Please avoid using presentations for internal use. They are a poor substitute for a discussion on an issue. They lack the depth, and don't add enough context to enable asynchronous work.

When giving a talk which requires a presentation, use Pitch to build your slides. (It offers more control over design than Google Slides.) They also have a desktop app. We don't (yet) have templates configured, but you can draw from existing slides in other presentations - just copy/paste into your own presentation and modify accordingly. If you'd like assistance with slide design (or using Pitch), talk to Cory.

James (H) and Cory are admins on the Pitch account. Because Pitch charges per seat, we remove users who only need periodic access but can easily re-add when needed.

Email


	Internal email should be avoided in nearly all cases. Use GitHub for feature / product discussion, use Slack if you cannot use GitHub, and use Google Docs for anything else.

	The only uses we have for internal email are:




	Obtaining approvals for legal things

	Sending some types of more official company documents (e.g. job offers, payroll forms)

	Communicating with external partners



Writing style


	We use American English as the standard written language in our public-facing comms, including this handbook. This extends to date formats (September 4, 2021) and defaulting pricing to the US Dollar ($42).

	Do not use acronyms when you can avoid them. Acronyms have the effect of excluding people from the conversation if they are not familiar with a particular term.

	Common terms can be abbreviated without periods unless absolutely necessary, as it's more friendly to read on a screen. (Ex: _USA_ instead of _U.S.A._, or _vs_ over _vs._)

	We use the Oxford comma.

	Do not create links like "here" or "click here". All links should have relevant anchor text that describes what they link to. Using meaningful links is important to both search engine crawlers (SEO) and people with accessibility issues.

	We use sentence case for titles.

	When writing numbers in the thousands to the billions, it's acceptable to abbreviate them (like 10M or 100B - capital letter, no space). If you write out the full number, use commas (like 15,000,000).



Requests for comment (RFCs)

We use RFCs to communicate and gather feedback on a decision. RFCs are useful because they help us stay transparent, and the process of writing them forces you to clearly articulate your thoughts in a structured way.

Here are the steps for an RFC:


	Identify a problem and a decision to be made

	Create an RFC as a pull request using one of the RFC templates.




	Using a template isn't a requirement, though it is a helpful and recommended starting place if you haven't written many RFCs here before. You can also get inspiration from other RFCs, as many have different sections and styles depending on the type of thing being discussed.




	Share the RFC:




	Assign people whom this RFC will impact, or who may have good opinions on the topic, as reviews to the pull request.

	Post in the relevant Slack channel (normally the teams slack channel, or #tell-posthog-anything if it's a bigger cross-team RFC)

	The aim is not to get one person to mark the RFC as approved, but to get the right people involved and commenting. It's a request for _comments_ not a request for _approval_. That means you might need to chase them to make sure it happens - tag the people, present at all hands, use offsites or other sync time - it's your responsibility to nudge the relevant people for their input




	If an RFC is cross-team and is causing a large amount of disagreement, it might be worth having a sync meeting to reach a decision

	Once a decision is made, include the decision in the pull request, merge it in and share this in the relevant channel and #github-rfcs again.



When does it work best to write an RFC?

Writing an RFC may be helpful when any of the following is true:


	You want to clarify something for yourself or it affects just one team

	It is a relatively non controversial change/idea that doesn't require much extra context. In other words, it doesn't create problems for another team.

	It will be a large amount of work (more than 2-3 weeks of people's time)

	It's introducing a new technology

	It's a major new feature, change to the product, or change to the company

	It will have a major customer impact



When does a meeting / another approach work better than an RFC?

An RFC is likely to be unhelpful as a first step in other circumstances. Specifically, when you want to ship or suggest a change to something that significantly affects teams outside your own. In this instance, we've seen that RFCS can lead to 10 to 25+ comments, which feels antagonistic (teams having to explain all the context around their strategy down to why this decision is something they perhaps disagree with), and creates a lot of work. A single call in this instance is likely much faster than lots of frustrated people in 1/1s talking about it _and_ the energy/time needed to respond to everything in a long thread.

_However_ please write notes on such a call - to ensure everyone _is_ on the same page. This could then be copy pasted into an RFC for transparency's sake / future reference.

How should I use AI when writing RFCs?

RFCs are the place where we do concentrated, original thinking. This thinking should not be outsourced to AI. Even when given context, AI writes content that is average and unoriginal, difficult to read (adjective-stuffing, anyone?), and places emphasis on the wrong things. RFCs should be largely hand-written, especially sections that define the problem, potential solutions, and question/answer.

AI is still useful in the RFC process, however. Feel free to use AI for research and final draft polish (but please don't have it rewrite the whole thing for you). Analysis and research done by AI can be included in the RFC at the bottom as appendixes.

Top tips for RFCs


	RFCs can be very short and are often better than making decisions by Slack threads.

	You don't need to have a long decision-making time - 2 days is fine for smaller changes if you receive the relevant input and are confident in your decision.

	You don't need to reach full agreement to decide, particularly if the decision is reversible. Instead, it should be when the decision maker has considered the feedback and is confident in their decision.

	Double-check whether your input will be useful or add noise. Or wait for the people closest to first discuss the problem. At PostHog, we don't make decisions by committee - instead we have great people divide and conquer. This particularly applies to the controversial areas such as pricing.

	As the decision maker, you should use your judgment as to which comments you want to respond fully to. It's fine to politely decline a question if you think it's not required for the decision being made.

	If you're introducing new technologies, you'll likely want to tag someone from Team Infrastructure.

	You don't need to wait until the date you've said to make the decision if you've already consulted with the key people.

	Make it easy for others to give feedback, e.g. if you only need input from someone on the Infra team about adding websockets then say that, rather than leaving it for them to work out

	Write your RFC with the busy reader in mind. For example, if there is a lot of technical context to give, write a summary that people can read through quickly to get a high level overview of the proposed changes, then go deeper below, or in appendices.

	It's fine to nudge people on slack if they are being slow to give feedback



Internal meetings

PostHog uses Google Meet for video communications. For large meetings, use CMD + minus key to zoom out and see everyone - you'll usually need to do this in All Hands.

Use video calls if you find yourself going back and forth in an issue/via email or over chat. Sometimes it is still more valuable to have a 40+ message conversation via chat as it improves transparency, is easy to refer back to, and is friendlier to newcomers getting up to speed.


	Most scheduled meetings should have a Google Doc linked or a relevant GitHub issue. This contains an agenda, including any preparation materials.

	Please click 'Guests can modify event' so people can update the time in the calendar instead of having to reach out via other channels. You can configure this to be checked by default under Event Settings.

	Try to have your video on at all times because it's much more engaging for participants. Having pets, children, significant others, friends, and family visible during video chats is encouraged - please introduce them!

	As a remote company we are always striving to have the highest fidelity, collaborative conversations. Use of a headset with a microphone, is strongly recommended - use your company card if you need.

	Always advise participants to mute their mics if there is unnecessary background noise to ensure the speaker is able to be heard by all attendees.

	You should take notes of the points and to-dos during the meeting. Being able to structure conclusions and follow-up actions in real time makes a video call more effective than an in-person meeting. If it is important enough to schedule a meeting, it is important enough to have taken notes.

	We start on time and do not wait for people. People are expected to join no later than the scheduled minute of the meeting, and we don't spend time bringing latecomers up to speed.

	It can feel rude in video calls to interrupt people. This is because the latency causes you to talk over the speaker for longer than during an in-person meeting. You should not be discouraged by this, as the questions and context provided by interruptions are valuable.

	We end on the scheduled time. Again, it might feel rude to end a meeting, but you're actually allowing all attendees to be on time for their next meeting.

	It is unusual to smoke or vape in an open office, and the same goes for video calls - please don't do this out of respect for others on the call.



For external meetings, the above is also helpful.

Indicating availability


	Put your planned away time including holidays, vacation, travel time, and other leave in your own calendar.

	Set your working hours in your Google Calendar - you can do this under _Settings_ > _Working Hours_. This is helpful as we work across different timezones.



Google Calendar

We recommend you set your Google Calendar access permissions to 'Make available for PostHog - See all event details'. Consider marking the following appointments as 'Private':


	Personal appointments

	Particularly confidential & sensitive meetings with third-parties outside of PostHog

	1-1 performance or evaluation meetings

	Meetings on organizational changes



Calendly

We use Calendly for scheduling external meetings, such as demos or product feedback calls. If you need an account, ask Simon in #sales to invite you to the PostHog team account.

Communication Methods

PostHog employees are frequent targets of scams and phishing. Expect all communication to occur over Slack. Phone calls, SMS, and WhatsApp are never used for initiating requests, approvals, or asking for sensitive info. With few exceptions, email is never used for this either.

If someone contacts you outside of Slack, treat it as untrusted until verified. Message them on Slack to confirm, and only continue the conversation over Slack. Other communication methods are susceptible to phishing, but our Slack instance is locked down and generally well protected from phishing and impersonation.

Best practices

James, Tim, and other execs will never ask for wire transfers, gift cards, MFA codes, or access changes over email/SMS/WhatsApp/phone. Treat such requests as phishing and report them to #phishing-attempts.

By email: Only trust @posthog.com senders. Verify via the company directory. Be cautious of look-alike domains (e.g., posthog.co vs posthog.com), unexpected attachments, and “urgent” requests.

Phone/SMS/WhatsApp: Never used for initiating requests, approvals, or asking for sensitive info.

If something feels off, it probably is. When in doubt, slow down and verify in Slack.





  5. Culture

  Source: https://posthog.com/handbook/company/culture

  
  So, what's it like working at PostHog?

We're 100% remote

Our team is 100% remote, and distributed across more than 20 countries.

Being all remote has a bunch of advantages:


	We can hire amazing people from a global talent pool.

	It encourages thoughtful, and intentional, written communication

	It creates space for lots of uninterrupted work.

	We judge performance based on real outcomes, not hours spent in an office.



In addition to all the equipment you'll need, we provide a budget to help you find coworking space, or to cover coffee shop expenses. Everyone also has a $1,500 quarterly travel budget for ad-hoc meetups.

We're extremely welcoming

This is so important to us that it has its own dedicated page.

We're extremely transparent

As the builders of an open-source product, we believe it is only right that we be as transparent as possible as a company.

This isn't just a meaningless corporate statement. Most of our communication happens publicly on GitHub, our roadmap is open for anyone to see, and our open-source handbook explains everything from how we hire and pay team members to how we email investors!

Almost everything we do is open for anyone else to edit. This includes things like the contents of this very Handbook. Anyone can give direct feedback on work they think could be improved, which helps increase our responsiveness to the community.

We're committed to much more than just public code.

We write everything down

We're an all-remote company that allows people to work from almost anywhere in the world. With team members across many countries, it's important for us to practice clear communication in ways that help us stay connected and work more efficiently.


	It creates clear and deep thought.

	We have an open core business model. This helps the community understand our decision-making.

	It is usually clearer than a conversation, so everyone can row in the same direction.

	It is very leveraged as we grow a large community and look to hire people around the world.



To accomplish this, we use asynchronous communication as a starting point and stay as open and transparent as we can by communicating through public issues, pull requests, and (minimally) Slack.

Putting things in writing helps us clarify our own ideas, as well as allow others to provide better feedback. It has been key to our development and growth.

We give direct feedback early and often

Everyone should help everyone else raise their game. After completing difficult work, fatigue tends to set in. It is challenging to maintain objective views of the quality of your own work when you are fatigued. It's easier for outsiders with fresh eyes and energy to raise the level of others around them.

We are direct about the quality of work. That doesn't always mean work needs to be completely polished, as it depends on the speed and impact of a task. Being great at giving and receiving feedback is a key part of our culture.

We bias for action

If given a choice, go live. If you can't go live, reduce the task size so you can.


	We are small, and can only win based on speed and agility.

	Going live forces a level of completion, on which you can build.



Default to _not_ asking for permission to do something if you are acting in the best interests of PostHog. It is ok to ask for more context though.

We're on the maker's schedule

We're big believers in the importance of the maker's schedule. If we have meetings at all, we'll cluster them around any stand-ups, so our day doesn't get split up.

Image: Screenshot of an engineer's calendar at PostHog

On Tuesdays and Thursdays, we don't have internal meetings at all. Occasionally an external meeting will slip in on those days, such as interviews, but we try to keep those to an absolute minimum.

We're structured for speed and autonomy

Hiring high-performing and self-sufficient team members means we don't need the typical corporate processes that are designed to slow teams down. Instead, we're organized into small teams, which prioritize speed by delegating decision-making autonomy as much as possible.

Our management approach is super simple - small teams report to their team leader, and each of the team leaders reports to one of our four execs. We don't want to create a fancy hierarchy of titles, as we believe this can lead, consciously or not, to people feeling less empowered to make changes and step on toes, especially if they are not in a 'senior' role.

It's up to you how to get things done. If you want to make a change, feel free to just create the pull request. If you want to discuss something more widely for a bigger piece of work, it might make sense to use an RFC for a change inside your team.

If your RFC could significantly impact other teams as well, it usually works best to book a call with them as well as it usually saves time – "fewer meetings" doesn't mean "no meetings", just that they should be meaningful and intentional, not routine.

Read How you can help to understand how you can contribute to this culture.





  6. Do more weird

  Source: https://posthog.com/handbook/company/do-more-weird

  
  For some (all?) at PostHog, do more weird isn't just a benign corporate value - it's a way of life. A craft, to be honed. This page will help you navigate do more weird at PostHog so that you too may do... weird things.

What do more weird is

PostHog's competition for attention is not with other boring B2B SaaS companies - it's with the internet as a whole. Memes. TikTok. HackerNews. We bring a consumer mindset to a B2B context.

Things to bear in mind:


	It's a numbers game. Expect 95% ideas to go nowhere. And if you try them, only some will really take off. That's ok!

	We're trying to drive overall awareness of PostHog as a brand with the people we care about, aka _product engineers at high growth companies_. We are not trying to get people to sign up to PostHog.

	Be genuinely entertaining - create something that you would enthusiastically share with friends.



Weird ideas are fragile, so the most important feedback you can give if you see a weird idea is 'do I think this is a good idea' not 'can we do it'.

Examples of doing more weird


	DeskHog, an open source developer toy.

	Bringing a hot dog cart to a conference

	Putting who's your dadd-ai on the side of SF buses

	"When life gives you lemons" billboard / campaign

	Creating James Hawkins action figures and filming an ad for them

	Creating a fake boardroom along with fake board meeting for another conference

	Putting the HackerNews feed into the Wizard

	Making PostHog Code say "meep"

	DPA generator with fairy tale, Taylor Swift, and Gen Z slang versions

	Having a feet pics page (which ranked on Google for "feet pics" for a while)

	Hedgehog Mode and accompanying documentary



Image: Bus ad

Image: Website redesign

Image: Hedgehog Mode

Image: DeskHog

Image: Candle

What do more weird isn’t

Weirdness isn't _purely_ vibes based - it has to be good and vaguely relevant to our users.

Some of the pitfalls we've learned to avoid:


	_Corporate try hard_ - aka 'how do you do fellow kids' energy. We know it when we see it. If you wouldn't genuinely enjoy and enthusiastically recommend it to your friends, our audience won't either.

	_"Marketing/Website team do some work"_ - it's fine if you have an idea that you want someone else to execute, but others teams are busy (and have a bunch of weird ideas of their own).

	_In jokes_ - the thing has to be weird/entertaining/funny to people who don't work at PostHog. Describe the thing to a friend/partner/stranger - do they chuckle?

	_Spending money for the sake of it_ - we are willing to spend money on weird, but just spending money and then doing nothing doesn't work. There needs to be follow through.



Weirdness is relative

Sometimes the thing just isn't _that_ weird, but that may still be ok depending on the context. For example, transparent pricing is weird in the context of how we bill customers, but it wouldn't make sense to do something truly weird like bartering grain for PostHog credit or something.

On the other hand, the bar for weirdness in a marketing campaign is extremely high, because the world is full of marketing teams trying to do the same thing. A wry smile in response to the idea will not cut it.

Got a weird idea?

Depending on the idea, you have a couple of options:


	Just do it. Usually best for things you can ship yourself - you're the driver after all. We have a budget

	Post it in #do-more-weird and see if others want to get involved.

	Whether it goes well or not, post the results in #do-more-weird so we can learn from it.



Making bigger weird happen

Sometimes weird ideas take a lot of money and/or people's time. We have a monthly do more weird marketing budget that we can put towards such things. Lottie and Charles, together with the Council of Weird, meet monthly to pull from the frozen locker of weird things to see what we want to invest in next.





  7. Fuzzy ownership

  Source: https://posthog.com/handbook/company/fuzzy-ownership

  
  As we continue to grow, it can be hard to figure out who is the owner of something at PostHog. This is especially difficult if you are new to the team and don’t have a lot of historic context.

There are also some things that don’t have an owner at all, so we've created a simple process to deal with these that you might find helpful. Ideally, we want the default assumption to be to _not_ a) hire a new person, or b) escalate to James/Tim.

Figuring out who owns a thing at PostHog

An owner can be a single person, or a small team - either is fine. There are several places you can figure out who owns something at PostHog:


	Product features - see the Feature ownership page

	Marketing activities – see the Marketing ownership page

	Docs updates – see the Docs ownership page

	Anything else - visit the relevant small team page



If you spot anything out of date or not obviously clear, please raise a PR!

Figuring out a new owner for a thing we’ve identified


	First, raise that it doesn’t have an owner however you want. For example, you might add ‘Settings page’ to the Feature Ownership table but without an owner, then flag the PR in Slack.




	Ideally someone just puts their hand up and says ‘I’ll do it’. This can be for a fixed period, until something happens (e.g. new hire joins, X months elapse), or indefinitely.




	If no one puts their hand up because it’s tricky/not obvious/everyone is super busy, the relevant people that touch the thing should decide between them. These may be team leads, but not necessarily.

	To make it feel less like ‘this is your job forever now’ you could say ‘X will be the owner of this thing for Y period, after which Z should happen.’

	If you can’t work it out between team members/leads, ask a relevant person in Exec who can help be tiebreaker.




	If you/your team becomes the owner in a _temporary_ way, part of your job as owner is to figure out the long term plan for the thing.




	If you’re struggling to figure out how to prioritize the new thing vs. other work, ask your team/manager for advice.



Generally, we will keep hiring people who have an ownership mentality and are willing to put their hand up when they see a thing with no clear owner. This is better than PostHog asking people to do it, which should be a last resort.





  8. Setting quarterly goals

  Source: https://posthog.com/handbook/company/goal-setting

  
  We plan objectives every quarter. The  set the direction and overall objectives for PostHog, and then small teams set their own objectives that feed into these. Longer-term planning that the Blitzscale team does is covered separately in the annual planning guide.

How quarterly planning works


	~3 weeks before the end of each quarter, the Blitzscale team meets to come up with larger goals for the company, which sometimes (but not always) trickle down to individual teams.

	~2 weeks before the end of the quarter, team leads should schedule planning meetings to go through these - these will be run by the team lead and include the relevant Blitzscale team member, following the template below. Each small team can change or propose alternate objectives, goals, and/or key results (we are not prescriptive about the exact terms used here - use these as a starting point).

	After the planning meeting, the team lead creates a PR on their small team page with the new goals. Make sure you tag the relevant member of the Blitzscale team for review at a minimum.

	Goal PRs need to be merged before the next quarter starts. We usually then run through the objectives in the first all hands of the next quarter.



In terms of accountability, Scott Lewis will notify all the small teams and make sure that the quarterly meetings happen (and that each small team has a PR), but he will not schedule the meetings for you.

If you prep properly (see below), planning meetings should take 1 hour max. The meeting is not the end of the process - you may still have some back and forth on the PR, but the meeting should give the team lead enough info to write a good PR.


Planning template

Teams should fill in the previous quarter reflection async in the doc before the meeting starts. HOGS should be written privately and independently, in your own notes rather than the shared doc, then pasted in at the start of the session. Doing them privately first stops people from being skewed by each other's thinking before they've formed their own view. The meeting itself should be 20% reviewing the past, and 80% talking about goals for next quarter. Don't fall into the trap of spending most of your time reviewing and then rushing the goals right at the end.

## Last quarter objectives reflection (5 mins - do as a team)

[Paste in previous quarter objectives from the team page]

For each objective, write up a reflection - usually the person who was the lead on the objective should do this, but some might be shared.

What else did we get done? List items from the changelog or PRs merged if they were significant items that deviated from the original goals (changing goals mid-quarter is okay!)

You may also want to write some overall thoughts about how the quarter generally went.

## HOGS (10 minutes, written privately beforehand and pasted in at the **start** of the session)

Everyone should write their HOGS **privately and independently** before the meeting, in your own notes rather than this doc, then paste them in at the start of the session. Keeping them private until then means people don't anchor on each other's thinking. Spend 10 minutes in the meeting silently reading through everyone’s HOGS during the meeting. Add any common themes or otherwise important items to the section below as you read, then only discuss the themes (there generally isn't time to discuss every line of the HOGS).

Add entries under each question with your initials/name like: "- (your name): My comment"

- Hope
  - What are you most excited about this quarter?
  - What exploration do you want to do?
  - For Error Tracking/Session Replay/Experiments/Conversations/Experiments/Conversations/Product Analytics/AI Observability:
    We want to make PostHog proactive. How do we programmatically emit signals - i.e. research prompts for an agent with code access & PostHog MCP – that will result in quality concrete code changes?
- Obstruction
  - Is there anything embarrassing about your product?
  - What’s stopping you from shipping 2x what you’re shipping now?
  - Can your product be used by agents (Claude Code/Cursor/etc.) via our MCP server? What MCP tools or skills are missing right now?
- Growth
  - What single thing would move the needle the most this quarter?
    - _If it’s more people, please expand on how many and exactly what type of hire you’d be looking for._
  - What are users asking for? Which of these are we ignoring?
    - _Check Vitally for feature requests (if applicable for your team/product)_
  - How will users interact with your product in 1 year's time and what can we do now to get this ready?
- Sneak attack
  - Say a competitor beats your team’s product, what would that product do differently?
  - What are we not talking about enough?

## Themes (20 minutes - do as a team)

What themes can we distill from the above HOGS list? What are categories of things we should consider working on? What are other things we might want to consider?

### Other things to consider

- For engineering teams - did you do anything cool last quarter that other engineers could learn from? Consider adding a goal to [write about those things on our company blog](/handbook/engineering/writing-blogs)!
- Have you done a pricing review for this product in the last year? If not, follow our [RFC template](https://github.com/PostHog/requests-for-comments-internal/blob/main/_TEMPLATES/request-for-comments-pricing-review.md) to do a pricing review this quarter.

## New goals (15 minutes - do as a team)

This is an example - feel free to adapt as you need. Generally it is a good idea to have at least one person's name against each thing for accountability even if multiple people work on it - shared goals usually results in less getting shipped.

Objective 1: PostHog in the EU
Motivation: Unblock 1,000s of customers [link to data] who need to keep data in the EU but are not capable of self hosting.
What we'll ship:
  - This thing (Name)
  - Another thing (Name)
  - Maybe another thing (Name)

If you aren't on a product team, replace 'product' with the equivalent 'thing' on your team - e.g. if you do recruitment, your 'product' is how we do recruitment at PostHog and your users are job applicants.

Publishing and viewing goals

When a team has set their quarterly goals it is the responsibility of the team lead to document the goals on their team page, publicly. This enables teams to see what each other are working on, helps us hold teams accountable to their goals, and creates a shared sense of urgency and direction.

You can easily see what goals teams have set on the WIP page, which pulls all goals from the respective team pages.

Teams can choose to document their goals publicly in a number of formats, but below is a useful template for getting started. Individuals may also choose to create planning issues to track their work in greater detail.

<details>
<summary>Write the goal here (owner)</summary>

- **Rationale:** Why is this important?
- **What we'll ship:** Keep this brief
- **We'll know we're successful when:** Metric or outcome

</details>

Good goal setting


	As few objectives as possible

	Motivation - explains why the objective is set

	Things we'll ship that show if we're en route to achieving an objective

	Objectives are simple - it's really clear if you are/aren't hitting them

	Objectives are ambitious - they move the needle for PostHog

	Hitting an overarching objective is more important than shipping specific things

	Things we'll ship are leading indicators and can be achieved quickly

	If you set specific targets, they should be specific and measurable if possible

	Setting anti-goals can be helpful to clarify what you are _not_ working on



Bear the following in mind:


	Use metrics only if they help you. Goals should be primarily output-based - the actual things that we will do and build.

	Don't fall into an existential crisis every time we do this exercise - while objectives are important, they're easy to change, so iterate if you need to mid-quarter

	All objectives are bad - they have many compromises, are fallible, easy to game, or may be affected by external factors, so use the least bad ones

	Use counter metrics where needed (X happens, but Y shouldn't happen)

	Don't have a lot of things to ship if you can't capture everything in one - just pick the most important one or two

	Don't set arbitrary targets that a team cannot achieve

	Consistently hitting ambitious objectives over the long term is an important factor in the pay review process, but if you miss extremely tough objectives and still achieve great things en route, that's also fine



FAQ

What if I don't have time to do work towards my objectives because of customer support/urgent board reporting/something else?

Picking up the occasional thing that isn't technically going to help your goal is ok. This is because we're small and may not set 100% perfect goals. As ever, prioritize as you see fit. However, spending a bunch of time on a pet project is not - this means the planning process has failed.

If my team repeatedly miss objectives, what happens?

Objectives should be ambitious but achievable - you should be able to hit them by challenging yourself, but not to the point of burnout. If your team is consistently missing objectives, they are too hard or possibly the wrong objectives for PostHog/your team.





  9. A grown-up company

  Source: https://posthog.com/handbook/company/grown-ups

  
  We’re very proud to have a genuinely welcoming environment where PostHog treats you, and we treat each other, like grown ups.

We’re an international bunch of weirdos, but one thing us weirdos have in common is that everyone is kind, courteous, and professional towards each other - and that’s something we’re really proud of. And we all ship, of course!

Things we do to create a welcoming environment

We have tried many different tactics over the years, and these are the things we have found _actually_ make a difference.


	We are all remote. At the time of writing, we employ people in 23 countries across 3 continents.

	Asynchronous and transparent communication - so people can get the context they need to work effectively no matter what their schedule.

	We offer near complete flexibility over working hours. You can do the school run, or schedule that dentist appointment you’ve been avoiding!

	An anti-meeting culture. Ever had someone schedule a meeting over family time because they couldn’t find a slot in your schedule? That doesn’t happen here.

	Generous parental leave (inc. up to 6 months maternity at full pay) so those raising families can do so while still working for us. We also extend our bereavement leave to cover pregnancy loss.

	Transparent pay - so people get paid in line with their ability and experience, not their negotiation skills!

	Proactive pay process - we review _everyone’s_ pay 3 times per year, so we don’t reward people who loudly argue over those who quietly perform.

	Generous pay - so people can afford to work here and finance doesn’t prevent this. We take the 50th percentile for any given role then add 20%.

	We write our policies up publicly, so we’re accountable to the world, instead of hiding them. Hence this handbook! And anyone can edit it.

	A culture of transparent feedback that is constantly reinforced - this discourages gossip or playing politics, which is corrosive.

	Training budget, especially for those in roles where we don’t have lots of existing experience as a company, to help people develop.

	Health insurance for those from countries that do not provide this freely.

	We pay people for SuperDays because we think this is the right thing to do and it enables those who could not otherwise take a day off work to participate in our recruitment process.

	Unlimited vacation policy with a mandatory minimum time off - so you can fit work around your life.

	We discourage heavy drinking at company events - you’ll need to join another company if you’re a bro, alas.

	Political issues can be more important to people than work, and they are frequently divisive and distract from our purpose. We therefore don’t stand for any political cause and don't tolerate or allow political discussions in Slack, GitHub, or any other PostHog-owned or sponsored tools or events.

	We don’t care about college degrees. We care about what you’ve achieved.

	We expect people to act kindly and inclusively towards each other. We take a very strict stance on people behaving inappropriately towards others.



Things we don’t do that other companies might

We care about doing what works for PostHog’s culture, rather than worrying too much about what other companies are doing or how they judge this. These are some of the things that we don’t do as a result.


	We don’t track the metrics for how many people are underrepresented at PostHog or in our application process because we don’t want to optimize for these numbers when we know we offer a welcoming place to work. We used to do this and realized it wasn’t helping us.

	Unconscious bias training. Our applicant data shows that under-represented groups are no more or less advantaged by our hiring process, and the effectiveness of such training is debatable.

	Making PostHog’s culture the responsibility of the people or an ‘HR’ team - culture starts with the founders and executive team. Otherwise you end up with policies and actual behavior starting to diverge.

	Advertise on external job boards. We used to do this (and get 1000s more applications), but found we virtually never hired anyone who didn’t apply directly to posthog.com or through referrals.

	We don’t avoid doing business with certain customers except under very strictly defined exceptional circumstances. We allow the government to determine what is acceptable instead of getting into discussions about who we should deal with for each of our 100,000+ customers.

	Tell grown-ups how to behave. We expect kindness and we expect direct feedback when something lands badly. Beyond that, judgment beats rules. Overly codifying conduct in the handbook substitutes rule-following for judgment and turns optional guidance into de facto policy. Stuff between people is handled between people. If not, we have a greivance process



Are you a potential candidate reading this? Excited to join a grown up company? Get in touch!





  10. Kudos

  Source: https://posthog.com/handbook/company/kudos

  
  Kudos

Definition of 'kudos'





(kjuːdɒs IPA Pronunciation Guide, US kuːdoʊz IPA Pronunciation Guide)





_Kudos is admiration or recognition that someone or something gets as a result of a particular action or achievement._


As an all-remote team, we need to put extra effort into celebrating each others' achievements, as not being in the same physical location can often make good work less visible.

We use Monday All-Hands as an opportunity to acknowledge cool things that people have done in the previous week. Can be _anything_ - shipping a new feature, a great piece of content, fixing an issue, or just generally doing something nice for someone else.

How to give kudos

You can use /kudos @person for [reason] to give someone kudos in Slack whenever you want. The kudos gift won't be visible in the chat for anyone else, but the gifted person will probably enjoy seeing themselves in All-Hands on Monday.

To list all kudos from the last week, use /kudos show 7. This shows the previous 7 days of submissions.

Alternatively, you can just write directly into the All-Hands doc, though this relies on you remembering things that happened the previous week.





  11. PostHog Lore and inside jokes

  Source: https://posthog.com/handbook/company/lore

  
  A beginner's guide to some of our custom Slack emojis and various anecdotes you'll see and hear about.


	bad-internet Yakko always had bad internet when demoing. <em>Always.</em>




	James Greenhill wore a skin tight green all-body suit for months to improve his Zoom background game without us realizing.




	ben-peace Ben White has the same pose in 90% of PostHog photos. It's a reference to a meme.




	hype-X where X is a team member. Used in times of extremely impressive performance, unless used sarcastically.




	Mr Blobby. We once changed how we ingest session recording data, to use S3 blob storage. We called it Mr Blobby. Mr Blobby is a creepy '90s TV character from the UK. This project was nightmarishly hard, which is why this character was fitting.




	Paul D'Ambra will make you eat gelato at every offsite.




	Sometimes people screenshot each other's faces and Zoom screens and use them as their backgrounds. Usually when an all-hands is too dry.




	Charles Cook wore a suit to his performance review. He is the only person in history to wear a suit to anything PostHog-related. Unsure if he was making a point, we later abandoned the practice of performance reviews regardless.




	We took lots of buses at an offsite in Portugal. The roads were incredibly twisty, the driver was in a bad mood, drove too quickly, and people threw up. It was bad.




	sparksjoy / does_not_spark_joy A reference to <a href="https://konmari.com/marie-kondo-rules-of-tidying-sparks-joy/">Marie Kondo's book</a> on tidying your house, generally used to describe things that are particularly good or bad from a user's perspective




	eu-thumbsup / thumbs-down-eu We once made <a href="https://www.isgoogleanalyticsillegal.com">isgoogleanalyticsillegal.com</a> when there were privacy rulings about Google Analytics. We put it on Hacker News, got the top of the front page, and it was our biggest <em>ever</em> day of signups at the time. The website was supposed to be tongue in cheek, but the internet took it seriously. The person in the emoji is Ursula von der Leyen, who introduced the GDPR legislation.




	IPO promises. There is a list of these that is brought out at certain moments. You may see.




	Marius Andra will train you on Post-it notes if you go to an offsite with him. Success of a good Post-it note posting is in the lift away from the surface – the most important thing is to peel off the Post-it note, as opposed to pulling.




	Three finger rule - another Marius invention, if someone holds up three fingers while you're talking, it means you aren't being concise enough. We don't actually use this much as it's predictably awkward and distracting, so ruins any meeting it could have otherwise helped.




	When we hit 10,000 GitHub stars, Ian Vanagas read every username on a live stream that took over six hours.




	We like to nail things. It's not uncommon to see a GitHub issue titled "Nail [feature name]". Sometimes we'll even assign an absurd version number like "3000". (The codename for the next generation UI of the PostHog app is referred to as PostHog 3000, and other projects have also adopted this naming convention as well.)




	James Hawkins once decided to go off piste in a new starters intro of all hands and asked the question “Do you moisturize?”




	James Hawkins has also gone viral <a href="https://x.com/james406/status/1824083929860583858?s=20">multiple</a> <a href="https://x.com/james406/status/2005715590372020669">times</a> for his tweets about "hopping on a quick call" and that is entirely what he is known for now.




	Everyone says "thanks dylan" to Dylan Martin because he once had a really good all-hands demo. He also did a demo entirely with autotune.




	Anna-Marie Doudova did a presentation at our Barbados offsite about Gen Z slang which encouraged everyone to do Gen Z slangmaxxing like an unc that's cooked 💀.




	Hire movers. Whenever someone asks the team for moving or packing tips, the unanimous, handbook-sanctioned answer is: hire movers. (And, while you're at it, hire packers.) This was settled in a lengthy thread where someone moving to a second-floor apartment a four-minute drive away — with a flight of stairs and lots of heavy furniture — asked for _packing_ hacks and instead received an avalanche of "hire movers" from everyone.







  12. Managers and management

  Source: https://posthog.com/handbook/company/management

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Part time managers

	How do I set context?

	Pitfalls to avoid

	How do I make sure my direct reports are happy and productive?

	Performance

	The keeper test

	Weave

	What does being a hiring manager entail?



  A manager at PostHog has a short list of responsibilities:


	Setting the right context for your direct reports to do their jobs

	Making sure your direct reports are happy and productive

	Acting as the hiring manager for new roles in your team

	Creating good plans for new person onboarding and small team offsites

	Collaborating with execs on team performance concerns that need early intervention



That's it.

A manager at PostHog is _not_ responsible for:


	Deciding compensation - we have a compensation calculator and the process is managed by the exec team

	Setting tasks for your direct reports - that is not how small teams work

	Providing a career progression plan for your team

	Figuring out team structure - today that is all handled by the exec team

	"Approving," whether that's projects, expenses, days off, or accounts - people should have admin access by default to most things

	Dealing with HR issues - you should escalate these to Fraser or Charles

	Anything legal-related, e.g. someone wants to quit or thinks they did something illegal - route this to the exec team

	Deciding to hire or fire people - the exec team do this



This guidance applies to all teams, irrespective of whether you manage an engineering or non-engineering team.

Part-time managers

Because of the relatively short list of tasks that managers have, management at PostHog is a part-time job. That means nearly everyone still spends the majority of their time on practising what they do best. For most managers, this isn't actually management!

As an engineer, you want the opinion of someone who can actually code. As a designer, you really want your manager to have an eye for design. As an operator, you want to be managed by someone who has scaled a business. That's why it's important for managers to keep practising their craft.

However, management tasks do come _first_, as giving context to your team tends to have a multiplying effect vs. getting one more PR out. After that though, it's back to work.

Management is intentionally spread thin at PostHog. This is a forcing function for making sure that teams and ICs continue to have high levels of autonomy. Bored managers are micromanagers. By working across several teams, people like #team-blitzscale and product managers are forced to only give their attention where it's truly needed, and give space & autonomy everywhere else.

You'll sometimes hear us use the term "team lead". A team lead is the leader of a small team. By default they also manage the individuals that are part of their team, though very occasionally they don't, such as when a new small team has just been created.


How do I set context?

At PostHog, we hire highly experienced people for 99% of roles. That means managers won't need to spend time telling their direct reports what to do.

However, for those people to make the best decisions, they need context. The things a manager can do to set context include:


	Creating a roadmap that the team can work towards

	Helping the team level-up their understanding of your target customer and the problem space you are working in (eg by encouraging them to talk to users, and doing so yourself)

	Helping someone figure out who else to talk to within PostHog

	Enabling or encouraging the team to measure their impact

	Improving the process in which a team works (things like standups, reviews etc.)

	Organizing a team offsite or other meetup to work in person



Pitfalls to avoid

The biggest difference between PostHog and other places is that in the end it is up to the _individual_ to make the decisions. All you can do as a manager is set context. From there, you'll have to trust that we've made the right hiring decisions and that the individual is able to execute on that. If they can't, we have a generous severance policy.

Decisions aren't just about buying a piece of software or choosing a color for a button. It's also about what to work on, what to invest time in, or where to take entire parts of our product.

As a manager, it's tempting to see yourself as the sole owner of all the information, and give it out sparingly. People will come to you often with questions (because they don't have the context) and when they do you'll get more validation that holding all the context yourself makes you an Important Person. What managers should aim for at PostHog is to make themselves obsolete. Share as much context as possible, in written form and in a public channel. That way everyone will be able to do their best work.

Ways to burn yourself out:


	Become the sole point of communication between your team and others. Instead, connect the right people together directly.

	Take sole responsibility for writing up the detailed plan for your team. Instead, set the vision/roadmap, then encourage your team to contribute objectives too.

	Move from IC to manager and just add the management on top of your existing work. Instead, you should cut your IC work down slightly to make room.

	Be the only person on your team who talks to customers. Instead, encourage everyone to do this - this starts at onboarding!



How do I make sure my direct reports are happy and productive?

First, make sure you are setting the right context. Next, the most useful thing you can do here is to schedule regular 1-1s. Typically we find that you should have higher frequency 1-1s with your reports when they join PostHog and reduced frequency over time as they settle in. There are some types that we've found useful:


	When they start schedule a longer 1-1 to get to know each other and set expectations on each other

	During their probation period have weekly 1-1s as a regular check in (this is an important time to be giving clear feedback about how they are doing)

	After their probation have bi-weekly or monthly 1-1s to discuss how they are doing outside of the regular day-to-day context



The key thing here is to be pragmatic - 1-1s should feel useful and not like a waste of time. Everyone should see it as their own responsibility to raise important feedback or issues as they happen and not wait unnecessarily for a scheduled meeting.

Talking about long-term career goals every now and again is also important but easy to let slip when things get busy. If you can help people achieve long term goals while at the same time hitting PostHog's short term needs - whether at PostHog or not - you'll get people's best work!

We have a set of handy templates to use - feel free to adapt these for each team member. These are not to be followed strictly if you don't want to - this is to just save you having to create something from scratch.

Performance

We care about having a consistent, transparent, and fair way to handle recurring performance issues. We don’t want this to be a source of stress for you - it’s not your core responsibility as a team lead, and we want you to feel supported. The People & Ops team will prompt you to consider performance within your team at key moments to make this easy and straightforward, but you should proactively give feedback and raise concerns with your exec as they arise.


	We expect you to regularly give proactive, actionable feedback to everyone on your team - it’s the most direct way to help troubleshoot issues upstream. This is particularly important at the 30-day, 60-day and 80-day check-ins after a new starter joins.

	The team lead will be asked to consider the following questions that are aligned with our values:



i. Is the person a driver or a passenger? ii. Does this person get things done proactively? iii. Are they optimistic by default?


	We expect you to actively raise performance issues with your exec.

	Once you do, your exec will take the lead on the process. You’ll likely deliver feedback directly to the employee, but your exec will support and coach you through those conversations.

	Your exec will look after the process and make any decisions required.

	If it ever comes to someone leaving, your exec will work with the People team to handle it carefully, sensitively and fairly.



The keeper test

As PostHog grows, it's increasingly important that all team leads help us keep the bar for performance high - we can't centralize this with the founders. To help us scale this, each team lead will be asked to do a keeper test on their team members throughout the year, this will be sent in an automated form, by Deel, through Slack. The format is as follows:


	Ask the team lead 'if X was leaving for a similar role at another company, would you try to keep them?' - the answers should be derived from our values, similar to the questions above.

	Dig in where the answer is 'no' - what would it take for this to be a 'yes'? Is this just temporary, or is there a deeper issue to resolve?

	Make sure the manager is sharing all of this feedback with their team to help them improve.



That form will be shared with the relevant team Blitzscale member, so they can help where necessary.

Side note: anyone can ask their manager 'how hard would you work to change my mind if I were thinking of leaving?'. It's a great way to solicit valuable feedback!


Weave

We use a tool called Weave to collect stats for engineers. Engineers can log in to see their numbers and those of other engineers.

We understand that all the work an engineer does can't be properly represented in a tool that just looks at PR output. Data in Weave is _not_ the decision-maker for whether someone is succeeding in their role at PostHog. It can be, however, a part of the conversation.

We use Weave to:


	Look for outliers in the company in terms of output (both high and low - sometimes unexpected people are rising to the top!)

	Watch for issues with overall team productivity to identify possible blockers

	Start conversations with team leads



We don't use Weave to:


	Make a decision to let someone go - if and when this happens, it only follows detailed discussion with and recommendation from the team lead

	Monitor your PRs - our management layer is stretched way too thin to micromanage this

	Creep on your use of AI - we don't care how or if you use AI to get a job done, as long as it gets done

	Make a call on how valuable someone is - some people with low PR output are very valuable to the company, and we're 100% aware that things like heavy support load can impact output



We have compared statistics in Weave against other (imperfect!) metrics that can be used to gauge productivity, such as number of commits, number of PRs, total github activity, etc, and see similar patterns amongst them. Weave gives us more detail and a nice UI for evaluating output across all the engineers we have, which we don't have any other good interface for. In addition, it gives engineers access to the same information we have about them, so using it increases transparency.

What does being a hiring manager entail?

Two things:


	You will conduct the technical interview by default. You'll also kick off the SuperDay with candidates, and be their main point of contact in Slack. Please help us keep hiring moving by giving feedback quickly!

	If you think your team needs someone, make a new hire request. The exec and people team are generally on top of hiring for all teams, but this is a good approach if you think something has been missed. You'll also be asked to do one of these anyway if we're hiring for a new type of role.



See the #technical-interviewers channel for more info here.

What you can expect as a manager

Management roles at PostHog are often (but not always) temporary. That's because as the company changes, our needs for different people in different roles will change as well. Because all of our managers are also strong ICs (individual contributors), sometimes putting someone back into an IC role makes sense if that's what's best for the company. This has happened many times with people at PostHog, some who have gone back and forth between being a manager and not being a manager multiple times (hi Marius Andra!).

As such, management roles are paid on the same pay scale as other ICs. Becoming a manager does not mean you get a pay raise, and going from a manager role back to an IC role does not mean you get a pay decrease.

Management is a skill of its own, and it's not any more important than any other skills that make someone a great IC. It's possible that you may be a manager for a short time, but it becomes clear that your strengths lie primarily in the other skills that are involved with being an IC. In this case we might move you back to a pure IC position, where your skills can really shine, and move someone else from your team or from around the company into the manager / team lead role.

Additionally, managers who are excelling with their teams may have limited interaction with their own manager. This is because, as discussed above, management is intentionally spread thin. If you feel like your manager is mostly ignoring you, this isn't necessarily a bad thing and usually means you and your team are doing a fine job!

Recommended reading

These have been recommended by multiple managers on the team:


	The Making of a Manager: What to Do When Everyone Looks to You by Julie Zhuo (great for first time managers)

	High Growth Handbook by Elad Gil (covers a lot of ground beyond management)



Engineering-specific:


	The Manager's Path by Camille Fournier

	An Elegant Puzzle: Systems of Engineering Management by Will Larson







  13. Merch store

  Source: https://posthog.com/handbook/company/merch-store

  
  We have a merch store where our community can purchase high quality PostHog-branded merch. The People & Ops team is responsible for managing merch inventory, fulfillment etc. even though multiple people contribute, and Kendal is the point person.

We use Micromerch to manufacture and fulfill our merch. Anyone can suggest a product for us to sell or give away.

The Brand team ultimately decide on what items we wish to sell or give away (including how many and sizes), and Lottie provide assets to produce and order these items in to stock.

We generally try to launch new products in line with the typical fashion cycle (spring/summer and fall/winter). However, this doesn't mean we can't do fun side quests! If you are looking to do an off-cycle merch run, just make sure you keep Kendal in the loop so the admin side goes smoothly.

How to reorder merch

All of our permanent merch items are reordered via Micromerch. To do this you need to:


	Request a restock quote for the item(s) in the Slack channel and enter the quantity you need

	Approve the estimate that will be sent from Micromerch

	Pay the invoice via Brex once it comes in (usually in 1-2 days after estimate approval)



It's really important that we do not allow stock levels to run low as restocking items can take a couple of weeks, so the Ops team will regularly check inventory levels. However if you happen to see anything looking amiss, or you know you want to place a big order for a customer that may affect our stock levels a lot, just let Kendal know ahead of time!

Adding new items

Micromerch is integrated with our Shopify store, so all orders are made and processed through there. To add new products to Shopify, follow these instructions..

Shipping

Shipping is also done through Micromerch (in partnership with Shiphero) - they can ship to over 200 territories worldwide:


	When orders come in from our Shopify store they will automatically be shipped to the people who order them via Shiphero

	If you want to ship merch for an event or as part of a giveaway, do this from the Shopify dashboard.



Merch giveaways

Customers

Create a discount code in Shopify admin. You don't need to be invited to Shopify, instead the login details are stored in 1Password.

When creating the discount, select "amount off products" then choose if it is a percentage off or a fixed amount - usually we do fixed amounts of $30, $50, or $100 depending on the purpose. The you can choose "specific collections" and choose "All Products".

Limit the use to one use only (_not_ one use per customer), otherwise it's unlimited free stuff for them, unlimited high cost for us!


For feedback or general rewards we typically give users $30, which is enough for a t-shirt. For code contributions we tend to do $50, which is enough for a bigger selection of things. We don't put expiration dates on the codes, typically.

If you need any help just send a message to the #merch channel and somebody will be happy to help. Merch codes can also be generated directly from within Zendesk.

If you want to send physical merch to a customer instead of a merch code, this can be done in Shopify by creating an order, selecting the chosen merch and applying a discount for the whole price of the item (don't forget to do this step otherwise it'll try and charge the customer!)

PostHog team

If you want more, here's how to get it!

As always, we expect you to use this with restraint and with your own good judgement. The merch store should not become your sole source of clothing for your wardrobe, nor where you go any time a friend has a birthday. But sure, go ahead and buy your mom (or yourself) a hat or a hoodie!

YC Deal

You can find instructions for this on the dedicated YC Deal page.

Troubleshooting customer orders

Sometimes customers get in touch with us because their order hasn't arrived. There are a couple of things you can do:


	Check the Shopify. This will show you the status of the order, if something looks amiss, please mention this in the #merch channel immediately so Kendal can look into it.



Note: There have been some issues with fulfilling orders to Brazil due to the country's customs policies.


If for some reason their second order attempt doesn't make it through, refund their money and apologetically let them know that unfortunately our supplier is having issues shipping to their address. It's better to stop the back-and-forth at that point, rather than having a frustrated customer placing multiple orders that don't work. We aren't an e-commerce business, so ensuring a flawless merch store experience for a handful of edge case orders is not a priority!

If the customer was given a merch code to thank them for submitting a PR, you can offer to make a donation on their behalf for the equivalent amount to a company of their choice on Open Collective instead.





  14. A primer on using GitHub at PostHog

  Source: https://posthog.com/handbook/company/new-to-github

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Key concepts

	Notifications

	Install the GitHub app in Slack

	Finding issues or pull requests

	Filing an issue

	Issue templates

	Referencing another issue

	Writing Markdown



  If you’re new to GitHub, it can be a little confusing. (Heck, I’ve been using GitHub for years and it’s _still_ confusing.) It doesn’t have the best search and notifications can get out of hand — and in general, it can be really intimidating to join a company that uses a tool you’ve never used before as its primary means of communication.





I wrote this guide to help explain how we work, and how to stay on top of the volume of information that flows through our team's organization on GitHub.





— Cory Watilo





 P.S. Have questions? Feel free to file an issue on GitHub - I explain how to do this later in the article!


Key concepts

At its core, GitHub essentially hosts code that helps keep everyone in sync. Each team member can download this code, make changes, and upload their changes back into GitHub.

Code is stored in a “repository” (or “repo” for short) - it’s like a folder for code. (As of writing this, PostHog has 401 repos - like the code for posthog.com and even a repo for internal company discussions that doesn’t actually contain any code.) This is because each repo comes with a handful of collaboration tools. Here’s a list of the key concepts on GitHub:


	Discussions

	Issues

	Projects

	Pull requests

	Actions



You can take any task linearly from start to finish using this set of tools, though you don’t have to use them all. (For example, PostHog doesn’t really use Discussions, and Projects are only used by certain teams.) But if you wanted to use the whole suite, here’s how it would work:


	If you decide you want to change something in the product or website, you could start a _discussion_ about it. This is like a casual forum-style conversation. (Again, we don't use these.

	A discussion can be converted to an _issue_, which is a formalized proposal of the discussion.) People can reply to these posts with feedback.

	In my workflow, this is a good time to add the issue to a _project_, because it’s something you want to track through to completion. Project boards are a great way to stack-rank tasks (issues), because you can order them in a way that makes sense based upon the project and see everything in one place. This helps keep a team in sync.

	A _pull request_ (also known as a _PR_) references the code that’s changed to solve an _issue_. It’s a way to summarize the changes in code and explain them so others can review them.

	_Actions_ usually occur after you commit code. It makes sure things are working as expected (and that whoever wrote the code didn’t break anything). (Don't worry about these for now.)



You can use any of these features on their own, or use them together. Primarily, PostHog uses issues, pull requests, and actions. If you’re not super familiar with GitHub, just focus on issues and pull requests, as that’s where the bulk of the interesting work happens.

Note: The PostHog handbook covers GitHub issues and pull requests, and suggests everything should start with a pull request because it represents one of our values, "Why not now?".

Notifications

The best way to stay up-to-date with what happens on GitHub is by subscribing to (following) the areas that are most relevant to what you do. This sends updates to your GitHub notifications.

By default, you’ll receive email notifications for everything you subscribe to. There are a few ways this happens:


	Creating an issue or pull request

	Commenting on an issue or pull request

	“Watching” a repository



As I’m not a huge fan of email, I prefer to visit a centralized place for my GitHub notifications, although many engineers prefer email notifications. Personally, I don’t like GitHub’s /notifications page, as it feels cumbersome (slow) to read through updates. Here are two much better ways to consume GitHub notifications (entirely my opinion):


	GitHub’s iPad app - provides an email-like interface that feels a lot more natural to reading notifications than github.com/notifications. (If only GitHub had this UI on the web...)

	octobox.io - uses the same email-like interface, but in a browser



I have octobox.io set to my homepage in Chrome, so anytime I want to see my notifications, I just click the Home button and I have one-click access to my work “inbox”.

Install the GitHub app in Slack

A great way to get realtime updates about what’s happening in GitHub is to install the GitHub Slack app and subscribe to repos. After linking with your Slack account, type /github subscribe posthog/posthog.com (org/repo-name) in Slack, for example, to get updates when things happen in the posthog.com repo.

Finding issues or pull requests

Given the volume of issues and PRs, search will be your best friend. Unfortunately GitHub’s global search leaves something to be desired, so usually the easiest way to find something is to visit a repo, then clicking either Issues or Pull requests (depending on what you're looking for) and searching from there. Type a few keywords, and if you know who authored the issue or PR, apply an author search. (You’ll see GitHub pre-populate search syntax (eg: is:open is:issue author:corywatilo), similar to how Gmail’s search works.

Filing an issue

Issue is the primary method of getting a message in front of the team. Think of it like creating a ticket in a typical project management system. (We prefer issues over Slack messages because it's public and can sync with the rest of our code workflow. You can use Slack if you’d like to bump an issue to a group of people, but link to the issue (or PR) as GitHub acts as our source of truth.)

Issue templates

Some repos have issue templates set up to make issue creation faster. However, if the issue you’re going to create doesn’t fit into one of these templates, don’t worry about these! Just create a new blank issue.

Referencing another issue

This isn’t mandatory, but if your issue is related to other (previous) issues, it’s worth cross-linking so others have full context. To cross-link in an issue or PR, type a # and either part of an issue’s/PR’s name or number and GitHub will populate a list of items that match.

You can find an issue’s or PR’s number in the URL.

Writing Markdown

It can take some getting used to if you’ve never written Markdown syntax. Fortunately GitHub makes it easy by providing WYSIWYG buttons. When you press a button like B, I, or U, GitHub will insert the Markdown code required to format your text accordingly.

Tips for faster writing


	You can use keyboard shortcuts like you would in a word processor.

	Quickly insert a link by copying it to your clipboard, selecting the word or phrase you’d like to link, then using Cmd + V. GitHub will automatically convert the text into a link.

	Create a checklist by typing - [ ] Your text. You (and others) can check things off of this list after the issue/PR is created.

	Paste an image from your clipboard directly into an issue/PR. It’s much faster than attaching from your computer. For example, if you’re screenshotting something on a Mac, use Cmd + Shift + Ctrl + 4 to select part of your screen, then Cmd + V into an issue. GitHub will upload the image automatically and add the Markdown embed code for you. Voila!



Creating a pull request

If you see something minor on posthog.com (in Handbook or Docs) that needs to be updated, you can easily propose the change by creating a pull request _without_ having to run the full codebase on your computer. (This is a great way to contribute if you're in a less-technical role.) To make a small change, find the _Edit this page_ link within the Handbook or Docs which will take you to GitHub where you’ll see the source file. From there, click the pencil icon. (Our Handbook and Docs use the same Markdown format as GitHub’s issue and PR editor, so this should look familiar!)

When you’re done making your changes, be sure to preview what the changes look like (to make sure formatting is accurate). At the bottom of the page, you’ll see a section called _Commit changes_. Here’s how to use it:


	Briefly describe the change you made in the top line

	Optionally add a more detailed description

	Choose “Create a new branch...” and optionally give it a name (but not required)



Clicking _Propose changes_ will create a pull request!

"Closing keywords"

If you’re changing code to address an open issue, you can tell GitHub to automatically close the issue when the PR is merged by using a closing keyword. For example, in your PR description, you can write “Closes #123” (where #123 is an issue number).

Requesting a review

Now that your PR is created, you can request a review (best practice) from someone relevant so they can make sure everything looks good and that they agree the change is ready to go live. They’ll be notified of your request. (By the way, you can filter to reviews that others request from you by going to your notifications, then choosing the Review requested filter.)

Previewing changes

If you're making changes to posthog.com, you'll be able to see your changes on a "preview" version of the website. It takes 10-20 minutes for this preview to be ready.

(Remember when I said we also use GitHub Actions? It basically runs some automated tests to make sure everything is spelled correctly and that nothing else broke.)

Near the bottom of a pull request page, you'll see a box like this:

Image: Checks

(Note: This box only appears if you're a member of the PostHog GitHub org - it's not available to the public.)

You can click the _Visit Preview_ link in the Vercel bot comment to see the preview.

Merging changes

Once a team member approves your pull request, you (or they) can publish the changes by clicking the _Squash and merge_ button. It will take another 10-20 minutes for your changes to appear on the site, but they'll go live automatically. At that point, you can send a link to your friends and family and tell them you're a coder now!

Next steps

This was a primer on using GitHub for communication at PostHog. If you’re interested in making more substantial changes to the website, you can follow our instructions on how to develop the website. It can take a little work to get your computer set up to run the site from your computer, so don't hesitate to reach out for help if you get stuck – or don't even know where to begin. That's what we're here for!





  15. Offsites

  Source: https://posthog.com/handbook/company/offsites

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	All company offsites

	Small team offsites

	Hedge House

	Cambridge

	London

	London hotel recommendations

	Border Control

	Travel insurance



  While we’re async by default, there’s a very real upside to being in the same room - we’ve consistently found that a lot of our best ideas come from actually building things together in real life.

We understand organizing travel can be a challenge when you have personal/family commitments to manage, so we try to take a balanced approach to meetups:


	Once a year: all-company offsite

	Once a year: Small Team offsite (app and platform teams do this as a single combined offsite)

	Occasionally: in-person onboarding

	Whenever you like: in-person meetups



All-company offsites

Curious about our all-company offsites? Check out these links:


- 2021 We shot this video at our Portugal offsite


- 2023 What we built at our sun-kissed Aruba hackathon


- 2024 What we built at our windswept Mykonos hackathon


Once a year, the entire company will get together somewhere in the world for a week. Usually we'll all fly on Sunday, have an opening dinner, spend the week doing a mix of hard work, strategy, culture and fun activities and we then all fly back home on Friday. Our past offsites have been in Italy, Portugal and Iceland. We try to ensure that everyone has their own bedroom.

These are organized by the Ops & People team, and we budget up to $3,000 per person in total for these.

Typical agenda:


	A couple of structured social events

	Team dinners

	24hr Hackathon

	All-hands strategic sessions and workshops

	All-hands culture exercises

	A small amount of downtime so people can explore



Small team offsites

We want to try to encourage small teams to get together once each year. Ideally they are spaced appropriately through the year in relation to the all-company offsite.

We want team offsites to be social events and encourage you to optimize offsites for meeting as many colleagues as is reasonably possible, even if it means spending more money or travelling further. Hogpatch in San Francisco or the Hedge House in London should be the default choice, because:


	They're places where there are already a lot of PostHog people that you can hang out with. The more we have random cross-pollination, the more ambitious ideas we'll come up with

	If most teams do their offsites there, you're much more likely to run into even more people

	We've put a lot of money and effort into making Hogpatch and Hedge House beautiful spaces that you want to work from

	SF has the benefit of being the epicenter of everything happening in tech, and we have lots of YC founders working out of Hogpatch who you can meet and learn from



We prefer AirBnBs over hotels, to give your team even more time to hang out, but this is not mandatory.

If you do decide to do a small team offsite somewhere outside of these two hubs, let Kendal know why. That way we can figure out how to make going to the hubs more appealing, or perhaps open new hubs.

Planning a small team offsite? Kendal’s got you covered. Here’s how it works:


	The team lead should message Kendal with their proposed dates.

	Kendal will then:

	Create a Slack channel for the offsite (use #offsite-[team]-[month]-[year]-[where]) and add everyone who’s going.

	Set up the offsite budget in Brex.

	Update the team’s Canvas with:

	Accommodation details and a handy map

	A flight tracker

	A rough itinerary (Kendal will include the mandatory bits, like 360° feedback/Readme sessions, team leads can fill in the rest)

	Look up dining options for a couple of group dinners (we like to keep a few nights free for “choose your own adventure” dining).

	Suggest and book a whole group activity for everyone to enjoy together.



If there’s anything ad hoc you’d like Kendal to take point on, just let her know, she’s happy to help! Each team member is still responsible for booking their own flights.

Some guidelines:


	Quarterly planning is a great focal point for team offsites – it's worth scheduling your meetup for the week of planning.

	Outside of your small team, you should only invite people who actually need to attend to make the offsite a success - if it would be 'nice to have' them attend, they shouldn't be going.

	It can be useful to combine offsites but beware if you add too many people everything gets harder to arrange. There's no hard and fast rule here but the more people that are attending the more concrete you need to be on who is organising and why people are attending. It will be more work and you should be purposeful about it.

	If the number of attendees is >10 actively consider if Kendal should be attending so there is a person attending whose only focus is making sure it goes well and everyone else can focus on the work of the offsite.

	Specify offsite start and end times down to the hour, for clarity and efficient use of everyone's time.

	These offsites don't happen very often and involve a lot of travel, so make sure you make the most out of it by having an agenda and an idea of what you want to achieve _before_ the start of the trip. Also, it's a good idea to have an expectation-setting session (can be async in a Figjam) to ensure everyone is on the same page about what the outcome/output of the offsite should be.

	Make it very clear who is participating in each session. Sessions / activities require full participation from attendees, especially for the likes of a hackathon given it runs over multiple days. Ideally one person should be responsible for the agenda and run a kick-off at the start of the hackathon.

	You should do a 360 degree feedback session. It can feel uncomfortable doing these, but almost everyone who's done one at PostHog has come out feeling better and with a whole host of things they can improve. These are best in person.

	This can work better over a shared cooked meal or takeaway in the accommodation rather than a noisy restaurant, particularly for people who might be anxious about the format or the feedback.



Ideas for the agenda:


	360 degree feedback session (mandatory!)

	A spoken README session early in the week to share "Who am I/How I work best"

	Planning session – what does the team want to achieve in the next month/quarter/year?

	Look at the team page - what needs to be updated?

	Dogfooding session – set PostHog up in a toy project from scratch, looking for pain points

	Hackathon - try to leave 2 days for this, and most importantly avoid sessions interrupting hacking

	Even some regular work on ongoing challenging projects - this is the best time for exchanging knowledge!



Don't run a hackathon during an onboarding offsite. Other offsites normally do have a hackathon. Participation should be _very_ strongly encouraged but not mandatory - if not everyone is taking part make sure that working spaces are available to accommodate the different styles of work. It is super important that people taking part are fully available and focused on participating. Given the offsite is an opportunity to work together there should be no teams of one. This extends beyond the formation of teams and into the hackathon itself in cases where there is team switching.


Here's a real-world example: Product Analytics team's Munich offsite agenda (internal Slack link). Feel free to take inspiration – though your team's needs and wants might be quite different!

The budget for these trips is up to $2,000 per person in total. We ask team members to use their best judgement for these and try to be thrifty where possible - these should be enjoyable, but not feel like a holiday. Generally it's easier to hit budget if you have people travel in on a Monday and out on a Friday - they don't need to be as long as a whole team offsite.

You should assign someone on the small team to be responsible for planning the offsite (doesn't have to be the lead), and they will be supported by the Ops & People team to ensure a successful experience.

On occasion during busy hiring peak time, we do recommend any team member involved in the interview process to dedicate at least one hour block per day during the offsites to accommodate candidate interviews so that this does not delay the hiring process on your team while you're away. Please coordinate directly with #team-talent if you have additional questions.


Hedge House

PostHog runs two Hedge Houses in the UK - a small one in Cambridge and a larger one in London. They are actual houses (yes, with a few bedrooms attached!) designed for small teams to run their offsites, host in-person onboardings, or come together for larger internal events like hackathons. Anyone at PostHog is welcome to use them as much as they like — alongside Hogpatch in San Francisco, these are where you should default to doing team offsites and in-person onboarding.

Cambridge

Message Kendal Ijeh to check availability or make a booking at the Cambridge Hedge House.

London

Our light-filled, studious office is a reliable homebase between Farringdon and Barbican. It’s entirely ours, open 24/7 and the perfect place to stay if you're visiting from abroad.  Use the Hedge House London slack tool to see the full address, book a room and/or desk, plus see who else will be there during the week you visit. This means you can easily self-serve, but ask Kendal Ijeh with any questions.

London hotel recommendations

For offsites and onboardings in London, below is a list of hotels recommended in our #London Slack channel by folks who have stayed at these hotels.:


	Marrable's Farringdon hotel

	The Zetter Clerkenwell

	Hotel Indigo Clerkenwell

	Yotel London City

	Z Hotel City

	citizenM Tower of London hotel

	Clayton Hotel - City of London

	Hampton by Hilton  - London Old Street

	hub by Premier Inn London Clerkenwell hotel

	Bob W Tower Hill Studios

	Ruby Stella hotel



If hotel prices are above £200 per night, it is worth quickly looking for alternatives as ~£170 per night should be achievable midweek in London. If prices are high, you should optimise travel for total cost (flights & accom) so if you can get cheaper flights or hotel by moving dates +/- 1 day, then look into these options.

Border Control

Quite often you will be required to travel to places where some kind of visa is required even if just a visitor visa like an ESTA. When entering places like the US, for work purposes, border control agents may ask the purpose of your trip. In these instances it's best to avoid using PostHog terms like "onboarding" as this can be confusing. It's much better to more generally describe the purpose of your trip. In nearly all circumstances this will be to hang out with your colleagues and to take part in team building exercises. It's usually good to emphasize that you'll be on a short trip and that the company is paying for everything. You should be prepared with the exact addresses of where you are staying and the details of your flight out of the country.

A successful strategy is usually to start off with a high-level purpose of your trip which is usually something like "hanging out with colleauges" or "I am here for a business meeting with colleauges", it is also usually advisable to only respond with a minimal amount, saying only what is necessary. If the agent asks for more details it's usually good to go into a bit more detail about the company structure "I work for a US tech company and I am based in [Insert your country] where I work remotely. I am here to do some in-person meetings with my colleagues for the next few days and I fly back on [insert date]". Sometimes the border patrol agent will ask more about the business, it's fine to give these details and be as honest about that as you would anybody else. If further details are required of the content of the trip, you can again give some context of how we like to lean into the benefits of in-person working and since most of your colleagues are based in the US, you are travelling their for a few days to meet in-person and will be returning home afterwards.

For all company offsites, it's best to describe this as a company gathering where you will be hanging out with colleagues for the week. Generally, it is best to avoid using the phrase "training" as this can also be confusing.

Travel insurance

Many of our company offsites involve team members traveling abroad, and although we hope that these trips are uneventful and safe for all, in the event of an accident or medical emergency, we carry travel insurance through as well as general & auto liability policies through our partner Embroker.

In the event of an emergency, please cover any related expenses (ideally on your company card) and keep receipts, and then reach out to Kendal as soon as possible. We will assist with making a claim based on our policy binders.

Flight delays

If your travel plans are affected due to a flight delay or an airline-induced missed connection and you are forced to stay somewhere unplanned overnight, push the airline to cover the cost of your accommodations (including meals). It's not uncommon for them to initially tell you they no longer offer free hotel rooms for delays that were caused by the airline, but with a little bit of polite coaxing, they will likely give in.

Partners / family joining offsites

Sometimes at PostHog you will be asked to travel to places you've never been before and it could be a good opportunity to travel with your partner / family. At PostHog, we do infrequent in-person work that we want to maximise this time in person and your focus to be on PostHog, without distraction. This is why we don't allow partners or family to join you for the dates that the offsite / onboarding takes place. If timing allows it, you are able to tack holiday onto either side and for your partner/family to join you for those dates. However, for the dates of the offsite, you should be staying alone and focusing on your time with your teammates.

How to plan an offsite in 8 weeks - a checklist

Below is a rough timeline for planning your next offsite, as well as links to templates and resources that you can repurpose and customize as needed. Here's a spreadsheet template you can use with your team to democratically vote for the meetup location, and in other tabs, include travel information (in case someone's flight gets delayed/cancelled), schedule, project ideas, team activities, etc. To use any of the templates, create a copy to your own drive and edit as you see fit.

8 weeks out


	[ ] Choose dates

	Try to avoid public holidays and be mindful of proximity to other offsites to minimize travel fatigue

	School holidays are more difficult for people with children

	Be mindful of the season of your chosen location, as this will dictate what activities you can plan

	It is worth getting people to hold dates as early as possible, even before you've selected a location

	[ ] Choose location

	Consider choosing a location that is relatively easy for most people to attend without having to travel outrageous distances or deal with difficult visa processes.

	Transportation to the offsite is usually one of the larger budget line items, so do some research on the cost of flights from team locations before finalizing a location.

	Consider the cost of transportation to/from the airport, and around town, for when your team arrives at the offsite location.

	Be mindful that people who take long flights won't appreciate a 2hr journey from the airport to accommodation!

	[ ] Announce to team

	You can have fun with this and build excitement by progressively dropping hints and having folks try to guess the location

	[ ] Create an offsite Slack channel and invite team

	This is super useful for making announcements and keeping the team updated throughout planning



7 weeks out


	[ ] Secure accommodations

	The ideal location will depend on the size of your team

	We recommend booking a large Airbnb for teams under 10 people as this provides for a more casual atmosphere and can help control costs if you opt to have the team cook meals together. You can also book an Airbnb and supplement with a nearby hotel if the Airbnb doesn't have enough rooms.

	For larger teams, consider a centrally located hotel that has a bookable space with configurable furniture for different activities, an onsite restaurant or bar to simplify meals and provide a location for free social time, as well as amenities like a gym for those who like to stay active while they travel

	[ ] Start flight booking process

	To simplify this process, we give all team members access to a company card, and we ask people to book their own flights

	We strongly recommend this approach as centralizing flight booking can be a huge headache for offsite lead, and this allows team members to accurately enter their personal information including airline frequent flier and trusted traveller numbers

	Encourage folks to buy flights early and with the option to refund if they are unable to attend to save on costs. Use your judgement here - 20% or so is reasonable for the flexibility, but double the price is not really worth it.

	In the event that a new team member will be attending an offsite, but has not started yet, please contact the Ops team to help coordinate. In these cases, the process is:




	Preemptively create the new team member a Google account

	Issue them a Brex card to their work email with a sufficiently high temporary balance to cover travel costs

	Add them as a guest to any planning Slack channels and/or share any necessary itinerary information such as arrival dates/times and airports

	Have the new team member book travel as usual




	[ ] Draft rough schedule

	Building the schedule as a separate Google Calendar that can eventually be shared with the team will allow you to flexibly move sessions around as you finalize the itinerary

	[ ] Send info gathering form

	Use this form to collect important information like flight details, clothing sizes for merch, dietary restriction, and preferences for things like sharing rooms

	[ ] Brainstorm merch/meeting room decorations (generally just for company-wide offsites)

	Having some branded merch to commemorate the offsite upon arrival is a great way to welcome people and get them excited for their time together (generally this is for whole team offsites only for budgetary reasons)

	If you are staying in a hotel, decorating a meeting room makes it feel much more personal and less corporate

	In the past, we've done shirts, hats, scarves, notebooks, stickers, pens, and water bottles -- feel free to get creative with it



6 weeks out


	[ ] Draft budget

	Using the tentative schedule, you can begin to estimate a rough budget to guide planning. Here are some benchmarks to use, however these will vary a lot based on location, size of team, and how cost-constrained you are:

	Accommodations = $200/night/person

	Intercontinental airfare = $1000/person; intracontinental airfare = $500/person

	Ground transportation = $50/day/person

	Food & drinks = $50/day/person

	Contingency = 10% of total budget

	[ ] Secure transportation

	Book any group transportation like coaches or a rental car ahead of time

	[ ] Finalize team outings and book as needed

	[ ] Flights booking deadline

	[ ] Info gathering form deadline



5 weeks out


	[ ] Assign rooms

	Using preferences from the info gathering form regarding sharing rooms, assign accordingly

	[ ] Secure visas where necessary

	[ ] Review and finalize merch proofs

	[ ] Finalize itinerary

	[ ] Finalize budget

	[ ] Assign session leads & secretaries

	Decide in advance who is going to record the notes from each session - it is _really_ easy for post-offsite followup to fall through the cracks

	With the schedule finalized, assign folks as session leads to design session plans



4 weeks out


	[ ] Reserve restaurants for communal meals

	[ ] Book any remaining activities

	[ ] Order merchandise

	Important to give yourself lots of lead time here, in case of production or shipping delays

	Depending on how restrictive customs are for your destination, consider shipping merch to teammates and checking them as additional bags on flights to the offsite



3 weeks out


	[ ] Draft session plans/presentations due

	[ ] Draft offsite guide package

	[ ] Design and print superlatives/awards

	One activity we've found quite popular is giving out superlative awards to the team during the closing ceremonies



2 Weeks Out


	[ ] Review and finalize session plans/presentations

	We recommend having the offsite lead connect with session leads to review their plans and offer feedback before finalizing them - you want to make the most out of your sync time together

	[ ] Block your calendar and send a reminder in Slack for other team members do the same, to avoid interviews and other meetings being booked during key sessions or at times incompatible with the new timezone. The offsite calendar event needs to be marked as "busy" to prevent others from booking over it, which means changing the default for all-day events.

	[ ] Designate someone to bring or organise some of the essential supplies you expect to need for the week. At a minimum have post-it notes (don't skimp on cheap ones that fall off the wall), sharpies, a HDMI cable and / or a Chrome Cast.



1 Week Out


	[ ] Final plan review

	The offsite lead should do a final, thorough review of the full plan and finalize any outstanding details - visually walk through the entire schedule and see if anything is missing

	[ ] Unveil the final offsite guide to the team



1 day before


	[ ] Add your new timezone as a secondary timezone in Google Calendar and check the 'Ask to update my primary timezone to current location' option. Don't update your primary timezone to the new one, as this causes issues for interview scheduling.

	[ ] We recommend that the offsite organizer consider arriving a day early to prep for the team's arrival

	[ ] Shop for any miscellaneous supplies and groceries (onsite)

	[ ] Print and organize a few paper copies of the itinerary (onsite)

	[ ] Create "Careless Whispers" envelopes (onsite)

	This passive activity involves creating an envelope for every member of the team, posting them in a central location, and encouraging folks to write small notes to each other. These can be anything from retreat memories to compliments, and make a really nice memento to remember the offsite

	Consider also making and posting envelopes for folks who cannot attend



1 week after


	[ ] Collect post-mortem feedback from the team

	We generally do this as an open GitHub issue, but you can also create a Google form to facilitate this



All company offsite hackathon

The hackathon is always a highlight of the offsite. We tend to run them like this:

Session 1: ideation dinner The day before the start of the hackathon we do a casual 'ideation' dinner where we encourage people to chat about ideas

Session 2: hackathon kick-off The hackathon kick off is 1.5 hours at the end of the day. Ideally we do this in a conference room with beers and wine.


	Everyone writes down their ideas on multiple post-it notes in about 10 minutes.

	People come up to the front one-by-one, and they get 30 seconds to pitch all their ideas.

	Everyone gets three votes to put on whichever ideas they like most. Just do this as a tally. You can't vote on your own idea

	We dismiss all ideas with zero votes, and sort all the other ideas from top to bottom based on the number of votes.

	Everyone writes their name on the other side of the sticky bit of a small piece of post-it note, then add their name to the idea they want to work on. Every group should have at least two people in it, and ideally 3.

	Once groups are formed, everyone can go off and ideate or hack.



Session 3: presentations

This should be the last work related session of the offsite. Again ideally in a conference center with beer and wine provided.

Each group gets 5 minutes to demo and present their idea.

2 weeks after


	[ ] Compile post-mortem feedback and share with team

	[ ] Host post-mortem meeting to discuss any outstanding issues (optional)







  16. Feature flags service outage

  Source: https://posthog.com/handbook/company/post-mortems/2025-09-29-flags-is-down

  
  Internal post-mortem: <https://github.com/PostHog/incidents-analysis/pull/120>

On September 29, 2025, the PostHog Feature Flags service experienced an outage lasting 1 hour and 48 minutes, from 16:58 to 18:46 UTC. During this period, approximately 78% of flag evaluation requests in the US region failed with HTTP 504 errors.

Summary

A database connection timeout reduction from 1 second to 300 milliseconds coincided with elevated load on our writer database from person ingestion. This combination triggered cascading failures in our connection retry logic, resulting in a service-wide outage. Recovery was significantly delayed by hardcoded configuration values and procedural failures in our incident response.

Timeline


	16:58 UTC – Writer database begins experiencing connection saturation from person ingestion post-deployment workload




	17:02 UTC – Unrelated deployment reduces database connection timeout from 1s to 300ms




	17:05 UTC – Initial pods begin failing database connections and entering crash loops



{"timestamp":"2025-09-29T16:54:16.154136Z","level":"ERROR","fields":{"message":"Failed to create database pools","error":"Database error: pool timed out while waiting for an open connection"},"target":"feature_flags::server","threadId":"ThreadId(1)"}
thread 'main' panicked at feature-flags/src/main.rs:119:5:
internal error: entered unreachable code: Server exited unexpectedly
note: run with `RUST_BACKTRACE=1` environment variable to display a backtrace


	17:12 UTC – Retry amplification begins overwhelming the writer database




	17:25 UTC – Incident declared, rollback attempted

	17:40 UTC – Rollback fails due to ArgoCD configuration issues

	18:15 UTC – Manual configuration changes deployed

	18:46 UTC – Service fully restored



Full service degradation timeline

Root cause analysis

The outage resulted from three compounding factors:


	Configuration change timing: A connection timeout reduction deployed during a period of database stress created conditions where pods could not establish connections within the new timeout window.




	Retry amplification: Our retry logic lacked circuit breakers and exponential backoff, causing failed connection attempts to multiply rapidly. This transformed a manageable database load issue into complete service unavailability.




	Health check configuration: Kubernetes continued routing traffic to pods in crash loops for up to 45 minutes due to improperly configured liveness and readiness probes.



The incident duration was extended by operational failures: timeout values were hardcoded in the application rather than externalized as configuration, requiring a full deployment cycle to modify. Additionally, our standard ArgoCD rollback procedure failed due to misconfigured permissions.

Impact


	78% of feature flag evaluation requests failed in the US region

	All flag types were affected, including read-only flags that did not require writer database access

	Customers experienced HTTP 504 errors regardless of their specific flag configurations



Remediation

Immediate actions (completed)


	Database connection timeouts moved to runtime configuration

	Timeout values increased to accommodate peak load scenarios



Short-term improvements (Follow along here)


	Read/write path separation: Implementing distinct connection pools and failure domains for read-only operations versus write operations. Read-only flag evaluations will continue functioning during writer database issues.




	Circuit breaker implementation: Adding circuit breakers with exponential backoff to prevent retry amplification during connection failures.




	Health check optimization: Configuring aggressive liveness and readiness probes to remove failing pods from rotation within seconds rather than minutes.




	Rollback procedure documentation: Creating detailed runbooks for ArgoCD rollbacks with proper permission configurations and validation steps.



Long-term improvements (Q4 2025 – Q1 2026)


	Development of specialized tooling for rapid pod termination during incidents

	Comprehensive load testing to validate connection pool behavior under contention

	Quarterly incident response drills to ensure operational readiness



Lessons learned

This incident highlighted critical gaps in our defensive architecture and operational procedures. The coupling of read and write operations created unnecessary failure domains, while our retry logic lacked basic protective mechanisms against amplification. Most significantly, our incident response was hampered by inflexible configuration management and untested rollback procedures.

The architectural improvements underway will provide proper isolation between different operational modes of the feature flags service. This separation, combined with improved circuit breaking and configuration management, will prevent similar cascading failures in the future.





  17. Surveys SDK bug

  Source: https://posthog.com/handbook/company/post-mortems/2025-10-03-surveys-sdk-bug

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Summary

	Timeline

	Root cause analysis

	The technical problem

	Why it failed

	Why it wasn't caught

	Impact

	Remediation



  On October 3, 2025, a backwards compatibility issue in the PostHog Surveys SDK (version 1.270.0) caused widespread JavaScript exceptions for customers using SDK versions older than 1.257.1. The issue lasted 5 hours and 26 minutes, affecting 305 teams and disrupting both survey functionality and error tracking metrics.

Summary

A backwards compatibility break in SDK version 1.270.0 introduced a dependency on the isDisabled function from the PostHogPersistence class, which was only added in version 1.257.1 (July 2025). The issue manifested when the asynchronously-loaded survey extension attempted to call this function on older SDK versions where it didn't exist, causing JavaScript exceptions in customer applications. The incident was initially detected through customer support tickets rather than automated monitoring, leading to a 4+ hour detection delay and extended customer impact.

Timeline

All times in UTC.


	10:45 – SDK version 1.270.0 deployed to production with backwards compatibility issue

	14:59 – Support engineer notices two similar customer reports in tickets

	15:25 – Issue confirmed by surveys team. Begin reverting suspected PRs: Backend PR and SDK PR

	16:00 – Error Tracking team independently notices spike in exception throughput

	16:11 – Reverts deployed, issue mitigated. SDK version 1.270.1 released

	16:25 – Formal incident declared retroactively

	16:45 – Customer communications sent to affected teams

	22:28 – Incident closed, post-mortem phase begins



Total impact duration: 5 hours 26 minutes (10:45 – 16:11 UTC) Detection delay: 4 hours 14 minutes

Root cause analysis

The culprit PR introduced the backwards compatibility issue.

The technical problem

The PR modified the surveys SDK to use posthog.persistence instead of accessing localStorage directly – a reasonable architectural improvement. To ensure backwards compatibility, the code needed to check whether posthog.persistence was available before attempting to use it.

The implementation used the isDisabled function from the PostHogPersistence class, adding a utility in survey-utils.ts to verify persistence availability. However, this function was only introduced in a PR merged on July 11 and first made available in SDK version 1.257.1.

Why it failed

When PR #2355 was merged, both the main SDK code (posthog-surveys.ts) and the extension code (extensions/surveys.tsx) relied on the isDisabled function.

For the main SDK bundle, this worked correctly – customers on older versions never loaded the new code containing the reference to isDisabled.

However, the survey extension creates an asymmetric loading scenario:


	The customer's application loads the SDK at whatever version they have installed (potentially months or years old)

	The survey extension is loaded asynchronously from our CDN and always downloads the latest version



This created a version mismatch where:


	The old SDK (< 1.257.1) didn't have the isDisabled function

	The new extension (1.270.0) expected it to exist

	JavaScript threw TypeError: isDisabled is not a function exceptions



Why it wasn't caught


	No version compatibility testing: We lack automated tests that verify new extension code works with older SDK versions

	Code review gaps: We don't have a process to flag when new APIs are added to main SDK files that might be called by extensions

	No static analysis: No linter rules prevent extensions from calling functions that may not exist in older SDK versions

	Detection gaps: No monitoring alerted us to the spike in customer-side exceptions – we learned about it from support tickets



Impact

Severity: Major (High Impact, Service Degradation)

Affected customers: 305 teams running SDK versions < 1.257.1

User-facing impact:


	All Survey functionality completely broken (surveys failed to load or display)

	Increased error tracking bill for affected customers due to exception volume

	JavaScript exceptions thrown in customer applications, potentially affecting their own application functionality and exception-tracking bills in other platforms



Duration: 5 hours 26 minutes of active impact

Error tracking billing impact:


	Initially 305 teams saw increased exception volumes

	Successfully filtered out the most common exception pattern via this PR, reducing billable impact to 90 teams

	The remaining 215 teams' exceptions were successfully excluded from their bills

	The 90 teams still affected experienced other related exception patterns that couldn't be automatically filtered



Remediation

We reverted the problematic changes and released SDK version 1.270.1, which restored compatibility with all SDK versions.

Immediate actions


	Reverted the backwards-incompatible changes and released version 1.270.1

	Issued credits / refunds to all customers affected by increased error tracking bills

	Sent communications to all 305 affected teams explaining the issue and resolution



Action item: Start incidents earlier. We should declare incidents as soon as we confirm an issue (around 14:59), not almost two hours after mitigation. This enables proper coordination and customer communication. Owner: @lucasheriques

Short-term improvements


	API compatibility layer: Modify the isDisabled function check in posthog-persistence.ts to be nullable and provide a safe fallback when undefined. This will prevent similar issues when extensions call potentially-unavailable functions. PR




	Ignore PostHog SDK exceptions: By default we should not capture exceptions known to be caused by the PostHog SDK. Offering a config option to toggle this parameter would allow teams (especially our own) to configure this setting. [PR]




	Monitor suspicious exceptions: The error tracking team should monitor the number of exceptions that look likely to be coming from our own SDK. Adding alerting to this metric would allow us to detect anomalies sooner. [PR]



Long-term improvements (Target: Q4 2025 – Q1 2026)


	Version compatibility testing: Add automated tests that run the latest extension code against the last N minor. Owner: @lucasheriques




	Static analysis tooling: Implement a linter rule or TypeScript checking to flag when extension code calls SDK functions that aren't marked as "stable API" or don't have proper fallback handling. This should run in CI and block PRs. Owner: @lucasheriques




	Client-side error monitoring: Set up monitoring and alerting for exception spikes in customer applications that use our SDK. This would have detected the issue within minutes instead of hours. Owner: @lucasheriques



Lessons learned

What went well


	Quick mitigation once identified: From confirmation (15:25) to mitigation (16:11) was only 46 minutes

	Cross-team collaboration: Support, Error Tracking, and Surveys teams all contributed to identifying and resolving the issue

	Effective customer remediation: Successfully filtered out most exceptions to reduce billing impact from 305 to 90 teams



What went poorly


	Detection delay: 4+ hours from deployment to detection is unacceptable for an issue affecting 305 customers. We relied on customer reports rather than proactive monitoring

	Backwards compatibility blindspot: Our development and review process had no safeguards against this class of bug

	Incident declaration timing: We declared the incident after it was resolved, missing the opportunity for coordinated response and timely customer communication

	Testing gaps: No integration tests covering the extension/SDK version compatibility scenario



Key takeaways

This incident revealed a critical architectural weakness in how our asynchronously-loaded extensions interact with versioned SDK code. The assumption that extensions can safely call any SDK function breaks down when we have customers on old SDK versions but always serve them the latest extension code.

We also had this similar issue in another incident here.

The 4+ hour detection delay highlights gaps in our observability for client-side errors. We lack visibility into exceptions occurring in customer applications using our SDK.

The improvements outlined above will address both the immediate technical issue and the systemic gaps in testing, monitoring, and deployment practices that allowed this to reach production and persist for over 5 hours.





  18. Feature flags recurring outages

  Source: https://posthog.com/handbook/company/post-mortems/2025-10-21-feature-flags-recurring-outages

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Summary

	Incident timeline

	October 21, 2025 – Redis overload

	October 24, 2025 – Rate limiting misconfiguration

	October 28, 2025 – Connection pool exhaustion and excessive parallelism

	October 29 30, 2025 – CPU bound latency

	Root cause analysis

	Impact



  Between October 21 and October 30, 2025, the PostHog Feature Flags service experienced four separate incidents, exposing systemic architectural weaknesses that required comprehensive remediation. This post-mortem documents all four incidents and our path to stability.

Summary

Over a 10-day period in October 2025, the feature flags service experienced four separate incidents totaling over 14 hours of cumulative major impact (errors or severe latency). While each incident had different surface-level symptoms, three of the four incidents shared the same root cause: improper CPU resource sizing. Our nodes were too small relative to pod resource requests, causing Kubernetes to pack too many pods per node and saturate CPU capacity. This CPU saturation led to connection pool exhaustion, excessive parallelism (too many concurrent operations), and ultimately cascading failures. The fourth incident was a rate limiting misconfiguration unrelated to resource sizing.

Incidents:


	October 21 (103 minutes): Redis overload from excessive parallelism and connection pool exhaustion

	October 24 (72 minutes): Rate limiting misconfiguration causing 429 errors for ~97% of requests

	October 28 (123 minutes): Connection pool exhaustion and excessive parallelism (same root cause as October 21)

	October 29-30 (7 hours 9 minutes): CPU-bound latency from node CPU pressure exceeding 90%



Incident timeline

October 21, 2025 – Redis overload

Duration: 21:45 to 23:28 UTC (103 minutes) Impact: ~38% of evaluation requests returning errors in US datacenter

A deployment intended to reduce timeout errors (PR #39821) incorrectly addressed symptoms rather than root causes. While rolled back within 2 minutes, it triggered excessive parallelism and connection pool exhaustion, which manifested as massive data transfer from Postgres to Redis and a surge in concurrent connections that overwhelmed our cache layer. Redis memory exhaustion followed, leading to prolonged service degradation.

What "excessive parallelism" means: Under CPU pressure, degraded requests triggered Envoy retries between the load balancer and service. Each retry spawned new concurrent requests, and each request performed multiple concurrent Redis reads. A single degraded request could fan out to dozens of concurrent Redis operations. Combined with cache misses (on cache miss, we synchronously loaded full flag and team state from Postgres and wrote it into Redis), this created bursty write storms that overwhelmed Redis.

Connection pool mechanics: Each pod maintains its own Postgres connection pool. Creating a pool involves TLS handshakes, authentication, and initial connection establishment—operations that are computationally expensive, especially when pods are CPU-bound. Under CPU pressure exceeding 90%, new pods struggled to initialize these pools within the 20-second startup timeout, leading to crash loops and reduced healthy pod capacity.

Critical issue: The Redis overload from the flags service also impacted the main PostHog application, demonstrating dangerous coupling through shared infrastructure. The flags service can operate without Redis but falls back to heavier database queries, making responses slower.

Root causes:


	Primary root cause: CPU resource undersizing – Nodes were too small relative to pod resource requests, causing Kubernetes to pack too many pods per node. This led to CPU saturation exceeding 90%, which caused excessive parallelism and connection pool exhaustion

	Symptom-focused fix that didn't address underlying CPU sizing issues

	Unbounded cache population logic with no rate limiting (on cache miss, synchronous full state load from Postgres to Redis)

	Envoy retries → more concurrent /flags requests → more pool acquisitions + Redis reads → overload

	Shared Redis instance between flags service and main application (critical infrastructure coupling)

	Missing CPU alerting: No alerts existed for CPU pressure, preventing early detection

	Lack of monitoring for Postgres-to-Redis transfer patterns



Timeline:


	21:45 UTC – Deploy timeout handling change

	21:47 UTC – Automated monitoring detects increased error rates

	21:49 UTC – Immediate rollback initiated and completed

	21:50 UTC – Error rates remain elevated despite rollback

	22:30 UTC – Redis metrics show memory exhaustion on ElastiCache

	22:35 UTC – Postgres connection spike observed, overwhelming connection pool

	22:45 UTC – Discovery: Massive data transfer from Postgres to Redis in progress

	22:50 UTC – Root cause identified: Excessive parallelism triggering cache population overload

	22:50 UTC – Status page updated with incident details

	23:00 UTC – Begin throttling connections and Redis writes

	23:28 UTC – Service fully recovered



October 24, 2025 – Rate limiting misconfiguration

Duration: 18:00 to 19:12 UTC (72 minutes) Impact: ~97% of evaluation requests returning 429 (rate limit) errors worldwide

Deployed IP-based rate limiting (PR #40074) as a protective measure following Tuesday's incident. The tower-governor library (our Rust rate limiting middleware) saw all traffic as coming from a single IP (our load balancer) rather than actual client IPs, immediately triggering rate limits for all legitimate traffic.

Root causes:


	Rate limiting implementation didn't account for load balancer architecture

	Library's secure defaults (not trusting X-Forwarded-For headers) were inappropriate for our trusted infrastructure. We terminate TLS at the load balancer and route to the service over a private network, so trusting X-Forwarded-For from our own load balancer would have been safe; the default of ignoring it was wrong for our setup

	No alerting configured for 429 errors, requiring customer reports for detection (62-minute detection delay)

	We validated rate limiting only in direct-to-service tests, not behind our production load balancers



Timeline:


	18:00 UTC – Deploy IP-based rate limiting to /flags endpoint

	18:01 UTC – Rate limiter begins returning 429 errors for most requests

	18:02 UTC – All traffic appears as single IP to rate limiter

	18:10 UTC – Initial customer reports of widespread failures

	18:30 UTC – More customer reports escalate urgency

	18:45 UTC – Engineering begins investigation into customer reports

	19:00 UTC – Team identifies 429 errors in logs

	19:02 UTC – Root cause identified: rate limiter sees load balancer IP only

	19:05 UTC – Decision to disable rate limiting immediately

	19:12 UTC – Rate limiting disabled, service fully recovered

	Note: Status page was not updated during this incident due to the rapid resolution timeline post-detection (detection to resolution in ~12 minutes)



October 28, 2025 – Connection pool exhaustion and excessive parallelism

Duration: 19:28 to 21:31 UTC (123 minutes) Impact: ~34% of evaluation requests failing in US datacenter

A routine deployment with no changes directly related to the flags service triggered a rollout of feature flag pods in the US region. New pods couldn't connect to Postgres within the 20-second startup timeout, entering crash loops due to excessive parallelism and connection pool exhaustion—the same root cause as October 21. Under CPU pressure, pods couldn't initialize Postgres connection pools (TLS handshakes, authentication, connection establishment) within the timeout. Simultaneously, a massive spike in Redis writes caused key evictions, effectively making the cache unavailable. While the flags service can operate without Redis (falling back to heavier database queries), with both cache unavailable and database under pressure, a significant portion of US traffic failed.

Critical issue: The Redis overload from the flags service also impacted the main PostHog application, highlighting dangerous infrastructure coupling. Unrelated deployments shouldn't trigger feature flags rollouts.

Root causes:


	Primary root cause: CPU resource undersizing – Same root cause as October 21: nodes too small relative to pod requests, causing too many pods per node and CPU saturation

	Unrelated deployment triggered feature flags pod rollout

	New pods failing to connect to Postgres within 20s timeout under CPU pressure (connection pool initialization too slow)

	Pods entering crash loops, reducing available capacity

	Redis write storm during deployment causing key evictions (cache miss → synchronous full state load from Postgres to Redis)

	Shared Redis instance between flags service and main application (critical infrastructure coupling)

	Startup timeout too aggressive for production conditions under CPU pressure

	Missing CPU alerting: No alerts existed for CPU pressure, preventing early detection



Timeline:


	19:12 UTC – Routine deployment triggers feature flags pod rollout in US (no /flags code changes)

	19:15 UTC – New US pods begin failing to connect to Postgres within 20s timeout

	19:18 UTC – Pods enter crash loops, reducing available capacity in US

	19:20 UTC – Massive spike in Redis writes begins in US region

	19:23 UTC – On-call receives high error count alert, initiates incident

	19:23 UTC – Status page updated with incident details

	19:25 UTC – Redis key evictions spike, cache becomes effectively unavailable

	19:26 UTC – Main PostHog app begins experiencing issues due to shared Redis overload

	19:28 UTC – Service degradation begins, ~34% of US requests failing

	19:35 UTC – Team identifies dual failure: pod crashes + Redis overload

	19:45 UTC – Decision to halt rollout and scale US pods to zero

	20:00 UTC – US pods scaled to zero, waiting for Redis to stabilize

	20:30 UTC – Redis begins recovering from write storm

	20:53 UTC – Partial recovery as stable US pods brought back online

	21:15 UTC – Gradual pod scaling continues in US

	21:31 UTC – Full service restored, US region fully operational



Note: We initially attempted the same remediation approach from October 21 before implementing other solutions to decrease parallelism.

October 29-30, 2025 – CPU-bound latency

Duration: 22:30 UTC on October 29 to 05:39 UTC on October 30 (7 hours 9 minutes) Impact: Slow queries and degraded performance due to node CPU pressure

Query performance was impacted for over 7 hours. While queries were slow to both Redis and Postgres, metrics for both dependencies confirmed they were healthy. The slow queries were due to CPU pressure on the nodes, which exceeded 90%. This impacted connections and slowed response times for the service to several times the usual.

Root causes:


	CPU pressure on nodes exceeding 90% (nodes too small relative to pod requests, causing too many pods per node)

	Pod resource requests not properly sized, causing unhealthy distribution of pods per node

	Critical gap: CPU alerting was completely missing – No alerts existed for CPU pressure, which allowed the issue to persist undetected for over 7 hours

	Insufficient observability around CPU-bound failure modes



Timeline:


	22:30 UTC (Oct 29) – Incident reported, increased error rates and latency detected

	22:30 UTC (Oct 29) – Status page updated with incident details

	00:03 UTC (Oct 30) – Rolled back hardware changes, errors mostly subsided but latencies persist

	05:39 UTC – Incident resolved, query timings returned to normal



Resolution: After identifying connectivity issues due to resource exhaustion on feature flags nodes, we applied changes that resolved this resource exhaustion. Increasing pod resource requests for the flag service resulted in a healthier distribution of pods per node, which caused per-node CPU usage to go down and the service to return to a healthy state.

Root cause analysis

While each incident had specific triggers, three of the four incidents shared the same fundamental root cause:


	CPU resource undersizing (primary root cause): Our nodes were too small relative to pod resource requests, causing Kubernetes to pack too many pods per node and saturate CPU capacity (exceeding 90%). This CPU saturation was the root cause of October 21, 28, and 29-30 incidents:




	October 21 & 28: CPU saturation caused excessive parallelism (Envoy retries → concurrent requests → concurrent Redis reads) and connection pool exhaustion (pods couldn't initialize Postgres pools under CPU pressure), which manifested as Redis overload and database connection failures

	October 29-30: CPU saturation directly caused slow queries and degraded performance, even though Redis and Postgres metrics showed healthy dependencies

	Proper CPU right-sizing (fewer pods per node, better-resourced pods) resolved the underlying issues in all three incidents




	Connection pool management complexity: Each pod maintains its own Postgres connection pool. Creating a pool involves TLS handshakes, authentication, and connection establishment—operations that are computationally expensive, especially when pods are CPU-bound. This complexity, combined with CPU saturation, exacerbated connection pool exhaustion issues.




	Shared Redis is a critical single point of failure: Redis overload from the flags service impacted the main PostHog application, demonstrating dangerous coupling through shared infrastructure. Isolation is critical despite implementation complexity.




	Critical monitoring gap: CPU alerting was missing: CPU alerting was completely absent throughout these incidents, preventing early detection of CPU saturation that was the root cause of three outages. This was a fundamental gap in our monitoring strategy that allowed CPU pressure to escalate unnoticed.




	Unbounded retries: Unbounded retries in Envoy (between load balancer and endpoint) amplified failures (now fixed with retry limits)




	Rate limiting misconfiguration (October 24 only): The October 24 incident was unrelated to CPU sizing—it was caused by rate limiting configuration that didn't account for load balancer architecture



Impact


	Total major impact: Over 14 hours across four incidents (errors or severe latency)

	Error rates: Ranging from 34% to 97% of requests during incidents

	Service degradation: All flag types affected, including read-only evaluations

	Cross-service impact: Redis overload from flags service affected main PostHog application

	Customer impact: HTTP 429, 504 errors and degraded performance regardless of flag configurations

	Recurring issues: Connection pool exhaustion and excessive parallelism occurred twice (October 21 and 28), indicating insufficient initial remediation



Remediation

Immediate actions (completed)


	Configuration externalization: Database connection timeouts and other critical settings moved to runtime configuration

	Timeout adjustments: Values increased to accommodate peak load scenarios

	Rate limiting fixes: Fixed rate-limiting configuration that caused October 24 incident (configured tower-governor to trust X-Forwarded-For from our load balancer)

	Retry limits: Implemented retry limits in Envoy (between load balancer and endpoint) to prevent unbounded retry amplification

	CPU and infrastructure right-sizing (critical fix): Increased pod resource requests and adjusted Kubernetes fleet size to reduce pods per node. This was the primary remediation for three of the four incidents (October 21, 28, and 29-30), addressing the root cause of excessive parallelism, connection pool exhaustion, and CPU-bound latency. Running smaller fleets with better-resourced pods rather than larger fleets with CPU-bound pods.

	CPU alerting: Added per-node and per-pod CPU alerts with thresholds at 80% sustained for 5 minutes, paging on-call

	Observability improvements: Added monitoring for previously invisible failure modes



Short-term improvements (Tracked in GitHub Issue #40885)

In progress (next 2 weeks):


	Strike team formation: Engineers from flags, ingestion, and infrastructure teams conducting comprehensive review of application and infrastructure to identify remaining bottlenecks

	Redis isolation: Investigating decoupling flags Redis instance from application Redis instance to prevent cross-service impact



To complete before re-enabling ArgoCD sync:


	Evaluate current state of synced flags deployment and ensure durability against future outages

	Update flags service charts config to match values currently in ArgoCD

	Define deployment strategy for short-term (considering deployment vs rollout to avoid 503s)

	Define and implement Redis strategy

	Establish feature flags team as hard code-owners for flags-related code



Medium-term improvements

Incident response and monitoring:


	Build high-level dashboard of important flag metrics with runbook links

	Implement rollout/annotation controls to disable staged rollouts and enable "force-merge" for rolling changes

	Update feature flag runbooks with dashboard links and deeper investigation paths

	Add missing alerts against existing service/infrastructure level metrics

	Update readiness checks to validate dependencies that degraded under load (e.g., ping database instead of mirroring liveness checks)



Architectural improvements:


	Rate limiting for cache operations: Prevent Redis overwhelm from cache population

	Connection pool monitoring: Automatic throttling when pools approach exhaustion

	Connection limiting: Prevent unbounded concurrent connections



Long-term improvements


	Load testing framework: Production-scale testing to catch load-dependent issues before deployment

	Progressive rollout infrastructure: Gradual deployments to limit blast radius

	Deployment strategy evolution: Re-evaluate rollout vs deployment approaches with programmatic controls

	Comprehensive monitoring: Document Postgres-to-Redis data flow patterns and create runbooks for data transfer storm scenarios



Lessons learned

What went well


	Rapid detection – Monitoring caught issues within 2 minutes in most cases

	Quick initial response – Rollbacks executed immediately when possible

	Systematic investigation – Teams methodically identified overload patterns

	Cross-team collaboration – Flags, infrastructure, and ingestion teams worked together effectively



What didn't go well


	Symptom-focused fixes – Multiple PRs addressed symptoms rather than root causes

	Unbounded operations – No limits on retries, cache population, or connection creation

	Rollback insufficiency – Data transfers and resource exhaustion persisted after code reverted

	Complex failure modes – Interactions between database, cache, and application layers not well understood

	Shared infrastructure – Flags service overloads impacted main application

	Customer comms – While we generally did a good job of making public-facing status pages during each one of these incidents, one notable gap was that we never made an externally-facing status page update for the rate-limiting incident on October 24th.

	Diagnosis delays – Took significant time to connect symptoms to root causes

	Configuration rigidity – Hardcoded values prevented rapid remediation

	Missing CPU alerting – CPU alerting was completely absent, allowing CPU pressure to escalate undetected for hours



Key takeaways


	CPU right-sizing is fundamental – The biggest takeaway: nodes were too small relative to pod resource requests, causing Kubernetes to pack too many pods per node and saturate CPU capacity. This CPU saturation led to excessive parallelism (Envoy retries → concurrent requests → concurrent Redis reads), connection pool exhaustion (pods couldn't initialize Postgres pools under CPU pressure), and slow queries. Right-sizing (fewer pods per node, better-resourced pods) addressed the underlying issues that caused October 21, 28, and 29-30 incidents. This must be a primary consideration for any service deployment.




	Connection pool management architecture matters – Each pod maintains its own Postgres connection pool. Creating a pool involves TLS handshakes, authentication, and connection establishment—operations that are computationally expensive, especially when pods are CPU-bound. This complexity, combined with CPU saturation, exacerbated connection pool exhaustion. Better approach: reduce concurrency and run smaller fleets with better-resourced pods rather than larger fleets with CPU-bound pods.




	Shared Redis is a critical single point of failure – When flags service overloads Redis, it takes down the main app too. This was evident in October 21 and 28 incidents where Redis overload from flags service impacted the main PostHog application. Isolation is critical despite implementation complexity.




	CPU alerting was completely missing – CPU alerting was absent throughout these incidents, preventing early detection of CPU saturation that was the root cause of three outages. This was a fundamental gap in our monitoring strategy. CPU metrics must be monitored and alertable from day one.




	Monitor data flow patterns – Postgres-to-Redis transfer spikes should trigger alerts. Watch for unusual data movement.




	Test under load – Overload patterns only appeared under production traffic. Load testing is non-negotiable.




	Progressive rollouts save lives – Gradual deployments limit blast radius and enable rapid detection. We're implementing rollout/annotation controls to disable staged rollouts and enable "force-merge" for rolling changes.




	Configuration must be flexible – Critical settings must be adjustable without full deployment cycles.




	Unbounded retries amplify failures – Retries without bounds in Envoy (between load balancer and endpoint) can cascade failures. We've implemented retry limits to prevent this.



Moving forward

These four incidents highlighted critical gaps in our defensive architecture and operational procedures. The compounding failures demonstrated that our service needed fundamental improvements, not just quick fixes. The primary root cause—CPU resource undersizing (nodes too small relative to pod requests, causing too many pods per node)—manifested differently across three incidents (October 21, 28, and 29-30), requiring us to recognize that excessive parallelism, connection pool exhaustion, and slow queries were all symptoms of the same underlying issue. The recurrence of these symptoms between October 21 and 28 showed that we needed to address the root cause (CPU sizing) rather than the symptoms. We initially attempted the same remediation approach from October 21 before implementing CPU right-sizing, which resolved the underlying issues.

We've implemented immediate remediations and are executing a comprehensive review of the entire service architecture. Our strike team is systematically identifying and addressing remaining bottlenecks. Once we complete the short-term improvements tracked in GitHub Issue #40885, we'll have confidence that the service is durable against future outages.

The architectural improvements underway—including Redis isolation, connection pool management, and comprehensive monitoring—will prevent similar cascading failures in the future. We're committed to ensuring the feature flags service meets the reliability standards our customers expect.
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  Between November 11 and November 15, 2025 we hit a Postgres limit that required us to migrate our Persons database for US Cloud. This led to ingestion delays which had a knock-on effect for products relying on person data, including feature flags and experiments.

This post-mortem document examines the root cause of the issue, steps taken, and our future plans derived from the lessons learned.

Incident summary

From November 11, 4:02 PM UTC to November 14, 3:02 PM UTC the performance of PostHog's ingestion processing pipeline became severely degraded, resulting in processing delays of events of up to 2 days for all customers in the US region.

The root cause of the performance degradation was that our Postgres database responsible for storing our Person information reached a previously unseen limits in Postgres related to the JSONb field we use to store person properties. This led to a state where writes to the database kept waiting for OIDs in the TOAST table to become available, which could take multiple seconds per update, slowing down the ingestion pipeline to the point where there were no standard scaling options available. See Root Cause Analysis below for more technical details.

The root cause was not identified until November 12th 10:17pm UTC, a day and a half after the issue arose. We enlisted help from engineers on the AWS RDS team and external consultants to identify the cause. Diagnosis proved difficult even with specialist support, but we eventually found out we were left with only one option: migrate to a new partitioned table.

By November 14, 2025, 15:02 UTC, ingestion was healthy again and we shifted focus to the accumulated backlog. During this recovery phase, we hit a secondary issue with AWS MSK (Kafka): local disk usage reached 85% because tiered storage keeps the most recent 4 hours of data on disk before offloading to S3. The backlog catchup created an unusually dense last-4-hours window, driving up local disk usage. We temporarily paused ingestion, reduced the topic's local retention window, confirmed disk headroom, and then resumed ingestion.

After that, catchup progressed smoothly. We moved our backfill into Dagster to gain better visibility and stability for long-running backfill jobs, knowing remediation would take at least the weekend. By the morning of November 15, all events since the start of the incident had been processed, all systems were fully operational, and we began a background backfill of older Person data purely for housekeeping. No data was lost.

By November 15, 6:20 AM UTC we had worked through the backlog of events and fully recovered.

Incident impact

Scope


	This issue only impacted US Cloud

	Time window of degraded ingestion performance: Approximately November 11, 16:02 UTC – November 14, 15:02 UTC

	Time to fully process backlog and complete recovery: Until November 15, 06:20 UTC



Customers experienced ingestion delays ranging from 10 minutes to up to 2 days. During this period recent events sent to PostHog did not appear, leading to the following potential per-product impact:


	Analytics: Charts and queries which included recent time ranges would be inaccurate due to data from the incident period not being present. Customers were still able to analyze historical data.

	Feature flags and Experiments: The flag evaluation service continued to operate, however flags that relied on person properties would have had delays in those properties being used to evaluate feature flags.

	Error tracking and Session replay: Ingestion of errors and replays remained healthy. Filtering and segmentation based on Person updates was affected similarly to Analytics.

	CDP & Workflows: Destinations and Workflows reliant on Persons were affected similarly to Feature Flags. Downstream actions were delayed and should have been automatically corrected as the backlog was processed.



Data integrity

No data was lost.

Once the backlog was cleared, all reporting tools indicate accurate values were processed for the delayed period.

Timeline

A full timeline of updates is available on the PostHog status page.

Root cause analysis

Primary issue: Postgres TOAST OID exhaustion

PostgreSQL stores large column values (>2KB compressed) in a separate, out-of-line table, called the TOAST table. Posthog's Persons table has a properties column that frequently exceeds this 2KB threshold, resulting in there being many TOASTed values associated with the Persons table.

Each value that is moved "out of line" is assigned a unique OID (Object identifier) from a finite 32-bit space (~4 billion values), that the main table uses to track it in the table's associated TOAST table.

From postgresql wiki:

The OIDs used for this purpose are generated from a global counter that wraps around every 4 billion values, so that from time to time an already-used value will be generated again. Postgres detects that, and tries again with the next OID.


When the space of used OIDs approaches the limit, there will be longer and longer sequential runs of used OIDs. This results in the database engine having to do an incredible amount of reads (checking every used OID it is given by the counter to see if it's free or not) to make a single INSERT or UPDATE for a TOAST'ed row.

It is important to note that before the table hits the hard limit of 4 billion OIDs, write performance for TOAST'ed rows will be severely degraded, because the space of available OIDs is so sparse. If there is just a single free OID left, the database engine would, on average, have to read through billions of used OIDs and check to see if they are free, before it finds the free OID to complete the write. This OID exhaustion increased the amount of disk reads we were doing per write query from 10kb to 15MB, increasing latency for those queries by 100x and grinding the ingestion of events to a halt.

Secondary issue: AWS MSK disk pressure during catch-up

During backlog processing, we hit a separate but related operational issue:


	Our AWS MSK cluster uses tiered storage, keeping the most recent 4 hours of data on local disk before offloading to S3.

	As we processed the backlog, the amount of data in the "last 4 hours" window became unusually large.

	This pushed local disk utilization up to ~85%, triggering alerts.



To mitigate this we paused ingestion, reduced the local retention configuration for the relevant topic, and resumed ingestion once disk usage returned to a safe level.

Appendix: OID exhaustion diagrams

Stage 1: Healthy database state

OID Space ( each block = used OID, each dash = free OID) [----------------------------------------------------] 0-1M OIDs [-----XX-----------------------XX---------------------] 1M-2M OIDs [---------XX--------------------------XX--------------] 2M-3M OIDs [----------------------------------------------------] 3M-4M OIDs ↑ Next OID Counter (finds free OID immediately)

Stage 2: OID exhaustion

OID Space (each block = used OID, each dash = free OID) [XXXXXXXXXXXXXXX--XXXXXXXXX--XXXXXXXXXXXXXX--XXXXXXX] 0-1M OIDs [XXXXXXXXXXXXXXXXXXXXXXXX----XXXXXXXXXXXXXXXXXXXXXX--XX] 1M-2M OIDs [XXXXXXXXXX--XXXXXXXXXXXXXXXXXXXXXXXXXXX--XXXXXXXXXXXXX] 2M-3M OIDs [XXXXXXXXXXXXXXXXXXXX----XXXXXXXXXXXXXXXXXXXXXXXXXXX--X] 3M-4M OIDs ↑ Next OID Counter (must skip over many used OIDs, each skip requiring disk reads)

Why was this hard to detect?

PostgreSQL's OID exhaustion behavior is rare and not commonly encountered even at large scale. Additionally, standard dashboards (CPU, memory, IOPS, lock contention) did not immediately point at OID exhaustion.

Diagnosis of the issue was also frustrated by a lack of dedicated observability on:


	TOAST table size / OID usage

	Disk read amplification per write on specific tables



Eventual diagnosis was only possible due to the dedicated effort of our engineers working in tandem with external experts and AWS engineers to connect:


	Massive read amplification

	Specific pattern of TOAST usage

	A nearly exhausted global OID space



Remediation

Immediate actions (completed)


	Root cause discovery and isolation



We Identified TOAST OID exhaustion as the root cause by engaging internal teams, external consultants, and AWS engineers to analyze:


	Query plans

	Disk read amplification

	TOAST and OID behavior for the persons table




	Migration to a new partitioned Persons table




	Created a new partitioned table architecture for Persons with a fresh TOAST table and OID space.

	Implemented database triggers to keep old and new tables in sync for live writes.

	Ran a backfill script to copy existing Person data from the old table to the new table.

	Modified ingestion and application logic so that:

	All new writes go to the new table.

	Reads go to the new table first, with fallback to the old table during the migration window.




	Careful deployment of application changes



Given the risk of introducing new issues during an incident, we chose a manually controlled deploy to production for the web app rather than a fully automated rollout. Multiple engineers worked in shifts throughout the weekend and made changes across:


	Feature flags API

	Error tracking ingestion

	Django web application




	Scaling ingestion to clear backlog



Once ingestion performance was restored on the new Persons table, we scaled ingestion workers to process the accumulated backlog while monitoring:


	Lag per partition

	Throughput

	Resource utilization




	MSK disk pressure mitigation




	Paused ingestion temporarily when MSK local disk hit ~85% usage.

	Reduced local retention for the affected Kafka topic so less data needed to be stored on disk before offloading to S3.

	Resumed ingestion after confirming sufficient headroom.




	Dagster-based backfill



We moved the backfill process into Dagster to provide:


	Better monitoring and visibility

	More robust handling of long-running backfill jobs

	Used Dagster to complete the remaining backfill and housekeeping tasks over the weekend.




	Final cleanup and confirmation



Communicated final resolution and announced a small upcoming maintenance window to consolidate on the new tables. We verified that:


	All event backlogs had been processed.

	Services were reading correctly from the new Persons table (with safe fallback while the old table still existed).



Planned actions (planned or in-progress)


	Deeper Postgres engine monitoring



We plan to add metrics and alerts around:


	Heavy disk read amplification per write

	TOAST table statistics

	Other engine limits that may become relevant at large scale




	Improved runbooks for engine-level limits



We plan to document symptoms and diagnostics for similar Postgres engine-level issues. This will include clear decision trees for when to migrate vs repair-in-place.


	Improved and new runbooks for customer comms



We have begun creating new customer communication runbooks which clarify how and when to communicate with customers about the issue and provide a clear escalation path and redundancies.


	Exploring other data stores



We've been exploring using other data stores for the persons database and will continue to evaluate those.

Lessons learned

What went well?


	Data integrity remained intact



We preserved all incoming events and persons data. While delayed, data was not lost.


	Coordinated multi-team response



Engineers across ingestion, infrastructure, and application teams, plus external consultants and AWS engineers, collaborated effectively to diagnose a rare engine-level problem.


	Safe migration under load



We successfully migrated to a new Persons table using triggers and backfill while the system remained live, minimizing additional downtime.


	Transparent customer communication



We provided regular engineer-led status updates and committed to a public post-mortem.

What could have gone better?


	Diagnosis took too long



It took roughly a day and a half to conclusively identify OID exhaustion as the root cause. We had no dedicated monitoring for TOAST growth, OID usage, or disk read amplification per write.


	Single critical dependency on Persons



Many core features (analytics, flags, replay filters, CDP) rely heavily on timely updates to the persons table. When that became unhealthy, a wide surface area of the product was affected.


	Backfill visibility and tooling



Our initial backfill approach lacked the visibility and robustness needed for a prolonged, large-scale migration. We had to move this logic into Dagster during the incident.


	MSK disk pressure during catch-up



While secondary to the main cause, disk pressure on MSK during catch-up highlighted that our tiered storage configuration and alerting were not tuned for large backlog scenarios.


	Lack of communication redundancies



All of the team members who are normally responsible for customer communications were unavailable for the duration of this incident and we had to scramble to identify fallbacks.

Moving forward

This incident surfaced a rare but serious interaction between our data model and a low-level PostgreSQL engine limit. It also highlighted how central the Persons data model is to the rest of PostHog: when the persons table slowed down, a wide range of features---from analytics and feature flags to replay filtering and CDP---were indirectly impacted.

We've taken immediate steps to recover by migrating to a new partitioned Persons table, stabilizing ingestion, and clearing the backlog of events. We are now focused on:


	Completing reconsolidation on the new tables

	Hardening observability and alerting around TOAST/OID behavior and disk read amplification

	Improving our backfill tooling and Kafka tiered storage safeguards

	Proactively designing and operating Person-like tables in a way that avoids similar limits in the future



We're committed to continuing to invest in the resilience of our ingestion and Persons infrastructure so that incidents like this become less likely, easier to detect early, and faster to remediate when they do occur.
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  At 4:11 AM UTC on November 24th, a number of our SDKs and other packages were compromised, with a malicious self-replicating worm – Shai-Hulud 2.0. New versions were published to npm, which contained a preinstall script that:


	Scanned the environment the install script was running in for credentials of any kind using Trufflehog, an open-source security tool that searches codebases, Git histories, and other data sources for secrets.




	Exfiltrated those credentials by creating a new public repository on GitHub and pushing the credentials to it.




	Used any npm credentials found to publish malicious packages to npm, propagating the breach.



By 9:30 AM UTC, we had identified the malicious packages, deleted them, and revoked the tokens used to publish them. We also began the process of rolling all potentially compromised credentials pre-emptively, although we had not at the time established how our own npm credentials had been compromised (we have now, details below).

The attack only affected our Javascript SDKs published in npm. The most relevant compromised packages and versions were:


	posthog-node 4.18.1, 5.13.3 and 5.11.3

	posthog-js 1.297.3

	posthog-react-native 4.11.1

	posthog-docusaurus 2.0.6

	posthog-react-native-session-replay@1.2.2

	@posthog/agent@1.24.1

	@posthog/ai@7.1.2

	@posthog/cli@0.5.15



What should you do?

Our recommendations are to:


	Look for the malicious files locally, in your home folder, or your document roots:



find . -name "setup_bun.js" \
  -o -name "bun_environment.js" \
  -o -name "cloud.json" \
  -o -name "contents.json" \
  -o -name "environment.json" \
  -o -name "truffleSecrets.json"


	Check npm logs for suspicious entries:



grep -R "shai" ~/.npm/_logs
grep -R "preinstall" ~/.npm/_logs


	Delete any cached dependencies:



rm -rf node_modules
npm cache clean --force
pnpm cache delete

Pin any dependencies to a known-good version (in our case, all the latest published versions, which have been published after we identified the attack, are known-good), and then reinstall your dependencies.

We also suggest you make use of the minimumReleaseAge setting present both in yarn and pnpm. By setting this to a high enough value (like 3 days), you can make sure you won't be hit by these vulnerabilities before researchers, package managers, and library maintainers have the chance to wipe the malicious packages.

How did it happen?

PostHog's own package publishing credentials were not compromised by the worm described above. We were targeted directly, as were a number of other major vendors, to act as a "patient zero" for this attack.

The first step the attacker took was to steal the Github Personal Access Token of one of our bots, and then use that to steal the rest of the Github secrets available in our CI runners, which included this npm token. These steps were done days before the attack on the 24th of November.

At 5:40PM on November 18th, now-deleted user brwjbowkevj opened a pull request against our posthog repository, including this commit. This PR changed the code of a script executed by a workflow we were running against external contributions, modifying it to send the secrets available during that script's execution to a webhook controlled by the attacker. These secrets included the Github Personal Access Token of one of our bots, which had broad repo write permissions across our organization. The PR itself was deleted along with the fork it came from when the user was deleted, but the commit was not.

The PR was opened, the workflow run, and the PR closed within the space of 1 minute (screenshots include timestamps in UTC+2, the author's timezone):

Image: initial PR logs

At 3:28 PM UTC on November 23rd, the attacker used these credentials to delete a workflow run. We believe this was a test, to see if the stolen credentials were still valid (it was successful).

At 3:43 PM, the attacker used these credentials again, to create another commit masquerading, by chance, as the report's author (we believe this was a randomly chosen branch on which the author happened to be the last legitimate contributor given that the author does not possess any special privileges on his GitHub account).

This commit was pushed directly as a detached commit, not as part of a pull request or similar. In it, the attacker modified an arbitrary Lint PR workflow directly to exfiltrate all of our Github secrets. Unlike the previous PR attack, which could only modify the script called from the workflow, and as such could only exfiltrate our bot PAT, this commit had full write access to our repository given the ultra-permissive PAT which meant they could run arbitrary code on the scope of our Github Actions runners.

With that done, the attacker was able to run their modified workflow, and did so at 3:45 PM UTC:

Image: Follow up commit workflow runs

The principal associated with these workflow actions is posthog-bot, our Github bot user, whose PAT was stolen in the initial PR. We were only able to identify this specific commit as the pivot after the fact using Github audit logs, due to the attackers deletion of the workflow run following its completion.

At this point, the attacker had our npm publishing token, and 12 hours later, at 4:11 AM UTC the following morning, published the malicious packages to npm, starting the worm.

As noted, PostHog was not the only vendor used as an initial vector for this broader attack. We expect other vendors will be able to identify similar attack patterns in their own audit logs.

Why did it happen?

PostHog is proudly open-source, and that means a lot of our repositories frequently receive external contributions (thank you).

For external contributions, we want to automatically assign reviewers depending on which parts of our codebase the contribution changed. GitHub's CODEOWNERS file is typically used for this, but we want the review to be a "soft" requirement, rather than blocking the PR for internal contributors who might be working on code they don't own.

We had a workflow, auto-assign-reviewers.yaml, which was supposed to do this, but it never really worked for external contributions since it required manual approval defeating the purpose of automatically tagging the right people without manual interference.

One of our engineers figured out this was because it triggered on: pull_request which means external contributions (which come from forks, rather than branches in the repo like internal contributions) would not have the workflow automatically run. The fix for this was changing the trigger to be on: pull_request_target, which runs the workflow _as it's defined in the PR target repo/branch_, and is therefore considered safe to auto-run.

Our engineer opened a PR to make this change, and also make some fixes to the script, including checking out the current branch, rather than the PR base branch, so that the diffing would work properly. This change seemed safe, as our understanding of on: pull_request_target was, roughly, "ok, this runs the code as it is in master/the target repo".

This was a dangerous misconception, for a few reasons:


	on: pull_request_target only ensures the _workflow_ is being run as defined in the PR target, not the code being run – that's controlled by the checkout step.




	This particular workflow executed code from within the repo – a script called assign-reviewers.js, which was initially developed for internal (and crucially, trusted) auto-assignment, but was now being used for external assignment too.




	The workflow was modified to manually checkout the git commit of the PR head, rather than the PR base, so that the diffing would work correctly for external contributions, but this meant that the code being run was controlled by the PR author.



These pieces together meant it was possible for a pull request which modified assign-reviewers.js to run arbitrary code, within the context of a trusted CI run, and therefore steal our bot token.

Why did this workflow change get merged? Honestly, security is unintuitive.


	The engineer making the change thought pull_request_target ensured that the version of assign-reviewers.js being executed, a script stored in .github/scripts in the repository, would be the one on master, rather than the one in the PR.




	The engineer reviewing the PR thought the same.




	None of us noticed the security hole in the month and a half between the PR being merged and the attack (the PR making this change was merged on the 11th of September). This workflow change was even flagged by one of our static analysis tools before merge, but we explicitly dismissed the alert because we mistakenly thought our usage was safe.



Workflow rules, triggers and execution contexts are hard to reason about – so hard to reason about that Github is actively making changes to make them simpler and closer to our understanding above. Although, in our case, these changes would not have protected us against the initial attack.

Notably, we identified copycat attacks on the following day attempting to leverage the same vulnerability, and while we prevented those, we had to take frustratingly manual and uncertain measures to do so. The changes Github is making to the behaviour of pull_request_target would have prevented those copycats automatically for us.

How are we preventing it from happening again?

This is the largest and most impactful security incident we've ever had. We feel terrible about it, and we're doing everything we can to prevent something like this from happening again.

I won't enumerate all the process and posture changes we're implementing here, beyond saying:


	We've significantly tightened our package release workflows (moving to the trusted publisher model).




	Increased the scrutiny any PR modifying a workflow file gets (requiring a specific review from someone on our security team).




	Switched to pnpm 10 (to disable preinstall/postinstall scripts and use minimumReleaseAge).




	Re-worked our Github secrets management to make our response to incidents like this faster and more robust.



PostHog is, in many of our engineers minds, first and foremost a data company. We've grown a lot in the last few years, and for that time, our focus has always been on data security – ensuring the data you send us is safe, that our cloud environments are secure, and that we never expose personal information. This kind of attack, being leveraged as an initial vector for an ecosystem-wide worm, simply wasn't something we'd prepared for.

At a higher level, we've started to take broad security a lot more seriously, even prior to this incident. In July, we hired Tom P, who's been fully dedicated to improving our overall security posture. Both our incident response and the analysis in this post-mortem simply wouldn't have been possible without the tools and practices he's put in place, and while there's a huge amount still to do, we feel good about the progress we're making. We have to do better here, and we feel confident we will.
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  Date: January 14-19, 2026

Severity: Critical

Status: Resolved

Summary

A customer reported a critical issue in the PostHog SDK's Fetch API wrapper that rendered their site unusable. The issue had started a week earlier and was caused by the wrapper failing to pass the RequestInit object through to window.fetch, resulting in a TypeError for requests with a ReadableStream body.

Two SDK releases were made in an attempt to fix this bug. However, both introduced different but related regressions affecting other customers. Because the changes were in the lazy-loaded Replay extension rather than the core SDK, the issues also impacted customers who had not updated their SDK during this period.

After these regressions were reported, a bugfix release (1.327.0) was prepared. When this failed to resolve the issues, a follow-up release (1.328.0) rolled back all fetch wrapper changes.

Due to a recently introduced manual step in the process for publishing SDKs to the PostHog CDN, neither the bugfix nor the rollback was actually deployed. As a result, even customers pinned to version 1.328.0 continued to receive the broken lazy-loaded script from the CDN. The issue persisted for an additional two days until the missing deployment was identified and completed.

The original customer issue remains unresolved, but the customer has been provided with a temporary workaround.

Impact


	At least 6 customers reported issues with the PostHog SDK after the changes were released, not including the customer that reported issues with the SDK initially

	At least 4 customers reported critical issues with their production systems

	Customers were forced to remove the PostHog SDK entirely to restore functionality if they did not identify that only network header/body capture needed to be disabled

	The issue persisted across 5 SDK versions (1.323.0 – 1.328.0)

	Even customers who use a fixed SDK version and did not update the SDK during this incident were affected



Timeline

| Time (UTC) | Event | |------------|-------| | Jan 14, 10:18 AM | A customer reached out to inform us that they had removed the PostHog SDK from their site as it was causing fetch requests to fail with a TypeError. They had first become aware of this issue a week prior and this was a high-severity issue for them that rendered their site unusable. | | Jan 15, 5:33 PM | A new version (1.323.0) of the PostHog SDK was released with an attempted fix for the TypeError issue. | | Jan 16, 5:44 AM | The customer informed us that the fix in version 1.323.0 was not effective. | | Jan 16, 12:52 PM | A new version (1.325.0) of the PostHog SDK was released with an amended fix for the TypeError issue. | | Jan 17, 3:31 AM | Another customer reached out to inform us that their site was down due to issues with the integrity of fetch requests and that disabling PostHog immediately caused the issues to resolve. | | Jan 17, 6:43 AM | A GitHub issue was submitted describing an issue with the fetch wrapper in the PostHog SDK causing mismatched FormData boundaries. | | Jan 17, 8:43 AM | A new version (1.327.0) of the PostHog SDK was released with a fix for the mismatched FormData boundaries. | | Jan 17, 7:38 PM | More customer reports of critical issues with the fetch wrapper in the PostHog SDK surfaced and the decision was made to roll back all recent changes. | | Jan 17, 8:13 PM | A new version (1.328.0) of the PostHog SDK was released, undoing all recent changes to the fetch wrapper, restoring it to the last known working version. | | Jan 19, 4:04 PM | We became aware that the SDK version bump had not been merged into the primary PostHog repository, meaning that even for customers who had pinned their SDK version to 1.328.0, the faulty lazy-loaded script was still being served by our CDN and was still causing issues. |

Root cause

The initial issue was caused by the SDK fetch wrapper being too simplistic and not passing on request options that are sometimes required – specifically any request with a body of type ReadableStream must include the request option duplex: half or duplex: full on all modern browsers. Even if the customer site _does_ provide this option, the fetch wrapper does not pass it down to the original window.fetch method, resulting in a TypeError.

The fixes that were introduced to attempt to address this caused another issue. The updated fetch wrapper was creating a new Request object and passing both this object _and_ the request options to downstream wrappers and window.fetch. This was causing the request body to be consumed multiple times which is not a problem for most requests but which results in mismatching boundaries for FormData requests. When the FormData boundaries do not match, the request is typically rejected by the server.

A fix for this issue was released (1.327.0) but due to the missing manual approval step, this fix was never actually deployed to the CDN. Customers continued to report problems and, believing the fix to be ineffective, the decision was made to roll back all changes to the fetch wrapper rather than attempt to diagnose further.

The decision to roll back was delayed due to a lack of understanding of the scope of the issue – ultimately we had to rely on reports from customers to get the full picture. This also contributed to the incident not being handled within the usual incident response process.

The incident was prolonged because a recently introduced process requiring manual intervention to publish SDK releases to the PostHog CDN was not followed. There was no verification step to confirm that releases were successfully deployed to the CDN. As a result, the bugfix (1.327.0) and rollback (1.328.0) releases were never actually served to customers.

Resolution

All recent changes to the fetch wrapper were reverted, including on the CDN, restoring it to the simple, original implementation:

const req = new Request(url, init)
return originalFetch(req)

The original TypeError issue remains.

Insights


	Fetch wrapper changes are high-risk: The fetch API is fundamental to web applications; changes require extensive testing across diverse use cases, which our current test suite does not fully cover.




	Use feature flags for high-risk changes: Feature flags would have enabled rapid rollback without requiring a new release.




	Issues with the SDK can be hard to detect: Unlike issues with our backend systems, we do not get alerts when the SDK fails and so we relied entirely on customer feedback.




	There should never be a mismatch between the latest SDK version deployed to NPM and the latest version being served up by our CDN: This is a sign that something has gone wrong in the release process.




	Multiple fix attempts signal deeper issues: When fixes don't resolve the problem, step back to understand the root cause rather than iterating on partial solutions.




	Changes to lazy-loaded SDK extensions affect all customers: We only test changes to the SDK extensions with the latest version of the core SDK but then we release it to customers running (much) older versions of the core SDK, without testing.



Action items

We are committed to:


	Adding comprehensive integration tests for fetch wrapper with FormData, ReadableStream, and chained wrappers

	https://github.com/PostHog/posthog-js/pull/2935

	https://github.com/PostHog/posthog-js/pull/2936

	Establishing a more robust testing strategy for the PostHog SDK – we should test lazy loaded extensions with _all_ past versions of the core SDK or implement a way to pin a version of the extensions

	Implementing monitoring and alerting for SDK errors – consider tracking SDK exception rates, failed network requests, or other client-side signals in PostHog itself to detect issues proactively rather than relying on customer reports

	Documenting and communicating SDK release process changes to the team

	Adding an automated verification step to confirm releases are successfully deployed to the CDN

	Implementing an automated notification polling on-call engineers to manually approve new SDK releases

	Implement an easier mechanism for customers to opt in to lazy loading without opting in to auto-updating







  22. Feature flags cache degradation

  Source: https://posthog.com/handbook/company/post-mortems/2026-02-06-feature-flags-cache-degradation

  
  Between February 2-6, 2026, PostHog's feature flags cache workers experienced escalating memory pressure, resulting in degraded cache update reliability. The issue was stabilized on February 6 at 22:34 UTC.

Summary

When a feature flag is updated, PostHog kicks off two Celery tasks: one to update the cache used by the /flags evaluation endpoint, and another to update flag definitions fetched by SDKs using local evaluation. Both tasks run on the same pool of Celery workers.

These workers experienced escalating out-of-memory (OOM) kills over a 4-day period, causing both caches to fall behind. Teams that updated flag rollout conditions or targeting rules would see those changes reflected in the PostHog UI but not propagated to the /flags endpoint or SDKs using local evaluation until the cache backlog cleared.

The root cause was an internal test automation system that had accumulated excessive test data over several months, creating cache update tasks that exceeded worker memory limits.

Timeline

All times in UTC.


	Feb 2-5 – Intermittent OOM kills observed on feature-flags Celery workers; initially appeared low-severity

	Feb 6 20:31 – Incident declared as OOMs escalate and 116k task backlog discovered

	Feb 6 21:34 – Root cause identified

	Feb 6 22:34 – Stabilized: OOMs reduced to 0-2 per 5 minutes, backlog clearing

	Feb 7 – Internal test automation updated to use isolated environment

	Feb 8 – Stale test data cleaned up



Root cause analysis

Accumulated test data

An internal test automation system had been running against production for several months. Due to a bug in test cleanup logic, failed test runs left behind test data that accumulated over time. This created an internal account with far more data than any typical customer workload.

No batching in cache updates

The cache update task loads all data into memory at once — flag definitions, cohorts, serialized representations, and the final JSON payload. For typical workloads this is fine, but the accumulated test data created tasks that exceeded the 8GB worker memory limit on a single execution. Each task for this account required holding all the data in memory simultaneously, causing immediate OOM kills regardless of worker age or prior memory state.

Impact


	Stale flag evaluations: Both the /flags endpoint and SDKs using local evaluation could serve stale flag definitions when cache updates were delayed

	No data loss: Flag definitions remained intact in the database; only cache freshness was affected

	No downtime: Both the /flags endpoint and local evaluation continued responding to requests, but could return outdated results

	Duration: Degraded reliability over ~4 days. Majority stabilized on Feb 6 with increased memory limits; intermittent issues continued until stale test data was cleaned up on Feb 8



Detection

The incident was detected through monitoring showing OOM kills escalating on the feature-flags Celery workers. The 116k task backlog was discovered during investigation.

OOMs were observable in the days prior, but the root cause wasn't investigated deeply at first because the numbers were low and seemed intermittent. Initial mitigation attempts focused on isolating the task to a dedicated queue and optimizing memory usage, but these didn't address the underlying issue.

It wasn't until a colleague noticed a team with an abnormal amount of data that the root cause was identified.

Recovery


	Increased memory limits for workers

	Enabled worker recycling (max_tasks_per_child=100) to give workers more headroom

	Reduced worker load by pausing non-critical tasks

	Purged backlogged tasks from the queue

	Cleaned up stale test data (the actual fix)



Remediation

Completed


	Cleaned up stale test data from internal account

	Enabled worker recycling to provide more memory headroom

	Added dashboard panels for worker health monitoring and queue backlog visibility

	Fixed test cleanup bug to register resources before assertions

	Updated internal test automation to use an isolated environment



In progress

| Follow-up | Priority | |-----------|----------| | Better alerts, metrics, and visualizations for celery queue backlogs | High | | Add metrics for anomalous workloads | Medium | | Task deduplication for cache updates | Medium | | Improve memory usage of cache update task | High | | Merge flag caches into a single cache build | Medium |

Lessons learned

What went well


	Once we started investigating, we updated the status page and made regular updates

	Once the root cause was identified, stabilization was achieved within ~90 minutes

	The immediate fix (max_tasks_per_child) combined with increased memory limits was simple and effective

	No customer data was lost; the issue only affected cache freshness

	The long-term fix (cleaning up stale test data) brought us back to normal operations



What went poorly


	The gradual escalation over several days wasn't investigated deeply until the backlog became severe

	OOM metrics can be misleading—pods in crash loops don't generate OOMs during backoff periods, creating a false sense of improvement

	Internal test automation running against production accumulated data invisibly over months



Key takeaways


	Unbounded data loading is risky: Operations that load all data into memory work fine for typical workloads but can fail catastrophically for outliers. Consider batching or streaming for tasks that scale with customer data.

	Correlate OOMs with pod health: A drop in OOM kills might mean workers are healthy, or it might mean they're stuck in crash loops and not processing anything. Always check pod status alongside OOM metrics.

	Isolate test environments: Even with cleanup logic, test automation against production will eventually accumulate artifacts. Use isolated environments for integration testing.

	Monitor queue backlogs: We had visibility into OOMs but not the growing task backlog. Better queue monitoring would have surfaced the issue sooner.







  23. Logs data loss

  Source: https://posthog.com/handbook/company/post-mortems/2026-02-20-posthog-us-logs-data-loss

  
  On February 19th, PostHog's Logs product experienced a major incident, which caused the loss of data collected more than 3 days ago in our US region. This data loss only impacted the Logs product, all other PostHog data is intact.

Summary

As with most queryable data in PostHog, we store data for Logs in a ClickHouse cluster. When we started building Logs, we decided to use a new, dedicated cluster, rather than building it on top of our main ClickHouse cluster, which is shared across most other PostHog products. This had a few advantages, allowing us to:


	iterate faster without cross-team or organisational risk

	use later database versions without time consuming backwards compatibility testing

	optimise the cluster for Logs specific access patterns

	isolate our other product from the impact of bugs or load from logs, a very high-data-volume system



This new cluster uses S3 disks in ClickHouse, with data parts being automatically uploaded to S3 after 24 hours – this is what enables us to handle the significant data volume required for Logs (in PostHog, we alone produce about 500MB/s of logs from across our systems, or about 1PB/month uncompressed).

A bug in ClickHouse caused it to unexpectedly attempt to delete almost all of the data parts in S3. The Logs database is replicated, with two replicas, however very early on in the project we had enabled "Zero Copy Replication" in the Logs cluster nodes. This is an experimental feature that ClickHouse does not recommend in production, for exactly this reason: a bug that should have caused a single replica to be deleted instead deleted the data everywhere.

Timeline

All times in UTC.


	Feb 19: 10:54: A routine mutation was run to materialize an index

	Feb 19: 11:02: The mutation finished, this triggered a bug in ClickHouse's zero-copy replication which caused one of the replicas to erroneously believe all of the data parts in the database were no longer referenced

	Feb 19: 11:02-19:40: During this time the replicas were busy diligently deleting all of the data stored in S3 for the entire database. As data is only moved to S3 after 24 hours, and the vast majority of our queries are for recent data, no automated alarms were triggered as the volume of query errors was relatively low

	Feb 19: 19:40: One of the nodes in the cluster crashes and restarts, it fails to start up due to the large volume of missing data it can't find. Engineers investigate and after some checks discover that the vast majority of S3-backed data is missing

	Feb 19: 21:45: It is determined that the data is most likely unrecoverable – disaster recovery procedures start

	Feb 19: 22:15: Decision is made to cut over to a new table and restore data from Kafka, where we have 3 days of retention

	Feb 19: 23:00: We have switched over to the new table (without zero-copy replication) and caught up on recent messages.

	Feb 20: 10:05: Data backfill from Kafka history begins

	Feb 20: 12:21: Data backfill completes



Root cause analysis

Zero Copy replication bug

The decision to use zero-copy replication was taken extremely early in the Logs product development when it was an experimental internal-only tool.

Once Logs was released to external users this decision should have been revisited, but wasn't. Due to experiencing no issues at all during several months of internal usage, settings that had been set at the beginning were largely unvisited and unchanged.

Zero-copy replication has been largely unmaintained for the last 4 years, and still contains critical bugs, including the one we hit here. Because Zero Copy replication uses a shared storage medium (S3) for multiple replicas, when the logic on one node failed and issued delete commands for the underlying S3 objects, those files were removed for the entire cluster immediately. There was no redundancy layer between the database application logic and the storage layer.

Lack of detection

We lacked specific monitoring for the integrity of "cold" data stored in S3. Our alerts are optimized for ingestion lag, query latency, and error rates on active queries. Since users rarely query logs older than 24 hours, and the deletion process happened silently in the background without throwing application-level errors, the system remained "green" on our dashboards until the node restart forced a consistency check.

Lessons learned

What went well


	Service Isolation: Despite the severity of this incident, all other products and features were completely unaffected. Our decision to isolate the logs product massively reduced the blast radius of this incident.

	Kafka Retention Strategy: Configuring Kafka with 3 days of retention saved us from total data loss for recent activity.



What went poorly


	Configuration Lifecycle Management: Experimental configurations (Zero Copy Replication) intended for MVP/Alpha stages were allowed to persist into production

	Silent Failure: The system deleted petabytes of data over an 8-hour window without a single alarm firing. We were blind to the deletion of historical data because we only monitor the health of incoming data and hot data.

	Backup Strategy: Relying solely on the database replication for data durability (when using shared storage) created a single point of failure. We did not have S3 Versioning enabled on the bucket, which would have allowed us to "undelete" the files removed by the application.



Key takeaways


	Immediate Configuration Audit: Disable Zero Copy Replication on all clusters immediately. Conduct a full audit of the Logs ClickHouse configuration and ensure no experimental features are used in production.

	Implement S3 Object Protection: Enable S3 Versioning on the underlying storage buckets. This ensures that even if the database application issues a destructive command due to a bug, the underlying data objects can be recovered.

	Before a product is made Generally Available, we spot check configurations and our data integrity strategies to find and correct for potential single points of failure







  24. Workflow "Wait until condition" steps silently failing

  Source: https://posthog.com/handbook/company/post-mortems/2026-04-27-workflow-wait-until-condition

  
  Between March 30 and April 22, 2026, a bug in our workflow engine caused workflows using "Wait until condition" steps to silently stop resuming. Affected workflows appeared to complete normally in the UI but never executed their downstream actions — such as delivering emails or sending Slack notifications. 48 workflows across 33 customer organizations were impacted, with 11,920 invocations silently blocked. The issue has been fully resolved and affected customers have been contacted and they will see a banner on each impacted workflow with a self-serve option to review and replay the silently-blocked runs. Importantly, 99.7% of all workflows triggered during this period executed normally.

Summary

PostHog's workflow engine allows customers to build multi-step automations. Some steps, like "Wait until condition," pause execution and periodically re-check whether a condition has been met before continuing.

On March 30, we deployed a deduplication mechanism to fix an earlier incident where ghost workflow runs were causing customers to receive duplicate emails and notifications. The dedup logic worked by comparing the invocation ID of a workflow when it first entered a step against the ID it carried when it resumed. If the IDs didn't match, the resume was treated as a duplicate.

This only affected "hold-state" actions — steps that pause and re-enter themselves ("Wait until condition"). Steps like "Delay" advance to the next action before pausing, so the dedup check on the next action started fresh and never hit the mismatch.

Unfortunately, the issue went undetected far longer than usual as we were lacking observability for the dedup code path.

Timeline

All times in UTC.


	2026-03-30: Deduplication logic deployed to production via PR #52776 to fix a separate ghost-run incident. This deployment introduced the regression.

	2026-04-20 13:17: A customer opened a support ticket reporting a workflow stuck at a "Wait until condition" step, with deduplication warning logs visible in their workflow logs.

	2026-04-20 – 2026-04-22: We added metrics and logging to the dedup code path (PR #55282) to determine whether the issue was isolated or widespread. In parallel, we investigated the root cause.

	2026-04-22 00:41: Root cause identified — the UUIDT-to-UUIDv7 rewrite during re-queuing caused dedup mismatches. A fix-forward PR was opened (PR #55652).

	2026-04-22 06:35: Incident declared. Instead of fixing forward, we rolled back the entire dedup code path to eliminate any residual risk (PR #55672).

	2026-04-22 08:21: New image deployed, verified working correctly. Incident resolved.



Root Cause Analysis

Invocation ID format mismatch across subsystem boundary

The workflow engine generates invocation IDs using PostHog's UUIDT format. The V1 job queue (job-queue-postgres.ts) validates incoming IDs using the npm uuid package's isUuid check, which rejects UUIDT-format IDs and silently substitutes a fresh UUIDv7.

When a "Wait until condition" step paused and was re-queued through the Postgres V1 path, the invocation ID was rewritten. On resume, the dedup logic compared the stored UUIDT against the new UUIDv7, saw different IDs, and concluded the resume was a duplicate — silently terminating the workflow.

Both sides of this boundary were tested in isolation: the dedup tests called the executor directly (never round-tripping through the queue), and the queue tests used uuidv4() instead of the UUIDT generator that production actually uses. Both passed, but neither caught the mismatch that only surfaces when the two subsystems interact.

Missing observability on a critical code path

The dedup logic was deployed without metrics tracking how many invocations were being filtered. Although legitimate deduplications were expected — thousands of ghost runs were still being correctly blocked — having a baseline would have made the anomalous spike in filtered invocations visible and drawn attention to the issue much sooner.

Lessons Learned

What went well


	Once the customer reported the issue, the team quickly added observability and identified the root cause.

	The rollback was clean — reverting the dedup code immediately unblocked all affected workflows with no further intervention needed.

	Customer Success proactively reached out to all potentially-affected organizations.

	Impact analysis was thorough: the team built a log-pattern fingerprint (UUIDT-to-UUIDv7 rewrite combined with pause-resume cycles) to precisely identify affected workflows and distinguish bug-caused blocks from legitimate dedup catches.



What went poorly


	23-day detection gap. The dedup code path lacked dedicated metrics, which delayed detection.

	Tests didn't cross the subsystem boundary. Unit tests for dedup and for the job queue each passed independently, but no integration test exercised the full round-trip (engine → queue → resume) with production ID formats.

	Silent failure mode. Affected workflows showed as "completed" in the customer-facing UI with no indication that downstream actions were skipped.



Key takeaways


	We've reverted the dedup logic and are investing in building a solution that fully mitigates this class of problems. The new architecture will also allow us to write more robust end-to-end tests to prevent issues like this from happening again.

	We have deployed additional alerting that will notify the teams immediately for this class of failure case in the future.







  25. Public post-mortems

  Source: https://posthog.com/handbook/company/post-mortems

  
  For PostHog employees, see the post-mortem guidance for how and when to write a post-mortem.


This page contains public post-mortems for significant incidents at PostHog. We publish these because we believe transparency builds trust, and because we think the wider engineering community benefits from shared lessons.

For security-specific incidents, see our security advisories. For real-time status updates, check our status page.

Our approach to post-mortems

We write post-mortems to understand what happened, not to assign blame. Every incident is an opportunity to improve our systems and processes. Our post-mortems typically cover:


	A clear timeline of what happened

	Root cause analysis

	Impact assessment

	What went well and what went poorly

	Concrete remediation steps



Not every post-mortem is made public. Minor incidents that partially affect services are documented internally. We publish a public post-mortem when an incident results in permanent impact on user data (such as data loss), directly disrupts customers' own services (such as SDK bugs breaking customer sites) or result in extended unavailability of PostHog services for customers (e.g. if dashboards would not load for multiple hours).

For internal guidance on how we handle incidents, see handling an incident.

Public post-mortems


	Workflow "Wait until condition" steps silently failing – April 27, 2026

	Logs data loss – February 20, 2026

	Feature flags cache degradation – February 6, 2026

	Replay SDK fetch wrapper incident – January 17, 2026

	Shai-Hulud supply chain attack – November 26, 2025

	Persons database migration – November 15, 2025

	Feature flags recurring outages – October 21, 2025

	Surveys SDK bug – October 3, 2025

	Feature flags service outage – September 29, 2025







  26. Security advisories

  Source: https://posthog.com/handbook/company/security-advisories

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Our approach to security advisories

	Reporting security issues

	Updating this page

	Security best practices

	Current advisories

	No active advisories

	Past advisories

	Advisory template



  This page contains security advisories and Common Vulnerabilities and Exposures (CVEs) related to PostHog. We maintain this page to ensure transparency and help our users stay informed about any security issues that may impact them. In the event that a security incident leads to a confirmed exposure or requires action from users we will always contact users proactively.

For coverage of other, non-security incidents, please check our status page.

Our approach to security advisories

At PostHog, we take security seriously. Not as a checkbox, but with hardware security keys and healthy paranoia. We have a robust security program that includes:


	Regular security audits, architecture reviews, and penetration testing

	Automated code and infrastructure as code (IaC) linting

	Responsible disclosure program

	Proactive vulnerability monitoring

	Transparent communication with our community



For more information about our security practices, see our main security page.

Reporting security issues

Security vulnerabilities and other security related findings can be reported via our vulnerability disclosure program or by emailing security-reports@posthog.com. Valid findings will be rewarded with PostHog swag.

Updating this page

PRs to this page which update advisories or CVEs should only occur as part of an incident and should follow all our usual processes for an incident. If you need to issue an advisory or CVE and an incident is _not_ declared, you should declare one.

Declaring an incident will ensure that there is good internal visibility and that members of relevant teams, including our Support team, are aware. Once an advisory is posted to this page, you should also update other teams by posting in the #tell-posthog-anything Slack channel.

Security best practices

Security is everyone's responsibility, so we encourage all our users and staff to follow some basic best practices within their own organizations.


	Use PostHog Cloud - We sunset K8s deployments long ago and our OSS version isn't suitable for use at scale. Use PostHog Cloud to ensure you benefit from the latest security updates.

	Use strong authentication - Always enable multi-factor authentication, strong passwords, and SSO where available. PostHog supports all of these.

	Monitor access - Regularly review who has access to your PostHog data and follow the principle of least privilege by only giving access to things people _actually_ need.



We will always proactively reach out to affected users in the event of an advisory requiring attention or action. However, if you'd like to stay updated about future incidents or advisories, please subscribe to our status page. If you want to drink updates from the firehose, you can also follow our GitHub repos for real-time updates about everything we do, as we're committed to working in the open wherever possible.

Current advisories

No active advisories

Currently, there are no active security advisories or CVEs. All is well.

Past advisories

<summary>June 2, 2026 / PSA-2026-00001 </summary>

<p><strong>Date:</strong> June 2, 2026<br /> <strong>Advisory:</strong> PSA-2026-00001<br /> <strong>Severity:</strong> Critical<br /> <strong>Status:</strong> Resolved</p>

<p><strong>No customer data was accessed and no action is required.</strong> Our investigation using AWS CloudTrail and Wiz, together with the researchers' confirmation, found that no customer data was viewed, accessed, or modified, and no customer accounts were affected. The incident exposed our internal production credentials, not customer data, to security researchers and we have rotated those credentials as a precaution.</p>

<h4>Description</h4> <p>A security researcher exploited a known vulnerability (<a href="https://www.cve.org/CVERecord?id=CVE-2026-7899">CVE-2026-7899</a>) in an outdated version of Chromium that we ran via Playwright to generate heatmaps. This Chromium instance ran without a sandbox, which was a legacy configuration we had planned to change but had not yet enabled. The combination of the outdated version and the missing sandbox allowed the researcher to gain a shell on the Kubernetes pod and read credentials stored in the pod's environment variables.</p> <p>We were alerted when one of the researchers stored the extracted secrets in a private GitHub gist, triggering GitHub's secret-scanning notifications to the affected providers, including AWS. Based on the researchers' confirmation and our own investigation via AWS CloudTrail and Wiz, no customer data was accessed and the vulnerability was not exploited by anyone other than the researchers. The researchers confirmed that their last access to our environment occurred before we began rotating credentials.</p>

<h4>Affected users</h4>

<li><strong>No customer data was affected.</strong> No customer data was accessed, viewed, or modified, and no customer accounts were compromised. This was confirmed by our investigation using AWS CloudTrail and Wiz, and by the researchers.</li> <li><strong>No customer action is required.</strong> We rotated the most critical credentials immediately, and are completing rotation of the remainder as a precaution.</li> <li>This affected our <strong>US Cloud</strong> environment only. EU Cloud was not affected.</li> <li>The exposure was platform-wide in scope (credentials available to the affected workload), not limited to a specific product.</li>

<h4>Resolution</h4>

<li>We immediately began rotating production credentials, starting with the most critical (including AWS).</li> <li>We updated Playwright and Chromium to the latest version.</li> <li>We have begun moving heatmap generation and other uses of Chromium to an external service so that we no longer run Chromium in our own containers.</li> <li>We are exploring additional container hardening, including removing the shell from these containers entirely.</li>

<h4>What we learned</h4>

<li>A sandbox would have contained the exploit to the browser process rather than letting it reach the pod and its secrets. We should have closed that known gap sooner.</li> <li>Our initial status update was slower than it should have been because the incident began on a Friday evening, when fewer responders were immediately available. We also lacked a playbook for this specific incident type.</li> <li>Reducing the number of static, long-lived secrets limits the impact of any future exposure. We already use short-lived, automatically-rotated credentials (such as OIDC and IRSA) wherever we can, but many third-party services still only support static API keys. We'd like to see the industry move further toward short-lived credentials.</li> <li>Rotating our secrets is slower and more manual than it should be. We need better documentation of where each secret originates and who is able to rotate it.</li> <li>We need better tooling to propagate rotated secrets into running workloads and trigger a redeploy independently of a normal release, so rotation isn't gated on the deploy process.</li> <li>Automated secret-scanning notifications from our cloud providers were an effective backstop that alerted us quickly.</li>

<h4>Timeline</h4>

<li><strong>Secret-scanning alert received:</strong> May 29, 2026, 23:55 UTC</li> <li><strong>Incident declared:</strong> May 30, 2026, 00:08 UTC</li> <li><strong>Outreach to researcher:</strong> May 30, 2026, 00:16 UTC</li> <li><strong>Began rotating credentials:</strong> May 30, 2026, 00:24 UTC</li> <li><strong>Initial status page update published:</strong> May 30, 2026, 01:04 UTC</li> <li><strong>Researcher confirmed exploit path:</strong> May 30, 2026, 01:37 UTC</li> <li><strong>Initial fix deployed (Chromium/Playwright update):</strong> May 30, 2026, 02:40 UTC</li>

<summary>August 15, 2025 / PSA-2025-00001 </summary>

<p><strong>Date:</strong> August 15, 2025<br /> <strong>Advisory:</strong> PSA-2025-00001<br /> <strong>Severity:</strong> Medium<br /> <strong>Status:</strong> Resolved</p>

<h4>Description</h4> <p>An overly permissive table was available in the SQL editor that allowed users to see queries performed by other users in unrelated teams. The results of those queries were <em>not</em> accessible, but the queries themselves were visible.</p>

<h4>Affected users</h4>

<li>Our logs confirm that this feature was never used in our EU cloud.</li> <li>Our historical query log for the US cloud only contains data going back to July 3, 2025, and we can confirm the feature was not used during that period.</li> <li>We do not have query logs between December 12, 2024, and July 2, 2025. While we cannot fully confirm usage during this window, we believe it is very unlikely the feature was used in our US cloud, as it was never advertised.</li>

<h4>Resolution</h4> <p>Once discovered, we immediately removed the ability to query this table. We then reintroduced the feature with queries properly scoped to each user’s team.</p>

<h4>What we learned</h4>

<li>We have a logic guard to ensure that all queries contain a properly authorized <code>team_id</code> when the queried table includes a <code>team_id</code> field.</li> <li>This logic did not help in this case because the query log table did not contain a <code>team_id</code> field.</li> <li>We have since added a <code>team_id</code> field to this table and audited all other tables to verify that they contain a <code>team_id</code> field where appropriate.</li> <li>Going forward, we will introduce automated tests to ensure that all new tables also include a <code>team_id</code> field.</li> <li>Our historical query log contains a longer dataset in the EU cloud simply because it was deployed there first. Going forward, our US cloud logs will continue to accumulate historical data for future incident response.</li>

<h4>Timeline</h4>

<li><strong>Vulnerable code shipped:</strong> December 12, 2024, 14:45 UTC</li> <li><strong>Discovered:</strong> August 13, 2025, 11:32 UTC</li> <li><strong>Reported:</strong> August 13, 2025, 11:39 UTC</li> <li><strong>Fixed:</strong> August 13, 2025, 12:33 UTC</li> <li><strong>Disclosed:</strong> August 15, 2025, 09:00 UTC</li>

Advisory template

Use the advisory code as the <details> id (and the matching <AdvisoryAnchor> id) so it can be linked directly. Linking to the anchor (e.g. /handbook/company/security-advisories#PSA-2025-XXXXX) auto-expands the advisory.

<details id="PSA-2025-XXXXX">
  <summary>August 15, 2025 / PSA-2025-XXXXX </summary>

  <p><strong>Date:</strong> August 15, 2025<br />
  <strong>Advisory:</strong> PSA-2025-XXXXX<br />
  <strong>Severity:</strong> Low / Medium / Critical<br />
  <strong>Status:</strong>Reported / Fixed / Resolved</p>

  <h4>Description</h4>
  <p>Brief description of the vulnerability and its potential impact.</p>

  <h4>Affected users</h4>
  <ul>
    <li>Confirm if the advisory is limited to specific products.</li>
    <li>Confirm if the advisory is limited to either US or EU customers, or both</li>
  </ul>

  <h4>Resolution</h4>
  <p>Where possible, add a link to a PR. Be clear on any next steps.</p>

  <h4>What we learned</h4>
    <p>If there's a lesson we took to prevent this happening again, document it briefly.</p>

  <h4>Timeline</h4>
  <ul>
    <li><strong>Vulnerable code shipped:</strong> January 10, 2024, 00:00 UTC</li>
    <li><strong>Discovered:</strong> January 10, 2024, 00:00 UTC</li>
    <li><strong>Reported:</strong> January 10, 2024, 00:00 UTC</li>
    <li><strong>Fixed:</strong> January 10, 2024, 00:00 UTC</li>
    <li><strong>Disclosed:</strong> January 10, 2024, 00:00 UTC</li>
  </ul>

</details>





  27. Security & Privacy

  Source: https://posthog.com/handbook/company/security

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	Overview

	Multi factor authentication

	YubiKeys for infrastructure accounts

	Setting up your YubiKeys

	Mobile device management (MDM)

	SOC 2

	GDPR

	PostHog's obligations as a Data Processor



  It is critical that everyone in the PostHog team follows these guidelines. We take people not following these rules very seriously - it can put the entire company and all of our users at risk if you do not.

Overview

We maintain a robust security program that follows best practice in order to meet the needs of our PostHog Cloud customers, making PostHog the ideal solution for customers who have GDPR, SOC 2, or CCPA obligations themselves. PostHog Cloud customers own the data they send to us for processing. We collect and analyze data about the use of PostHog Cloud by our customers, but that data does not include the user data that customers send to us to process on their behalf.

This page covers SOC 2, GDPR, and CCPA compliance.

For information about security advisories and CVEs, see our advisories & CVEs page.

Multi-factor authentication

All team members are required to enable multi-factor authentication (MFA) on their accounts. Passkeys are the preferred method for securing all accounts — they are phishing-resistant, easy to use, and supported by most major services including Google Workspace, GitHub, 1Password, and macOS.

Please set up passkeys for Google Workspace and GitHub at the very least. If you are new, please do this within your first week so you don't get locked out.

It is recommended to have most passkeys saved in 1Password itself, which will allow you to use them from your phone.

YubiKeys for infrastructure accounts

YubiKeys are required for certain infrastructure-specific accounts as determined by the security team. If your role requires access to these accounts you will be told by the team - if in doubt ask in #team-security.

We recommend purchasing:


	One YubiKey 5C Nano for use with the work computer (can be left plugged in most of the time)

	One YubiKey 5C NFC (or YubiKey 5Ci if you have an older iPhone model) for use with mobile devices, and as backup



Setting up your YubiKeys


	Register your YubiKeys with each required service. The security team will let you know which accounts need YubiKey authentication.

	Always register both keys with every service so the second acts as a backup if you lose one.

	Disable OTP mode — avoid spamming OTPs if you accidentally touch your YubiKey by installing the YubiKey Manager or by running brew install ykman && ykman config usb --disable OTP



Mobile device management (MDM)

We use Fleet to manage all of our laptops. It applies targeted policies that raise the security baseline of every device, including:


	minimum password length

	screen lock

	auto-install of software updates

	auto-provisioning of software like 1Password

	absence of static SSH keys on the filesystem



We also use Fleet to investigate supply chain attacks, for example to see whether any laptops have been exposed to a malicious package or browser extension.

We chose Fleet because they are open source and a transparent company. In the same spirit, all of the policies we provision are stored in git at PostHog/fleet-gitops. Any employee can see the same data our security team sees by clicking the Fleet icon in the macOS menu bar and choosing "My device".

Fleet does not see:


	your screen

	your messages or photos

	what you type

	which URLs you visit



SOC 2

These policies are also relevant for GDPR (see below).

GDPR

For the purposes of GDPR, customers use PostHog in one of two ways:


	PostHog Cloud

	Self-hosting a hobbyist PostHog instance



If a customer is using PostHog Cloud, then PostHog is acting as Data Processor and the customer is the Data Controller. We have some GDPR obligations to the customer's end users here.

If a customer is self-hosting PostHog then they are both the Data Processor _and_ the Data Controller because they are responsible for their PostHog instance. We do not have access to any of their user data, so we do not have specific GDPR obligations to the customer's end users here.

PostHog's obligations as a Data Processor

We have reviewed our architecture, data flows and agreements to ensure that our platform is GDPR compliant. PostHog Cloud does not directly interact with our customers’ end users, nor does the platform automatically collect personal data. However, our customers might collect and send personal data to PostHog for processing.

PostHog does not require personally identifiable information or personal data to perform product analytics, and we provide extensive controls for customers wishing to minimize personal data collection from their end users. We provide separate guidance for our customers on how to use PostHog in a GDPR-compliant way in our Docs.

Technical and Organizational Measures ('TOMs')


	We maintain an extensive security policies to ensure we are managing data responsibly - see above.

	We enter into Data Processing Agreements ('DPAs') with PostHog Cloud customers when requested - you can generate a DPA here. We maintain a register of all DPAs we have entered into.

	Customers can choose whether to host data on our AWS servers in the EU (eu-central-1 in Germany) or the US (us-east-1 in Virginia). If data transfer is required from the United Kingdom, EU, or EEA to our US based AWS environment, we rely on EU Standard Contractual Clauses (SCCs).

	We are registered with the Information Commissioner's Office in the United Kingdom as Hiberly Ltd., which is the legal name for our UK entity.

	A list of sub-Processors is maintained as part of our DPA - we keep this to a strict minimum.

	Our Data Processing Register is available for viewing by any interested party upon request.



Charles Cook (VP Operations) is our assigned Data Protection Officer and is responsible for overseeing compliance. Customers can email privacy@posthog.com for any questions relating to GDPR or privacy more generally.

CCPA

Under the California Consumer Privacy Act (CCPA), PostHog as a Service Provider to PostHog Cloud customers only. This is similar to the Processor definition under GDPR. We include a CCPA Addendum in our Privacy Policy.

We give all PostHog customers the tools to easily comply with their end users' requests under CCPA, including deletion of their data. We provide separate guidance for our customers on how to use PostHog in a CCPA-compliant way in our Docs.

We receive data collected by our customers from end-users and allow them to understand usage metrics of their products. We don't access customer end-user data unless instructed by a customer, and customer data is never sold to third parties. We do not have access to data collected by our customers who are using a self-hosted version of PostHog from end-users at all, unless they give us access to their instance.

Pen tests

We conduct these annually, most recently in May 2025 - you can find the report in our Trust Center.

Responsible disclosure

Security vulnerabilities and other security related findings can be reported via our vulnerability disclosure program or by emailing security-reports@posthog.com. Valid findings will be rewarded with PostHog swag.

For information about current and past security advisories and CVEs, see our advisories & CVEs page.

Reporting phishing

If you receive a phishing email/text/whatsapp, it's useful to report it to the security team so that they can make other employees aware. Take a screenshot and post it in #phishing-attempts. You may be asked to forward the email to security-internal@posthog.com for further inspection.

Secure communication (aka preventing social engineering)

We follow several best practices to combat social engineering attacks. See Communication Methods for more information.

Impersonating users

To provide a great customer experience, PostHog employees may occasionally need to access customer data or log in as a user (i.e. impersonate them). We allow this access when it's necessary to deliver our service, following these guidelines:


	Only impersonate when there’s a clear, demonstrable benefit for the customer.



For example, to investigate an incident, resolve a support issue, or review a customer’s setup to give recommendations on how to use PostHog more successfully.


	Do not make any changes to a customer’s setup without explicit consent.



Exceptions to this are cases where we are reacting to incidents or bad configurations that are negatively impacting PostHog services in order to protect ourselves _and_ the customer.


	Ask for permission whenever possible.



While this isn’t always feasible, such as during an active incident, it’s best practice to inform the customer before accessing their account. When a customer raises a support ticket, we take this as consent to be able to impersonate their account and investigate based on the contents of the ticket. Customers will not be actively asked for permission by our support engineers when they are investigating a ticket, and the customer should inform us in the ticket if they explicitly do not wish for our support engineers to access their account.


	Use good judgment.



If you’re unsure whether impersonation is justified, or if a customer might object, either seek their consent or find another way to get the information (for example, by checking our internal PostHog instance).





  28. Small teams

  Source: https://posthog.com/handbook/company/small-teams

  
  Auto TL;DR

  At a Glance

  This long page covers these main areas. The list is generated from the article headings, so it updates with every handbook rebuild.

  	How it works

	What does owning an area of the product mean?

	What actions should the small teams be doing for their area?

	What is the role of the team lead?

	Setting up support processes

	Launching new products and features

	Adding ideas to the roadmap

	Launching a new beta



  PostHog is structured for speed, autonomy and innovation.

Many traditional organizations have big, separate functions. You have a product team, an engineering team, customer support, and so on. This slows things down when you scale because there are more layers of communication and complex approval chains. This stifles innovation because you have to get your boss to talk to someone else's boss to get work done. It also means that people can't really see the impact of their work.

PostHog started off as a completely flat company with one big goal: to increase the number of successful products in the world.

As we are getting bigger, we anticipate that it will get harder for people to see the direct impact of their work, which reduces the sense of ownership.

We have therefore introduced small teams. These are designed to each operate like a startup. We maintain our full org chart in our ops platform.

How it works


	The overall goal for a small team is to own an area of the product/company and be as close to its own startup as possible, with only a handful of centralized processes.

	A small team should _strictly_ be between 2-6 people.

	A small team has a team lead responsible for its performance - whoever is most appropriate depending on what the team is working on. This does _not_ mean the most experienced person on the team.

	A small team must have a customer (internal or external).

	There may be certain functions where at our current stage we don't need a small team yet.

	Each small team runs its own retrospective + sprint every week. This must be done transparently.

	A small team has the final call in which of its features get into production, with no need for external QA/control - within our existing release schedule.

	A small team will, at some stage, be able to create its own pricing.

	A small team is responsible for talking to users, documenting what they build, and ensuring their features are highlighted in releases.



What does owning an area of the product mean?

The product small team is responsible for everything related to their area, particularly:


	Usage

	Quality

	Revenue



What actions should the small teams be doing for their area?

Each quarter:


	Create good quarterly goals



During the quarter:


	Maintain a prioritized roadmap to help them achieve their objectives

	Speak to customers

	Monitor relevant metrics including those covering Usage, Quality and Revenue

	Triage and fix related bugs

	Assist the support hero in answering related questions

	Collaborate with other small teams such as marketing

	Become power users of their area of PostHog and use PostHog in their processes



What is the role of the team lead?

Overall, the team lead is responsible for ensuring the above happens. They should focus on enabling the team to solve these tasks together rather than trying to do it all themselves.

Team leads do not necessarily = managers. Read more about how we think about management.

Once a new team lead is appointed, or a small team is created, team leaders take on additional responsibilities, along with a checklist of actions. To kick off the process, run /org-change in Slack and select the relevant change type – it'll create a tracked issue in company-internal with the right checklist.

Team leads also take on a range of broader responsibilities that revolve around releasing new features and communicating with other teams. Some helpful guidelines on what team leads should be taking responsibility for are listed below.

Setting up support processes

Setting up support processes is a team lead responsibility, but if you need any assistance just contact the Support team directly.

Team leads are responsible for creating Slack channels for their support function and ensuring integration with Zendesk, so that the team can be alerted to support issues. Once the support process is set up, team leads are responsible for ensuring a sustainable and fair support rotation and setting up SLA and support hero notifications.

To kick off any org change, run /org-change in Slack.

Launching new products and features

It's the responsibility of the team lead to keep Marketing and Billing teams informed about product progress, so that product marketers can coordinate launches and the Billing team can implement pricing.

For a complete walkthrough of the product lifecycle (from initial setup through GA), see releasing new products and features and use the new product RFC template.

Some guidelines on how to do this are below, but if in doubt team leads should always aim to overcommunicate with Marketing and Billing teams.

Adding ideas to the roadmap


	[ ] As soon as you start seriously planning a new product, add it to the in-app feature preview roadmap as a concept.

	[ ] Inform the marketing teams a new roadmap item is available via the #team-marketing channel



Launching a new beta


	[ ] As soon as user opt-in is available, move your roadmap item from concept to beta

	[ ] Ensure your opt-in beta has a feedback link and docs link

	[ ] Inform the marketing teams a new beta is available via the #team-marketing channel



Launching a new product

Typically, you must give at least 2-3 weeks notice of a product launch and you should reach out directly to marketing team leads if this is not possible.


	[ ] Create a new launch plan issue

	[ ] Continue to communicate timelines / updates in the Slack channel created



Leading quarterly goal setting

Team leads are responsible for organizing quarterly goal setting within their team, leading the goal-setting session, and documenting the goals on their team page.

How do small teams and product managers work together?

With our engineering-led culture, the engineers on the small team are normally responsible for their area of the product.

We have a small number of product managers who support the product small teams in achieving their goals. This includes helping with prioritization, creating/updating dashboards, competitors analysis, speaking to customers etc. However, having product managers doesn't mean that the engineers can abdicate these responsibilities. The engineers should be the experts of the product they are building and their customers.

Additionally, the product managers should pay particular attention to cross-team alignment.

How do small teams and designers work together?

Similar to product, designers support small teams. Read our guide for engineers on how to work with design.

Managing larger cross-team projects

Each project should be owned by an individual within a single small team. However, some projects affect multiple other teams and require their support. For example, the performance work owned by Karl in product analytics requires support from the pipeline and infrastructure team.

For these projects, we recommend the individual owning it write a "Status update" every 2 weeks on slack and add a link to this update in the "Updates on bigger projects that affect multiple teams" section of the all hands doc. These status updates might include: what's been done since the last update, any blockers, and what are the next steps.

Small teams intros

Every small team should have an agreed charter which should include:


	Mission

	Long term goals

	Description of what the team does

	Target customer

	Who is on the team

	Key metrics



These should all be visible in the Handbook, updated when changes are made & confirmed ahead of each quarter so everyone is on the same page.

List of small teams

See the list of all small teams.

Forming new small teams

We have a defined process for proposing changes to teams, or creating a new team.

Once a decision is made, the following happens:


	[ ] Ops team updates the Org Chart in Deel.

	[ ] The team lead runs /org-change in Slack to kick off the tracking issue. Ops will be notified and picks up execution from there.

	[ ] Exec informs everyone else in the company in the next all hands session.



The small teams template contains a list of tasks for the Ops team and the team lead.

These include standard tasks, such as creating Slack groups and a team page to ensure the team can communicate efficiently.

FAQ

Who do small teams report to? How does this work with management?

The team lead has the final say in a given small team's decision-making - they decide what to build / work on.

Each person's line manager is their role's functional leader (if possible). For example, engineers, no matter which small team they're in, will report to an engineer.

It's important to note that management at PostHog is very minimalistic – it's critical that managers don't set tasks for those in small teams.

Think of the small team as the company you work for, and your line manager as your coach.

Can someone be in multiple small teams?

Only if they're in some kind of supportive role. For example, product managers and designers can be attached to more than one team, but product engineers should never be in more than one team because this acts against proper ownership.

Who is in a small team?

No more than 6 people, but that's the only rule. It could be any group of people working together.

Will this lead to inconsistent design?

Eventually, yes. Other companies have a UX team that build components for everyone to use. Since we currently use Ant Design, we don't need this just yet.

Can I still step on toes?

Yes. In fact, it's actively encouraged.

We still expect people to have an understanding of the entire company and what various people are working on. In engineering, we still expect you to understand how the entire system works, even if you're only working on infrastructure. You can only do your job well if you understand how it fits in with other parts of the system.

You're actively encouraged to raise pull requests or propose changes to stuff that doesn't have anything to do with your small team.

Can people change teams?

We try to keep moves infrequent and when needed. We anticipate moving people roughly every 3-9 months. We'd rather hire new people than create gaps by shifting people around.

There are two scenarios that will trigger a move:


	The small team may realize they no longer need someone, or that they could really do with someone currently in another small team internally.

	An individual team member may wish to move in order to develop their skills or experience.



It is very important to raise any desire for a team change with your relevant teams/blitzscale member early. Any changes are at their discretion, as their job is to ensure that our small teams continue to function and that any moves fit into our current hiring plans. They will also have the best context about which teams you may be a good fit for, based on your skillset but also each team's needs. Please don't go talking to other teams directly first, as it makes it harder to manage everyone's expectations.

Aren't most small teams way too small?

In general, no – it's surprisingly great how much just 2-6 people can get done.

If more mature product areas cannot cope with the workload, small teams will clarify where we need to hire too. In fact, it'll make sure we keep the scrappy fun side of working here as we get bigger. A team doesn't _have_ to be six people.

How does hiring in the small team work?

The small team is responsible for creating roles for those that they need.

We have a centralized team that will then help you hire.

James and Tim used to interview every candidate because it's a standard startup failure for founders to get too removed from hiring. We've relaxed this so that someone Team Blitzscale always interviews candidates, normally whichever team member sponsors the team the candidate will be joining.

Regardless of the team, we aim to retain a high bar for new hires. In the words of James Greenhill: "If it's not a hell yes, it's a hell no." See how we hire for more on this.

How do we create new teams, or make changes to existing teams?

See how we make team changes for a more detailed breakdown of the process.

Does a small team have a budget?

Spend money when it makes sense to do so. See our general policy on spending money.

How do you keep the product together as a company?

James and Tim are ultimately responsible for us having (i) no gaps in product (ii) eliminating duplicate work (iii) making sure all small teams are working on something rational. This is how we manage the product.

How do you stop duplicate work?

James and Tim have the ultimate responsibility to make sure we don't build the same thing in two different teams, or that we don't accidentally compete with each other internally.

By keeping communication asynchronous and transparent, this is made much easier to do than is typical at other organizations.

Can a small team "own" another small team?

Not for now, no. Perhaps when we're much larger this is something to think about.





  29. Sprints

  Source: https://posthog.com/handbook/company/sprints

  
  PostHog works based on Sprints. These are when a Small Team meets to discuss how the last Sprint went, and what the plan is for the next one.

Sprints are shared transparently inside the company, for every team – including the Executive Team. This means people can coordinate work without having to do meetings.


	There should be a GitHub issue for the sprint up in advance and everyone should add their notes to it before the meeting starts.




	Each _individual_ should come with specific written suggestions for what they'll work on over the next sprint. Note: if you're in an engineering role, product won't dictate to you what to build – it is up to you to drive this.




	The _team leader_ for a small team is responsible for making sure the sprint takes place regularly.




	Any important points discussed should be written down to clarify any decisions and to help those who didn't attend.




	Teams generally meet either once a week or every two weeks.




	Everyone in a small team should attend their small team's sprint as far as possible.




	Anyone can attend a specific small team's sprints. However, all attendees should have a specific reason to be there.




	Anyone can comment on the sprint issue before or after the sprint.







  30. Team changes

  Source: https://posthog.com/handbook/company/team-changes

  
  There are three key principles here:


	Anyone can propose a change by creating an issue suggesting the change.

	Decisions should be made quickly – i.e. less than a week.

	Team Blitzscale ultimately own the decision to make a change or not.



Complete consensus isn't necessary, but there should always be time for people to share feedback, and alternative solutions, before a decision is made.

We should never run lengthy consultations, or individual meetings with all those affected by a proposed team change, but a group meeting to make a final call can be useful provided you follow the process below first.

How to propose a team change

Follow this process whether you're proposing creating a new team, splitting up an existing team, or even closing down a team.

1. Create a team change proposal issue

You can use the team change proposal template in company internal to do so. A good proposal should:


	Tag all those directly affected by the change, and the Blitzscale Team member directly responsible for this area of the business.




	Include context about why you're suggesting the change and the goals you think this change will help us achieve.




	Be as concise as possible. This isn't an RFC, our goal is to make a quick decision.



2. Share your proposal widely

Please share the issue in the relevant team Slack channels, the #team-blitzscale Slack channel, and any relevant public channels, requesting feedback.

It's generally best to post once and then forward that message to other relevant channels to keep things tidy.

Include the deadline for the decision in your message and tag the directly affected people.

Our goal is to make the best possible decision as fast as possible. When giving feedback, consider the following:


	Are there considerations the proposer isn't aware of that could impact the decision we make? Please share them and suggest solutions. Often these relate to feature ownership.




	Is there a better or alternative solution? Disagreeing with a proposal is fine, but it's always best to propose a solution than to just disagree without an alternative. If you think no change is necessary, explain why.




	Be direct and clear about how strongly you feel. If you're strongly against a change, explain why and make that clear. Likewise, if you're unsure about a change, but don't feel strongly, articulate that. Consensus is not our goal and decisions being blocked by people who are less invested in the outcome will slow us down and lead to worse decision-making.



3. Share the final decision in Slack

The final decision should always be made by the relevant member(s) of the Blitzscale Team in a timely fashion.

Once made, they should share their decision in #tell-posthog-anything and the relevant team channels, alongside a short summary of why we're making that change.

4. Execute the change

Once the decision is shared, the team lead kicks off execution by running /org-change in Slack and selecting the relevant change type. This creates a tracked issue with the right checklist, assigned to those involved.

FAQ

What if I want to move teams?

This process exists purely for making larger changes to existing teams, or forming new ones, that impact multiple people. If you are personally looking to change team, see the small teams handbook page.

What happens after a decision is made?

This is covered on the small teams handbook page.
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